Join the Amazon research team
working on Machine Learning Compiler

The Neuron Compiler accepts Machine Learning models from various frameworks (PyTorch, XLA,
TensorFlow) and optimizes them to run on Neuron devices (the Trainium and Inferentia chips
designed by Amazon). The compiler team also builds the NKI kernel language.

We are a growing research team that is part of the larger compiler organization, led by Daniel
Kroning. We are looking for interns to join our team in Cupertino (Silicon Valley) or Seattle.
Internship start dates and length are flexible, but currently we are especially looking for interns
for fall 2025.

We are looking for candidates with experience including but not limited to:

e Formal specification and verification of compilers

e Translation validation of compiler passes

e Compiler optimizations and compiler intermediate representations

e Specification, design, and implementation of domain-specific languages
e Compilers for machine learning frameworks

e Automated test case generation, compiler fuzzing

For more information and instructions to which Amazon position to formally apply to, please
send your CV to Christian Wimmer — chwimmer@amazon.com

PS: We are also looking for full time employees for research and engineering positions.



