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Abstract—Enhancing students’ comprehension of bytecode
generation and its interpretation is crucial, yet challenging,
in compiler construction courses. Traditional approaches often
emphasize theoretical concepts, making it difficult for students
to grasp the inner workings of bytecode interpreters.

To bridge this gap, we introduce a web-based tool for trace-
based bytecode interpreter visualization, designed to enhance
comprehension by providing an interactive and visually enriched
learning experience. Our tool provides a side-by-side view that
aligns the original high-level source code and its corresponding
low-level bytecode, with arrows indicating jumps and method
calls. Users can step through the executed bytecode (forwards
and backwards) to see the effect of each operation. A dynamic
memory visualization utilizes animations to illustrate changes
in the interpreter’s various memory regions and its registers.
To further increase the flexibility of our tool, we developed
a lightweight metalanguage that enables educators to define
visualizations for arbitrary bytecode formats.

Our tool aims to bridge the gap between abstract theory and
concrete execution. We demonstrate its effectiveness in various
educational settings, e.g., how it can help educators improve their
live teaching and how it facilitates student self-study.

Index Terms—Compiler Construction, Bytecode Interpreter,
Visualization, Interactive Learning, Debugging, Trace-Based De-
bugging, Computer Science Education

I. INTRODUCTION

Understanding how a bytecode interpreter works is critical
for compiler construction students, yet the dynamic, often
opaque, execution process can be difficult to grasp through
traditional teaching methods [1]]. Visualization techniques are
widely recognized for their effectiveness in software engineer-
ing education, helping students grasp complex programming
concepts through graphical representations and making the
process more tangible [2]-[4]]. In the context of compiler
construction, visualization plays a crucial role in demystifying
the complex nature of compiler tooling [1], [S].

Furthermore, visualization has been shown to aid in the
development of more accurate mental models, improving stu-
dents’ ability to reason about program execution and compiler
behavior [6], [[7]. This, in turn, enhances comprehension and
engagement, leading to a more effective learning experience.

Graphical debuggers, such as JavaWiz [§]], enable users to
visualize program execution step-by-step, facilitating a deeper
understanding of control flow and the program’s inner work-
ings. Scanner and parser visualizers, including VCOCO [3]]
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and Jaccie [9], focus on illustrating the inner workings of
compilers by visualizing the structured processing of source
code. Other tools such as ComVis [1]] extend this by presenting
different stages of compilation and demonstrating how various
compilation approaches influence the overall process.

In contrast to these tools, our tool introduces a novel trace-
based visualization approach which allows users to interac-
tively walk through the execution of bytecode, even allowing
users to step backwards to re-inspect the effect of certain
bytecode operations. With each executed operation, the tool
animates corresponding changes to the memory state, thereby
providing a clear, intuitive window into the inner workings of
the interpreter. This step-by-step visualization not only bridges
the gap between abstract theory and practical implementa-
tion, but also enhances students’ comprehension by making
invisible processes visible. To the best of our knowledge,
no other tool offers this level of detail in tracing memory
state transitions during bytecode interpretation, making our
contribution a unique asset for both educators and students
in the field of compiler construction.

In this paper, we describe the concepts, components, and
educational use cases of our visualization tool. In summary,
our contributions encompass:

« a trace format combining the source code, bytecode, line
mappings, symbol information as well as all executed
bytecode operations (section 1V),

e a web-based tool visualizing the original high-level
source code and the generated lower-level bytecode side-

by-side (section V) as well as a highly animated visu-

alization of the interpreter’s memory regions and their
evolution over time (section VI),

« a set of interactive features for traveling back and forth
in bytecode execution, including automatic playback ca-
pabilities (section VII), utilizing a DSL for mapping
bytecode operations (of various bytecode formats) into

high-level animations (subsection VII-DJ),

« use cases in various educational settings to showcase the
applicability and usefulness of our tool (section VIII).
II. BACKGROUND

Our visualization requires bytecode traces, i.e., a sequential
recording of executed bytecode operations. Thus, this section
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outlines (1) the general concepts of bytecodes and interpreters,
(2) bytecode tracing, as well as (3) the language MicroJava
(M1J). MJ is used for compiler construction education at the
Johannes Kepler University Linz and serves as a reference
language for our visualization tool.

A. Bytecode and Interpreters

Bytecode is an intermediate representation of code that con-
sists of compact, lower-level instructions, typically generated
by a compiler. Compared to machine code (that can only be
executed on a given machine type, e.g., x86), bytecode en-
ables portability across different platforms. For this, bytecode
is executed inside a portable runtime environment (such as the
Java Virtual Machine (JVM)). Such an environment typically
utilizes an interpreter to execute the bytecode.

A program’s bytecode consists of multiple operations. Each
operation starts with an opcode (such as ADD, LOAD, etc.)
and can be followed by operands (such as LOAD 0 to load
the first local variable). Within the interpreter, different virtual
memory regions are used to manage various types of program
data (such as local variables on the stack and global variables
in the data region). Bytecode operations can be categorized
into three main groups:

1) Read and write operations, responsible for transferring
or copying data between memory regions.

2) Arithmetic and logic operations, which perform compu-
tations such as addition.

3) Control flow operations (e.g., JUMP or CALL), which
alter the execution sequence.

Listing 1| shows a pseudo-bytecode which adds a local and
a global variable and stores the result in another local variable.

LOAD 1 // Load local var. 1

GETSTATIC 2 // Load global var. 2

ADD // Add both variables, remember result
STORE 3 // Store result into local var. 3

Listing 1: Bytecode example addition.

A crucial focus of our project is to increase students’
comprehension by visualizing when and how the interpreter
moves data between memory regions (i.e., loads and stores).

B. Bytecode Tracing

In general, an execution trace is a recording of a program’s
executed operations. For our visualization, we collect a trace
that contains a list of all bytecode operations executed by the
interpreter. Such a trace allows us to inspect a program run
in retrospective, for example by employing visualizations that
depict the evolution of the virtual machine’s state over time.

C. The MicroJava Language and Bytecode

MicroJava [10] is an educational programming language
which implements a subset of Java. It has already been used
for over two decades in compiler construction education at
the Johannes Kepler University Linz. The language and its
corresponding MicroJava bytecode include all essential com-
ponents of major programming languages while maintaining a

manageable level of complexity. Although our tool is designed
to support arbitrary bytecodes, we chose MicroJava as a
suitable initial reference language for our project. We discuss
how other languages can be visualized in the future in more

detail in

III. APPROACH

This section provides an overview of our visualization’s key
components. Each component is discussed in greater detail in
the following sections.

Our tool is composed of two main subsystems, each serving
a distinct role in facilitating bytecode execution visualization:

1) Execution Trace Collector: To enable our visualizations,
we extend the MicroJava bytecode interpreter and com-
piler with a lightweight data collection mechanism to
collect execution traces in a structured format.

2) Web-Based Visualization Interface: Our web interface
displays the core visualizations (i.e., a side-by-side view
of high-level source code and lower-level bytecode, as
well as an animated memory view) and the user interface.
It enables users to step through bytecode execution,
highlighting important changes on every step.

presents an overview of our system’s workflow,
illustrating the interaction between its components. The first

two components () and (2)) are located in the runtime
environment. The trace collector (Component @) records the
execution trace, which is then used by the web application
(components (3)-(®)) for visualization and user interaction.

(D The compiler translates source code into bytecode. For
our visualization, we record:

« the generated bytecode.

« a bytecode-to-line mapping, enabling us to display
generated bytecode next to its original source code.

o symbol information, which establishes a mapping be-
tween program entities, such as variables or functions,
and their respective source code locations.

The bytecode interpreter receives the bytecode from the
compiler, executes it, and records a bytecode execution
trace for visualization, as explained in
To enable our visualization, the bytecode interpreter is
instrumented, i.e., adapted, to record execution traces.
The trace collector collects each executed operation along
with the necessary contextual information (for example
the results of arithmetic operations) for visualization.
Finally, the trace collector serializes (1) the original
source code, (2) the generated bytecode, (3) the bytecode-
to-line mapping, (4) the symbol information, as well as
(5) the execution trace itself into JSON. This serialized
data is then provided to the web application.

The code visualization component processes the pro-
gram’s source code and bytecode to present them next to
each other. This helps users better understand the relation-
ship between high-level source code and the correspond-

ing lower-level bytecode [11]]. As explained in
as the user steps through the execution, the visualization
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Fig. 1: Overview of our bytecode visualization tool approach. Depicting the interaction workflow of our tool.

highlights the current position in the bytecode, providing
an intuitive way to follow the program execution.

The memory visualization is our tool’s core component,
providing a representation of the interpreter’s memory
state. It divides the memory into distinct sections corre-
sponding to the different memory regions of the inter-
preter, such as the heap for objects and the method stack
for locals. Each memory entry, such as a local variable,
is displayed within its respective section. Additionally,
it incorporates symbol information from Step e.g., it
enriches memory entries with variable names and types.
The memory visualization and the code visualization
(Step work in tandem and are displayed at the same
time side-by-side as shown in The memory
visualization will be discussed in detail in
Our tool enables users to navigation through the exe-
cution trace, i.e., to revisit all executed operations and
their effects on the interpreter’s memory. Users can step
forwards and backwards one operation at a time using
buttons, as well as step multiple operations using a
slider. Additionally, users can jump to specific points
in the code view, allowing for precise control over the
visualization and facilitating in-depth exploration of the
bytecode execution flow. We will explain navigation in
more detail in

The visualization manager controls the state of the visual-
ization, primarily the memory view, and is responsible for
updating and animating all views accordingly upon user
stepping. It derives animations based on a given bytecode
operation and the current memory state of the interpreter.
A core requirement of our approach is to be able to
support other bytecodes besides MicroJava. To achieve
this, each bytecode operation, along with its behavioral
aspects, must be explicitly defined for a given bytecode
format. Thus, we have developed a custom domain-
specific language (DSL) [12], [[13]. This DSL allows
authors to specify the behavior of bytecode operations,
guiding the visualization manager (Step in interpret-
ing bytecode operations, as detailed in
By leveraging this mechanism, the visualization can be
tailored to different bytecode formats.

Since our tool is designed primarily for educational
use, we cannot assume that the bytecode interpreter or

the compiler generating the code will always function
correctly. On the contrary, students are even encouraged
by our educators to test their in-progress implementations
using our visualization tool. To support this, our system
is capable of recording interpreter errors, which are then
displayed within the visualization to aid in debugging.
Additionally, educators can provide reference bytecodes
for given source codes, allowing the tool to highlight
discrepancies and assist students in identifying issues in
bytecodes generated by their own compiler implementa-
tions. These issues are displayed in the code visualization

and the memory visualization (steps [3)] and [@).
IV. DATA

To enable our visualization tool, the trace collector gathers a
comprehensive set of data beyond just the execution trace. This
includes supporting information, such as symbol information,
to enhance the clarity and usability of our visualization. The
collected data consists of:

1) the source code, the bytecode, and a bytecode-to-line
mapping — this information is necessary for the code
visualization component to place bytecode instructions
next to their respective high-level source code line,
symbol information which is used to associate memory
entries with their corresponding variable names and to
highlight memory structures such as heap objects,
the bytecode execution trace, i.e., a detailed log of ex-
ecuted operations, enabling step-by-step playback of the
program execution, as laid out in

All collected data is serialized into a unified format, which
can be transmitted to the web application for visualization.
This unified format, explained in more detail in the following
section, ensures that new trace collectors for different lan-
guages can be easily developed. It should be noted that we
currently do not consider just-in-time compilation (i.e., code
optimizations at run time) as this is out of scope for most
introductory compiler construction courses.

2)

3)

A. Execution Trace Format

The execution trace format follows a log-structured ap-
proach, maintaining an append-only sequence of data entries.
Each entry corresponds to a single executed bytecode opera-
tion and consists of (1) the operation name, (2) the operands,
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Fig. 2: Our tool’s web interface: Code visualization with highlighted current bytecode operation (most-left region) and memory
visualization with highlighted updated memory entries and memory pointers (four regions on the right).

i.e., the arguments of the operation, and (3) operation-specific
fields, capturing all necessary information to apply the opera-
tion to the memory state. For instance, in the case of an ADD
operation, the corresponding trace entry might look as follows:
{ op: "ADD",

operands: [],

sources: ["local_4",
result: 17 }

"static_1"],

sources is an operation-specific field which includes
information about the input memory entries, while result
contains the computed result.

Conversely, a LOAD operation for a local variable at address
2 might look as follows:

{ op: "LOAD",
operands: [2] }

Additionally, for each executed operation, the execution
trace stores updated memory pointers, such as the next avail-
able address in the heap or the top of the function stack.

This approach reduces the amount of data collected, es-
pecially when compared to approaches that store full memory
snapshots. Such snapshots are both computationally expensive
and require significant storage [14]], [15].

Implementing  bytecode  tracing  required  mod-
ifications to the MicroJava VM. Specifically, a
recordBytecodeOperation(...) statement ~ was

added to every internal operation handler. Integrating this
mechanism into the MicroJava VM was straightforward.
Nevertheless, extending it to a more complex VM, such
as the JVM, could be more challenging [16]. While our
execution trace format is quite minimal and easy to generate,
the main challenge is to find every location in the interpreter’s
source code that executes bytecode operations.

B. Symbol Information

Symbol information is crucial as it enhances the comprehen-
sion of memory entries by giving them a meaning. Instead of
presenting information in an opaque manner (e.g., “address 5
in the method stack has a value of 42”), we can provide a more
meaningful representation (e.g., “variable foo of function
bar has a value of 427).

While numerous sophisticated symbol information formats,
such as the Java class File Format [[17] and DWAREF [[18]], [[19],
exist, our system requires only a minimal symbol information
format. Our format includes:

o functions (name, return type, and start and end position
in the bytecode) as well as their local variables (address,
name and type)

e static variables, including their addresses, names and
types,

o representations of structured types, such as arrays,
classes, or structs, specifying their fields and the memory
addresses where they are used.

By restricting ourselves to this simple format, we reduce
implementation complexity while ensuring compatibility with
other, more detailed formats.

C. Error and Anomaly Detection

In addition to recording the execution trace, our format
can capture errors encountered by the interpreter. Normal
execution is recorded up to the point of failure, providing not
only information about the error itself but also enabling the
visualization of the bytecode execution leading to the error.

Furthermore, our approach allows for the inclusion of a ref-
erence bytecode alongside the actual bytecode. If discrepancies
arise between the reference bytecode and the actual bytecode,
the differences are highlighted in the visualization, making
issues immediately apparent.

This approach aims to foster students’ comprehension by
providing an intuitive visualization of their own compiler’s
behavior [3]], [4], [6]. It supports the analysis of incomplete or
incorrect implementations, helping them identify and resolve
issues more effectively. The step-by-step nature of the visual-
ization enables students to investigate execution at their own
pace or focusing on specific regions of interest.

V. CODE VISUALIZATION

The code visualization is an integral component in our
tool, complementing the memory visualization, as shown in
These two visualizations operate in tandem; while the
code visualization highlights the currently executed operation,



the memory visualization displays the corresponding memory
state at the current point in time. As the user steps through
the bytecode execution, the code highlighting dynamically
updates to reflect the currently executed operation, providing
an intuitive representation of program behavior.

The code section, as displayed in presents a
combined view of both the source code and the corresponding
bytecode operations for each line, facilitated by the bytecode-
to-line mapping discussed in

This combined view highlights the relationship between the
source code and the bytecode generated from it, aiding in a
better comprehension of this relation. Additionally, it provides
a more accessible interface for debugging compilation issues.

A. Operation Highlighting

The code visualization highlights both the current bytecode
operation and the corresponding source code line (see colored

source code line and bytecode arrow in [Figure 3b), updating
as the user steps through the execution.

B. Visualization of Control Flow Structures

Control flow structures, such as conditional statements and
loop statements, are fundamental components of any program.
In bytecode, they are implemented using unconditional and
conditional jump operations. Even simple conditional state-
ments often involve multiple jump operations, underscoring
the need for an intuitive visualization of these mechanisms.
Moreover, conditions may be evaluated using short-circuit
evaluation , where condition checks terminate early if the
outcome is already determined before all partial conditions are
evaluated. For example, in a condition such as if (5 == 5
|| a == b), the partial condition a == b would never be
evaluated due to the first partial condition returning true.

To clarify control flow behavior, we employ arrows which
indicate the destination of jump operations, as shown in
Figure 3c| These arrows are displayed not only for the current
bytecode operation or source code line, but also for all lines
associated with the corresponding conditional statement or
loop statement (e.g., an if statement, and all related else
and elseif statements), thereby highlighting all parts of
a control flow structure. This way, our approach transforms
opaque relative jump addresses into clear indicators, further
enhancing comprehension.

C. Discrepancy Highlighting with Reference Bytecode

As noted in Step our tool is designed for use with
incomplete or incorrect compiler implementations developed
by students. To test their implementations, our students are
provided with a comprehensive set of JUnit test cases that
check their generated bytecode against a reference solution.
Without our tool, mistakes detected by the unit tests are
displayed textually as shown in

To better help students identify implementation issues,
our visualization tool displays the actual generated bytecode
alongside the expected bytecode in two columns. Discrepan-
cies, i.e., wrongly generated bytecode, are clearly highlighted,

int fun(int i) {

: enter 11

return i x 2;

: load_@

: const_2

: mul

(a) The code visualization displays both the original source code
and the corresponding bytecode.

11 while (i < len(str)) {

12 print(strl[il);

9 17: load_0
18: load_1
19: baload

20: const_0

21: bprint

(b) A highlighted bytecode operation (Load_0) and its correspond-
ing source code line (print (str[i])). Note: The constant 0 is a
MicroJava-specific necessity for printing.

7 if (v<3 || v>7){
CEE—

23: jle 11

print(v);

} else {

print('x");

(c) A simple if statement along with the underlying bytecode. Our
visualization includes arrows highlighting jump destinations.

Fig. 3: The code visualization aligns the original source code
and the respective generated bytecode.

as shown in A clear improvement of our visualiza-
tion over the text-based comparison is based on our bytecode-

to-line mapping. This mapping enables students to mentally
link broken bytecode (“ mul is generated instead of add”) to
their source of origin (wrong bytecode generated in line 44 at
statement a = a + 2)

By offering a more intuitive and engaging alternative to
conventional textual outputs, this approach can simplify de-
bugging, making errors visually apparent. Our system facili-
tates a deeper understanding of the compilation behavior and
can aid in more efficient problem resolution [6]].



103: load_1 103: load_1
106: const_2 106: const_2

x 109: mul 109: add
112: load_1 112: load_1
115: getstatic_3 115: getstatic_3

(a) Bytecode discrepancy in failing unit test.

a=a+2;

103: load_1

106: const_2

109: mul

(b) Bytecode discrepancy in our visualization.
Fig. 4: Textual output from a unit test vs our visualization.

VI. MEMORY VISUALIZATION

This section explores how our tool visualizes memory
regions and their entries. Further, we explain how we facilitate
animations to increase engagement and comprehension.

A. Visualization of Memory Regions

As outlined in Step|(4)| the memory of a bytecode interpreter
consists of multiple regions (such as heap, stack, etc.), each
serving a distinct purpose. A memory region is visually
represented as a separate box on the screen. These boxes
are positioned next to each other as illustrated in
This serves as a clear indicator of which memory entry (e.g.,
variable or object) is part of which memory region. The
memory entries within each memory region are laid out as
a vertical list ordered by their addresses.

Additionally, each memory region includes a set of pointers
managed by the bytecode interpreter, such as the next-free-
address pointer in the heap region. These pointers are visually
represented as arrows positioned on the left side of each
memory region (for example data [0] in [Figure 5.

This visualization clearly displays the structure of the
memory as well as the individual entries, aiding in a better
understanding of memory allocation dynamics.

B. Visualization of Memory Entries

Each memory entry located in a memory region has a set
of attributes such as its kind (variable, heap object, etc.), its

Heap Static Data / Global

T >

Null Pointer [addr = 0]
Value: 0

Global [addr = 0]
intvi=3

Global [addr = 1]
intv2=0

Global [addr = 2]
intv3=0

Fig. 5: Two memory region boxes next to each other.

address or its value. Certain memory entries serve special
roles and are explicitly labeled (such as frame pointers or
return addresses stored on the stack). Moreover, as described
in our tool supports displaying symbol in-
formation attributes, such as variable names or variable types.
This metadata is displayed alongside each memory entry, as
illustrated in

Moreover, the memory entry shown in has a
dashed outline which indicates that the memory entry is a

reference to another memory entry. When the user hovers
their mouse cursor over a referencing memory entry, an arrow
pointing from the referencing memory entry to the referenced
memory entry appears as shown in [Figure 7| This can improve
the comprehension of pointer-based structures and memory
relationships.

C. Animating Changes to Memory Entries

As users step through the bytecode execution, the memory
changes. A core objective of our visualization is to clearly
illustrate these changes for novices. To do so, our visualiza-
tion employs various animation techniques for the following
operations (see supplementary video):

e Move and copy operations: Memory entries are trans-
ferred or duplicated between memory regions.

o Creation operations: New memory entries are allocated
and appended to a memory region.

o Mutation operations: Memory entries are modified in
place with highlighted changes.

Certain operations involve multiple animation types (for
example, function ENTER operations where parameters are
moved and stack pointers and frame pointers are created). To
enhance user control and comprehension, the system allows
users to either play all animations automatically in sequence
or step through individual sub-animations manually.

Global [addr = 0 - heap]
Person[] personList = 2 (ref)

Fig. 6: A memory entry for a global variable personList
referencing address 2 in the heap (a Person[] object). The
outlined border indicates that the memory entry is a reference.

Heap Static Data [ Global

MNull Pointer [addr = 0]
Value: 0

Global [addr = 0 - heap]

Person[] personList = 2 (ref)
s

Person[] Global

Array Size [addr=1] __———"" i eEeiEEi S O
-

Value: 10 -
Y

Value [addr = 2 - heap]
Person [0] = 0 (null)

Fig. 7: A hovered reference entry with an arrow pointing to
the reference destination.



D. Visualization of Functions and Structures

Certain memory entries are grouped together to form struc-
tures (e.g., a heap object) or to represent a shared role (e.g.,
the local variables of a function). For example, memory entries
which form the stack of a function display the name of the
function they comprise, as shown in Similarly,
structure memory entries (such as a heap object or struct) are
enclosed within a shared box, as depicted in This
box includes a label indicating the type of the structure.

VII. VISUALIZATION MANAGEMENT
AND BYTECODE NAVIGATION

The visualization manager manages the state of the entire
visualization, including both the code visualization and the
memory visualization. As the user navigates through the byte-
code execution, the visualization manager updates the memory
state, highlights the currently executed bytecode operation,
and marks the corresponding source code line. Additionally,
since the memory visualization incorporates animations, the
visualization manager includes an animation manager. This
component decomposes memory state changes into smaller,
incremental steps, enabling smooth and intuitive animations
that enhance the comprehension of execution dynamics.

A. Stepping through the Execution

The animation bar, shown in|Figure 9| serves as the primary
navigation interface for stepping through the execution. Unlike
conventional debuggers, which typically allow only forward
navigation, our approach enables users to move both forward
and backward through the execution (a feature known from so-
called omniscient debuggers [21]]). Additionally, the animation
bar includes a slider element which provides a visual indicator
of the current execution position. Users can interact with this
slider by clicking on any position to jump directly to a specific
point in the execution.

main
Stored FP [addr = 0]
Value: 0

Local [addr =1 - heap]
Person p =12 (ref)

(a) A group of function stack memory entries.

Person
Value [addr = 12]
intid=1

Value [addr = 13]
int age = 30

(b) A group of memory entries which are part of
a structure (in this case a Person heap object).

Fig. 8: Memory groups for a function and a structure.

Previous ( @

Fig. 9: Navigation bar with forward and backward navigation
buttons as well as a slider indicating the current position.

B. Jumping to Code Positions

Instead of manually navigating to a specific bytecode by
repeatedly stepping, our visualization allows users to directly
jump to any position within the execution trace, as illustrated
in To achieve this, we traverse the execution
trace both forward and backward from the current position,
finding the closest trace entry corresponding to the selected
bytecode or source code position. Once found, the state of the
visualization is updated to the respective execution trace entry.
This feature can improve efficiency, particularly for users
interested in analyzing specific program segments without
manually searching through the execution trace.

Additionally, as shown in[Figure 10} our tool provides a Play
until operation command that performs an animated execution
playback from the current position until a selected bytecode
operation or source code line is reached. Once initiated,
every intermediate operation, along with its corresponding
animation, is played out sequentially until the target operation
is reached. This functionality is restricted to forward execu-
tion, meaning users can only play until a future operation.
This mode is particularly useful for analyzing how multiple
operations work together in a sequence.

C. Animation Navigation

As detailed in our visualization tool em-
ploys animations to intuitively represent memory changes.
The animation manager decomposes complex memory mod-
ifications into multiple sequential animation steps. Using the
animation bar shown in users can manually nav-
igate through each step of an animation, providing a clearer
understanding of individual memory changes.

For example, for an ADD operation, the animation sequence
consists of: (1) highlighting the input memory entries, (2)

35: getstatic 0

Fig. 10: A dropdown with options to "Jump to” or “Play
until” the corresponding bytecode operation.

Select entry from data[2]
—

Previous ( Next

Fig. 11: The animation bar (on top of the navigation bar) with
three animations, of which one has already been performed.



creating the addition result, and (3) placing the result in
the corresponding memory region. Additionally, users can
pause or replay animations as needed with the animation bar,
improving control over the visualization process.

D. Visualization Definition DSL

While the execution trace provides a low-level recording of
a program’s execution, it is not sufficient on its own to generate
our memory visualization. Additionally, we want our visual-
ization tool to be able to handle traces for different bytecodes
from various bytecode interpreters. To achieve this flexibility,
our memory visualization does not have a hard-coded set
of bytecode operations it supports. Instead, we introduce a
domain-specific language (DSL) which enables developers to
describe new bytecode formats. These descriptions are then
used by our tool to derive visualization updates and animations
as the user steps through bytecode.

Firstly, the DSL is used to define the behavior of each byte-
code operation. For example, for MicroJava’s ADD, it defines
that the two most-recent loaded values are taken, added, and
stored as a new value. Providing such a description for every
bytecode operation provides all information necessary for our
tool to power its animation engine. The second main use of
the DSL is to define the memory regions managed by the
bytecode interpreter. For example, this includes the definition
of possible memory entry sizes (since different languages
provide different kinds of data types in different sizes).

To achieve flexibility across different bytecode formats, our
visualization definition DSL employs JavaScript to describe
the semantics of each operation. When processing an entry
from the execution trace (as laid out in [subsection IV-A),
the system looks up the definition for the current bytecode
operation This DSL-provided specification then guides the
visualization manager (outlined in in applying
the necessary state updates and animations.

This approach offers both flexibility and a high-
level abstraction for integrating new bytecode interpreters.
Moreover, the use of this format allows our visualiza-
tion and our execution trace format to be unopinion-
ated, thereby enabling support for bytecode interpreter
specifics which we may not have thought of. As a ref-
erence, the DSL description for MicroJava (which can
be found at https://ssw.jku.at/General/Staft/Weninger/Projects/
Interpreter Viz/VISSOFT25/MJ.vizspec) comprises about 900
lines of code to describe its 5 memory regions (code, heap,
stack, global data and expression stack), 8 types of memory
entries, and the behavior of its 57 bytecode operations, demon-
strating our DSL’s conciseness.

VIII. EDUCATIONAL APPLICATION SCENARIOS

Our tool is designed to support a wide range of educational
scenarios. In this section, we demonstrate its potential through
three representative use cases:

e Live teaching, i.e., educators using the tool for live
demonstrations in class.

o Self-directed learning, i.e., students using the tool at home
to inspect the behavior of their compilers and interpreters.

e Bug fixing, i.e., students using the tool to find and fix
bugs in their implementations.

While we have not yet conducted formal user studies, these
examples demonstrate that our visualization can meaningfully
support both learning and problem root cause analysis.

A. Live Teaching

Compiler construction courses often rely primarily on slide-
based materials to explain abstract execution models and
bytecode semantics. However, these materials are inherently
limited in their ability to convey the dynamic behavior of byte-
code execution and the intricate underlying memory changes
that occur within a bytecode interpreter. Our tool addresses
this gap by enabling educators to deliver interactive, real-time
visual demonstrations of bytecode execution during lectures.

In a typical teaching scenario, an educator can present
the visualization tool while walking through the execution
of a small example program. As each bytecode operation is
executed, the corresponding changes in memory and control
flow are animated and clearly shown to students. The direct
mapping between source code and bytecode, combined with
the animated visualization of the bytecode interpreter’s mem-
ory states, can foster deeper and more intuitive comprehension
of these otherwise opaque and abstract concepts [3[], [4]. This
visual aid can bridge the gap between theoretical explanations
and practical execution, making the material more accessible.

This approach can not only support the comprehension
of bytecode interpreter mechanics but also enhance student
engagement [6], [[7]. It enables educators to walk through com-
plex concepts such as control flow, function calls, and memory
operations at the students’ pace. Moreover, it encourages active
participation by inviting students to interact with the material,
facilitates live Q&A sessions, and allows educators to address
student questions with concrete, visual examples that clarify
doubts immediately. Our time-travel capability [8]], [21]], [22]]
is particularly useful in such educational contexts, as educators
may need to revisit specific steps during live demonstrations
upon student request or to explain certain parts in more detail.

B. Self-Directed Learning

Outside the classroom, students often find it difficult to fully
internalize the abstract behavior of compilers and bytecode
interpreters without direct guidance. Our tool addresses this by
supporting self-directed learning [23[|-[25], enabling students
to load bytecode generated by their own compilers or reference
bytecode examples and interactively step through the execution
process at a pace that works for their individual needs.

In a typical self-study scenario, a student can explore the
mechanics of how a bytecode interpreter operates by interac-
tively stepping through a bytecode execution. Features such as
forward and backward stepping, along with jump-to-position
navigation, enable students to focus on specific areas of inter-
est, revisit intricate control flow logic, or observe the effect of
individual operations on memory states. Moreover, students
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have the ability to load and examine bytecode produced by
their own compilers, thereby gaining deeper insights into
how their implementations work or analyzing issues within
their implementations. This process provides immediate visual
feedback on the correctness as well as the behavior of their
implementations, thereby further enhancing comprehension.

Self-directed learning, as facilitated by our tool, can foster
deeper understanding and actively encourage experimentation,
as supported by prior research [26]-[28]. It enables students
to test hypotheses, analyze behavior, and develop a deeper
understanding without relying on in-class teaching. Moreover,
this approach affords students the flexibility to take as much
time as they need to fully grasp complex topics.

C. Debugging and Bug Fixing

Understanding unexpected behavior in bytecode is notori-
ously difficult, especially for students who are still learning the
underlying concepts. Our tool supports interactive debugging,
thereby helping users identify the exact moment when the
program state diverges from expectations.

In a typical use case, a student encounters a bug, such as
an incorrect return value from a function. By stepping through
the execution trace, they observe that an erroneous POP oper-
ation removed a value from the stack, even though it should
not have been removed. Our tool’s step-back functionality
allows them to trace the error’s origin precisely. Moreover,
if a reference bytecode is provided and discrepancies arise,
the bytecode comparison view highlights these discrepancies
to assist in identifying faulty compiler output. Additionally,
interpreter errors, such as popping from an empty stack, are
clearly visualized and annotated. This approach enables a more
intuitive form of low-level debugging, offering a structured
alternative to ad-hoc print statements. By making internal state
transitions and memory changes visible, the tool enables users
to reason about bugs with greater confidence.

D. Takeaways for Educational Use

The use cases discussed in this section highlight the ver-
satility and educational value of our visualization. Whether
used in live teaching, for self-directed learning, or as a
debugging aid, our tool offers valuable capabilities for edu-
cational settings. While formal evaluations are pending, these
scenarios demonstrate that our visualization tool can enhance
students’ comprehension of bytecode programs. Our tool does
so primarily by (1) allowing for arbitrary navigation through
bytecodes, (2) interactively showing the behavior of a bytecode
interpreter, (3) establishing a correlation between bytecode and
source code, and (4) allowing both students and educators to
visually analyze a bytecode execution of their choosing.

IX. RELATED WORK

Our tool positions itself as a valuable addition to compiler
construction education. While visualization support in this do-
main is rather scarce, many other trace-based visualizations ex-
ist. Thus, we present various trace-based debuggers, followed
by tools for program comprehension, educational visualization
tools and finally other compiler-related visualizations.

a) Tracing Debuggers: Traditional debuggers inspect the
program during a live execution and can only traverse forward
while accessing the current program state [29]-[31]. In con-
trast, our visualization is inspired by omniscient debuggers
that allow free navigation through the execution of a program,
even backwards through time. The concepts and definitions
of omniscient debuggers [21], [32]-[36], (online and offline)
time-traveling / reverse debuggers |8, [|30], [31], [37], as well
as capture-and-replay / (record-and-)replay debuggers [38],
[39] often overlap, are mixed, and become blurred. What
unites all of these approaches is that they rely on execution
traces [40]-[44] or traces of system snapshots. Omniscient
debuggers and live reverse debuggers typically provide the
possibility to step back through time during a live debug
session, while offline tools (such as our visualization) rather
inspect the recorded trace at a later point in time. Capture-
and-replay / (record-and-)replay debuggers typically record
application and system state at every program step (including
external inputs) and use these to re-execute the application,
with the exact same state and inputs, at a later time or even
on a different machine.

b) Visualization Tools for Program Comprehension: Nu-
merous systems and research endeavors focus on visualizing
various aspects of dynamic program behavior [45]-[48]], most
often also relying on various kinds of traces. For instance,
Weninger et al. [22], [49]-[51]] employ diverse visualization
techniques, such as memory cities, to provide comprehension
support for heap structures, aiding in understanding heap
allocations and the identification of memory leaks.

c) Educational Visualization Tools for Programming:
Sorva et al. [52] give a very comprehensive tool overview for
visualizations in introductory programming education. They
highlight that many educational tools focus on specific pro-
gram aspects or tasks such as visualizing the stack and heap
memory structure visualization during program execution. For
instance, JAVAVIS [53]], a desktop application, offers object
and sequence diagrams, pioneering memory visualization for
Java. Jeliot [[54]]-[56] has a strong focus on animations [57]
and provides similar functionalities in a graphically more
polished fashion. The Netbeans IDE plugin EZVisor [58] visu-
alizes program executions as abstract diagrams. jJGRASP [59]
is an IDE that features conceptual visualization of data with
object viewers. Other examples of object structure visual-
ization tools are Java Visualizer [60], Python Tutor [61]], or
VIPER [62]]. All these tools inspired JavaWiz [8]], a modern
trace-based time-travel debugger for education. It provides
numerous interactive problem-specific visualizations, includ-
ing automatically generated flow charts, a detailed memory
visualization, a tabular view of variable changes, animated
visualizations of linked lists and binary trees, as well as 1D
and 2D array operations and input buffer monitoring. While
all mentioned tools aim to help teaching novice programmers
who are (rather) new to programming, they are not very helpful
for very specific tasks such as compiler construction education
with its need for very specialized visualizations.



d) Compiler-related Visualizations: Visualizing and ani-
mating abstract syntax trees (ASTs) can help understand how
programs are structured and parsed [63]-[65]. For instance,
Debug Visualizer [66] provides, besides many other highly
configurable visualizations, features to visualize the AST of a
given piece of code. Scanner and parser visualizers (5], [9],
[67]-[69] illustrate the inner workings of scanners (responsible
for lexical analysis [[70]) and parsers (responsible for syntax
analysis [10]]). Besides scanner and parser visualizations,
ComVis [1]] also contains a module for teaching semantic
analysis based on annotated syntax tree visualization. Our
work is positioned later in the compilation process, focusing on
the code generation phase and the interpretation phase. While
multiple tools exist that visualize bytecode itself [71], [72] (for
example as a graph [73]]), there is a lack of tools that visualize
the actual work of the interpreter, i.e., bytecode execution.
For instance, Bytestacks [74] visualizes executed bytecode as
a flame graph [[75]], [76], but it does not provide supporting
visualization such as looking at the interpreter’s memory as it
executes the bytecode. Other kinds of compiler-related visu-
alizations encompass visualizing compiler optimizations [77],
[78] or just-in-time compilation visualization [79].

X. LIMITATIONS AND FUTURE WORK

While our visualization tool is fully functional and supports
all features outlined in this paper, there are several areas
where it could be extended, improved, and evaluated in more
detail. This section outlines current limitations and potential
directions for future development.

a) User Study: We believe that our visualization is help-
ful to inspect the execution behavior of bytecode interpreters,
especially for novice users who otherwise had no way of look-
ing inside a bytecode interpreter and had to learn exclusively
from textbooks or slides. We presented educational scenarios
and discussed the potential use of the tool in compiler con-
struction courses. Nevertheless, a systematic evaluation of the
tool is currently missing. Thus, we plan to conduct a user
study in the upcoming compiler construction courses at the
Johannes Kepler University Linz. Our goal is to gain insight
into metrics such as time to find bugs, user satisfaction, and
increased student engagement, as well as to collect feedback
on existing shortcomings and potential future improvements
to the tool. Initial feedback in a pilot study already revealed
the necessity to enable users to control the amount and speed
of animations and to enable them to hide or show certain
information based on the context the tool is currently being
used in (e.g., classroom vs. self-directed learning).

b) Support Common Bytecode Formats: Although Mi-
croJava has proven effective for prototyping and education,
it is not commonly used beyond that. Supporting a more
complex and widely adopted platform such as the JVM would
not only increase the relevance of our tool but also serve
as a valuable test case for our extensibility mechanisms,
particularly the bytecode trace format and the visualization
DSL. Specific areas of interest are how well our DSL can map
more complex memory models (such as Java’s type system

and heap implementation) and bytecode instructions that are
not part of MicroJava (such as Java’s invoke_virtual or
operations related to exception handling).

c) Standardized Symbol Information Format: Currently,
our system uses a minimal custom implementation for symbol
information. Adding support for a standardized format such as
DWAREF [18]] could improve compatibility and facilitate sup-
port for additional programming languages. Such standards are
widely used, well documented, and often more comprehensive
than custom solutions. Moreover, good DWARF implementa-
tions already exist for a wide range of programming languages,
enabling us to more easily integrate new bytecode interpreters
and their respective programming languages.

XI. CONCLUSIONS

Understanding bytecode execution and effectively explain-
ing the abstract concepts of compilers and bytecode inter-
preters in an engaging manner remains a significant hurdle in
compiler construction education. We have introduced a novel
trace-based visualization tool designed to improve compre-
hension by interactively bridging the gap between abstract
concepts and concrete runtime behavior. Our visualization
allows for interactive stepping (both forward and backward)
through bytecode. It presents a unified view of source code and
corresponding bytecode, coupled with an animated memory
visualization highlighting state changes. Symbol information
enhances clarity, and a custom Domain-Specific Language
(DSL) ensuring extensibility to various bytecode formats.

This visualization benefits educators by enabling engaging
live demonstrations and guides students through self-directed
learning, analysis of their own compiler implementations, and
more intuitive debugging. By making the intricate details of
bytecode interpreters visible and interactive, our tool improves
the educational experience in compiler construction courses. It
offers a valuable platform for understanding low-level system
behavior, making complex processes transparent and accessi-
ble, thereby fostering deeper learning and potentially inspiring
further advancements in educational visualization tools.

XII. SUPPLEMENTARY MATERIALS

code, a
found at

An  artifact, including the  source
tool walkthrough, and a video can be
https://doi.org/10.5281/zenodo.16899998 [80].
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