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Abstract

JavaScript is a dynamic programming language that is used in a variety of
domains, including front- and back-end development for web applications
and for the development of mobile applications. To provide high flexibility,
JavaScript uses a dynamic object model that allows adding or deleting prop-
erties at runtime. It uses structural typing, where the compatibility of objects
is determined by the properties of objects rather than an assigned type. How-
ever, this flexibility comes with additional run-time costs, as it prevents com-
piler optimizations and requires the generated code to be conservative when
accessing properties, since the objects can change at runtime. Yet, for many
JavaScript programs, the layouts of objects do not change after their initial cre-
ation. To address these issues, ECMAScript defines the Structs Proposal. This
proposal introduces fixed-layout objects, called structs, to JavaScript. To bene-
fit from these fixed-layout objects in the just-in-time compilers of JavaScript
runtimes, the runtimes must implement the ECMAScript Structs Proposal.

Therefore, we implemented parts of the Structs Proposal in GraalJS, a fast
JavaScript runtime built on top of the GraalVM. As the Structs Proposal also
includes new features for multithreading, we focused on the unshared structs
defined in the proposal to support fixed-layout objects in GraalJS. We extended
the GraalJS Parser to recognize and parse structs, updated and added AST nodes
to represent structs, and implemented the execution semantics of these nodes.
To ensure functional correctness according to the proposal, we implemented a
custom test suite.

As a result, GraalJS supports unshared structs, and the GraalvVM compiler in-
cluded in GraalVM can utilize the fixed layout of structs to better optimize
JavaScript code. Furthermore, this thesis provides a foundation for the future
implementation of the remaining features of the Structs Proposal.



Kurzfassung

JavaScript ist eine dynamische Programmiersprache, die fiir viele verschiedene
Anwendungsgebiete, wie beispielsweise Frontend- und Backend-Entwicklung
fiir Webanwendungen oder fiir mobile Anwendungen, verwendet wird. Um ein
hohes MafR an Flexibilitat zu bieten, verwendet JavaScript ein dynamisches Ob-
jektmodell, das das Hinzufiigen und Entfernen von Properties zur Laufzeit er-
laubt. JavaScript verwendet strukturelle Typisierung, das heif3t, die Kompati-
bilitat von Objekten wird anhand ihrer Eigenschaften und nicht anhand eines
zugewiesenen Typs bestimmt. Diese Flexibilitdt verursacht zusdtzliche Lauf-
zeitkosten, da sie Compileroptimierungen verhindert und der generierte Code
konservativer mit Property-Zugriffen umgehen muss, da sich die Objekte wah-
rend der Laufzeit andern konnen. In vielen JavaScript-Programmen andert sich
das Layout eines Objekts nach dessen Instanzierung nicht. Um diese Probleme
zu lésen, definiert ECMAScript das Structs Proposal, welches Objekte mit fes-
tem Layout, genannt structs einfiihrt. Damit die Just-In-Time Compiler fiir Ja-
vaScript Runtimes von diesen Objekten mit festem Layout profitieren konnen,
miissen sie das ECMAScript Structs Proposal implementieren.

Fiir diesen Zweck haben wir einen Teil des Structs Proposals in GraalJS, einer
schnellen JavaScript-Runtime basierend auf der GraalVM, implementiert. Das
Structs Proposal spezifiziert auch neue Funktionalitdten fiir Multithreading,
jedoch liegt der Fokus dieser Arbeit auf den unshared structs, um Objekte mit
festem Layout in GraalJS zu unterstiitzen. Wir erweiterten den GraalJS Parser
um Structs zu erkennen und zu parsen, erweiterten und erstellten AST-Knoten,
um Structs darzustellen, und implementierten die Ausfithrungssemantik die-
ser Knoten. Um die funktionale Korrektheit der Implementierung basierend auf
dem Proposal zu gewdhrleisten, erstellten wir eine eigens entwickelte Test-
suite.

Das Ergebnis dieser Arbeit ist, dass GraalJS unshared structs unterstiitzt und der
GraalVM Compiler, der in GraalvVM enthalten ist, die Objekte mit festem Layout
verwenden kann, um JavaScript Code besser zu optimieren. Weiters stellt diese
Arbeit eine Grundlage fiir die zukiinftige Implementierung der verbleibenden
Funktionen des Structs Proposals dar.
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Chapter1

Introduction

JavaScript [1], in contrast to programming languages such as Java [2], utilizes
a highly dynamic object model [1]. Dynamic object models provide more flexi-
bility, but this flexibility must be accounted for in many situations and can de-
crease the efficiency of optimizations and overall peak performance. Dynamic
objects in JavaScript do not have a fixed memory layout, such as class instances
in, for example, Java [3].

JavaScript, formally specified as ECMAScript [1], supports class definitions as
defined in the ECMAScript Language Specification [1]. Class Definitions have a
syntax comparable to that of classes in programming languages such as Java.
These similarities may lead to the conclusion that instances of such definitions
also adhere to the rules of a more static object model that enforces a consistent
object layout. However, instances of class definitions remain dynamic objects.
Hence, properties can be added or deleted after creating an object, and class
methods can be called using objects that may not contain the class in their in-
heritance chain [4, 5].

Dynamic objects provide more flexibility in software development. However,
they also require complex logic to ensure that a specific object has the prop-
erties and methods required by a function call. Therefore, defensive program-
ming is necessary to ensure the correctness of programs and prevent unnoticed
errors. Dynamic objects also affect debugging and software maintenance. Ty-
pos in property assignments, for example, will create new properties instead
of informing developers about incorrect property accesses, while implemen-
tation errors may only be noticed through unforeseen side effects in a different
part of the codebase [6].

Listing 1.1 shows examples of errors that can occur due to dynamic objects. In
lines 1 to 5, the Person class defines a name instance field and a greet func-
tion that uses the name. When the developer tries to reassign name in line 9 but
types naem instead, no error is thrown, but the greet method produces a wrong
output in line 10. Methods can also be called by objects that do not possess the
expected property of the class. The greet method expects a Person with a name,
but in line 13, it can still be called with an empty object. Therefore, additional
defensive code is required to prevent calls with invalid objects.

class Person {
name;
constructor(name) { this.name = name; }
greet() { return "Hello, Im_ ${this.name}"; }
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const person = new Person("Alice");

person.greet(); // Works: "Hello, I'm Alice"

person.naem = "Steve"; // Typo => name is not updated

person.greet(); // Incorrect output: "Hello, Im Alice" (should be "Steve")

// Problem: Can call method with any object

const notAPerson = {};

// Accesses non existing field: "Hello, I'm undefined"
Person.prototype.greet.call(notAPerson);

Listing 1.1: Example for Problems With Dynamic Objects

Furthermore, dynamic objects, such as those in JavaScript, present a challenge
to just-in-time (JIT) compilers. Existing JavaScript runtimes, such as GraalJS
[71, speculate on the layout of an object to enhance performance [8]. Parts of
the program are optimized for a specific object layout, while unoptimized code
serves as a fallback if the speculation fails [8]. Therefore, objects with dynamic
layouts reduce the efficiency of these optimizations.

The main focus of this thesis is the implementation of the ECMAScript Structs
Proposal [9]. It introduces a new type of objects called structs, which have a fixed
layout comparable to classes in languages such as Java. Instances of structs are
created with all the fields of their entire inheritance chain. Furthermore, no
properties can be removed or added, as instances are sealed and the properties
are set as non-configurable [9]. Therefore, typos for assignments such as naem
in Listing 1.1 are prevented. Furthermore, structs allow for potentially faster
execution, as speculations on the object layout are less likely to fail when most
objects have a fixed layout. Although individual struct object layouts are im-
mutable, the runtime must still speculate whether an object is a regular object,
a struct instance, or an instance of a derived struct.

Methods of structs provide branding checks. Brand checking is a technique that
allows a method to only be called with a receiver (this object) that is an instance
of the struct defining the method or a struct derived from this struct [9]. Thus,
a struct method is always executed with an object that has the same methods
and layout as the struct in which the methods were defined. Hence, they cannot
be called with an unrelated object, as shown in line 15 of Listing 1.1.

JavaScript runtimes need explicit support for these structs to utilize their ca-
pabilities. GraalJS currently lacks this support for structs. Therefore, this thesis
aims to extend GraalJS by creating an implementation for structs.

GraalJS is a JavaScript runtime based on GraalVM [10] and Truffle [11], which
enables the efficient implementation of dynamic languages [11]. It complies
with the ECMAScript standard for JavaScript [1]. GraalJS uses a parser to turn
JavaScript code into a parser abstract syntax tree (AST). GraalJS then trans-
lates this parser AST into an executable runtime AST, which consists of Truf-
fle nodes [12]. Truffle is a language implementation framework that simplifies
the construction of AST interpreters [11]. To help create these AST nodes, Truf-
fle provides a domain-specific language (DSL) based on Java annotations that
simplifies the creation of specialized AST nodes [13]. Truffle uses the GraalvVM
compiler to compile the specialized AST nodes into optimized machine code
through partial evaluation. Partial evaluation allows certain parts of the spe-
cialized AST that consistently behave the same way to be precomputed and
compiled into highly optimized code [8].



1 Introduction 3

The main objective of this thesis is the implementation of the unshared structs
feature of the Stage 2 ECMA Proposal. Stage 2 means that the ECMA technical
committee has chosen a preferred solution and expects that the feature will be
part of a future release, but the design can still be subject to significant changes
[14]. The implementation of the proposal consists of key additions within the
GraalJS architecture, derived from the requirements of the Structs Proposal [9]:

Parser Extension: The Graal]S Parser needs to be extended to handle the
struct keyword and to parse struct definitions.

Parser AST Node Changes: The nodes in the parser AST need to be up-
dated to differentiate between class definitions and struct definitions. Ad-
ditional information is needed for the representation of method defini-
tions, as methods of structs will require additional struct-specific checks.

Runtime Object Changes: Hidden fields must be added to runtime objects
to support brand checking.

Translator Changes: The translator, which translates the nodes of the
parser AST to the nodes that make up the runtime AST, called JSNodes, will
need to be adjusted for the new struct functionalities.

JSNode Adjustments: The JSNodes need to be updated, and new ones need
to be created to handle creating structs and calling methods defined by
structs.

This thesis is structured as follows:

Chapter 2: Background and Related Work provides an overview of the ex-
isting ECMAScript class model that structs build upon, explains the TC39
process, describes the GraalvVM Compiler and Truffle, explains the GraalJS
architecture from parser to execution, and details how optimizations work
for different object layouts in JavaScript. Finally, the limitations of the cur-
rent class-based object model in ECMAScript are discussed.

Chapter 3: Requirements Analysis discusses the extent of the implementa-
tion of the Structs Proposal, the detailed functional requirements of the im-
plemented structs, the requirements for compatibility with older standards
of JavaScript, and the amount of testing required to ensure compliance with
the specifications.

Chapter 4: Architecture and Design describes and visualizes the basic de-
sign of the implementation, including all the affected parts of the GraalJS
implementation. This chapter details the data flow from the source code
through the parser to the parser AST, and then from the parser AST to the
Truffle nodes of the runtime AST. It also describes the runtime objects.

Chapter 5: Implementation describes the specific changes made to the
GraalJS codebase to implement structs. It covers the changes to the parser
to handle the translation of the struct declaration to the parser AST, the
changes made to implement the instantiation of struct instances, the cre-
ation and call handling of struct method branding checks, and the logic
needed for struct constructor and super() call logic in contrast to normal
classes.

Chapter 6: Evaluation details the strategy used for testing the functional
correctness of the implementation, how the test suite was built, and poten-
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tial future work in testing performance gains from using structs and struct
methods compared to standard JavaScript classes.

®m Chapter 7: Conclusion summarizes the contributions of this thesis and the
lessons learned during the project.
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Chapter?2

Background and Related Work

2.1 ECMAScript Prototype-Based Inheritance

JavaScript uses a prototype-based inheritance system [1]. Compared to class-
based inheritance, such as that in Java, prototype-based inheritance does not
rely on a fixed class hierarchy. Instead, every instance of an object is assigned
an internal prototype object called [[Prototype]] at runtime [1, 15]. To retrieve
this [[Prototype]], we use the property __proto__ in our examples. For property
access of an object, the search for the property begins with the object itself. If
it is not found, the search continues in the [[Prototype]] of the object and then
in the [[Prototype]] inside the object’s [[Prototype]]. At some point, either the end
of the prototype chain is reached, or the property is found [1].

JavaScript uses functions to define object constructors, as shown for Person
and Teacher in lines 1 and 6 of Listing 2.1. When called with the new keyword,
as shown in line 15 of Listing 2.1, the object constructor creates a new object.
To define properties for the object, the object constructor provides an implicit
this variable pointing to the created object instance [5], to which the proper-
ties are added by simple assignment as in lines 1, 7, and 8 of Listing 2.1.

Every object constructor has an associated prototype that can be accessed via
Person.prototype. This prototype allows adding methods and static variables
to the object constructor. To establish an inheritance relationship, one can
override the [[Prototype]] of a prototype, as done for Teacher and Person in line
13 of Listing 2.1. Person.prototype is not the [[Prototype]] of the object con-
structor itself, but instead, it is automatically used as the [[Prototype]] of ev-
ery object constructed using the constructor [15]. This way, methods added to
the Person.prototype can be accessed by every Person instance. In line 16 of
Listing 2.1, a Teacher object can access getSubjectFormatted as the function is
inside the prototype of the object. It can also access the methods of Person, as
we set the [[Prototype]] of Teacher.prototype to Person.prototype in line 13.
When accessing getNameFormatted for a Teacher, it will first be searched for in
the object, then in the [[Prototype]] (which is Teacher.prototype), and then in
the [[Prototype]] of that object (the [[Prototype]] of Teacher.prototype, which is
Person.prototype).

function Person(name) { this.name = name; }

Person.prototype.getNameFormatted = function() {
return "Person: ${this.name}";

}

function Teacher(name, subject) {
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this.name = name;
this.subject = subject;
}
Teacher.prototype.getSubjectFormatted = function() {
return "Subject: ${this.subject} with_${this.getNameFormatted()}";
}

Teacher.prototype.__proto__ = Person.prototype; //Set Person as "Base class"

const john = new Teacher("John", "Math");
console.log(john.getSubjectFormatted()) //"Subject: Math with Person: John"
console.log(john.__proto__ === Teacher.prototype); //true
console.log(john.__proto__.__proto__ === Person.prototype); //true

Listing 2.1: Example for Prototype Based Object Creation

2.2 ECMAScript Class Model

Classes are a part of JavaScript since the 6th edition of ECMAScript [4]. Classes
build upon the existing prototype-based inheritance model and simplify in-
heritance and object creation. They do not create a new inheritance system but
instead simulate a class-based inheritance system using the prototype-based
system in the background. Classes are defined using the class keyword, and
a base class is set using the extends keyword [4]. Instead of defining a func-
tion and manually setting its prototype, developers define constructor func-
tions inside the class body, as shown in line 3 of Listing 2.2. This is also where
they define fields, such as name in line 2, which correspond to instance prop-
erties that are created for each instance of the class that is constructed. One
significant difference is that the constructor of the base class needs to be called
inside the derived constructor using a call to super(), as shown in line 13 of
Listing 2.2. When defining properties in the class body, they are automati-
cally created even if they are not assigned in the constructor, and initial val-
ues are assigned if specified. When methods are created inside the class body,
as shown in lines 6 and 16 of Listing 2.2, JavaScript automatically adds them
to the constructor’s prototype, as we did manually in Listing 2.1. Listing 2.2
implements approximately the same functionality as the previous example
but uses the class syntax. After the class definition blocks in line 20 of List-
ing 2.2, Person and Teacher are constructor functions with prototype-based
inheritance. JavaScript automatically adds methods to Person.prototype and
Teacher.prototype. Furthermore, the extends keyword in line 10 also sets
Person.prototype as the [[Prototype]] of Teacher.prototype [1].

class Person {
name = "NONE";
constructor(name) {
this.name = name;
}

getNameFormatted() {
return "Person: ${this.name}";
}

}

class Teacher extends Person {
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subject = "NONE";
constructor(name, subject) {
super(name);
this.subject = subject;
}
getSubjectFormatted() {
return "Subject:_ ${this.subject} with_ ${this.getNameFormatted()}";
}
}

const john = new Teacher("John", "Math");
console.log(john.getSubjectFormatted()) //"Subject: Math with Person: John"
console.log(john.__proto__ === Teacher.prototype); //true
console.log(john.__proto__.__proto__ === Person.prototype); //true

Listing 2.2: Example for Class Object Creation

2.3 The TC39 Process

New features for the JavaScript language definition are specified by the ECMA
Technical Committee 39 (TC39) in a six-stage proposal process. External con-
tributors may create proposals, but starting from Stage 1, the committee must

own the proposal repository [14].

The six stages of the official TC39 process definition are as follows [14]:

m Stage 0: Newly created proposals start in Stage 0. Proposals in this stage

are outlines of potential improvements to ECMAScript. This stage aims to
discuss how a solution can look and what problems could arise.

Stage 1: Proposals in Stage 1 are being considered by the committee. A pro-
posal can advance to this stage once acommittee member has been assigned
toit, the problem and possible solutions have been outlined, a public repos-
itory has been created, and potential complications with other proposals
have been identified. This stage aims to argue for a specific solution and
address complications with other proposals.

Stage 2: Proposals in Stage 2, such as the Structs Proposal at the time of the
implementation, have a preferred solution chosen by the committee. The
solution is not yet final and may still change, or the proposal may poten-
tially never be included in the standard. To advance to this stage, the pro-
posal document must specify all high-level APIs and syntax, and provide
usage examples. This stage aims to, among other things, work out minor
details of implementation and create experimental implementations.

Stage 2.7: Proposals in this stage are approved and are still undergoing val-
idation. At this stage, the committee will not request any more changes,
aside from those that arise from testing or implementation, for example.
To advance to this stage, a proposal needs a complete specification text, and
the specification text must have been signed off. This stage aims to create a
rigorous test suite, and to develop prototypes that validate implementation
and assist in test creation.
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m Stage 3: Proposals in Stage 3 are recommended for implementation, and
overall, no more changes are expected to occur. To advance to this stage,
a proposal needs to have sufficient testing and have pre-implementation
experience. This stage aims to gain implementation experience and identify
compatibility and integration problems.

m Stage 4: Proposals in Stage 4 are complete and ready for inclusion in the
standard. To advance to this stage, a proposal needs to have two imple-
mentations passing the official ECMAScript conformance test suite, experi-
ence with shipping implementations, and a pull request to the relevant EC-
MAScript specification repositories signed off by the relevant editor group.
This stage aims to integrate the proposal into the specification draft.

2.4 GraalVM Compiler and Truffle

GraalVM [10] is based on the Java HotSpot Virtual Machine [11]. The Java HotSpot
Virtual Machine launches a Java application using an interpreter at first and
then compiles parts of the code that are often used for a performance boost
[16].

The Graal Compiler is a dynamic compiler that can provide performance bene-
fits by using various optimization algorithms, such as inlining methods at the
call site [11]. It also uses unique optimizations, allowing it to skip costly object
allocations for specific code paths. This process is called partial escape analysis
[17].

The Truffle framework [18] aids in the creation of programming language in-
terpreters for GraalVM, allowing them to benefit from the existing optimiza-
tions of the Graal Compiler [11, 13]. Truffle interpreters transform the code of
the implemented programming language into an Abstract Syntax Tree (AST)
consisting of Truffle Nodes. Developers can tune a Truffle interpreter by creat -
ing specializations of AST nodes for specific cases, such as when the operands
of an addition are integers or floating-point numbers [13]. The AST can then
optimize nodes based on runtime information and turn them into specialized
nodes. A specialized node can speculate that both addition objects are integers
and skip code for additional checks or corner cases. If a speculation turns out to
be incorrect, the node can revert to a more generic addition node [11]. The Graal
JIT compiler has information about the Truffle AST structure and can further
optimize execution by using partial evaluation once the AST reaches a stable
state, meaning the nodes no longer change. Partial evaluation means that we
precompute parts of the interpreter that always behave the same way and use
the precomputed parts to create a highly optimized block of machine code [8].

2.5 GraallS Architecture Relevant to Implementation

GraalJS [7] is a fast, ECMAScript-compliant [1] implementation of the
JavaScript language built on GraalVM using the Truffle framework [11, 12].
It supports interoperability with Java and other GraalVM languages [13] and,
in current versions, it can execute Node.js applications [19]. A simple depiction
of the GraalJS compilation stages can be seen in Figure 2.1.
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Figure 2.1: GraalJS Compilation Pipeline

The first step of the GraalJS compilation pipeline is the parser. It turns the
JavaScript code into an AST. This AST consists of different nodes that represent
parts of the JavaScript code. For example, the AST contains a node representing
a class definition, which also contains further nodes for field declarations and
method declarations [12].

The GraalJSTranslator then takes this initial AST and walks through each node,
translating it to an AST consisting of executable Truffle JSNodes. Each node rep-
resents an operation, such as retrieving a property value or creating a class def-
inition for a Person class.

The GraalJSTranslator generates, for example, a PrivateFieldGetNode that con-
tains a target node and a field identifier node. Upon execution, the PrivateField-
GetNode first executes the target node and the field identifier node. The Private-
FieldGetNode then takes their execution results, uses them to retrieve the value
of the field in the target object, and returns it. No matter what specific JSNodes
the target and identifier nodes were.

As already mentioned in Section 2.4, every Truffle node can contain specializa-
tions for specific purposes. A specialization of a node for a + operation, for ex-
ample, has specializations for cases when both operands are integers, strings,
floats, or similar data types.

JavaScript runtime objects are represented using the JSObject and Truffle Shape
classes. The JSObjects contain the actual data of a JavaScript object. The shape
is an immutable description of the object layout, metadata, and mapping of the
properties to storage locations. A different shape is assigned to an object when
aproperty is added, for example. Furthermore, these shapes are connected us-
ing a transition map. When a property is added to an object, either a new shape
is created and connected to the old shape in the transition map, or an existing
connection for the changed property already exists, and the existing shape is
reused. Since shapes are immutable, they can easily be compared. Thus, oper-
ations during execution can be optimized for specific shapes and their associ-
ated memory layout, as if they were objects of a static object model [12].

Figure 2.2 shows the shape transition for two different objects o1 and 02. Both
objects start as empty objects. Therefore, they both have the shape for an empty
object assigned to them. When we assign an integer to o1.x, a new shape is
created for objects with a property x of type int. When we also assign an integer
to 02. x, the existing shape is assigned to it. When we assign aninttoo1.yand a
string to 02.y, new shapes are created for both layouts, and transitions connect
these new shapes to the old shape.
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Figure 2.2: Shape Transitions for Objects o1 and 02

2.6 Performance Consequences of JavaScript’s

Dynamic Object Model

The dynamic nature of JavaScript’s object model allows the properties of ob-
jects to change at any time during execution. The removal or addition of prop-
erties changes the layout of such an object and, thus, the memory layout of how
the properties are stored. Knowing the memory layout of an object provides the
possibility to optimize execution for this specific layout. Objects with many dif-
ferent shapes make optimizations for a specific shape more challenging, and
thus, peak performance is less optimal [12].

Invoking an object method is much slower than calling a static function ina dy-
namically typed language. The programming language must perform a method
lookup during runtime, meaning it searches through the inheritance hierar-
chy to find the actual method. Lookup caches reduce the required overhead by
caching the lookup result for a specific receiver object layout, using the slower
method of retrieval only if the cache misses [20]. Inline caches further enhance
this lookup [21]. Inline caches check whether the object matches a specific lay-
out and directly embed the lookup call for this type. Thus, they skip even the
cache lookup, speeding up execution if the layout rarely changes. Furthermore,
we could inline the content of object methods at the callsite, as the inline cache
directly calls them.

We can differentiate between three kinds of inline caches [21]:

® Monomorphic: For monomorphic inline caches, we only access properties
for one specific object layout [21]. Thus, a manual lookup is not needed as
long as the layout does not change.
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® Polymorphic: Polymorphic inline caches specialize for multiple object lay-
outs [21]. They still handle property accesses more efficiently with an if cas-
cade for different object layouts, where each case contains the direct access
call for the specific layout.

® Megamorphic: Megamorphic inline caches handle many different layouts
[21]. A polymorphic cache tries to match the layout of an object to one of its
specializations. Hence, performing a manual lookup can actually be faster
if the number of different layouts exceeds a certain threshold. Thus, meg-
amorphic inline caches may use the monomorphic behavior for the most
common type and revert to the slower lookup for the other types.

The GraalJS Object Storage Model [12] utilizes inline caches for property lookup.
The inline caches specialize for specific shapes. If an object’s layout matches
the layout of the inline cache, the property can be accessed directly. For meg-
amorphic caches, property access falls back to an indirect, but slower, method
of property access.

This demonstrates how JavaScript’s highly dynamic object system can nega-
tively impact the efficiency of optimizations in JavaScript engines, such as the
GraalJS implementation.



Chapter 3

Requirements Analysis

This chapter outlines the Structs Proposal and specifies the functional require-
ments that outline the implementation. It translates the high-level goals of
the introduction and the Structs Proposal into actual features and constraints
for the implementation. It defines the scope of the project and specifies which
parts of the ECMA Structs Proposal were implemented.

3.1 Overview of the Structs Proposal

The Structs ECMAScript Proposal introduces structs as an alternative to classes
[22]. Furthermore, it defines features to allow creating objects with even more
restrictions, allowing shared access to them by multiple threads [22].

Structs are objects that do not change in layout after instantiation [9]. This
means that properties cannot be added or removed. JavaScript classes have
a fixed set of properties on instantiation, but these properties can always be
deleted, or new properties can be added [3].

When a programmer creates a new struct object using the constructor,
JavaScript creates all the properties defined in the struct and all of its par-
ent structs before any user code is executed. JavaScript sets all properties as
non-configurable and the instance of the struct object itself as sealed. This
means that the value of a property can still be changed, but properties cannot
be added, removed, or reconfigured. Reconfiguring refers to changing the
property descriptors that determine whether a property is writable, enumer-
able, or configurable [1]. Thus, the layout of the object cannot change once
it is instantiated. Furthermore, JavaScript also sets the prototypes of struct
definitions as sealed, which means methods cannot be added or deleted from
structs [9].

JavaScript classes store methods inside their prototype, but programmers can
still call such a method of a class using an object independent of the class’s
inheritance chain. As demonstrated in line 16 and 17 of Listing 3.1, it is possible
to call methods of a class using a different this object [5]. In the case of classes,
this can lead to errors within the called function. The method getNameStr()
defined in line 3 of Listing 3.1, and the getName method defined in line 4, are
used to retrieve the name of the this object. Line 17 calls getNameStr() using
an object that is not an instance of Person. Thus, this.getName() throws an
error because an empty object does not have such a method.

Structs prevent such issues by internally branding every method defined in-
side a struct. Branding, in this context, means that JavaScript creates a unique

12
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ID for every struct definition and assigns it to the constructor and every in-
stance method. When JavaScript creates a struct instance for a new call, it col-
lects the brand IDs of the entire inheritance chain and also stores them in the
new instance object. When a developer calls a struct method, JavaScript takes
the brand of the method and checks if it is also contained in the passed this ob-
ject.JavaScript then throws a TypeError if it cannot find the brand. Thus, struct
methods can always assume that they are called with an instance of the struct
in which they were defined. Furthermore, JavaScript engine can further opti-
mize struct methods, as the shape of the object will always have the same lay-
out [9]. Lines 6 to 10 of Listing 3.1 define a PersonStruct struct with the same
properties and methods as the Person class. When the developer tries to call
the getNameStr method using a different object, as shown in line 19, JavaScript
does not find the PersonStruct brands inside the empty object. Thus, the call
fails immediately without executing the method.

class Person {
name = "NONE";
getNameStr() { return "Person: ${this.getName()}"; }
getName() { return this.name; }

}

struct PersonStruct {
name = "NONE";
getNameStr() { return "Person: ${this.getName()}"; }
getName() { return this.name; }

}

const classPerson = new Person("John", "Maths");

const structPerson = new PersonStruct("John", "Maths");
classPerson.getNameStr();

structPerson.getNameStr();

const obj = new Object();
classPerson.getNameStr.call(obj);

> Error inside getNameStr() -> this.getName is not a function
structPerson.getNameStr.call(obj);

> TypeError on call -> this is not instance of the struct

Listing 3.1: Comparison Class and Struct Method Calling

JavaScript threads do not share a common heap. This is a fundamental security
feature in JavaScript that, among other things, prevents data races by default
[23]. Thus, different threads cannot access the same object. This is why threads
share data using messages. A message clones the content of an object that needs
to be shared, and thus data is usually shared by value. Threads need to use
SharedArrayBuffer to share the same memory. SharedArrayBuffer is a shared
block of bytes that different threads can access using Atomics, which provide
atomic operations for accessing the shared memory [1, 23]. As a SharedArray-
Buffer just represents raw bytes, we must represent objects as bytes.

The Structs ECMAScript Proposal also defines shared structs. Shared structs al-
low developers to create structs with additional restrictions. JavaScript enables
instances of shared structs to be shared by multiple threads and allows prop-
erties to be accessed in parallel [9]. JavaScript stores shared struct objects in a
shared memory space that different worker threads can access. References to
an object in JavaScript are references to a location on the heap. Thus, such a
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reference is useless for another thread, as it cannot access the heap to which
the reference points. Shared struct instances are stored in the shared memory
space, hence every thread with access to this shared memory space can access
them. Thus, shared structs only allow instances of shared structs or primitives
to be stored in their fields. Shared structs and primitives are called shareable
types. Shared structs cannot have a [[Prototype]] or methods, as method objects
and prototype objects are non-shareable objects. [9].

The proposal also defines an implementation of Mutex and Condition that aid
in writing thread-safe code for shared structs. Additionally, it includes shared
array objects that can be stored in shared structs [9].

3.2 Scope of Work

The ECMAScript Structs Proposal is currently in Stage 2 of the TC39 process,
meaning the committee might still change the specifics of the definition until
the next stage is reached [14]. It defines a significant range of new behaviors.
Implementing every feature and edge case is a larger undertaking that is be-
yond the scope of this thesis.

This thesis focuses on the implementation of the functionality of unshared
structs. It aims to implement the core features of guaranteed fixed-layout ob-
jects for the GraalJS engine. Features related to shared structs and their asso-
ciated synchronization primitives are beyond the scope of this thesis.

3.2.1 In-Scope Features

® Struct Declaration: As defined in Section 1.1 of the Structs Proposal [9], de-
velopers can create a struct declaration using the struct keyword. Further-
more, the struct keyword is not a reserved keyword, meaning developers
can still use it as an identifier elsewhere.

JavaScript files can export objects using export followed by, for example, a
class declaration. A developer can use export default to define an object
as adefault export of a file. When a JavaScript file uses export defaultfora
class, the class definition does not need a name (default export class{}
instead of default export class ident{}) [1]. As defined in Section 1.1 of
the Structs Proposal [9], structs also support export default in this way.

® Construction and Instantiation: As defined in Section 1.3.1 of the Structs
Proposal [9], developers can only instantiate a struct by using the new key-
word in combination with a struct constructor. Sections 10.2.1 and 10.2.2
of the ECMAScript Specification [1] define that Constructor calls using new
(so-called [[Construct]] calls) also handle the instantiation of the receiver
(the object this points to). Furthermore, method calls (so-called [[Call]]
calls) set the receiver at the call site (this point to m for m.method()).

Section 1.3.1 of the Structs Proposal [9] defines that JavaScript needs to
handle struct constructor super calls using [[Call]]. Furthermore, JavaScript
creates and fully initializes the struct instance before the constructor is ex-
ecuted, as defined in Section 1.1.6 of the Proposal [9]. Therefore, classes
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cannot extend structs because classes initialize the receiver instance in the
base constructor of the entire inheritance chain. In contrast, a struct con-
structor would only receive an uninitialized receiver from a derived class.

Developers can access the constructor that is currently executed as a [[Con-
struct]] call by using new. target inside the constructor call or the super call.
Furthermore, a developer can use Reflect.construct() to call a construc-
tor using [[Construct]] and manually set the value of new. target [1, 24].

Section 1.1.6 of the Structs Proposal [9] specifies that a struct constructors
new.target always matches the actual struct constructor that is called us-
ing new or Reflect.construct().

® Inheritance: Developers can derive structs from a single struct using
extends. Furthermore, JavaScript checks that structs do not extend a class,
and it sets up the prototype chain in the same way as for classes, as de-
scribed in Section 1.1.6 of the Structs Proposal [9].

m Field Instantiation and Fixed Layout (Sections 1.1.2 to 1.1.6 in Structs Pro-
posal) [9]:

® Field instantiation: JavaScript initializes the receiver instance of a
struct constructor call with all fields of the entire inheritance chain and
sets them as non-configurable.

® Instance sealing: After field initialization, JavaScript seals the receiver
instance of the constructor to prevent adding new properties or chang-
ing the [[Prototypel]].

® Field initializers: JavaScript executes the field initializers and assigns
the results to the fields after sealing the struct instance but before exe-
cuting the constructor.

® Sealed prototype: JavaScript also seals the prototype of a struct decla-
ration to prevent changing its [[Prototype]] and to prevent adding or re-
moving properties.

® Struct Branding and struct Methods:

® Branding: Asdefined in Section 1.1.6 of the Structs Proposal, every struct
receives a unique struct brand integer. This brand must be unique even
across realms. A Realm in JavaScript is an isolated environment that has
its own built-in objects and its own global object containing the built-
in functions [1, 23]. Furthermore, JavaScript stores this struct brand in
the constructor and the constructor prototype, and assigns a list of all
struct brands in the inheritance chain to all created struct instances [9].

® Method Invocation: JavaScript adds a reference to every struct’s
method, which points to the prototype where the method is defined.
Furthermore, it ensures that for every call of a struct method, the
struct’s brand array of the method’s receiver contains the brand of
the method. Otherwise, JavaScript throws a TypeError. This guaran-
tees that struct methods are only called by instances of the struct or a
derived struct, as defined in Section 1.2.1 of the Structs Proposal [9].



3 Requirements Analysis 16

3.2.2 Out-of-Scope Features

To maintain an achievable project scope, the following features specified in the
Structs Proposal were excluded:

m Shared Structs: The implementation of shared structs, designed for data
sharing between concurrent threads, is excluded [9].

m Synchronization Primitives and Shared Array Objects: The Atomics.Mutex
and Atomics.Condition primitives for synchronization between concur-
rent threads for shared structs were excluded. Shared array objects for
shared structs were also excluded [9].

m Rigorous Performance Benchmarking: While increased optimization po-
tential is one motivation for implementing the Structs Proposal, this the-
sis focuses on the correct functional implementation. Meaningful perfor-
mance testing requires a sophisticated testing suite to deliver statistically
significant results. Such testing would extend to a scope that justifies a sep-
arate research project.

3.3 Functional Requirements of Structs

This section breaks down the actual functional requirements of structs based
on the features defined in Section 3.2.1. These requirements will also be the ba-
sis for evaluating correctness in Chapter 6.

B Declaration and Syntax [9]
® Struct Declaration: The parser must parse struct ident syntax.
® Default Export: The parser must parse default export struct ident.

® Default Export without ident: The parser must parse default export
struct.

® struct non reserved keyword: struct must remain usable as an ident
elsewhere.

® ClassBody: Structs reuse the ClassBody grammar. The ClassBody content
must be parsed so that methods, fields, and the constructor follow the
struct requirements.

® Constructor and Instantiation [9]

® Construction: Structs must only be constructible using new keyword and
Reflect.construct().

® New Target: The new target of a struct constructor call must match the
actual constructor, even when calling it with Reflect. construct().

® Default Constructor: Structs must generate a default constructor if no
constructor is declared. The default constructor only initializes the in-
stance and does not call super().

® super() Call: The constructor must invoke super() calls to struct con-
structors with a [[Call]] call instead of [[Construct]].
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m Fields and Properties [9]

® Field creation: All fields in the inheritance chain must be defined for the
receiver instance of the constructor before the constructor executes.

® Property Descriptors: Struct fields must be created with the Prop-
ertyDescriptor { [[valuell: undefined, [[Writable]]: true,
[[Enumerable]]: true, [[Configurablel]]: false }.

® Value Initializers: Field initializers must execute and assign values to
fields before the constructor execution and after sealing the receiver ob-
ject.

® Inheritance and Prototype Chain [9]

® Base Structs: Structs must only be derived from other structs. A
TypeError must be thrown for structs extending classes.

® Prototype Chain: The [[Prototype]] of a derived struct constructors pro-
totype must be set to the prototype of the base struct.

m Sealing (9]

® Sealing of instances: Instances of structs must be sealed before the con-
structor code is executed.

® Prototype sealing: Struct prototypes must be sealed once the struct dec-
laration is executed.

® Branding [9]

® Brand creation: Every struct must be assigned a unique struct brand in-
teger. This brand must be unique across realms.

® Constructor Branding: Every struct constructor must have the struct’s
brand assigned to it.

® Prototype Branding: Every struct constructor prototype must have the
struct’s brand assigned to it.

® Instance Branding: Every struct instance must have an array of all struct
brands of the entire inheritance chain assigned to it.

m Struct Method Brand checking [9]

® Home Object reference: Every struct method has a reference to its home
object, which is the prototype of the struct in which it was declared.

® (Call Brand Checking: When invoking a struct method, the receiver ob-
ject’s struct brands list must contain the struct brand of the struct
method’s home object. If the brand list does not contain the home ob-
ject’s brand, meaning the object is not part of the inheritance chain, a
TypeError must be thrown.

e All invocation types: The struct brand checks for struct methods must
not only be executed for direct calls (i.e., person. getName()) but also for
all other ways to call the method (i.e., person.getName.call(obj)).
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3.4 Compatibility

The implementation of structs adds to the existing features of the GraalJS im-
plementation. This implementation should not break any existing features of
the GraalJS engine. GraalJS already provides an extensive testing suite, using,
among other things, the Test262 testing suite [25] to verify ECMAScript com-
pliance. This existing testing suite should ensure that the implementation of
the Structs Proposal does not break any prior functionality.

3.5 Development Testing

The ECMA Structs Proposal is, at the point of creation of this thesis, in Stage
2 of the TC39 process [14]. Acceptance tests, such as those in the Test262 EC-
MAScript compliance test suite, are created in alater stage and are therefore not
a viable solution to ensure the functional correctness of the implementation.
To verify that the implementation conforms to the functional requirements,
we developed a small Structs Proposal test suite as part of the project, which
serves as the basis for the evaluation in Chapter 6. This test suite should not
only test the expected behavior but also check the edge cases of the features
defined in Section 3.3.



Chapter 4

Architecture and Design

This chapter outlines the changes to the GraalJS compilation pipeline. It de-
scribes the existing architecture and how we need to modify or extend it for the
implementation of the Structs Proposal.

4.1 Overview

We already outlined the GraalJS architecture in Section 2.5. In summary, the
parser and lexer translate the source code into the parser AST. Then, GraalJS
converts the parser AST to the runtime AST, consisting of executable Truffle
nodes. Finally, the interpreter executes these Truffle nodes and GraalVM opti-
mizes them.

The core of the struct implementation is built upon the existing ES6 classes.
ES6 classes are a tried-and-tested implementation, and structs are essentially
a stricter extension of these classes. Existing classes and nodes used for the
implementation of ES6 classes are modified and extended where different be-
havior is necessary for structs. This focus on code reuse is integral, as it also
reduces the creation of new bugs due to reimplementation.

partial

evaluation
struct A { Parser » JSTranslator Interpreter Graal _JIT
constructor{} Compiler
}

new A(); ' T

3 deoptimize Optimized
--------------- Machine
code

Parser Runtime
AST AST

Class Node
Function Node

Function Call Node
this Property Access
Node

Class Definition

Figure 4.1: Simplified updated GraalJS Pipeline

Figure 4.1 shows a simplified outline of the changes to the GraalJS pipeline. As
shown, information is added to the existing parser AST nodes for classes and

19
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functions to also represent structs and struct methods. The GraalJSTranslator
that translates the parser AST to the runtime AST is extended to use the new in-
formation to create new Truffle nodes specifically for structs. These new nodes,
for example, handle instance initialization and the calling of struct methods
with the necessary branding checks.

4.2 Parser Intermediate Representation

This section handles the changes made to the lexer and parser, specifically the
transformation from the source code to the parser AST. For each part of this
section, the implementation for ES6 classes is described, as well as how they
are extended or modified.

The lexer turns the source code into tokens. To detect classes in the parser, a
specific class token for the class keyword is used. Unlike class, the struct
keyword is not part of the reserved keywords [1]. This means that although
structs need a new token, this token is defined so that it is treated as an iden-
tifier as long as it is not in the context of a struct definition.

When the parser parses a statement and encounters a class token, it begins
parsing the declaration of a class. A class declaration consists of the identifier,
decorators that are not yet specified for structs [26], and the class tail. The
class tail contains the content of the class declaration, including method defi-
nitions, fields, and the constructor. Structs share most of the same properties
as classes, so the parser reuses the same parsing logic. The difference between
classes and structs lies in their execution. Nodes representing structs can be
the same as those for classes, but a marker is added to signal the translator that
they need to be translated to the executable nodes of a struct. Struct methods
are called with branding checks in place. This means they are also extended
and marked so that they are translated to different struct method Truffle nodes.

Lastly, the export default statements are handled. The logic for class dec-
larations is reused for class default exports, so the implementation for struct
declarations is used for default export struct as well.

4.3 Parser AST Translation to Truffle Nodes

This section handles the required changes to the translation logic between the
parser AST and the runtime AST. The translation is handled by the GraalJS-
Translator, which traverses the nodes of the AST created by the parser and
translates these nodes to the Truffle nodes [12, 13].

4.3.1 Class Node Translation

When the Graal]STranslator encounters a node representing a class, it creates
different nodes to handle the declaration of the class. A node is created to han-
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dle the creation of the prototype and constructor objects, the setup of the pro-
totype chain, and the execution of the Truffle nodes that create methods and
fields in the prototype. The translator converts the parser-AST nodes that rep-
resent the properties of an instance of the class into class member nodes. When
the node of a class definition is executed, it also executes the nodes for the
member definitions.

The executable nodes for class definitions are extended to handle struct-
specific features. Struct definition nodes manage the creation of a brand in-
teger and seal the prototype object. Truffle nodes for property definitions are
adapted for structs to set property attributes, such as non-configurable, and
always set the home object for struct methods, which references the prototype
of the struct in which the method was defined.

4.3.2 Instantiation of Struct Instances

For ES6 classes, when calling a constructor using new, the receiver (the value
that this points to) is only initialized in the innermost constructor. For non-
derived constructors, the receiver is set to a new empty object. Each time a super
call returns, the receiver is initialized with the properties of the current con-
structor’s class [1]. The derived constructor uses the receiver value from the
super constructor and adds the properties of its own class. Figure 4.2 shows
this process for constructing a Teacher object derived from a Person. In the de-
rived Teacher constructor, the receiver is not yet created, as shown in the first
column. When the parent constructor is called using super, the instance ob-
ject is created, and the properties of Person are added, as shown in column 2.
Then the code of the Person constructor is executed, and the receiver of Person
is now set as the new receiver of the derived Teacher constructor, as shown in
columns 3 and 4. Now the properties of Teacher are added to the receiver in col-
umn 4, and finally, the code of the Teacher constructor is executed in column
5.

new Teacher

Teacher constructor
this: placeholder

Teacher constructor
this: placeholder

Teacher constructor
this: placeholder

Teacher constructor
this: {name: "Steve",
subject: "---"}

Teacher constructor
this: {name: "Steve",
subject: "math"}

super()

super()

| )

super() receiver
returned

Person constructor
this: placeholder

Person constructor
this: {name: "---"}

Person constructor
this: {name: "Steve"}

L1

create receiver
and initialize

L ¢

execute constructor code
{this.name = "Steve"}

L1

set super receiver
as own receiver
and initialize

L1

execute constructor code
{this.subject = "math"}

Figure 4.2: Instance Creation and Initialization in Constructor

In GraalJS, the receiver value is set to a placeholder until the super construc-
tor is called. Accessing this placeholder will result in a ReferenceError. Be-
fore the constructor at the base of the inheritance chain executes, an empty
receiver object is created. Derived constructors use the object created by the
super constructor. The created receiver is wrapped inside an initializer Truffle
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node for every constructor in the inheritance chain. This node initializes the
receiver with the properties of the specific constructor’s class before executing
the constructor code.

As structs require the instance to be completely initialized before executing the
outermost constructor, instance creation must occur earlier than the base con-
structor of the inheritance chain. The creation of the properties does not hap-
pen in each constructor, as defined in Section 1.1.6 of the Structs Proposal [9].
The creation of the receiver is moved to the outermost constructor, which is
called with new. The receiver object is initialized completely and assigned the
struct brands. This means a new node is created to handle the creation of in-
stance fields with the correct property descriptors, the assignment of struct
brands, and the sealing of the object. It also handles the assignment of the in-
stance field values using the initializer values for all fields in the inheritance
chain. This node wraps the empty, uninitialized receiver object, which must be
created on the initial struct constructor call with new instead of the base con-
structor of the inheritance chain.

Figure 4.3 shows how the receiver is created for a Teacher struct. The instance
is already created for the Teacher constructor call that was called with new in
column 1. It contains all fields of both Teacher and Person after the struct in-
stance initialization. Then, the constructor calls the super constructor with this
instance in column 2. The parent constructor can now access this receiver to
assign a value to one of the fields in column 3. After the Person and Teacher
constructors are executed following column 5, the finished struct instance is
returned.

new Teacher

Teacher constructor Teacher constructor Teacher constructor Teacher constructor
this: {name: "---", this: {name: "---", this: {name: "Steve", this: {name: "Steve",
subject: "---" subject: "---" subject: "---" subject: "math"
[[Brands]]:[1,2]} [[Brands]]:[1,2]} [[Brands]]:[1,2]} [[Brands]]:[1,2]}
L7 i L%
initialize struct super() super()
Initialize struct : i n i
instance with receiver with receiver execute constructor code
{this.subject = "math"}
Person constructor Person constructor Person constructor
this: {name: "---", this: {name: "Steve",
subject: "---" subject: "---"
[[Brands]]:[1,2]} [[Brands]]:[1,2]}

execute constructor code
{this.name = "Steve"}

Figure 4.3: Instance Creation and Initialization in Struct Constructor

4.3.3 Checking of new.target

Struct constructors need to ensure that the new. target matches the actual
constructor that is called [9]. The only way to set a different new. target is by
using Reflect.construct() instead of new [1]. This means that the implemen-
tation of Reflect.construct() is adjusted to prevent calling a struct construc-
tor with a different new. target.
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4.3.4 Super Call Invocation

Class super calls are handled as [[Construct]] calls. The receiver is not passed
into the call asit is for amethod call, but is created inside the base constructor of
the inheritance chain. After the super call is finished, the receiver of the current
constructor will be set to the result of the super call [1].

super () calls to struct constructors are handled as [[Call]] calls [9]. How a spe-
cific super call is handled is decided at runtime. This means the GraalJSTrans-
lator creates anode that determines whether the super constructor is a struct or
a class constructor. This node then executes the node responsible for the cor-
responding super call.

4.3.5 Method Brand Checking

The GraalJS implementation handles function calls by creating specific func-
tion call cache nodes for function calls, bound function calls with a prespec-
ified receiver, and more. Struct methods perform brand checks for every call
[9]. Therefore, a new call node is created to handle this brand checking. It re-
trieves the home object (the class prototype) of the struct method that is exe-
cuted, and checks if the call’s receiver contains the struct brand stored in the
struct method’s home object.



Chapter 5

Implementation of Structs

The goal of this chapter is to outline concrete implementation details based
on the architectural design defined in Chapter 4, divided into the key func-
tional requirements of structs. To improve readability, we use simplified names
for some implementation classes and nodes. The first occurrence provides the
original identifier in parentheses (e.g., DefFieldsAndBrandNode (DefineStructIn-
stanceFieldsAndBrandNode)).

5.1 Parser Extension

This section covers the changes made to the Parser and Lexer classes, along with
the classes of the parser AST, to correctly recognize and represent structs in the
parser AST.

5.1.1 Adding the struct Keyword

As a first step, we made the lexer recognize the struct keyword. We achieved
this by adding the struct keyword to the TokenType enum, which stores all to-
ken variants along with their type and name. The struct keyword is not a re-
served token of the ECMAScript standard [1], so we defined it as a contextual
keyword by adding a new struct enum variant with the type contextual and the
string ”struct”. This modification allows the parser to treat it as a special token
only for struct declarations and to use it as a normal identifier otherwise.

5.1.2 Version-Specific Enabling of Structs

Structs are not yet part of the ECMAScript Language definition, but they will
most likely be included in a future version of ECMAScript. Thus, support for
structs is necessary only if the interpreter version supports them. We added
a method to check whether the ECMAScript version set in the GraalJS options
supports structs, along with conditions to execute the struct logic in the parser
if structs are supported. The version Staging is used until the proposal advances.
This version encapsulates, among other things, features that are not yet part of
an ECMAScript version.

24
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5.1.3 Reusing Class Parsing Methods

Reusing and building upon the existing logic of ES6 classes was a core imple-
mentation decision. We built the struct declaration parsing logic on the existing
class parsing path. StructDeclarations are a type of statement, so we extended
statement to parse a structDeclaration when it encounters a struct token. The
structDeclaration reuses the classTail parsing method to parse the struct body,
including the optional extends clause, fields, and methods. We added aboolean
isStruct parameter to the method to differentiate between struct and class pars-
ing. The method definition parsing function also needs to handle struct meth-
ods, so we added another boolean isStruct parameter.

5.1.4 Extending the Parser Intermediate Representation

The structDeclaration creates two parser AST nodes that we needed to mark as
struct-related for the GraalJSTranslator. The ClassNode represents the decla-
ration itself and the nodes for the methods within the struct declaration.

m ClassNode: ClassNodes use boolean fields to represent special attributes.
Therefore, we added another boolean field, isStruct, to mark a struct decla-
ration. The isStruct field is set based on the isStruct parameter of the classTail
method.

B FunctionNode: Methods are represented as FunctionNodes, which contain
a flags integer field to mark specific attributes. We added an IS_IN_STRUCT
flag to mark a function as being declared inside a StructDeclaration. Further-
more, we repurposed the IS_CLASS_CONSTRUCTOR flag and renamed it to
IS_CLASS_OR_STRUCT_CONSTRUCTOR. This way, we can distinguish class
and struct constructors by the IS_IN_STRUCT flag. These flags are set in the
methodDefinition parsing logic based on the isStruct parameter.

5.1.5 Handling Differences Between Structs and ES6 Classes

Structs have additional distinctions from ES6 classes. Structs are handled dif-
ferently based on the isStruct boolean parameter.

m Default Constructor: We modified the default constructor creation for
structs. Structs do not automatically create a default constructor with a
super() call [9]. This means, that for structs, the body of the default con-
structor is empty. Furthermore, we additionally marked the constructor
function with the IS_IN_STRUCT flag.

® Decorators: Decorators are also a feature in the proposal stage [26], they
are not yet defined for structs. We omitted the parsing logic of decorator
for structDeclaration, in contrast to classDeclaration.

5.2 Implementing Struct Definition

Based on the architectural design, we needed to extend the class definition run-
time logic to handle struct-specific requirements. We needed to handle brand
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creation, prototype sealing, and inheritance validation. These changes were
implemented in the ClassDefinitionNode, JSObject, and JSRealm classes.

5.2.1 Implementing Cross-Realm Struct Brands and Assignment

The implementation required a struct branding system to uniquely identify
structs even across realms [9], to implement branding checks. Every realm is
a direct or indirect child of the main realm. Therefore, the main realm stores
the current struct brand number. It is stored using an AtomicInteger for thread
safety. We created a static function in the Realm class that creates a new struct
brand by incrementing this Atomiclnteger.

To store these generated brands without making them accessible from user
code, we added property access keys for hidden fields to the JSObject class. These
access keys are essentially property names that cannot be accessed from user
code. We created such hidden keys for [[StructBrand]] and [[StructBrands]] to
later store struct brands inside the prototype of struct declarations, the con-
structor, and every instance of a struct.

5.2.2 Extending ClassDefinitionNode for Structs

The ClassDefinitionNode is responsible for creating the prototype and construc-
tor objects needed for instance creation. For structs, we extended ClassDefini-
tionNode to conditionally add struct-specific sub-nodes based on the isStruct
field. We added PropertySetNodes, which write a value to the property of a target
for both [[StructBrand]] and [[StructBrands]]. We also added a PropertyNode that
retrieves the [[StructBrands]] of the parent struct.

We extended the executeWithName method of the ClassDefinitionNode to per-
form three conditional tasks based on the new isStruct field.

®m Brand Assignment: We added a code block to set the struct brands. The
block first creates a new brand number using the Realm’s brand function
and then writes this brand to the prototype object of the struct definition
using the PropertySetNode. To simplify the implementation of brand check-
ing, we additionally stored all brands of the inheritance chain in a struct’s
constructor. For this, the code block first retrieves the [[StructBrands]] of
the parent constructor with the [[StructBrands]] PropertyNode, then adds the
newly generated brand number and writes the resulting array to the con-
structor object using the [[StructBrands]] PropertySetNode.

B Inheritance Validation: We added a new check to verify that the parent con-
structor is also a struct constructor. If a struct inherits from a superclass
missing the isStruct flag, a TypeError is thrown with an appropriate error
message.

® Prototype Sealing: Finally, we extended ClassDefinitionNode to seal the
prototype object after it is successfully created and all the object meth-
ods are added. For this, ClassDefinitionNode calls the existing JSObject.set-
IntegrityLevel() method on the prototype object.
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5.3 One-shot Instance Initialization

JavaScript needs to define all fields of the entire inheritance hierarchy for a
struct instance in one go before any constructor code is executed. To support
this functionality, we created the PreparelnstanceNode (PrepareStructInstanceN-
ode), which consists of multiple nodes that handle the different steps of the
instance initialization process.

5.3.1 PreparelnstanceNode

The PreparelnstanceNode acts as the starting point of the initialization. It does
not perform thelogic of the initialization itself but instead combines three child
nodes to execute the initialization in three different sub-steps. It takes the node
representing the uninitialized empty receiver object and places it into an ini-
tialization pipeline consisting of the three nodes.

m DefFieldsAndBrandNode (DefineStructIinstanceFieldsAndBrandNode): Pre-
parelnstanceNode first wraps the constructor receiver inside a DefField-
sAndBrandNode. This node performs field creation and assigns the brands
to the struct instance.

m SetIntegrityLevelNode: SetIntegrityLevelNode then wraps the DefFieldsAnd-
BrandNode. The SetIntegrityLevelNode executes its target and seals the in-
stance before executing any user code.

m StructFieldlInitializersNode (RunStructInstanceFieldInitializersNode): Finally,
after the instance contains all necessary fields and is sealed, the StructFiel-
dInitializersNode executes every field initializer and assigns the value to the
previously created fields.

Figure 5.1 shows how the PreparelnstanceNode puts the child nodes into one an-
other. Parent nodes are positioned above their child nodes, and the green ar-
rows show the data flow during execution. The target of the StructFieldInitializ-
ersNode is the SetIntegrityLevelNode, and the target of the SetIntegrityLevelNode
is the DefFieldsAndBrandNode. The PreparelnstanceNode’s execute method only
executes the outermost node, which then executes its own target node, and so
on. Thus, the receiver object is passed through each node being initialized in
the process. This means the PreparelnstanceNode only has to return the result
of the outermost node, as it returns the fully initialized receiver object.

5.3.2 DefFieldsAndBrandNode

The DefFieldsAndBrandNode is responsible for creating instance fields and
struct brands for the entire inheritance chain. To handle this task, we designed
the node to work recursively. DefFieldsAndBrandNode requires a targetNode for
the receiver instance and a constructorNode to access the constructor. DefField-
sAndBrandNode creates recursive nodes for parent constructors, so a PropertyN-
ode is created for retrieving the [[Prototype]] of the current constructor, which
allows access to the constructor of the parent class.

For the initialization of the receiver instance, the node needs to handle four
specialization cases. The following special cases are handled:
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‘ PreparelnstanceNode }

( StructFieldInitializersNode

L

SetlintegrityLevelNode

DefFieldsAndBrandNode

this instance Node

Figure 5.1: Simplified Child Nodes of PreparelnstanceNode

®m Derived constructor with instance elements: Inside a derived constructor
with instance elements, the node needs to handle two tasks. First, it calls the
recursive DefFieldsAndBrandNode of the parent constructor to initialize the
parent elements and then defines all the fields of the current constructor.

®m Derived constructor without instance elements: In cases where there are
no instance elements for the current constructor, the node must still ini-
tialize the parent constructor fields. This means that it needs to execute the
parent constructor’s node.

m Base constructor with instance elements: If the base constructor has been
reached, the node retrieves the actual receiver instance. As in a derived con-
structor, the instance fields are defined.

m Base constructor without instance elements: A node for a base constructor
without any instance fields retrieves only the receiver instance.

Every specialization case also needs to handle struct brand initialization. An ar-
ray of all struct brands in the inheritance chain is already stored inside the con-
structor. Therefore, only the outermost node needs to handle them. We added
a boolean field to mark recursive nodes. For non-recursive nodes, a property
write and Property node are created to retrieve the [[StructBrands]] array from
the constructor and write it to the receiver.

Figure 5.2 shows the nodes of DefFieldsAndBrandNode for a derived struct. It
creates a node for all constructors in the inheritance chain. Upon execution,
every node adds the fields of its constructor to the receiver instance, and the
outermost node adds the brands array.

Struct field definitions are handled using FieldinitNode (StructInstanceFiel-
dInitializerNode) and NonFieldlnitNode(StructNonFieldlInitializerNode) that we
defined inside the DefFieldsAndBrandNode. For every class member of the Class-
Definition, a node is created. For non-field elements, we created a NonField-
InitNode that asserts that the element is indeed not a field. For fields, we cre-
ated a FieldInitNode. It uses a PrivateFieldAddNode for private fields and defines
non-private fields with the property descriptor { [[Valuel]l: undefined,
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target 1 constructor

...................................................

DefFue\ds/_\ndBrandNode Derived constructor node
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Figure 5.2: Simplified Child Nodes of DefFieldsAndBrandNode

[[Writablel]: true, [[Enumerable]]: true, [[Configurable]]: false
} as defined in the Structs Proposal [9].

The specializations of FieldInitNode for constructors with instance elements
automatically create these nodes using a method with the Cached annotation.
This means that the result of the method is cached for future calls of a specific
specialization. To define the fields, the specializations call the define methods
of the different FieldInitNodes and NonFieldInitNodes.

5.3.3 SetintegrityLevelNode

JavaScript must seal struct instances after the instance fields are created to
prevent adding or removing new fields [9]. We created a SetIntegrityLevelN-
ode class in the PreparelnstanceNode class. SetIntegrityLevelNode wraps a target
node, which in our case is the DefFieldsAndBrandNode. The SetIntegrityLevelN-
ode’s execute function executes its target node to get the unsealed receiver in-
stance. As with the struct prototype, it then uses the JSObject.setIntegrityLevel()
method to update the integrity level to sealed. Finally, it checks the integrity
once more to ensure successful sealing and returns the sealed instance.

5.3.4 StructFieldInitializersNode

Once a struct instance has all its fields and is sealed, JavaScript must execute
the field initializers [9]. For this purpose, we implemented the StructFieldIni-
tializersNode. It recursively runs through the inheritance chain, similar to the
DefFieldsAndBrandNode for field creation. For the assignment logic, we reused
the existing InitInstanceElemsNode (InitializeInstanceElementsNode). This node
sets the fields and executes their initializers for the receiver instance of normal
classes. For classes, this process occurs after each super () call and for the base
constructor of the inheritance chain.

InitInstanceElemsNode needs to access the constructor. Therefore, for derived
constructors, StructFieldInitializersNode creates a PropertyNode for retrieving
the parent constructor and uses it to create the StructFieldlnitializersNode for
this parent constructor.

The execute method has two main specializations:
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B Base constructor: For the base constructor, only an InitInstanceElem-
sNode must be created with the target node (receiver object). The InitIn-
stanceElemsNode is cached and is executed to assign the field values to the
sealed receiver.

m Derived constructor: For derived constructors, it must first initialize the
receiver object with the field values of the base constructor. For this pur-
pose it creates another StructFieldInitializersNode for the parent constructor
and executes it. Finally, it uses its InitInstanceElemsNode to assign the field
values of it’s own constructor.

Figure 5.3 shows the nodes of StructFieldInitializersNode for a derived struct. The
this instance travels from the bottom of the node tree to the top. The topmost
StructFieldInitializersNode is for the derived constructor. The bottom Struct-
FieldInitializersNode for the base constructor. The Base node calls its InitIn-
stanceElemsNode, which then executes its own target node (SetIntegrityLevelN-
ode) and receives the sealed receiver object with the values of the base con-
structor. It assigns the initializer values for the base constructor. The receiver
object now has the field values for the base constructor, and StructFieldInitializ-
ersNode returns it to the InitInstanceElemsNode of the derived constructor. This
node then adds the values for the derived class. At this point, the receiver has
finished initialization.

[ PreparelnstanceNode ] prepared struct instance

StructFieldInitializersNode

target 1 constructor

| 1
| 1
| |
! 1
| 1
| |
! 1
| PTTTTTTTTTTTTTmTmmmmmmmsdmmsmsmmmmmsmmmnmneety |
I \ 2 |
! 1
| InitinstanceElemsNode ~ |------- Derived constructor node |
| |
! 1
! i target !
| v |
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: [ StructFieldinitializersNode ] :
! 1
| ! |
| target ! constructor |
| :"""""""""""I' """""""""""" I
| A 4 |
! |
| InitinstanceElemsNode -- ‘ Base constructor node ‘ |
! StructFieldinitializersNode |

1

Figure 5.3: StructFieldInitializersNode for Derived Struct

5.3.5 Changes to InitinstanceElemsNode

InitInstanceElemsNode is used for assigning and indirectly creating the fields
of classes for base constructors and after super() calls. Struct instances are
sealed. Therefore, we modified the behavior of InitInstanceElemsNode. It checks
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if the new isStruct flag is true and uses different child nodes to assign the prop-
erty values instead of recreating the properties.

For public fields, InitInstanceElemsNode creates a different WriteNode that only
performs the value assignment instead of attempting to redefine the property.

For private fields, it creates a PrivateFieldSetNode instead of the PrivateField-
AddNode, which would also attempt to redefine the property.

The PrivateFieldSetNode by default needs to have a target node assigned at cre-
ation. Therefore, we extended it with an abstract executeWith() method that al-
lows the parent node to pass a target object on execution instead of assigning
a target node at node creation. The Graal]S build process automatically gener-
ates a PrivateFieldSetNodeGen class that contains a generated implementation
of this function. This implementation reuses the logic of the normal execute()
function of the PrivateFieldSetNodeGen node.

5.3.6 Integration with the Constructor Execution Path

The PreparelnstanceNode needs to be used by the existing constructor execution
path. Therefore, we extended the GraalJSTranslator to create it, and we adjusted
the related logic.

First, we adjusted the ConstructorRootNode, as it handles the creation of the
empty receiver object. When the ConstructorRootNode is executed, the receiver
object is generated only for non-derived constructors, and a placeholder value
is assigned otherwise. We updated it to create the receiver instance for every
struct constructor call. For normal classes, this change would cause unnec-
essary creation of objects that are never used. Since struct super() calls are
not called with a [[Construct]] call, the ConstructorRootNode is not used for these
calls, and no extra instance is created.

When GraalJS prepares the parameters of a normal base constructor call, the
prepareThis function in the GraalJSTranslator handles the this slot, where the
receiver object is stored. Therefore, we extended prepareThis() to also create
the PreparelnstanceNode for struct constructors. For a normal class construc-
tor, the prepareThis method first creates a node to access the this value, and
then this node is wrapped in an InitInstanceElemsNode. Struct calls need to dif-
ferentiate between [[Construct]] calls and normal [[Call]] operations, which are
used for super calls. For this conditional decision, we created a new node that
checksif the current call is anormal [[Call]] and returns the unaltered this node,
but wraps the this in a PreparelnstanceNode if it is a [[Construct]] call.

Struct constructor [[Construct]] calls always have the called constructor set as
new.target. Struct super calls are normal [[Call]] operations where new. target
isnotset[9]. Therefore, we created an IfNode with a BinaryNode as its condition.
This BinaryNode checks whether new. target is identical to undefined. For the
true case, the IfNode executes the unaltered receiver access node. For the false
case, it returns the receiver node wrapped in a PreparelnstanceNode.

Finally, to prevent creating another InitInstanceElemsNode for struct super
calls, we altered the initializeThis() logic that is called after super calls. Thus,
it does not create an InitInstanceElemsNode for struct constructors.
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5.4 Implementing Method Brand Checking

This section outlines the implementation of the struct method branding mech-
anism as defined in the Proposal [9]. It covers how GraalJS accesses the struct
information and checks it for every call of a struct method. Struct methods de-
fined inside a struct definition must only be called with a receiver that is an in-
stance of the struct in which the method was defined or a struct derived from it
[9]. For the implementation, we updated the parser to mark methods as struct
methods, implemented new Truffle nodes for the checked method calls, and
updated the GraalJSTranslator to add the necessary information to the method
objects.

5.4.1 Attaching Brand Information to Methods

As described in the parser section, the parser AST represents methods as Func-
tionNodes. We added the IS_IN_STRUCT flag to mark methods as being defined
inside a struct definition. To perform brand checking at runtime, methods need
access to the prototype in which they are defined to access the struct brand
stored inside. We reused the existing ES6 class logic for super calls of con-
structors and methods for this purpose. Methods accessing super() need to
access the [[HomeObject]], meaning the prototype object in which they are de-
fined. We extended the GraalJSTranslator to always wrap FunctionDefinitions
with a IS_IN_STRUCT flag inside a MakeMethod node. This node sets the hid-
den [[HomeObiject]] field of the methods FunctionObject.

5.4.2 Checking Method Brands on Call

In GraalJS, function calls are handled using JSFunctionCacheNode. GraalJS uses
different node specializations to handle different types of calls and to fur-
ther optimize these calls. Examples of specialized nodes include bound func-
tion calls, built-in function calls that can be inlined, and more generic fallback
nodes. We implemented a specialized StructMethodCacheNode to handle struct
method calls.

The StructMethodCacheNode contains three PropertyNodes to access the [[Home-
Object]] property, the [[StructBrand]] of the method’s prototype, and the [[Struct-
Brands]] of the this instance. It also contains a DirectCallNode to call the method
upon successful brand checking.

On execution, the following validation checks are handled:

B receiver Instance Exists: StructMethodCacheNode checks that a receiver ob-
jectis inside the call arguments and that it is a JSObject. Otherwise, it throws
a TypeError.

® Home Object: It asserts that the method has an assigned home object, which
is not undefined and that it contains a [[StructBrand]]. This ensures that it
is indeed a struct method.

B receiver Instance is Struct: StructMethodCacheNode checks that the receiver
instance contains [[StructBrands]] to ensure it is a struct instance. Other-
wise, the node execution throws a TypeError.
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B receiver Instance is Correct Struct: StructMethodCacheNode checks that the
struct brands array of the receiver instance contains the struct brand of
the called method. This check ensures that the receiver is an instance of
the struct in which the method was defined. Otherwise, the node execution
throws a TypeError.

After allbranding checks are completed, StructMethodCacheNode calls the struct
method with the passed parameters using the DirectCallNode.

5.4.3 Integrating StructMethodCacheNode into Function Call
Creation

As a final step, we integrated the StructMethodCacheNode into the function
call creation logic. The createCallableNode() method of the JSFunctionCallNode
class handles the creation of specific call nodes depending on the type of call
that is being processed. We extended the createCallableNode() method to cre-
ate a StructMethodCacheNode when it detects that the function to call is a struct
method that is not a constructor.

The Structs Proposal only defines the [[Call]] of struct methods, so we also added
a check to throw a TypeError if a struct method is called using [[Construct]].

5.5 Implementing Struct Constructor Call Logic and
new. target Checking

This section covers the implementation of the struct constructor super call se-
mantics, thehandling of new. target for these super calls,and how new. target
is verified to match the called constructor.

5.5.1 Creating the Struct Super Call CallNode

In contrast to ES6 class constructors, JavaScript must not call struct super con-
structors using [[Construct]] but instead using [[Call]]. JavaScript needs to use the
initialized struct instance of the constructor as the receiver of super(). The re-
turn value of the super constructor also does not override the receiver at the
call site, as is the case for normal constructor super calls [9].

We implemented a new struct super call node. This call node is created us-
ing a new IS_STRUCT_INITIALIZER_CALL flag. These struct initializer calls are
treated as a [[Call]] operation but are handled separately from normal [[Call]]
operations. This implementation allows direct calls to constructors for super
calls while still throwing an error if a struct constructor is not called using new
in the user code.

We created IfNodes to decide between the ES6 class super call logic and the
struct logic. For the condition, we implemented an IsStructConstructorNode that
checks if the target constructor is an object and whether the flags of the Func-
tionData match a struct constructor. The if branch for non-default constructors
differentiates between the two cases:
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m The false branch (parent is class): The existing ES6 class super call logic is
used for class super calls. It uses a [[Construct]] call, and sets the isNewTarget
flag and new. target in the call parameters. It also assigns the result as the
current receiver of the target and initializes the target.

® The true branch (parent is struct): The new StructSuperCallNode handles
struct super() calls. It calls the super constructor with [[Call]] and passes
the receiver to it. It does not overwrite the caller’s receiver with the result.

For default constructors, we handle the two branches differently:

m The false branch (parent is class): Default constructor super calls for
classes use the existing default constructor implementation created using
createDefaultDerivedConstructorSuperCall.

®m The true branch (parent is struct): Struct default constructors do not call
super(). Struct default constructors simply return the initialized receiver
node for [[Construct]] calls. For [[Call]] calls, the default struct construc-
tor branch returns a ConstantUndefinedNode , so the super call returns
undefined, as defined in the Structs Proposal [9].

5.5.2 Checking new. target Matches Called Constructor

The Structs Proposal defines that for struct constructor execution using [[Con-
struct]], JavaScript must check that the new. target matches the actual con-
structor being called.

For this, we updated the Reflect.construct() implementation, as it is the
only way to call a constructor with [[Construct]] using a different new. target.
We extended the ReflectConstructNode in ReflectBuiltins with a new conditional
check. If the new. target is manually set for a Reflect.construct() call, the
execute method first checks whether the constructor is a struct constructor and
then verifies that the new. target matches the actual constructor. The execute
method throws an error in the event of a mismatch. Thus, a struct constructor
cannot be called with a different new. target.



Chapter 6

Evaluation

The goal of this chapter is to validate the implementation of the Structs Pro-
posal against the functional requirements defined in chapter 3. This chapter
describes the testing strategy, how we created the test suite, what it covers,
and discusses the results and limitations of the evaluation.

6.1 Testing Strategy

This section outlines the approach for testing the implementation for func-
tional correctness and ensuring that no part of the existing implementation
was broken.

The testing has two primary goals:

m Correctness: It needs verify that the implementation of structs conforms to
the requirements defined in Chapter 3, which are derived from the Structs
Proposal.

® Compatibility: It must ensure that the implementation of structs did not
affect the functionality of unrelated parts of the JavaScript implementation.

The Struct proposal is in Stage 2 of the TC39 process, and thus tests do not yet
exist [14]. Therefore, we created a correctness test suite as part of the project.
We developed the test suite for testing subsections of the proposal definitions.
For every requirement defined in Section 3.3, at least one test directly or indi-
rectly verifies correct functionality.

We used the existing GraalJS test suite to verify the implementation after im-
plementing the Structs Proposal. This test suite contains, among other things,
the official Test262 suite for verifying standard ECMAScript features [25]. It
includes the tests created as part of the TC39 Process [14]. We deemed the suc-
cessful execution of every test that functioned prior to our implementation of
structs as a core requirement for the successful implementation of the structs.

6.2 Correctness Test Suite

This section describes what parts the custom correctness test suite for the
Structs Proposal implementation contains, and how we created it.

To accelerate the implementation of the test suite, we used a hybrid approach
that combined manual test creation with the use of Large Language Models

35
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(LLMs), specifically JetBrains Al Assistant [27] and Anthropic’s Claude 3.7 Son-
net [28]. We prompted the LLMs using parts of the subsections of the structs
proposal to generate test cases for both normal behavior and error conditions
defined in the proposal.

Many of the Al-generated tests proved to be a good basis for testing basic func-
tionality. The tests still required manual review and revisions to remove errors
in the tests themselves, such as tests testing a requirement that was not ac-
tually specified in the proposal. We verified that each generated test correctly
assesses the part of the Structs Proposal for which we created it. Many tests
required small adjustments to more precisely test the intended behavior. Even
though the LLMs performed adequately in creating tests based on the proposal,
the generated tests did not cover specific edge cases, such as the struct super
call logic. For such specific test cases, we created new tests independent of the
auto-generated proposal-based tests.

The test suite is split into different files for the different sections of the Structs
Proposal, as well as test files for method branding, the export default tests, ba-
sic parser tests, and tests for constructor edge cases. We created a total of 69
test cases, consisting of 1640 non-comment lines of code. As measured by git
diff --numstat, thetestingeffort contributed 2561lines of test files compared
to the 1025 lines added for the implementation. The implementation passes all
tests from both the created test suite and the existing GraalJS test suite.

6.3 Coverage Analysis of Test Suite

The goal of this section is to argue why the coverage of the created test suite
is sufficient, based on a manual analysis of the requirements and a JaCoCo [29]
code coverage report that we generated using the build tool mx [30] used by
GraalJS.

The code coverage analysis we performed on the implementation code using
the mx build tool reported that the four newly created class files achieved a code
coverage of over 90%, with one class at 87%. The modified existing class files
showed coverage comparable to the values before we implemented structs. We
also manually checked the coverage using the Intelli] code-coverage tool [31]
to ensure that all major code paths were covered. We concluded that the created
test suite executes all relevant newly implemented code.

Furthermore, we checked that every requirement defined in Section 3.3 is map-
pable to a test case in the test suite. The test suite tests every requirement
directly, where applicable, or indirectly if direct testing is not practical from
JavaScript code. An example of such indirect testing is checking that a struct
instance has a struct brand field. Although direct testing is not possible from
JavaScript code, tests for branding that use the brand field indirectly cover this
requirement.

The test suite contains not only tests verifying correct behavior but also tests
for the error conditions defined in the proposal. For example, the test suite
checks that struct instance objects are sealed using Object.isSealed(), but it also
checks that in strict mode, a TypeError is thrown if a property of the instance is
created or deleted.
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6.4 Limitations of Testing and Future Work

This section covers the limitations of this thesis, such as coverage of the tests
and lack of performance testing for structs. Finally it gives an outlook on future
work based on the project.

Even though we created the test suite based on the Structs Proposal and tested
all the defined requirements, there may still be undiscovered gaps in test cases
that remain uncovered. An official test suite may address many different edge
cases with various combinations of language features that our test suite does
not include.

A major limitation of this thesis is that we did not conduct a rigorous perfor-
mance analysis. The fixed layout of structs provides a strong foundation for
optimizations of JIT compilers [12]. Statistically relevant performance testing
would significantly exceed the scope of this thesis and require a separate, sub-
stantial research effort.

The next step for future work would be to create an extensive performance
evaluation. This would require the development of a benchmark testing suite
that tests specific operations, such as property access for struct objects com-
pared to class objects with changing object layouts. Furthermore, future work
would include performance tests to compare implementations of real-world
scenarios created using structs and ES6 classes. Finally, future work could ex-
tend the implementation by including the out-of-scope features of the pro-
posal, such as shared structs, to implement the new concurrency features of
the Structs Proposal [22].
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Conclusion

This thesis presents the requirements analysis, architectural design, imple-
mentation, and testing of the non-shared Structs of the ECMAScript Structs
proposal for the GraalJS engine. The contributions are as follows:

We derived 23 requirements for the struct implementation from the Struct Pro-
posal and created a high-level architecture extending GraalJS based on the ES6
class implementation. The implementation, excluding tests, modified 26 ex-
isting files, added four new classes, and contributed 1025 lines of code. Exten-
sions included struct parsing, one-shot initialization, method branding, and
updated super call logic and handling of new. target. Finally, we validated the
implementation using a test suite we created, consisting of 69 functional tests
and the existing GraalJS test suite, all of which passed successfully.

The result is a functionally correct implementation of structs that can serve
as the basis for future performance testing and the implementation of the re-
mainder of the Structs Proposal.

The implementation of the project offers numerous contributions and serves
as an introduction to the practice of working on a complex language compiler.

We learned that thoroughly planning changes before creating the implemen-
tation proved to be not only beneficial but essential for developing the imple-
mentation in an ordered manner without excessive revisions. We learned that
one needs to comprehend larger projects, such as GraalJS, at more than a ba-
sic level. Otherwise, one may spend time searching for places to insert new
changes in areas that are mostly unrelated to the actual feature.

The node-based architecture used by the Truffle framework separates the cre-
ation of the nodes from the actual execution of these nodes. Using a debugger
to better understand parts of an implementation requires not only debugging
the execution stage but also debugging the stage of creating the nodes. Under-
standing this distinction helped to appreciate the benefits of dividing these two
stages and how many small nodes can be combined for a larger functional goal.

Modifying existing features of a JavaScript engine led to a deeper understand-
ing of core JavaScript functionalities, such as the calling of super constructors
and the instantiation of objects, which normal day-to-day use of the language
does not easily teach. It also demonstrated that making modifications to these
systems can prove to be much more complex than initially expected.
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