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Abstract

At Johannes Kepler University (JKU), static slide-based materials have traditionally been
used to teach concepts such as graph theory and algorithm visualization. While effective for
presenting theoretical content, this approach limits opportunities for interactive engagement and
dynamic demonstrations.

Graph theory and algorithms are fundamental topics in computer science, and their dynamic
nature makes them particularly suitable for interactive exploration. To address this, this thesis
presents a web-based application that allows users to construct graphs and simulate algorithms,
specifically Breadth-First Search, Depth-First Search, and Dijkstra’s algorithm, in a hands-on
and intuitive manner.

The document outlines the design, development, and evaluation of the application, with an
emphasis on usability and features tailored for educational environments. The resulting tool
enhances learning by enabling students to actively experiment with algorithmic concepts and
supports instructors in delivering more engaging and flexible demonstrations.

Kurzfassung

An der Johannes Kepler Universitdt (JKU) wurden bisher hiufig statische Folien eingesetzt,
um Konzepte wie Graphentheorie und Algorithmusvisualisierung zu vermitteln. Obwohl diese
Methode theoretische Inhalte effektiv darstellt, bietet sie nur begrenzte Moglichkeiten fiir inter-
aktive Auseinandersetzung und dynamische Prasentationen.

Graphentheorie und Algorithmen sind zentrale Bestandteile der Informatik, deren dynamische
Eigenschaften sie besonders fiir interaktive Erkundungen geeignet machen. Zur Unterstiitzung
dieses Potenzials wird in dieser Arbeit eine webbasierte Anwendung vorgestellt, mit der sich
Graphen erstellen und Algorithmen, insbesondere Breadth-First Search, Depth-First Search und
Dijkstra, intuitiv simulieren lassen.

Diese Arbeit beschreibt die Konzeption, Entwicklung und Evaluierung der Anwendung mit
Fokus auf Benutzerfreundlichkeit und bildungsrelevante Funktionen. Das Ergebnis ist ein prax-
isorientiertes Werkzeug, das das Verstdndnis durch experimentelles Arbeiten férdert und Lehren-
den eine anschauliche und flexible Darstellung algorithmischer Ablaufe ermoglicht.
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1 Introduction

Graph algorithms such as breadth-first search (BFS), depth-first search (DFS), and Dijkstra’s
algorithm are fundamental components of computer science. They are essential in a wide range
of domains, including networking, pathfinding, and data structure analysis. However, under-
standing these algorithms - particularly their internal workings and auxiliary data structures -
can be challenging when taught using static materials such as slides or diagrams.

Interactive visualizations offer an effective way to bridge this gap by enabling hands-on ex-
perimentation. While several online tools for graph visualization and algorithm simulation exist,
many lack crucial features for educational use. For example, they may not support step-by-step
execution, visualization of internal data structures, or the integration of predefined examples
that can be explored in different learning modes.

This thesis addresses these limitations by presenting the design and implementation of a
web-based application specifically tailored for educational purposes. The tool focuses on helping
students understand not only the algorithms themselves but also the auxiliary structures they
rely on, such as, e.g., queues and stacks. To support a smooth learning experience, the application
enables users to:

e Create and modify directed and undirected graphs.
e Visualize graph structures and explore their properties interactively.

e Simulate BFS, DFS, and Dijkstra’s algorithm with step-by-step execution and tabular state
tracking.

e Load predefined example graphs for immediate experimentation.

The primary motivation behind this project is to enhance existing teaching practices by
providing an interactive supplement or replacement for static graph algorithm visualizations. By
focusing on usability and educational effectiveness, the resulting application aims to improve
both teaching and learning experiences.

In summary, this thesis introduces a user-friendly, browser-based visualization tool that enables
intuitive, hands-on interaction with graph structures and algorithms. It combines key features
missing in existing tools to support a more engaging and effective exploration of graph-related
concepts.



2 Background

Graph algorithms are a foundational topic in computer science, commonly encountered in
both academic education and practical applications. They are used in a wide range of domains,
including route planning, social network analysis, and web crawling. Despite their ubiquity,
understanding how these algorithms work - especially the behavior of internal data structures -
can be challenging without dynamic visualization.

This chapter introduces the three algorithms visualized in this thesis: breadth-first search
(BFS), depth-first search (DFS), and Dijkstra’s algorithm. Each algorithm is explained in terms
of its core logic and typical use cases. The accompanying figures serve as concrete illustrations
to support the text-based explanations. To provide the necessary context, the chapter begins
with a brief overview of fundamental graph concepts.

2.1 Graph Theory Basics

A graph consists of a set of nodes and edges that define relationships between pairs of
nodes. [1] Graphs can be categorized based on their structure and properties:

e Directed or Undirected: In a directed graph, edges have a direction (e.g., A — B),
indicating one-way relationships. In an wundirected graph, edges are bidirectional (e.g.,
A — B), meaning both nodes are mutually connected.

e Weighted or Unweighted: In a weighted graph, each edge has an associated cost or
distance, often used in optimization problems. In an unweighted graph, all edges are
treated equally.

Graphs appear in a wide range of practical applications, often requiring different algorithms
depending on the graph’s structure:

e Breadth-First Search (BFS) is commonly used in social networks to find users within
a certain number of connections or in web crawlers to explore content layer by layer.

e Depth-First Search (DFS) is well-suited for dependency resolution, such as determining
task order in build systems or detecting cycles in version graphs.

e Dijkstra’s Algorithm is used in navigation systems to compute the shortest route on a
map or in network routing to find the most efficient data paths. [2]



2.2 Breadth-First Search (BFS)

Breadth-first search explores a graph level by level. It starts
at a chosen node, visits all immediate neighbors, then pro-
ceeds to the next layer of unvisited nodes. A queue is used
to track the frontier during traversal. [3]

Using the graph in Figure 1, BFS starts at node A. It first
visits nodes B and C, which are adjacent to A. Then it
proceeds to node D, which is connected to B. The order of
visitation is: A, B, C, D. BFS guarantees the shortest path
in unweighted graphs in terms of edge count.

2.3 Depth-First Search (DFS)

Depth-first search explores one branch of a graph as deeply
as possible before backtracking. It is typically implemented
using recursion or a stack. [4]

DFS on the same graph (Figure 1) starts at node A, then
explores B, then D, before backtracking to visit C. The al-
gorithm follows paths to completion before revisiting other
neighbors. This behavior makes DFS well-suited for tasks
like cycle detection or topological sorting in directed graphs.

2.4 Dijkstra’s Algorithm

Dijkstra’s algorithm computes the shortest path from a
source node to all other nodes in a weighted graph with
non-negative edge weights. At each step, the algorithm se-
lects the node with the smallest known distance and updates
(relaxes) the distances of its neighbors. A priority queue is
used to efficiently manage which node to explore next.
Using the graph in Figure 2, the algorithm starts at node
A. Tt first relaxes the edge to B (distance 2), then explores
the path through B to C (total distance 5), which is shorter
than the direct edge from A to C (distance 6). The final
path to D is computed via C with total cost 6, which is also
shorter than the alternative path through B (cost 9). The
algorithm guarantees the shortest path as long as all edge
weights are non-negative. [5]

Figure 1: Example graph used
to describe BFS and DFS.

Figure 2: Example weighted
graph used to describe Dijk-
stra’s algorithm.



3 Overview

This chapter provides a high-level understanding of the application developed for visualizing
graph algorithms. It outlines the system’s goals, key features, and internal structure, and shows
how all components work together. Rather than diving into implementation details, the aim is
to give readers a clear picture of how the system is designed and what it can do - much like one
would sketch it on a whiteboard to explain it to a colleague.

3.1 Purpose and Key Features

The core idea behind the application is to make graph algorithms like Breadth-First Search
(BFS), Depth-First Search (DFS), and Dijkstra’s algorithm easier to understand. These algo-
rithms are conceptually simple but often difficult to grasp without visual support. To address
this, the tool offers an interactive way to observe how the algorithms progress step by step,
making each decision visible and tangible.

To support a smooth learning experience, the application enables users to:

e Step Through Algorithms Visually — Algorithms can be executed one step at a time.
At each step, the current node, visited nodes, and internal data structures (like the queue
in BF'S or the priority queue in Dijkstra) are clearly shown. This allows learners to follow
the logic as it unfolds and reflect on the algorithm’s behavior.

e Create and Modify Graphs on the Fly — Graphs can be created manually via an
interactive editor or entered as DOT code. Users can add, remove, or modify nodes and
edges at any time. The visualization updates instantly, and the algorithms can be rerun
without restarting the application.

e Rely on a Unified Internal Representation — Regardless of whether a graph is drawn
or written as code, it is internally converted into a JSON-compatible object model. This
ensures consistent behavior across editing, algorithm execution, and visual feedback.

The tool is intentionally kept lightweight: it runs fully in the browser, supports single-user op-
eration, and focuses on clarity over complexity. Real-time collaboration, extremely large graphs,
or custom algorithm definitions are outside its scope.

3.2 Architecture and Data Flow

To better understand how the application works behind the scenes, Figure 3 presents the core
system structure. This diagram serves as the foundation for the following explanation.

The system accepts two types of input: DOT source code or user-created graphs drawn in
the editor. Both input methods are transformed into a shared, structured format - the internal
graph model. This model acts as the central data layer and is accessed by all other parts of the
system.

The Algorithm Engine reads this model and runs the selected algorithm. Instead of directly
modifying the graph, it creates a trace - an ordered list of actions that shows which node is
visited, what is added to the queue or stack, and how distances are updated.
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Figure 3: Data flow within the browser-based application.

This trace is passed to the visualization component, which plays it back step by step. Because
all elements operate on the same data structure, users can edit the graph at any time, rerun the
algorithm, and see the updated result without restarting or resetting anything.

3.3 Technology Stack

The application uses modern client-side technologies to deliver a lightweight, responsive, and
platform-independent experience. This design eliminates backend dependencies, allowing the
system to run entirely in the browser without requiring a database or external APIs. As a result,
the tool is ideal for classroom use, workshops, and individual study sessions.

At its core, the stack comprises three components:

e Svelte: A reactive frontend framework that ensures state changes (such as graph edits or
algorithm steps) are efficiently propagated to the DOM [6].



e D3.js: A visualization library used to render graphs as scalable vector graphics (SVG), en-
abling animated transitions and interactive updates for intuitive algorithm visualization [7].

e Vite: A modern build tool providing fast hot-reloading during development and optimized
bundling for deployment [8].

This combination of technologies supports the application’s three core stages: graph input,
algorithm processing, and visual playback. The architecture is intentionally kept simple yet ro-
bust, providing a clean foundation for the more detailed chapters that follow. For implementation
details on how these tools interact, see Section 7.2.



4 Representing Graphs

Graphs in the application can be created through one of three input modes: by interactively
constructing an undirected or directed graph using a graphical interface, or by supplying a
textual definition using the DOT language. Regardless of how the graph is created, all inputs
are translated into a unified internal format based on a structured JSON model. This ensures
consistent behavior during editing, algorithm execution, and visualization.

4.1 Unified Internal Model

Before exploring the available input methods, this section provides a concise overview of the
internal data model that forms the foundation of the application’s graph handling.

Regardless of how a graph is created, it is ultimately transformed into a unified internal
representation. This structure combines the logical definition of nodes and edges with layout
metadata computed by Graphviz, including node positions, edge paths, and label placement.

The core structure is illustrated in Listing 1, which shows simplified definitions for nodes and
edges. Nodes store identifiers, labels, and their layout dimensions, while edges reference their
endpoints and positional data. This data model enables tight integration between algorithm
logic, UI state, and SVG rendering.

type D3Node = {

id: tri 5
* string type D3Edge = {

from: D3Node;
to: D3Node;
weight: number | null;

d3id: number;

label: string | null;

posX: number;

posY: number; .
. pos: string;

width: number;

height: number;

Listing 1: Simplified internal structure of nodes and edges used throughout the application.

For layout-specific metadata, such as curved edge splines and text annotations, the application
parses additional data from the Graphviz output. As shown in Listing 2, this includes node
coordinates, label formatting, and edge control points.

This metadata is incorporated into the internal data structures in order to be accessed in
a type-safe manner from TypeScript. The goal is not to compute new layouts but to reuse
Graphviz’s existing information within the visualization system.

A concrete example of this integration concerns edge definitions. Graphviz represents edges
with numeric identifiers for head and tail nodes. During parsing, these identifiers are resolved
to object references in the internal model. In practice, an EdgeLayout entry is mapped to a
D3Edge object whose from and to fields directly reference the corresponding D3Node instances.
This ensures that layout metadata such as control points and label positions can be accessed
consistently within the TypeScript code base.



type GraphLayout =

{

type DrawOp = {

objects: NodeObject[]; .
op: string;
edges: Edgelayout[]; color?: string;
bb: string; o ’
a4 gt . points?: [number, number][];
nodesep: string;
P ] & rect?: [number, number, number, number];

ranksep: string; style?: string;

splines: string; 3 ) ’

type EdgeLayout = {

type NodeObject = {

type LabelDrawOp = { _gvid: number;
tail: number; yP P & .
op: T’ name: string;
head: number; .
. pt: [number, number]; label: string;
pos: string; X X
text: string; pos: string;
_ldraw_: LabelDrawOpl[];
}; _ldraw_: LabelDrawOp[];

};

};

Listing 2: Layout-specific metadata parsed from Graphviz output.

An overview of the core data structures is provided in Table 1, summarizing their purpose

and key fields used throughout the application’s processing pipeline.

Component Purpose Key Fields

D3Node Visual and logical representation id, label, posX/posY, width,
of a node height

D3Edge Connection between two nodes from, to, weight, pos, textPos

GraphLayout Graphviz-calculated layout data objects, edges, bb, nodesep,
(simplified) ranksep, splines

DrawQOp Graphviz drawing operation for op, color, points, rect, style
shapes/edges

NodeObject Visual properties of nodes from _gvid, name, label, pos, _ldraw_
Graphviz

EdgeLayout Visual properties of edges from tail, head, pos, _ldraw_
Graphviz

LabelDrawOp Graphviz drawing operation for op=’T?’, pt, text

text labels

Table 1: Summary of Core Internal Graph Data Structures (simplified).

The following subsections describe the two supported input methods - interactive graph con-
struction via a visual editor, and textual input using DOT syntax. Both approaches produce the



same internal format, ensuring full compatibility with the visualization and algorithm tracing
components.

4.2 Graph Editor

Graph construction in the application is carried out via a canvas-based editor that allows
intuitive interaction with graph elements. Figure 4 shows the full interface in undirected mode,
with each key Ul region annotated numerically. The following paragraphs explain the interface
features in the same numbered order.

Home _ Algorithms v About

Settings

Please select a node or an
edge to display the settings

Currently no dot source h

® |
O
Q]6JO,

Add Node Remove Selected Node Select 2 nodes

Figure 4: Graph editor interface in undirected mode with numbered UI elements.

(1) Add Node. Clicking this button adds a new node nOdeO
to the canvas with a unique identifier. The resulting node

appears in the canvas area and can be repositioned or

connected with edges. Figure 5 illustrates a newly inserted

node.

Figure 5: Inserted node on the
canvas.



(2) Remove Node. Clicking a node highlights it and en-
ables the delete button. The selected node is marked with
a red fill, as shown in Figure 6. If the node has any con-
nected edges, they are removed automatically upon dele-
tion. The delete button is only active when a single node
is selected.

(3) Create Edge. When two nodes are selected, they
are highlighted in red and blue respectively. The button
then becomes active and allows the user to insert an edge
between the two. If an edge already exists, an error is
displayed. Figure 7 shows the two selected nodes prior to
edge creation.

(4) Canvas Area. The central canvas is the region where
all nodes and edges are drawn. Any updates or edits are
immediately reflected visually. This area is the main inter-
action zone for users and is illustrated by Figure 8, which
shows a rendered undirected graph.

10

Figure 6: Node selected for dele-
tion.

Figure 7: Two nodes selected for
edge creation.

17

12 4

Figure 8: Rendered undirected
graph in the canvas area.



(5) Settings Panel. The panel shows contextual prop-
erties depending on what is selected. If a node is selected,
its label can be edited, as seen in the top view of Figure 9.
If an edge is selected, its weight can be adjusted (bottom
view of Figure 9). When two nodes are selected simulta-
neously, the panel hides node editing options.

(6) DOT Owutput. This section displays the current
DOT source string for the graph. It is updated automati-
cally and shown in real time. A copy icon in the top right
corner allows users to copy the DOT string directly. Fig-
ure 10 displays an example DOT output for an undirected
graph, which is for the same graph seen in Figure 8.

Settings

Node Properties

Node: node0

Label:

Settings

Edge Properties

Edge: node0 - nodel

weight: |

Figure 9: Top: Node editing view.
Bottom: Edge editing view.

graph {

splines=true;

node® [label="A"]

nodel [label="B"]

node2 [label="C"]

node3 [label="D"]

node@® -- nodel [label=17]
nodel -- node3 [label=4]
nodel -- node2 [label=12]}

Figure 10: DOT source for the
undirected graph.

(7) BFS, (8) DFS, (9) Dijkstra. These buttons launch the current graph in the corresponding
algorithm visualizer. This makes it possible to construct a graph and immediately explore its

behavior in different algorithm modes.

While the previous descriptions focused on the undirected graph mode, the directed mode behaves
similarly in terms of interaction. The main differences are in how the graph is rendered and how
it is represented in DOT syntax. As shown in Figure 11, directed graphs display arrowheads
on edges to indicate direction. The corresponding DOT code in Figure 12 uses the -> operator
instead of -. Additionally, it is possible to create two edges between the same pair of nodes if
they point in opposite directions, such as A — B and B — A. This allows one-way relationships

to be expressed clearly.
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digraph {
splines=true;
node® [label="A"

12
]
nodel [label="B"]
node2 [label="C"]
node3 [label="D"]

node® -> nodel [label=17]
nodel -> node3 [label=4]
12 4 nodel -> node2 [label=12]
nodel -> node@® [label=12]}

Figure 12: DOT code for the directed graph.

Figure 11: Rendered directed graph in the can-
vas.

4.3 DOT Editor

In addition to interactive construction, the application also supports graph definitions using
DOT code - a plain-text format originating from the Graphviz toolchain. While the full DOT
language includes a broad range of features, only a minimal subset relevant to the application’s
internal model is supported. This ensures robust parsing and consistent behavior in the visual
editor.

4.3.1 Supported DOT Syntax

The supported subset includes node and edge declarations, optional label attributes, and
syntax distinctions between undirected and directed graphs. Specifically, only those constructs
that directly map to the application’s internal graph representation are accepted. In general,
unsupported syntax is ignored during parsing, though certain extra attributes may still pass
through if they do not interfere with interpretation.

DOT input must begin with either graph or digraph, specifying whether the graph is undi-
rected or directed. The structure of the graph is then described using edge declarations: -- is
used exclusively within undirected graphs, while -> is permitted only in directed ones. Nodes
can be defined either explicitly (by assigning them attributes) or implicitly (by referencing them

12



in edges). In both cases, the optional label attribute can be attached to nodes for display
purposes. Likewise, edges may include a label, which is interpreted by the application as the
edge’s weight.

This minimal example in Listing 3 defines a directed graph with two labeled nodes (Start
and End) and a single directed edge between them labeled with a weight of 3. This type of DOT
string is sufficient to initialize a graph with basic visualization and algorithm execution support.

digraph {
A [label="Start"]
B [label="End"]
A -> B [label=3]

Listing 3: Example of supported DOT syntax with attributes.

4.3.2 DOT Input Interface

Figure 13 shows the DOT input mode interface. Users can enter DOT source code in the left-
hand text area and instantly view the parsed result on the right. This view is particularly useful
for importing examples, debugging edge cases, or sharing compact graph definitions.

Algorithms v

Figure 13: DOT input interface with annotated regions.

13



graph {

splines=true;

node@ [label="A"]

nodel [label="B"]

node4 [label="C"]

node5 [label="D"]

node® -- nodel [label=17]
nodel -- node4 [label=12]
nodel -- node5 [label=4]}

(1) DOT Input Field. Users paste a DOT string into
this text box. The graph is parsed and rendered live based
on the input. The example DOT string shown in Figure 14
includes node labels and edge weights.

W 00N O VT D W N R

Figure 14: DOT string for an
undirected graph.

(2) Graph Output. The parsed graph is shown in the
right-hand panel. Figure 15 shows the resulting layout,
including visible edge weights and node labels derived from
the DOT code. 192 4

Figure 15: Rendered undirected
graph from DOT input.

(3) Editor Launch. The Edit Graph button located beneath the DOT input allows usdemon-
strationsers to transfer the parsed graph into the interactive visual editor. Based on the initial
declaration (graph or digraph), the system automatically launches the corresponding mode -
either the undirected or directed graph editor. This enables users to seamlessly switch from
textual input to manual editing without needing to redefine the graph type.

(4-6) Algorithm Execution. The BFS, DFS, and Digkstra buttons allow users to directly
launch the respective algorithms on the currently rendered graph. Once triggered, the system

14



automatically generates the corresponding trace and prepares it for visualization in the interactive
playback view. This enables a seamless transition from textual graph input to algorithmic
exploration without requiring additional configuration.

15



5 Tracing Graph Algorithms

This section explains how the application captures algorithm execution step by step to pro-
duce trace data. These traces are used for interactive visualization and form the backbone of
the teaching interface.

5.1 What is Tracing?

In the context of this application, tracing refers to capturing the state of an algorithm at
specific execution steps. Rather than computing a result in a single pass, the algorithm produces
a sequence of intermediate states that reflect its progress through the input graph.

Each step is represented by an object of type AlgorithmStep. This object stores information
such as the currently active node, edges traversed, nodes visited, and any algorithm-specific
values like tentative distances or paths. These steps are collected in a list, which forms the
complete trace of the algorithm run.

interface AlgorithmStep {
currentNode: number | null;
currentEdge: [number, number] | null;
visitedNodes: Set<number>;
visitedEdges: Array<[number, number]>;
description: string;
distances?: Record<number, number | string>;
previous?: Record<number, number | null>;
queue?: number [];
neighbors?: number [];

Listing 4: Simplified structure of an AlgorithmStep.

The trace output (AlgorithmStepl[]) allows the execution to be replayed step by step. This
enables integration with the application’s visualization layer, which highlights active nodes and
edges, updates data tables, and synchronizes explanatory text with the current step.

Tracing makes the algorithm’s behavior transparent and inspectable. It is a prerequisite for
interactivity in the system and supports both visual learning and debugging.

5.2 Generating Execution Traces

The application supports tracing for three algorithms: Breadth-First Search (BFS), Depth-
First Search (DFS), and Dijkstra’s algorithm. Each implementation was extended to emit de-
tailed execution steps using the AlgorithmStep structure introduced earlier.

5.2.1 Breadth-First Search (BFS)

Breadth-First Search (BFS) explores a graph in a level-by-level manner, beginning from a
source node and expanding outward by visiting all immediate neighbors before continuing to

16



their neighbors. To support visualization, each execution step is captured in a trace that records
the current node, the queue state, newly discovered neighbors, and the set of visited nodes. This
progression is shown using a sequence of state tables that reflect the algorithm’s internal state
at each step.

The trace operates on the graph defined in Listing 5 and shown in Figure 16, which includes
six nodes arranged in a branching structure suitable for level-order traversal.

graph {
splines=true;
node0 [label="0"] °
nodel [label="1"]
node2 [label="2"]
node3 [label="3"]

node4 [label="4"]
node5 [label="5"]

nodeO0 -- nodel
nodeO0 -- node?2
node0 -- node3
nodel -- node4 0 °
nodel -- nodeb
¥ Figure 16: Graph used for BFS tracing (Vi-

sualized).
Listing 5: Graph used for BFS tracing (In
dot).

The traversal begins with node 0. It is marked as visited, and its neighbors - nodes 1, 2, and
3 - are discovered and added to the queue. The updated state, with a queue containing [1, 2,
3], is presented in Figure 17.

Current
[\ [oYe [}

0 1,2,3 0 1,2,3 1

Neighbors Visited Queue

Figure 17: Step 1: Node 0 visited. Queue: [1, 2, 3].

In the next step, node 1 is dequeued and visited. It reveals two new neighbors - nodes 4 and
5 - which are appended to the queue, now holding [2, 3, 4, 5] as shown in Figure 18.
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Current

Node Neighbors Visited Queue
0 1,2,3 0 1,2,3 1
1 0,4,5 01 2,345 2

Figure 18: Step 2: Node 1 visited. Queue: [2, 3, 4, 5].

Node 2 follows. Since all of its neighbors were already discovered earlier, the queue is left
unchanged aside from the removal of node 2, resulting in the state captured in Figure 19.

C::;'::t Neighbors Visited Queue
0 1,2,3 0 1,2,3 1
1 0,4,5 01 2,345 2
2 0 012 3,45 3

The algorithm proceeds with node 3, which similarly has no new neighbors to contribute.

Figure 19: Step 3: Node 2 visited. Queue: [3, 4, 5].

The queue remains [4, 5], reflected in Figure 20.

0 1,2,3 0 1,2,3 1
1 0,4,5 01 2,34,5 2
2 0 012 34,5 3
3 0 0123 4,5 4

Figure 20: Step 4: Node 3 visited. Queue: [4, 5].

Next, node 4 is dequeued. It does not discover additional neighbors, so the queue shrinks
to a single remaining entry - node 5 - shown in Figure 21. To support understanding, Listing 6
illustrates how the AlgorithmStep object looks at this point in the JSON representation.
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Current
Node

Neighbors

1,2,3 0

1,2,3

0,4,5 01

2,345

0 012

3,4,5

0 0123

4,5

AW IN| -

1 01234

5

(6 I I = R G I\ I

Figure 21: Step 5: Node 4 visited.

"currentNode": 4,
"currentEdge": [1, 4],
"distances": {},
"previous": {3},
"visitedNodes": {},
"visitedEdges": [

[o, 11,

(o, 21,

[o, 31,

[1, 4]
1,

Queue: [5].

"description": "Visited node 4.",

"queue": [5],
"neighbors": [1],
"shortestPathsToNodes": [
[0, 11,
(o, 21,
[0, 31,
[1, 41,
[1, 5]
1,

"seenButNotVisitedNodes": [5],

"unneededEdges": [],
"curPath": [[0, 1], [1, 4]1]

Listing 6: AlgorithmStep object at Step 5 (node 4 visited).

In the final step, node 5 is visited. With no new discoveries and no items left in the queue,
the BFS traversal concludes. Figure 22 shows the emptied queue and finalized state.

19



Current

Node Neighbors
0 1,2,3 0 1,2,3 1
1 0,4,5 01 2,3,4,5 2
2 0 012 3,4,5 3
3 0 0123 4,5 4
4 1 01234 5 5
5 1 012345 - -

Figure 22: Step 6: Node 5 visited. Queue: empty.

At this point, all nodes have been visited, and the traversal is complete. Figure 23 summarizes
the final state with all nodes finalized.

Current  Neighbors  Visited
0 123 0 123 1
1 0,4,5 01 2,3,4,5 2
2 0 012 3,4,5 3
3 0 0123 4,5 4
4 1 01234 5 5
5 1 012345 i i
i i 012345 i i

Figure 23: Step 7: Final BFS state. All nodes visited.

5.2.2 Depth-First Search (DFS)

Depth-First Search (DFS) traverses a graph by following a path as deep as possible before
backtracking. Unlike BF'S, which relies on a queue, DFS uses recursion (or a stack) to manage
traversal state. Each trace step captures the current node, the call depth, discovered neighbors,
and the backtracking process.
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To highlight the recursive behavior, the algorithm operates on a reduced example graph
shown in Listing 7 and Figure 24. This graph includes four nodes and three edges, offering a
clear path with multiple levels of depth and a simple backtrack.

L <
splines=true;

node0 [label="0"]
nodel [label="1"]

node2 [label="2"]
node3 [label="3"]

node0 -- nodel
node0 -- node2
nodel -- node3
: D
Listing 7: Graph used for DFS tracing (In Figure 24: Graph used for DFS tracing (Vi-
dot). sualized).

The traversal begins at node 0, which discovers two neighbors: nodes 1 and 2. It proceeds
into node 1, the first unvisited neighbor. Figure 25 presents the algorithm’s initial state before
the dive.

Current node Neighbors Visited

Figure 25: Step 1: Entry at node 0, preparing to dive into node 1.

Node 1 is then entered. It reveals node 3 as its sole neighbor, prompting the algorithm to
continue into this new branch. This deeper traversal step is shown in Figure 26.

Current node  Neighbors Visited

0 1,2 0 1
1 0,3 01 3

Figure 26: Step 2: DFS continues into node 1.

The algorithm now enters node 3. Since it has no unexplored neighbors, the recursion reaches
its base case. The call stack begins to unwind, as illustrated in Figure 27.
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Current node Neighbors Visited Next
0 1,2 0 1
1 0,3 01 3
3 1 013 1 (up)

Figure 27: Step 3: Node 3 visited. No new neighbors.

Having completed node 3, the algorithm backtracks to node 1, where no further neighbors

remain. The state after this return step is shown in Figure 28.

Current node Neighbors Visited Next
0 1,2 0 1
1 0,3 01 3
3 1 013 1 (up)
1 0,3 013 0 (up)

Figure 28: Step 4: Backtrack from node 3 to node 1.

Node 1 is then finalized, and the recursion returns to node 0. This backtrack is captured in

Figure 29.
Current node  Neighbors Visited Next
0 1,2 0 1
1 0,3 01 3
3 1 013 1 (up)
1 0,3 013 0 (up)
0 1,2 013 2

Figure 29: Step 5: Backtrack to node 0.

Node 2, which was previously discovered but unvisited, is now selected. It has no neighbors,
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making it a leaf node. As visual help, Listing 8 shows how the step would look in the JSON
implementation, while Figure 30 illustrates the final visit.

Current node Neighbors Visited Next
0 1,2 0 1
1 0,3 01 3
3 1 013 1 (up)
1 0,3 013 0 (up)
0 1,2 013 2
2 0 0132 0 (up)

Figure 30: Step 6: Visit node 2 from node 0.

"currentNode": 2,
"currentEdge": [0, 2],
"distances": {7},
"previous": {},
"visitedNodes": {3},
"visitedEdges": [

[o, 11,

[1, 31,

[0, 2]
1,
"description": "Step into node 2.",
"neighbors": [0],
"shortestPathsToNodes": [

[0, 11,

[0, 2],

[1, oI,

[1, 31,

[3, 11,

[2, 0]
1,
"seenButNotVisitedNodes": [],
"unneededEdges": [],
"curPath": [[0, 2]]

Listing 8: AlgorithmStep object at Step 6 (node 2 visited).
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With no remaining neighbors, node 2 is finalized and the traversal concludes. Figure 31 shows

the last backtrack and completion of the DFS trace.

Current node  Neighbors Visited Next
0 1,2 0 1
1 0,3 01 3
3 1 013 1 (up)
1 0,3 013 0 (up)
0 1,2 013 2
2 0 0132 0 (up)
0 1,2 0132 -

Figure 31: Step 7: Node 2 completed. DFS traversal ending.

At this stage, all reachable nodes have been visited. The traversal is complete, and the final

state is summarized in Figure 32.

Current node Neighbors Visited Next
0 1,2 0 1
1 0,3 01 3
3 1 013 1 (up)
1 0,3 013 0 (up)
0 1,2 013 2
2 0 0132 0 (up)
0 1,2 0132 -
- - 0132 -

Figure 32: Final step: DFS fully complete. All nodes visited.




5.2.3 Dijkstra’s Algorithm

Dijkstra’s algorithm calculates the shortest paths from a single source node to all other nodes
in a weighted graph. Unlike BFS or DFS, it prioritizes nodes based on the currently known
shortest distance, using a priority queue or similar structure. At each step, the algorithm selects
the node with the smallest tentative distance, evaluates its neighbors, and updates distances if
shorter paths are discovered.

This trace is based on the graph shown in Listing 9 and Figure 33, which contains four nodes
and weighted edges designed to demonstrate relaxation and update behavior.

graph {

splines=true;
node0 [label="A"]; 2
nodel [label="B"];
node2 [label="C"];
node3 [label="D"];

node0 -- nodel [label=2];

nodel -- node2 [label=3];

node0 -- node2 [label=6];

node2 -- node3 [label=1];

nodel -- node3 [label=7];

}
Listing 9: Graph used for Dijkstra’s algo- Figure 33: Graph used for Dijkstra’s algo-
rithm trace (In dot). rithm trace (Visualized).

The traversal begins at node A, which is initialized with a distance of zero. All other nodes
receive a tentative distance of infinity. The algorithm prepares to evaluate outgoing edges from
A. This initial state is shown in Figure 34.

Current Already Not Yet

Vertex  Visited  Visited sl L L1 SR e
Infinity Infinity Infinity
A A BCD . via via via Infinity

Figure 34: Step 1: Node A is selected. All distances initialized.

From node A, the edge to node B is evaluated. Since the current known distance to B is
infinity, and the new path through A has a cost of 2, B’s distance is updated. This relaxation
step is shown in Figure 35.
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d(C) d(D)

Already Not Yet
Visited  Visited Lk d(B)
2 Infinity Infinity
A A BCD A via via 2
A ) )

Figure 35: Step 2: Distance to B updated to 2 via A.

Next, A evaluates the edge to node C. A path of length 6 is shorter than infinity, so C’s

distance is updated as well, as depicted in Figure 36.

Current Already Not Yet
Vertex  Visited Visited d(A) d(B) d(c) d(D)
2 6 )
" - Infinity
via via :
A A BCD A A via 2
B C -

Figure 36: Step 3: Distance to C updated to 6 via A.

With its neighbors processed, A is finalized, and the next node with the smallest tentative
distance - node B - is selected. Figure 37 presents the updated queue and active node.

Current Already Not Yet
Vertex Visited  Visited sl L L2 L
V?Ei V?Ei |I"Ir|l"l|t‘yf
A A BCD A A via
B C -
V?a Infinity
B AB cD A via
A _

Figure 37: Step 4: Node B visited.

Node B evaluates its edge to C. The new path through B has a length of 5 (2 + 3), which is
shorter than C’s previous distance of 6. The distance is updated accordingly in Figure 38.
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Current

Already Not Yet .
Vertox Vistton Visited d(A) d(B) d(C) d(D) Local Min
v?a v?a Infinity
A A BCD . A A via 2
B C
5
via Infinity
B AB cD A via 5
B -
C
Figure 38: Step 5: Distance to C improved to 5 via B.

Next, B evaluates its edge to D. The newly found path length of 9 (2 + 7) is shorter than
D’s current value of infinity, and is accepted. This relaxation is visualized in Figure 39.
Current

Already Not Yet .
Vertex Visited Visited d(A) d(B) d(C) d(D) Local Min
2 .
- - Infinity
A A BCD _ ‘“’),'f ‘“’),'f via 2
B C -
5 9
via via
B AB cD A A 5
B B
C D
Figure 39: Step 6: Distance to D set to 9 via B.

Already Not Yet
Vertex Visited

With B finalized, the next node with the lowest distance is node C. As visual help, Listing 10

shows how the step would look in the JSON implementation, while Figure 40 illustrates the visit.
Current

Visited d{A) d(B) d(C) d(D) Local Min
2 .
- X Infinity
via via :
A A BCD . A A via 2
B c
5 9
via via
B AB CD A A 5
B B
c D
9
via
e ABC D A 9
B
D
Figure 40: Step 7: Node C visited.
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"currentNode": 2,
"currentEdge": null,
"distances": {

IIOII: Il'll’
Illll: Il.ll’
I|2Il: Il.ll’
I|3Il: 9
})
"previous": {
"0": null,
nqn. 0,
I|2Il: 1,
Il3ll: 1
}’
"visitedNodes": {},
"description": "Visiting node C with shortest distance 5."

"visitedEdges": [[0, 1], [1, 2I],
"shortestPathsToNodes": [[1, 2], [1, 311,
"seenButNotVisitedNodes": [3],

Listing 10: AlgorithmStep object at Step 7 (node C visited).

From C, the edge to D is evaluated. The path through C has a total cost of 6 (5 + 1), which
improves upon the previous distance of 9. The value is updated as seen in Figure 41.

Current Already Not Yet

Vertex Visited Visited diA) d(B) d{C) d(D)
\.r?a \.rEiia Infinity
A A BCD A A via
B c -
5 9
via via
AB cD A A
B B
C D
6
via
c ABC D g 6
C
D

Figure 41: Step 8: Distance to D improved to 6 via C.

Finally, node D - now having the smallest distance - is visited. All neighbors have already
been finalized, concluding the traversal. This step is shown in Figure 42.
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Current Already Not Yet .
Vertex Visited Visited d{A) d(B) d(C) d(D) Local Min
v?a v{iaa Infinity
A A BCD A A via 2
B C -
5 9
via via
B AB cD A A 5
B B
C D
6
via
c ABC D g 6
C
D
D ABCD

Figure 42: Step 9: Node D visited.

With all nodes finalized and no more edges to relax, the algorithm terminates. The final

distances and parent mappings are displayed in Figure 43.

Current Already Not Yet .
Vertex Visited Visited d(A) d(B) d(C) d(D) Local Min
v%a v?a Infinity
A A BCD A A via 2
B C -
5 9
via via
B AB cD A A 5
B B
C D
6
via
c ABC D A 6
C
D
D ABCD

Figure 43: Step 10: Final distances and paths.




6 Interactive Visualization

This chapter presents the interactive visualization environment used to explore algorithm
traces. It builds on the static trace data described in the previous chapter and enables step-wise
playback of graph traversal logic. The implementation is based on Svelte for Ul reactivity and
d3-graphviz for rendering graph layouts from DOT input.

6.1 Overview of the Interface

The interactive view consists of three primary regions, as illustrated in Figure 44. On the
left (1), users see a DOT editor containing the graph definition. The center region (2) shows the
current rendering of the graph, updated dynamically as the algorithm progresses. At the bottom
right (3), a button enables algorithm execution in step-by-step teacher mode.

Graph Building v _

O N U R WN -

o
NouUuAsWNRO

graph {
splines=true;
node® [label="0"
nodel [label="1"
node6 [label="

16 node2 -- node6

1
1
node2 [label="2"]
I
: ¢ D
"]
1
10 node7 [label="7"]
17 node3 node7}

node3 [label="
11 node® -- nodel
Eope OOOO
13 node® -- node3
7 so
Table - BFS A ’ ]
— Run Algorithm in Teacher-Mode

®
node4 [label="

node5 [label="

14 nodel -- node4

15 nodel -- node5
Figure 44: Interactive view before playback. (1) DOT editor, (2) graph output, (3) teacher mode
launch.

Once teacher mode is activated (see Figure 45), the interface updates to include a detailed
trace table (1), which reflects internal algorithm state at each step. The original DOT editor is
collapsed to reduce clutter. Region (2) shows the live-updated table output, while the central
canvas (3) continues to reflect algorithm progress visually. Navigation controls below the graph

include a status label (4), back and forward buttons (5), a slider (6), and a button to exit teacher
mode (7).
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Home Graph Building v _ About
®

Table - BFS
Cltl‘:)r;:t Neighbors Visited Queue ° ° °
0 12,3 0 1,23 1
1 0,4,5 01 23,45 2 ° ° ° 0
2 0,6 012 3,4,5,6 3
3 0,7 0123 4,5,6,7 4

®© O

Algorithm is

@ Visited node 3.
currently

running in Previous "}

teacher- @

mode
Figure 45: Teacher mode interface. (1) collapsed editor, (2) trace table, (3) graph view, (4-7)
playback controls.

6.2 State Management and Interaction Constraints

To maintain consistency between the trace and the rendered graph, interaction is limited
during playback. Users cannot edit the graph or DOT input while teacher mode is active. This
ensures that visual states and trace data remain synchronized.

The user must select a starting node before launching an algorithm. Playback can then
proceed using either the forward/backward buttons or the slider. The current algorithm step is
reflected in both the table and the graph canvas.

6.3 Visual Encodings

Each node and edge in the graph is styled according to its role in the current trace step. The
following encoding scheme is used across all visualizations:

e Start Node: Yellow fill

Visited Nodes: Green border

Current Node: Red border

e Discovered Nodes: Blue border (e.g., nodes added to the queue)

Traversed or Relaxed Edges: Green or blue stroke

Inactive Edges: Dashed line style (e.g., edges leading to already visited nodes)

The encoding ensures that the viewer can distinguish traversal state at a glance.
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6.4 Trace Table Rendering

Each algorithm has a tailored table structure. For BFS and DFS, the table includes columns
for the current node, visited nodes, and the queue or call stack. In Dijkstra’s algorithm, columns
reflect tentative distances, finalized nodes, and predecessor paths.

The table synchronizes automatically with the visual trace and supports dynamic resizing
depending on the algorithm’s scope and number of nodes.

6.5 Algorithm-Specific Visualizations

The interactive visualizations build upon the algorithm traces introduced in the previous
chapter by rendering each step of execution as a live graph update. Instead of re-explaining
algorithm logic, this section focuses on how traversal state is reflected through visual changes -
such as coloring nodes, highlighting edges, or animating transitions - during execution.

Each algorithm is rendered according to its semantics: for example, BFS expands layer-by-
layer with queue-driven coloring, DFS shows recursive backtracking through path reversal, and
Dijkstra highlights edge relaxation with distance propagation. Teacher Mode enables users to
step through these updates manually, while the graph and trace state are synchronized to provide
immediate visual feedback.

The following subsections illustrate how each algorithm is presented graphically, using snap-
shots from various stages of their execution.

6.5.1 Breadth-First Search (BFS)

BF'S highlights visited nodes in order of discovery and shows changes in the queue and visited
status. The current node is marked in red; previously visited nodes are shown with green borders.

Step 0: Initialization Step 1: Visit Node 0

The starting node is selected. All nodes are Node 0 is visited and highlighted. All direct

unvisited. neighbors (1, 2, 3) are discovered and marked
as seen.

Figure 46: BFS Step 0 - Start at Node 0. Figure 47: BFS Step 1 - Node 0 visited, nodes
1-3 discovered.
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Step 2: Visit Node 1 Step 3: Visit Node 2

Node 1 is dequeued and visited. Its neighbors  Node 2 is now visited. As it has no new
4 and 5 are added to the queue. Previously neighbors, only the visitation state is
visited nodes retain their state. updated.

Figure 48: BFS Step 2 - Node 1 visited, nodes Figure 49: BFS Step 3 - Node 2 visited.
4 and 5 discovered.

Step 4: Visit Node 3 Step 5: Visit Node 4
Node 3 is visited. The node has no Node 4 is dequeued and visited.
undiscovered neighbors.

Figure 50: BFS Step 4 - Node 3 visited. Figure 51: BFS Step 5 - Node 4 visited.
Step 6: Visit Node 5 Step 7: Completed
Node 5 is visited as the final node in the All nodes have been visited and the queue is
queue. empty. BFS is complete.
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Figure 52: BFS Step 6 - Node 5 visited. Figure 53: BFS Step 7 - Final state.

6.5.2 Depth-First Search (DFS)

DFS explores as far as possible along each branch before backtracking. In the visualization,
visited nodes are marked in order of traversal. The active node is red, visited nodes appear with
green borders, and backtracking is reflected by deactivating highlight paths. In particular, it
was important to clearly illustrate the recursive nature of backtracking, which can be observed
in Figure 58 (backtrack to node 1) and Figure 59 (backtrack to node 0).

The traversal begins at node 0, as shown in Figure 54. At this point, no nodes are visited
yet. The first move visits node 0 and identifies neighbors 1 and 2, visualized in Figure 55.

o

Figure 54: Step 0 - Start at Node 0. Figure 55: Step 1 - Node 0 visited, neighbors
discovered.

From node 0, DF'S proceeds to node 1 (Figure 56), and then immediately to node 3 (Figure 57),
postponing the exploration of node 2.
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Figure 56: Step 2 - Move to node 1. Figure 57: Step 3 - Move to node 3.

As node 3 has no unvisited neighbors, the algorithm begins backtracking: first to node 1
(Figure 58), and then to node 0 (Figure 59).

Om®
°9

O
°9

Figure 58: Step 4 - Backtrack to node 1. Figure 59: Step 5 - Backtrack to node 0.

The next unvisited neighbor is node 2, shown in Figure 60. After visiting it, the traversal
returns once again to node 0, as depicted in Figure 61.

O
°9

O
°G

Figure 60: Step 6 - Move to node 2. Figure 61: Step 7 - Backtrack to node 0.

With all reachable nodes visited, the DFS traversal completes. The final state is illustrated
in Figure 62.
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&
Figure 62: Step 8 - Final state.

6.5.3 Dijkstra’s Algorithm

This section illustrates the step-by-step execution of Dijkstra’s algorithm on a weighted graph
with nodes A-D. Node A is defined as the source. At each step, the algorithm updates tentative
distances and chooses the next node with the smallest value.

The algorithm begins by initializing distances, as shown in Figure 63. Node A receives a
distance of 0, while all others remain at infinity. In Figure 64, the algorithm processes node A
and evaluates its neighbors B and C. Tentative distances are updated to d(B) = 2 and d(C) = 6.

Figure 63: Step 0 - Source node A initialized. Figure 64: Step 1 - Evaluate neighbors of A.

Next, edges A-B and A-C are relaxed, as shown in Figures 65 and 66. Node B is marked as
seen with a tentative distance of 2. Node C is also updated with a tentative distance of 6.

36



Figure 65: Step 2 - Relax A—B, mark B as seen. Figure 66: Step 3 - Relax A—C, update C.

With all edges from A processed, the algorithm marks A as visited (Figure 67) and moves to
B. From B, the edge to C is considered again. A shorter path is found via B: d(C) =2+ 3 =5,
as shown in Figure 68.

Figure 67: Step 4 - Node A marked visited, B Figure 68: Step 5 - Relax B—-C, update C to 5.
selected next.

Figure 69 shows the update for D via edge B-D: d(D) = 2+7 = 9. Then, the algorithm selects
C (now the node with the smallest tentative distance) as the next node to visit (Figure 70).
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Figure 69: Step 6 - Relax B-D, update D to 9. Figure 70: Step 7 - Visit node C.

A better path to D is now found via edge C-D: d(D) = 5+ 1 = 6 (Figure 71). D is then
visited, as shown in Figure 72. No further updates are needed.

Figure 71: Step 8 - Relax C-D, update D to 6. Figure 72: Step 9 - Visit D.

Finally, as all nodes have been visited and shortest paths determined, the algorithm termi-
nates. The final state is depicted in Figure 73.
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Figure 73: Step 10 - Final state, all shortest paths determined.
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7 Web Application

This chapter introduces the structure and interface of the developed web application. It
outlines how users interact with the tool through navigation and describes the technologies used
to support visual and interactive features.

7.1 Navigation and Structure

The application is divided into four primary sections: Home, Graph Building, Algorithms,
and About. A fixed top navigation bar allows users to switch between these areas efficiently.
The consistent layout ensures intuitive orientation and minimal context-switching throughout
the user experience.

7.1.1 Home

The home page (see Figure 74) serves as the entry point. It briefly introduces the application’s
purpose and presents an overview of its core features.

- Graph Building v Algorithms v About

This application is a platform for visualizing various graph structures and algorithms. It allows you to explore how
different algorithms work on graphs, and interact with visual representations of the data structures. Below, you will
find details about the modes and algorithms available.

Available Modes

Build Undirected Graph

Figure 74: Home page of the web application.

7.1.2 Graph Building

The Graph Building view allows users to construct graphs interactively. Nodes and edges can
be added, modified, or removed through direct interaction. Both directed and undirected graphs
are supported. Figure 75 shows the navigation entry point to this view.
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Graph Building a

Build Undirected
Graph

Build Directed
Graph

Graph Visualizer

Graph Examples

Figure 75: Graph Building section accessible via the navigation bar.

7.1.3 Algorithm Selection

The Algorithms section (Figure 76) enables users to run algorithms such as BFS, DFS, or Di-
jkstra’s algorithm on the currently defined graph. The algorithm steps are visualized sequentially,
supporting interactive step-through and analysis of the traversal logic.

Algorithms a

BFS

DFS

Dijkstra

Figure 76: Algorithm selection section of the application.

7.1.4 About

The About page provides contextual information about the project, its academic background,
and relevant usage instructions. It also includes a short explanation of the technologies used in
the application.

7.2 Technical Overview

The web application is implemented using modern, lightweight web technologies to ensure
smooth interaction and clear visual feedback. At its core, the system uses the Svelte frame-
work [6], which allows for reactive UI development with minimal overhead. The entire application
is bundled using Vite [8], enabling fast build times and efficient hot-reloading during develop-
ment.

Graph rendering is handled by a combination of the @viz-js/viz [9] and d3-graphviz [10]
libraries. @viz-js/viz parses DOT representations and produces layouts via Graphviz [11], while
d3-graphviz integrates these layouts into the DOM as interactive SVG. Additional D3.js [7] logic
manages user interactions, dynamic updates, and transitions.
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State Management. FEach user interaction updates the application’s central graph state,
which includes the current nodes, edges, and their attributes. This state is reactive and drives
visualization updates automatically. The internal graph structure is synchronized with the visual
output, allowing consistent behavior across editing and algorithm execution.

Algorithm Tracing. Algorithms such as BFS, DFS, and Dijkstra generate an ordered list
of AlgorithmStep objects during execution. Each step reflects the current state of traversal,
including node visits, edge relaxations, and changes to the queue or stack. These steps are then
played back in the visualization with visual cues (e.g., color changes, border highlights, animated
transitions).

Step Synchronization and Playback. To support step-wise traversal, each algorithm ex-
ecution produces a structured sequence of AlgorithmStep objects. These steps are rendered
individually through an interactive playback system. Users can navigate the trace using buttons,
a slider, or the mouse wheel, each adjusting the current index within the execution sequence.
At each step, the graph view updates to reflect the algorithm’s internal state, with active nodes
highlighted in red, visited components in green, and tentative elements in blue. Updates are
applied directly to SVG elements via D3, ensuring performant visual changes without full re-
rendering. Playback interactions are synchronized using Svelte stores, allowing seamless state
transitions.

Code Editor Integration. To support DOT-based graph input, the interface embeds a
lightweight CodeMirror editor [12]. This allows users to define or modify graphs through textual
input, with live feedback via automatic parsing and rendering.

In summary, the combination of Svelte for reactivity, D3.js for DOM manipulation, and
Graphviz-based layouting ensures seamless integration of user interaction and algorithmic logic.
This technology stack enables an efficient, visually responsive environment for creating, editing,
and tracing graph algorithms in real time.
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8 Evaluation

This section evaluates the web application based on its use in classroom teaching and for
independent study. The analysis considers student feedback, the status of algorithm implemen-
tations at the time of use, and suggested improvements derived from surveys conducted in the
Algorithms and Data Structures 2 course.

8.1 Evaluation Criteria

The evaluation was structured around three main aspects:

e Algorithm availability: At the time of evaluation, only Dijkstra’s algorithm was imple-
mented and used in live teaching sessions. Breadth-First Search (BFS) and Depth-First
Search (DFS) were not yet functional.

e User experience: Students provided feedback on usability, responsiveness, and intuitive-
ness of the interface.

e Student engagement: The tool was also made available for self-study, and its impact
was assessed through survey responses.

8.2 User Feedback and Statistics

The first aspect assessed was the tool’s effectiveness during in-class demonstrations. Out of
103 students, 77 rated the tool as Helpful or Very Helpful, while 24 expressed a neutral opinion,
and only 2 considered it less helpful. This distribution is shown in Figure 77.
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Figure 77: Helpfulness of the tool for in-class demonstrations.
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In addition to absolute helpfulness, students were asked how the interactive visualization
compared to traditional slide-based teaching. As illustrated in Figure 78, 78 students rated the
tool as Better or Much Better, 22 considered it About the Same, and 3 preferred slides.
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Figure 78: Comparison of the interactive visualization with slide-based teaching.

For self-study usage, feedback was more varied. While 32 students rated the tool as Helpful
and 26 as Very Helpful, a substantial group of 43 remained neutral. Only 2 students rated the
tool as less helpful (Figure 79).
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Figure 79: Helpfulness of the tool for self-study.

These results show strong acceptance of the tool for in-class teaching and a more cautious
reception for self-guided learning. The neutral responses in the latter category suggest opportu-
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nities to enhance onboarding and support for independent use.

8.3 Improvements Based on Feedback

Students provided additional free-text feedback identifying areas for improvement.

8.3.1 In-Class Demonstration Improvements

Suggestions included highlighting visited paths during algorithm execution (subsequently
implemented), enabling node repositioning for better layout control, and providing quick-access
links.

8.3.2 Self-Study Improvements

For self-guided use, students recommended simplifying the interface, supporting custom graph
imports, and improving the tool’s reliability. Usage hints were also suggested to make onboarding
easier. Usage hints for first-time users were also suggested to make onboarding easier.

In summary, the evaluation confirms the tool’s effectiveness for teaching Dijkstra’s algorithm
and highlights potential enhancements to support independent study more effectively.
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9 Related Work

Various web-based tools exist for visualizing graph algorithms, each with different focuses re-
garding interactivity, educational value, and algorithm coverage. Two frequently cited platforms
are VisuAlgo [13]| and graphonline.top [14], both of which offer interactive graph displays but
differ in scope and pedagogical support.

VisuAlgo provides high-quality animations and textual explanations for many standard algo-
rithms. However, graphs are not freely editable, and the system relies on fixed examples, limiting
hands-on experimentation. In contrast, graphonline.top supports interactive graph editing but
lacks algorithmic step tracing or support for structured algorithm state introspection.

Table 2 compares these tools with the system developed in this work. The focus lies on
educationally relevant features such as replayable algorithm traces, auxiliary state tables, and
offline availability.

Feature VisuAlgo graphonline.top This Tool
Step-by-step replay v X v
Auxiliary-structure table X X v
Editable graphs limited v v
Predefined teaching examples v X v
Runs fully offline X X v

Table 2: Comparison of selected graph algorithm visualization tools.

In summary, the presented system fills an important gap between static teaching materials
and rigid animation platforms. It combines user-driven graph construction with structured algo-
rithm playback and was explicitly designed for educational use in both classroom and self-study
settings.
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10 Future Work

This chapter outlines potential directions for extending the functionality and educational
value of the web application. Suggestions are derived from student feedback, current implemen-
tation limitations, and pedagogical considerations.

10.1 Extending Algorithm Support

While the application currently supports Breadth-First Search (BFS), Depth-First Search
(DFS), and Dijkstra’s algorithm, further graph traversal and optimization algorithms could en-
hance the tool’s educational scope. Algorithms with similar step-wise characteristics are partic-
ularly suitable. Possible additions include:

e Topological Sorting: Demonstrates dependency resolution in directed acyclic graphs.

e Prim’s Algorithm: Highlights greedy strategies for constructing minimum spanning
trees.

e A* Search: Builds on Dijkstra with heuristics, offering insight into informed search strate-
gies.

Implementing these algorithms would follow the established tracing architecture and integrate
seamlessly with existing playback features.

10.2 Enhanced Graph Editing

The current graph editor supports adding and removing nodes, assigning edge weights, and
creating bidirectional links in directed graphs. While functional, several aspects could be im-
proved to support more complex or user-friendly editing workflows:

e Manual Node Positioning: Allowing users to drag and arrange nodes manually for
improved layout readability.

e Graph Import/Export: Supporting full graph state import/export as JSON or DOT to
enable saving and sharing scenarios.

e Multi-Edge and Loop Handling: Enabling the definition and visualization of parallel
edges or self-loops, which are common in certain graph types.

These extensions would make the tool more suitable for advanced exercises and allow educa-
tors to demonstrate more complex graph topologies.

10.3 Pedagogical Features

Student feedback highlighted the importance of guided interaction. While the current teacher
mode provides structured playback and disables editing, several additions could further improve
its use in classroom and self-study settings:

e Narrative Annotations: Inserting textual explanations or questions at specific steps to
foster engagement.
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e Checkpointing and Quiz Mode: Allowing learners to pause execution, answer concep-
tual questions, and continue tracing.

e Custom Exercise Templates: Providing predefined graph + trace scenarios where stu-
dents must complete or analyze a given traversal.

These features would shift the tool from demonstration-only toward active learning.

10.4 Improved Accessibility and Usability

To ensure broad usability across devices and user needs, future work should consider acces-
sibility and interface refinements:

e Colorblind-Friendly Visualization: Introducing patterns or shape-based encodings in
addition to color for visual differentiation.

e Mobile Support: Adapting the Ul layout for smaller screens, particularly touch interac-
tions during playback.

e Onboarding and Help System: Providing an interactive tutorial or help overlay to
assist first-time users.

These changes would make the tool more inclusive and self-explanatory.
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11 Conclusion

This thesis set out to improve the teaching and exploration of graph algorithms by develop-
ing an interactive web-based visualization tool. Traditional methods, such as static slides and
blackboard sketches, often fail to convey the dynamic nature of algorithms like BFS, DFS, or
Dijkstra’s. By contrast, this application enables learners to construct graphs manually or via
DOT input, run algorithms step by step, and observe their effects in real time.

Through its reactive design and SVG-based rendering, the system provides immediate feed-
back and visual clarity. Features such as algorithm tracing, playback control, and teacher mode
support both individual exploration and guided classroom instruction. Evaluation results indi-
cate a strong positive reception from students, especially in in-class demonstrations, validating
the tool’s effectiveness in enhancing algorithm comprehension.

In addition to enabling exploration, the application has already inspired improvements
through user feedback, such as highlighting visited paths. The modular architecture allows
for future expansion, including new algorithms, pedagogical features, and accessibility enhance-
ments.

In conclusion, this project demonstrates how modern web technologies can bridge the gap
between theoretical computer science and practical understanding. By providing an accessible,
extensible, and visually rich platform, it contributes to a more engaging approach to learning
graph algorithms—supporting both educators and students in developing deeper algorithmic
intuition.
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