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Abstract

Software companies encounter many technical challenges while trying to serve
thousands or millions of users at the same time. Just increasing available com-
puting resources to handle peek times at a large scale will produce unwanted costs.
Traditional approaches to solve these challenges are not applicable anymore and
new solutions needed to be found. Modern software systems are required to stay
responsive at all times even when the load on the system is fluctuating. Further-
more, systems need to continue to function properly even when failure occurs.
Systems like these are called Reactive and rely on a message-driven approach
to achieve these goals. This work presents an implementation of a simple file
storage server based on the principles of reactive systems. Additionally, it shows
how Non-Blocking I/O in combination with Reactive Programming can be used
to increase throughput and utilization of available computing resources.



Kurzfassung

Softwareunternehmen stehen vor vielen technischen Herausforderungen, während
sie versuchen, Tausende oder Millionen von Benutzern gleichzeitig zu bedienen.
Allein die Erhöhung der verfügbaren Computerressourcen, um die Peek-Zeiten
in großem Maßstab zu bewältigen, führt zu unerwünschten Kosten. Traditionelle
Ansätze zur Lösung dieser Herausforderungen sind nicht mehr anwendbar und
es mussten neue Lösungen gefunden werden. Moderne Softwaresysteme müssen
jederzeit reaktionsfähig sein, auch wenn die Belastung des Systems schwankt.
Darüber hinaus müssen Systeme auch bei einem Ausfall weiterhin ordnungsgemäß
funktionieren. Systeme wie diese werden als reaktiv bezeichnet und basieren auf
einem nachrichtengesteuerten Ansatz, um diese Ziele zu erreichen. In dieser Arbeit
wird die Implementierung eines einfachen Dateispeicherservers vorgestellt, der auf
den Prinzipien reaktiver Systeme basiert. Darüber hinaus wird gezeigt, wie Non-
Blocking I/O in Kombination mit Reactive Programming verwendet werden kann,
um den Durchsatz und die Auslastung der verfügbaren Computerressourcen zu
erhöhen.
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1 Introduction and Motivation

In today’s era of digitalization, it has been shown that traditional software archi-
tectures do not meet modern requirements [1]. With client applications becom-
ing more content driven and interactive, server architectures needed to evolve to
handle the increase in load. With the growing popularity of the cloud and smart
devices, software companies are facing additional challenges while trying to serve
large numbers of users. In order to deal with these challenges, common patterns
have emerged on how to build resilient and scalable (elastic) software systems
which stay responsive under varying load. These are called reactive systems.

A computer system (Hardware and Software) is called scalable if it can scale
up (improve its resources) to accommodate ever increasing performance and func-
tionality demand and / or scale down (decrease resources) to reduce cost [2]. In
traditional, monolithic software systems, scaling up and down is accomplished
by adding or removing hardware resources on individual machines and increas-
ing/decreasing the number of threads. This approach is called vertical scaling and
is in most cases very simple but it has its limitations and involves downtime of
the system. In modern use cases where downtime is not an option, scaling up and
down is achieved by adding or removing nodes from a cluster of machines run-
ning replicas of the system or it’s components. This approach is called horizontal
scaling and it can be accomplished while the system stays available.

Another driver of responsiveness is the systems ability to handle failure - re-
silience. In reactive systems, especially when it comes to distributed architectures,
network and infrastructure errors should be expected and handled gracefully. Fail-
ures of individual machines or components should not affect the responsiveness
of the whole system.

To allow scalability and resilience, reactive systems have to be message driven.
Non-blocking communication between components allows to consume resources
only when they are needed while passing messages without explicitly waiting for
them to be processed. Components react to incoming messages by executing a
specific task and publish event messages as results to other components. This
aspect is very important in distributed architectures like Microservices and IO
heavy applications since threads do not need to block while a request is being
processed by an external component. With the help of non-blocking IO, high
throughput can be achieved by a small number of threads.

This work provides a documented implementation of a Storage Service im-
plemented by CELUM GmbH which serves as a storage backend for binary data.
CELUM produces highly content driven software and uses the Storage Service as
a central component for delivering files to different client and server applications.
The implementation follows the principles of reactive systems and builds upon
non-blocking frameworks to achieve high throughput.



2 Requirements

2.1 File Storage and Management

From a functional side, the Storage Service offers a small set of simple features
for storage and management of binary data. Files can be transferred from and to
the Storage Service through an API and thereby shared by multiple application
in a distributed system. Transferred files can be grouped together to allow batch
operations on multiple files and they can be moved and copied between the groups.
Multitenancy provides another level of separation for cloud use cases where the
same instance of the service is used by multiple customers/accounts.

2.2 Deduplication

In a distributed system, the Storage Service allows sharing files between multiple
applications or products without duplicating the binary data. Multiple refer-
ences to the file can exist and the binary data is deleted when all references are
removed. For that purpose, the service keeps track of the number of references.
Additionally, for each uploaded file, a checksum is calculated, stored and used to
detect and remove duplicates automatically thereby saving used disk space.

2.3 Heterogeneous Storage Backend

Most of the value that the service provides lays in its non-functional features. One
of the core features is support for multiple storage backends (Disk, Database,
Cloud Storage). Backend integrations are separated into modules and can be
enabled or disabled via configuration. The service provides interfaces for imple-
menting multiple backends without changing the code of the core application.
This makes the service flexible and adaptable to different customer requirements.
Configuration of storage backends can be done for each customer individually.

Heterogeneity is not only applied to the storage backends but also to other
aspects of the system. Since the service needs a database for storage of meta-
data, it also supports different database types, specifically relational and NoSQL
databases. The same principle is applied to the implementation of external APIs
for remote access. The implementation can, for example, be extended to support
different protocols used to communicate with the service.
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2.4 Scalability

The Storage Service is intended as a universal storage solution for a variety of
scenarios, both in cloud and on-premise use cases. These use cases greatly differ
in the amount of expected load on the system and numbers of users. The service
is expected to handle both with only changing the configuration and without
changes to the application code. In the on-premise use case, where downtime of
the system is acceptable, the Storage Service is expected to scale horizontally.
In other words, it is expected to improve its performance and throughput with
added hardware resources. The cloud use case is much more challenging since
availability needs to be guaranteed and downtime is in most cases unacceptable.
In this case, the service needs to be able to run on multiple machines (nodes) at
the same time. Increase in load is handled by adding nodes to the system.

Scalability of the service is not only dependent on the application imple-
mentation but also on the backends it relies on. If the backends do not scale
appropriately, the whole system cannot scale. For most on-premise use cases, a
traditional setup with a relational database and a hard drive as storage backend
would suffice. In order to handle the cloud use case, the service relies on other
technologies, specifically NoSQL databases and cloud storage solutions. Both are
offered by most cloud vendors as so-called managed services, meaning that the
backends (including the hardware) are mostly managed by the vendor. This offers
a lot of convenience and flexibility, especially when it comes to scalability.

2.5 Integrability (System Integration)

The Storage Service on its own does not provide much value to a user. The
value is only created when the service is integrated into user applications with
a specific purpose. Since the service is intended for integrations, it needs to
provide convenient interfaces (APIs) for different server and client applications.
Additionally, these interfaces need to be accessible remotely via well-established
network protocols like HTTP.
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3.1 Vert.x

Vert.x is a toolkit for building reactive and distributed systems using an asyn-
chronous non-blocking development model [3]. It offers a rich set of features for
implementing event-driven and reactive applications in multiple programming
languages (polyglot). Vert.x builds upon Netty, a framework for developing non-
blocking network applications and is therefore often used in Microservice archi-
tectures. When developing a Vert.x application, the code is organized around a
Vert.x instance which is the entrypoint for the available features like file handling
or network communication in different protocols. The code can be separated into
components called Verticles which are the building blocks of a Vert.x application.

1 Vertx vertx = Vertx.vertx();

2 class HttpServerVerticle extends AbstractVerticle {

3

4 @Override

5 public void start() throws Exception {

6 vertx.createHttpServer()

7 .requestHandler(event -> event.response().end("Server is running."))

8 .listen(8080);

9

10 }

11 }

12 vertx.deployVerticle(new HttpServerVerticle())

Listing 3.1: Starting a HTTP Server in a Verticle

Listing 3.1 shows an example how a Verticle running a simple HTTP Server can
be implemented. It also shows how the Vertx instance is created and how the
Verticle is deployed. The example code can be placed inside a Java main method
and run as any other Java application. Another way would be to use a main
class provided by Vert.x, the Launcher. It can be run by providing the name of
the Verticle as a Java argument, as shown in Listing 3.2. The Launcher provides
many configuration options. Vert.x applications are usually packaged into a Java
archive (JAR) containing all its dependencies, called Fat JAR which makes them
easy to deliver and run.

1 java -jar my-app-fat.jar io.vertx.core.Launcher run HttpServerVerticle

Listing 3.2: Starting a Vert.x application using the Command Line
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3.1.1 Event Bus

The Vert.x Event Bus allows message driven communication between Verticles.
Message producers send messages to a virtual address. Message consumers can
listen to these addresses to receive them. This mechanism offers simple point-
to-point messaging, as shown in Listing 3.3, but the Event Bus also provides
request/reply and publish/subscribe messaging models.

1 vertx.eventBus().consumer("message.address",

2 message -> System.out.println(message.body()));

3

4 vertx.eventBus().send("message.address", "Hello");

Listing 3.3: Vert.x Event Bus Point-to-Point Messaging

The Event Bus can be clustered, thereby allowing Verticles deployed in different
JVMs or even on different machines to communicate with each other over the
network. Vert.x relies here on technologies like Hazelcast to manage the cluster of
nodes. Two Verticles communicating with each other can be deployed inside the
same JVM or across machines without changing the application code. Verticles
may also be replicated or scaled up across machines or even within a JVM. The
Event Bus in this case provides load balancing out of the box so that messages
are sent in a round-robin fashion to Verticles listening to the same address. Since
Vert.x is a polyglot, messages can be exchanged between Verticles written in
different programming languages.

3.1.2 Asynchronous Development Model

Vert.x APIs provide a simple model for developing asynchronous applications.
In comparison to a synchronous model, results of method calls are not returned
directly. They are provided via a callback called Handler. In Vert.x, method
calls involving IO require a Handler object provided as method parameter. The
Handler is called with the result when the execution completes. The Handler is
a functional interface and can be provided in form of a lambda function.

1 vertx.fileSystem().readFile("/files/example.txt", event -> {

2 if (event.succeeded()) {

3 Buffer buffer = event.result();

4 System.out.println(buffer.toString());

5 } else {

6 event.cause().printStackTrace();

7 }

8 });

Listing 3.4: Reading a file into a buffer

Listing 3.4 illustrates how a file can be read from the disk asynchronously into
a buffer. When the file is read or when an error occurs, the Handler is called
with the result of the operation. The listing also shows how error handling can be
performed. In most cases however reading a whole file into memory is not advised
since it can lead to memory overflow. For reading and writing large files, Vert.x
introduces the ReadStream and WriteStream interfaces which are asynchronous
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versions of Java’s InputStream and OutputStream.

1 vertx.fileSystem().open("/files/example.txt", new OpenOptions(), event -> {

2 if (event.succeeded()) {

3 AsyncFile asyncFile = event.result();

4 asyncFile.setReadBufferSize(1024);

5 asyncFile.handler(buffer -> System.out.println(buffer.toString()));

6 asyncFile.exceptionHandler(throwable -> throwable.printStackTrace());

7 asyncFile.endHandler(end -> System.out.println("File ended"));

8 } else {

9 event.cause().printStackTrace();

10 }

11 });

Listing 3.5: Reading large files

Listing 3.5 shows how large files are read using a AsyncFile object which is
an implementation of the ReadStream interface. The lambda provided via the
handler() method is called for each kilobyte of data that is read from the disk.
Errors during the read process are handled by the exceptionHandler(). End of the
file is indicated by calling the lambda provided via endHandler() method. The
mentioned methods are part of the implemented ReadStream interface which also
provides a pause() and resume() method for controlling the data flow in cases
where data might be produced faster than it can be consumed.

3.1.3 Reactor Pattern

Vert.x is an implementation of the Reactor Pattern. In most cases, Vert.x calls
your handlers using a thread called Event Loop [3] as shown in Figure 3.1.

Figure 3.1: The Event Loop Principle [3]

As long as the handlers do not block, the Event Loop can deliver a huge amount
of events while running on a single thread. From the perspective of the appli-
cation, this eliminates context switches on the CPU and thereby optimizes the
use of resources. In Vert.x, IO can be performed for many users in parallel on a
single thread, thanks to Non-Blocking IO and the Reactor Pattern. Vert.x also
implements the Multireactor Pattern which proposes running the Event Loop on
multiple threads to utilize multi-core CPUs.
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1 vertx.createHttpServer()

2 .requestHandler(request -> {

3 HttpServerResponse response = request.response();

4 vertx.fileSystem().readFile("/files/example.txt", event -> {

5 if (event.succeeded())

6 response.end(event.result());

7 else

8 Throwable e = event.cause();

9 response.setStatusCode(500).end(e.getMessage());

10 });

11 })

12 .listen(8080);

Listing 3.6: HTTP File Download

Listing 3.6 shows how to create a HTTP Server for downloading small files.
HTTP requests are handled by the callback provided via the requestHandler
method. When the server receives a request, the callback invokes the readFile
method asynchronously and writes the data to the response when the file is read.
The Event Loop thread will not be blocked while the file is being read.

3.1.4 Callback Hell

The previous example is relatively simple but the usage of nested callbacks in
more complex examples are harder to read and understand. This problem is well
known from NodeJS as Callback Hell but occurs also in Vert.x applications.

1 vertx.createHttpServer().requestHandler(request -> {

2 HttpServerResponse response = request.response();

3 vertx.fileSystem().props("/files/example.txt", propsEvent -> {

4 if (propsEvent.succeeded()) {

5 String contentLength = String.valueOf(propsEvent.result().size());

6 response.putHeader("Content-Length", contentLength);

7 OpenOptions options = new OpenOptions();

8 vertx.fileSystem().open("/files/example.txt", options, event -> {

9 if (event.succeeded()) {

10 AsyncFile asyncFile = event.result();

11 asyncFile.pipe().endOnComplete(true).to(response, e -> {

12 if (e.failed()) e.cause().printStackTrace();

13 response.end();

14 });

15 } else {

16 Throwable e = fileEvent.cause();

17 response.setStatusCode(500).end(e.getMessage());

18 }

19 });

20 } else {

21 Throwable e = propsEvent.cause();

22 response.setStatusCode(500).end(e.getMessage());

23 }

24 });

25 }).listen(8080);

Listing 3.7: HTTP Large File Download using Vert.x Pipe API

Listing 3.7 shows how large files can be downloaded via an HTTP Server us-
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ing the Vert.x Pipe API. Implementations of the ReadStream interface, like the
AsyncFile, can write the underlying data stream into implementations of the
WriteStream interface, like the HttpServerResponse, using the pipe() operator.
Since the buffer of the whole file is not available, the file size needs to be re-
trieved first and set as the Content-Length header of the response. Errors that
occur during the write process need to be handled appropriately as well. This in-
creases the number of nested callback to four and makes the code hard to read.

3.2 Reactive Extensions

The Reactive Programming paradigm revolves around asynchronous non-blocking
data stream processing [4]. Reactive Programming proposes a functional devel-
opment model for dealing with asynchronous operations. Reactive Extensions, or
Rx for short, is a framework which provides libraries for Reactive Programming in
multiple languages. It is built around the idea of observable streams and provides
a rich set of operators implemented as higher-order functions for manipulating
them. The Rx API is similar to Java Streams with the distinction that Rx is
push based, which makes it more suited for asynchronous operations.

3.2.1 RxJava

RxJava is a concrete implementation of Reactive Extensions. From the syntax
level, RxJava aims to avoid callback hell by replacing nested callbacks with declar-
ative transformations [5]. A stream of data or events in RxJava is represented
by an Observable. It serves as a pipe for transmitting data from an asynchronous
source to a consumer, known as the Observer or Subscriber. The stream can
be manipulated or combined with other streams along the way using any of the
operators provided by the Observable.

1 Observable.range(0, 100)

2 .filter(n -> n \% 5 == 0)

3 .map(n -> n * 2)

4 .subscribe(n -> System.out.println(n),

5 e -> e.printStackTrace(),

6 () -> System.out.println("completed"));

Listing 3.8: Manipulating a stream of integers using RxJava

Listing 3.8 shows a simple example of how RxJava is used in a map-filter-reduce-
like fashion, but it only shows a fraction of what can be achieved with the frame-
work. It also shows how an Observable can be subscribed to in order to consume
the items emitted by it. The subscription process here is implemented by provid-
ing callbacks for items, the error and completion events in lambda form to the
subscribe method. The same can be accomplished by implementing the Observer
interface and providing an instance of it to the subscribe method, as shown in
Listing 3.9. This approach encourages the re-usability of subscribe implemen-
tations and makes it possible to dispose of the underlying event source via the
Disposable instance when no longer needed.
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1 Observer<Integer> observer = new Observer<Integer>() {

2 @Override

3 public void onSubscribe(Disposable d) {

4 }

5

6 @Override

7 public void onNext(Integer n) {

8 System.out.println(n);

9 }

10

11 @Override

12 public void onError(Throwable e) {

13 e.printStackTrace();

14 }

15

16 @Override

17 public void onComplete() {

18 System.out.println("completed");

19 }

20 };

21

22 observable.subscribe(observer);

Listing 3.9: Implementation of the Observer interface

Since in different use cases, event sources might emit different numbers of events,
RxJava introduces multiple variations of the Observable type. These variations
can easily be converted between each other. Other than giving the consumer
more information on how many items to expect, these variations also validate the
number of emitted items, throwing an error in case the validation fails. Following
variations are available:

� Maybe: Emits zero or one item

� Single: Emits exactly one item

� Completable: Indicates when an action completes and does not emit any
items

� Flowable: Emits zero to many, potentially infinite number of items, like a
normal Observable but with flow control

3.2.2 Backpressure

Backpressure is a simple protocol that allows the consumer to request how much
data it can consume at a time, effectively providing a feedback channel to a pro-
ducer [5]. The Flowable variation of the Observable in RxJava supports Backpres-
sure. It is useful when the event source can produce more events than a consumer
can process in order to avoid buffering and memory overflows. Listing 3.10 shows
an implementation of a FlowableSubscriber which is a backpressure-aware version
of the Observer. A Subscription object is provided via the onSubscribe method
which allows the consumer to control the data flow. Events can be requested
from the producer when needed.
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1 FlowableSubscriber<String> subscriber = new FlowableSubscriber<String>() {

2

3 private Subscription subscription;

4

5 @Override

6 public void onSubscribe(Subscription s) {

7 subscription = s;

8 subscription.request(1);

9 }

10

11 @Override

12 public void onNext(String string) {

13 System.out.println(string);

14 subscription.request(1);

15 }

16

17 @Override

18 public void onError(Throwable t) {

19 t.printStackTrace();

20 }

21

22 @Override

23 public void onComplete() {

24 System.out.println();

25 }

26 };

Listing 3.10: Implementation of a FlowableSubscriber with Backpressure

3.2.3 Integration with Vert.x

Although the Vert.x core library works with callbacks which can get compli-
cated very fast, Vert.x also provides APIs for working with RxJava. This allows
developers to use the reactive programming development model on top of the
functionality provided by Vert.x. This eliminates the need for nested callbacks
even in complex use cases.

1 vertx.createHttpServer()

2 .requestHandler(request -> {

3 HttpServerResponse response = request.response();

4 OpenOptions options = new OpenOptions();

5 vertx.fileSystem()

6 .rxProps("/files/example.txt")

7 .map(fileProps -> String.valueOf(fileProps.size()))

8 .doOnSuccess(size -> response.putHeader("Content-Length", size))

9 .flatMap(s -> vertx.fileSystem().rxOpen("/files/example.txt", options))

10 .doOnError(error -> response.setStatusCode(500))

11 .flatMapCompletable(asyncFile -> asyncFile.rxPipeTo(response))

12 .doOnError(error -> error.printStackTrace())

13 .subscribe(() -> response.end(),

14 error -> response.end(error.getMessage()));

15 });

Listing 3.11: HTTP Large file download with Vert.x and RxJava

Listing 3.11 shows how large files can be downloaded via an HTTP server im-
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plemented using RxJava. The rxPipeTo method returns a Completable which
indicates when the data transfer is complete and can thereby be used inside the
RxJava chain. The Vert.x Pipe API supports Backpressure by default. The
HttpServerResponse can signal to the Pipe to pause the reading from AsyncFile
when no more data can be written. It can also signal to resume the reading when
the transfer can continue.

3.3 NoSQL and Cloud Storage

Previously it was shown how to leverage Non-Blocking IO and the Reactor Pattern
to process a large amount of events/requests using small number of threads.
Additionally, reactive programming was introduced to mitigate the complexities
of the asynchronous development model. These technologies play a major role in
creating a scalable application but there are other factors that affect scalability. If
the infrastructure that the application depends on does not scale, the application
will not scale either. Infrastructure in this case means the database and binary
storage backend.

Figure 3.2: Traditional server setup

Figure 3.2 shows the traditional software setup consisting of a relational
database, a network file system, multiple application nodes and a load balancer.
This setup is completely fine in some use cases, like in on-premise scenarios.
But replicating this setup among multiple data centers while sharing the data
between them, like in a cloud scenario, becomes complicated. Replicating it across
multiple continents for example can be considered impossible. To implement
these use cases, a different approach is needed. Here we will introduce the Apache
Cassandra NoSQL database and 2 cloud storage solutions: MS Azure Blob Storage
and Amazon AWS S3.
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3.3.1 Apache Cassandra

Apache Cassandra is a distributed, non-relational or NoSQL database. A big
advantage of non-relational databases is that they are more scalable and provide
superior performance and their data model addresses several issues that the rela-
tional model is not designed to address [6]. NoSQL databases offer an alternative
to relational databases, allowing the database to be clustered over multiple server
nodes. Apache Cassandra is completely peer-to-peer-based and does not rely on
database sharding or the master-slave model to be distributed. All nodes in a
Cassandra cluster can accept reads and writes, no matter where the data being
written or requested actually belongs in the cluster [7].

Figure 3.3: Cassandra Peer-to-Peer Replication Strategy [7]

Figure 3.3 shows Cassandra’s peer-to-peer strategy, which offers much more
flexibility in terms of data replication. The nodes can be distributed across mul-
tiple data centers thereby increasing the availability and reliability of data access.
Other than allowing applications to store structured data, Cassandra also allows
storing binary data. This means that it can be used as a database as well as a
binary storage backend.
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3.3.2 MS Azure Blob Storage and AWS S3

Amazon Web Services and Microsoft Azure are the most used Cloud Computing
Platforms today. Both offer very scalable and geo-replicated binary storage solu-
tions: Azure Blob Storage and AWS S3 (Simple Storage Service). On the other
hand, they offer the most basic functionality, comparable with the functionality of
a file system. But they can be integrated into more complex solutions via HTTP
or client APIs available for most widely used programming languages, including
Java. Since they are managed by the cloud providers, they offer a lot of flexibil-
ity and do not require any operational effort. Scalability and geo-replication are
easily configurable through a Web UI. This makes them very useful for cloud use
cases.

3.4 REST API

Representational State Transfer (REST) is essentially a set of rules for exposing
application functionality through a Web-based API for client-server communica-
tion. It is a set of constraints that, when adhered to, will induce a set of properties;
most of those properties are believed to be beneficial for decentralized, network-
based applications [8]. The interactions between servers and clients depend on
the uniformity of their interfaces which is expressed through the following con-
straints:

� All resources are identified by a Unique Resource Identifier (URI)

� HTTP access methods (GET, POST, PUT etc.) have the same meaning
for all resources

� Exchange of representations (JSON, XML etc.) can be used for manipulat-
ing resources

� Representations are exchanged via self-descriptive messages (HTTP requests
and responses)

� Hypertext is used as the engine of application state

If any of the components stray from the established standards, then the Web’s
communication system breaks down [9]. Other than uniform interfaces, REST
introduces other constraints to ensure the scalability of the Web:

� Layered System: allows deploying network-based intermediaries like proxies
and gateways

� Caching - reduces latency and increases reliability and availability

� Stateless - the server does not store the state of the client

APIs conforming to the constraints of REST are called REST APIs.

3.4.1 JAX-RS and Jersey

JAX-RS is a framework specification for developing REST APIs in Java. It allows
binding specific HTTP requests to Java methods using annotations. Request
messages are parsed by the framework and passed to the methods as arguments.
Java annotations are used to specify how the requests are parsed and which
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information is passed to the method. They are also used to add information to
the response, like headers.

1 @GET

2 @Path("/files/{fileName}")

3 @Produces("text/plain")

4 public Response downloadFile(@PathParam("fileName") String fileName) {

5 File file = new File("/files/" + fileName);

6 return Response.ok(file).build();

7 }

Listing 3.12: Text file download using JAX-RS

Listing 3.12 shows a simple implementation of a file download using JAR-RX
annotations:

� @GET is used to specify that this method accepts GET requests

� @Path is used to specify the URI pattern with a variable for the file name

� @Produces defines the media type which is injected into the Content-Type
header of the response

� @PathParameter is used to annotate the parameter using which the file
name variable will be passed to the method

JAX-RX is a specification and its libraries only provide annotations. There are
multiple third party frameworks that implement its specification. One of them is
Jersey and it is considered a JAX-RS reference implementation. Jersey is also
integrated with Vert.x and can thereby be used to develop asynchronous REST
APIs.

1 @GET

2 @Path("/files/{fileName}")

3 @Produces("text/plain")

4 public void downloadFileAsync(@Suspended AsyncResponse asyncResponse,

5 @Context HttpServerRequest request,

6 @PathParam("fileName") String fileName) {

7 HttpServerResponse response = request.response();

8 OpenOptions options = new OpenOptions();

9 vertx.fileSystem()

10 .rxProps("/files/" + fileName)

11 .map(fileProps -> String.valueOf(fileProps.size()))

12 .doOnSuccess(size -> response.putHeader("Content-Length", size))

13 .flatMap(s -> vertx.fileSystem().rxOpen("/files/" + fileName, options))

14 .flatMapCompletable(asyncFile -> asyncFile.rxPipeTo(response))

15 .subscribe(() -> response.end(), error -> asyncResponse.resume(error));

16 }

Listing 3.13: Text file download using JAX-RS

Listing 3.13 is used to show how Jersey can be used with Vert.x and RxJava.
To make this possible, two new annotations have been introduced:

� @Suspended which indicates that the execution is asynchronous and injects
the AsyncResponse object

� @Context which allows to inject the Vert.x HttpServerRequest object as a
method argument

The AsyncResponse is in this case used only to handle errors. When an error
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occurs, the AsyncResponse propagates the error to an ExceptionMapper. Excep-
tionMappers are used as a central place for handling errors for parts or the whole
application.



4 Architecture

4.1 Data Model

Figure 4.1 shows the class diagram of the data model of the Storage Service. The
data model is designed to fulfill the requirements of Multi-Tenancy, Grouping and
Deduplication. The Tenant type represents the separation of files for different
accounts/tenants. A Tenant can have multiple Buckets that group a set of Files.
Multiple Files can reference the same Binary object which means that copies of
a File can be created without copying the Binary. The Location of a Binary
contains the information where the actual binary data is stored.

Tenant

+ id: UUID

+ name:String

+ size: long

Bucket

+ id: UUID

+ tenantId: UUID

+ name:String

+ size: long

File

+ id: UUID

+ bucketId: UUID

+ binary: Binary

Binary

+ id: UUID

+ name:String

+ size: long

+ contentType:String

+ location: Location

Location

+ id: String

+ repository: String

1 n 1 n

n

1

1 1

Figure 4.1: Data Model

4.2 Server Components

Figure 4.2 shows the server architecture of the Storage Service and illustrates
the high modularity of the implementation. Each component is implemented
as a separate module and each module can be replaced. The Storage Service
is designed to be easily extensible. The implementation can be extended by
implementing certain Java interfaces provided by the service.
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MetadataEngineStorageEngine

Core

StorageRepository

RestAPI VertxAPI

StorageServices

StorageEngine MetadataEngine

MetadataRepository

Filesystem
StorageRepository

Azure
StorageRepository

S3
StorageRepository

Hibernate
MetadataRepository

Cassandra
MetadataRepository

Figure 4.2: Server Components
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4.2.1 Storage Engine

The Storage Engine is responsible for storing and retrieving binary data to and
from different types of storage backends. It encapsulates the low-level implemen-
tation for transferring data to the storage backends. The Storage Engine manages
a set of objects called Storage Repositories, instances of the StorageRepository
interface. Each instance allows access to one storage backend like a filesystem
directory, Azure Blob Storage or AWS S3 account. The component provides
multiple implementations of the StorageRepository interface for different types of
backends. The interface also serves as a point for extending the functionality of
the component. By default, these implementations are included:

� FilesystemStorageRepository - filesystem-based storage

� AzureStorageRepository - Azure Storage Service

� S3StorageRepository - AWS S3

StorageEngine «interface» 
StorageRepository

FilesystemStorageRepository S3StorageRepositoryAzureStorageRepository

Figure 4.3: Storage Engine

Instances of the StorageRepository interface are created when the service is started
based on configration. When a user uploads a file, the Storage Engine chooses
one of the configured instances based on different criteria.

4.2.2 Metadata Store

The Metadata Store manages the file metadata (file name, mime-type, etc), Buck-
ets and Tenants. It also keeps track of copies of files and locations where each up-
loaded file is stored. Similarly to the Storage Engine, the Metadata Store exposes
also an interface named MetadataRepository as an extension point. Different im-
plementations of MetadataRepository can store metadata into different types of
databases. In contrast to the StorageRepository, only one MetadataRepository
can be configured and used at a time. Following implementations are included
and can be used out of the box:

� CassandraMetadataRepository - store data into aApache Cassandra database

� HibernateMetadataRepository - store data into a relational database via
Hibernate
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MetadataStore «interface»
MetadataRepository

CassandraMetadataRepository HibernateMetadataRepository

Figure 4.4: Metadata Store

4.2.3 Core

The Core component encapsulates the high-level logic of managing and transfer-
ring files. It builds on top of the StorageEngine and MetadataStore and assures
the consistency between them. The Core also exposes a coherent set of Java
interfaces for other components to use (RestApi, VertxApi):

� StorageAdministrationService - provides functionality to administrate the
Tenants in the system

� StorageManagementService - management of Buckets and Files

� StorageTransferService - responsible for the transfer of binary data (e.g.
upload/download)

Figure 4.5 shows the interactions of the StorageTransferService with the Stor-
ageEngine and MetadataStore. When a user uploads a file, first, the binary data
is transferred via the StorageEngine which returns a Location object. During the
transfer, an MD5 hash is calculated from the binary data. The calculated hash is
used to find duplicates via the MetadatStore. In case a duplicate is found, a File
is created with a reference on the existing Binary and the uploaded binary data
is deleted. If no duplicate is found, a File is created using the Location object.
This will implicitly create a new Binary instance.



4 Architecture 20

:StorageTransferService :StorageEngine

calculate MD5 in parallel

binary = existingBinary

binary = uploadedBinary

file = new File(name, binary)

:MetadataStore

existingBinary?

findBinaryByMd5(tenant, md5)

uploadFile(name,size,stream)

uploadedBinary

upload(stream, stream)

delete(uploadedBinary)

save(file)

existing binary not found

existing binary found

Figure 4.5: Upload and Deduplication sequence
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4.2.4 Vert.x and REST API

In order to communicate with the Storage Service, external applications can use
either the Vert.x or the REST API. As the name suggests, the difference between
them is the communication protocol which they use but both expose the same
functionality of the Core component. The modular architecture of the service
allows software developers to extend the implementation and add other APIs
which may use other communication protocols. The 2 provided APIs can be used
to administrate Tenants, manage Buckets and Files and transer binary data. The
Vert.x API is intended for server-to-server communication only and can be very
useful if the external application already uses the Vert.x Toolkit. The API exposes
a set of virtual Vert.x Event Bus addresses for exchanging messages between the
Storage Service and the external application. The REST API on the other hand
can be used either for server-to-server or client-to-server communication. Since
it is based on the HTTP protocol, it is practical for use in Web-based client
applications.

Security requirements in client-to-server scenarios are more strict and need
to be handled. The security of the REST API is based on the shared secret
principle. The Storage Service and the external application need to know the
same secret which is preferably a randomly generated string of characters. When
a user requests access to the Storage Service, the external application generates
an access token using the shared secret and thereby authorizes the user. As shown
in Figure 4.6 The Storage Service will accept a REST request from the user only
if it contains a valid access token. The access token is valid only for a short time
period. The user has to request another token when this time period expires.

invalid token

valid token

External
Application Storage Service

requestAccess

accessToken

uploadFile(binary, accessToken)

success

uploadFile(binary, accessToken)

unauthorized

Figure 4.6: REST API security mechanism
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4.3 Client Components

StorageClientAPI

StorageConnection

RestStorageClientVertxStorageClient

StorageClient

Figure 4.7: Client Components

Client libraries for remote interactions with the server are part of the im-
plementation of the Storage Service. They provide an easy way to integrate the
Storage Service into external applications. As shown in Figure 4.7, the imple-
mentation of the libraries is split into modules, one of which just contains the
Java API. The rest of the modules contain implementations of the API based on
different communication protocols. Different modules thereby connect to a dif-
ferent type of remote API on the server side. Users of the libraries can select the
desired protocol by including a specific module into their project. Furthermore,
since all the modules have the same API, they can be exchanged easily without
changing the client code.



5 Implementation

This chapter will explain the implementation of the Storage Service using the
upload feature as an example. It will show how the feature is implemented in
every layer of the architecture and explain some of the more interesting parts.

5.1 Filesystem Storage Repository

The FilesystemStorageRepository is one of the provided implementations of the
StorageRepository interface which encapsulates low level file operations. Besides
reading and writing files, this component is responsible for the following:

� structuring large amounts of files for efficient access

� distributing the binary data across multiple root directories or volumes

5.1.1 File Structure

Storing large number of files in a flat structure is known to be inefficient in
different filesystem implementations. In order to circumvent this limitation, the
FilesystemStorageRepository stores files in a 4 level deep, tree-like directory struc-
ture consisting of:

� folders with random alphabetic names of length 2 as inner nodes

� files with random alphabetic names of length 8 as leafs

As shown in Listing 5.1, for each file to be uploaded, the FilesystemStorageRepos-
itory does the following:

� generates the random file path where the file is to be stored

� stores the file at the generated random path

� returns the generated path as ID of the stored file
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1 @Override

2 public Single<Location> upload(String tenant, long size, Flowable<byte[]>

stream) {

3 String randomFilename = randomString(8);

4 String randomDirectory = randomString(2) + "/" + randomString(2) + "/" +

5 randomString(2) + "/" + randomString(2);

6 String filePath = randomDirectory + "/" + randomFilename;

7

8 String rootPath = selectRootPath(size);

9 String absoluteDirPath = rootPath + "/" + tenant + "/" + randomDirectory;

10 String absoluteFilePath = absoluteDirPath + "/" + randomFilename;

11

12 OpenOptions openOptions = new OpenOptions().setCreate(true).setWrite(true);

13 return vertx.fileSystem()

14 .rxMkdirs(absoluteDirPath)

15 .andThen(vertx.fileSystem().rxOpen(absoluteFilePath, openOptions))

16 .flatMapCompletable(asyncFile -> pipe(stream, asyncFile))

17 .toSingleDefault(Location.from(filePath, repositoryName));

18 }

Listing 5.1: Uploading file using the FilesystemStorageRepository

5.1.2 File Distribution

The FilesystemStorageRepository allows multiple storage roots to be configured
for use, either:

� different directories on the same drive/volume

� different drives/volumes

The storage root to be used for a specific upload is determined for each file
individually. When a file is being uploaded, the following happens:

� a random storage root is removed from the list of available storage roots

� the removed storage root is checked if it has enough disk space

� if yes, the storage root is selected for upload

� if not, the next random storage root is removed

As shown in listing 5.2, the process is repeated until either a root with available
disk space is found or all store roots have been checked. If no storage root with
available disk space is found, an exception is thrown.

1 private String selectRootPath(long filesize) {

2 List<String> availableRoots = new ArrayList<>(config.getRootPaths());

3 while (!availableRoots.isEmpty()) {

4 int randomRootIndex = RANDOM.nextInt(availableRoots.size());

5 String rootPath = availableRoots.remove(randomRootIndex);

6 long usableSpace = new File(rootPath).getUsableSpace();

7 if (usableSpace > filesize) {

8 return rootPath;

9 }

10 }

11 throw new RuntimeException("No disk with available diskspace found");

12 }

Listing 5.2: Selection of a storage root
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5.2 File deduplication

The file deduplication process goes through 2 phases:

� file hash calculation

� identification and removal of duplicates

5.2.1 Checksum calculation

The Storage Service uses the file checksum to identify duplicates in the system.
The StorageEngine calculates a checksum on upload for every file using the MD5
algorithm. As shown in listing 5.3, the Flowable is modified to update the
messsageDigest object using the doOnNext operator for every byte array emitted.
The StorageEngine calls the StorageRepository to finally upload the byte stream
and returns the calculated checksum as part of the Binary after the upload is
finished.

1 public Single<Binary> upload(String tenant, Flowable<byte[]> stream,

2 long size) {

3 MessageDigest messageDigest;

4 try {

5 messageDigest = MessageDigest.getInstance("md5");

6 } catch (NoSuchAlgorithmException e) {

7 return Single.error(e);

8 }

9

10 Flowable<byte[]> calculatingStream = stream.doOnNext(messageDigest::update);

11 StorageRepository repository = storageRepositoryProvider.get(tenant, size);

12 return repository.upload(tenant, size, calculatingStream)

13 .map(location -> {

14 byte[] hash = messageDigest.digest();

15 return Binary.create(size, hash, location);

16 });

17 }

Listing 5.3: File hash calculation

5.2.2 Identification and removal of duplicates

The identification and removal of duplicates is implemented in the StorageTrans-
ferService. The identification of duplicates is based on the previously calcu-
lated checksum for the uploaded file. As shown in listing 5.4, the deduplicate
method will try to find a Binary with the same checksum value through theMeta-
dataEngine. If one is found, the method will delete the newly uploaded duplicate
and return the Binary which was found. If none is found, the newly created
Binary will be saved using the MetadataEngine and returned to the caller. The
upload method will proceed by

� incrementing the reference count of the returned Binary

� creating a new File referencing the Binary

� saving it using the MetadataEngine
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1 public Single<File> upload(String tenant, String bucket,

2 Flowable<byte[]> stream, String fileName,

3 long fileSize) {

4 return storageEngine.upload(tenant, stream, fileSize)

5 .flatMap(uploadedBinary -> deduplicate(tenant, uploadedBinary))

6 .doOnSuccess(Binary::incrementReferenceCount)

7 .map(binary -> File.create(fileName, binary))

8 .flatMap(file -> metadataEngine.save(tenant, bucket, file));

9 }

10

11 private Single<Binary> deduplicate(String tenant, Binary uploadedBinary) {

12 return metadataEngine.findBinaryByMd5(tenant, uploadedBinary.getMd5())

13 .flatMap(existingBinary -> storageEngine.delete(uploadedBinary)

14 .toSingleDefault(existingBinary)

15 .toMaybe())

16 .switchIfEmpty(metadataEngine.save(uploadedBinary));

17 }

Listing 5.4: Identification and removal of duplicates

This deduplication concept must also be considered when files are being deleted.
Since multiple Files can reference the same Binary, the Binary can only be deleted
when all referencing Files are deleted. The file deletion procedure is illustrated
in listing 5.5 and works as follows:

� retrieve the File to be deleted via the MetadataEngine

� decrement the referenceCount of the Binary referenced by the File

� if the referenceCount reached 0, delete the Binary from theMetadataEngine
and StorageEngine

� if not, save the Binary with the updated referenceCount

� delete the File

1 public Completable delete(String tenantName, String bucketName, UUID fileId) {

2 return metadataEngine.findFile(tenantName, bucketName, fileId)

3 .map(File::getBinary)

4 .flatMapCompletable(this::dereference)

5 .andThen(metadataEngine.deleteFile(tenantName, bucketName, fileId));

6 }

7

8 private Completable dereference(Binary binary) {

9 int referenceCount = binary.decrementReferenceCount();

10 if (referenceCount == 0) {

11 return storageEngine.delete(binary)

12 .andThen(metadataEngine.deleteBinary(binary.getId()));

13 } else {

14 return metadataEngine.update(binary).ignoreElement();

15 }

16 }

Listing 5.5: Deletion of Binaries
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5.3 HTTP Upload

Listing 5.6 shows how the file upload is implemented on HTTP level:

� Vert.x parses the incoming upload HTTP request

� Jersey matches it with the upload method and calls it with the defined
parameters

� RecordParser parses the byte stream of the request body into equal chunks
of data

� FlowableHelper converts the RecordParser into a Flowable

� StorageTransferService uploads the byte stream

� the response is sent back to the uploader after the upload completes

1 @POST

2 @Consumes(MediaType.APPLICATION_OCTET_STREAM)

3 @Path("/tenants/{tenant}/buckets/{bucket}/files/{fileId}")

4 public void upload(@Suspended AsyncResponse asyncResponse,

5 @Context HttpServerRequest request,

6 @PathParam("tenant") String tenant,

7 @PathParam("bucket") String bucket,

8 @PathParam("fileId") UUID fileId,

9 @HeaderParam("Content-Length") long filesize,

10 @HeaderParam("X-Filename") String filename) {

11 RecordParser recordParser = RecordParserImpl.newFixed(_8MB, request, na());

12 Flowable<byte[]> stream = FlowableHelper.toFlowable(recordParser)

13 .map(Buffer::getBytes);

14 storageTransferService.upload(tenant, bucket, stream, filename, filesize)

15 .subscribe(asyncResponse::resume, asyncResponse::resume);

16 }

Listing 5.6: HTTP Upload



6 Conclusion

This work presents a set of technologies and techniques for building scalable and
reactive software services:

� asynchronous and non-blocking development model using the Vert.x toolkit

� reactive programming with Reactive Extensions

� NoSQL with Cassandra

� Cloud Storage

� REST

Although Cloud Storage and REST are common in the industry, others are used
in special cases only.

An asynchronous, non-blocking development, even in combination with reac-
tive programming is not recommended for general purposes. Compared to a stan-
dard synchronous model, the asynchronous one has the following downsides:

� increased code complexity

� reduced development productivity

� limited tooling

NoSQL databases sacrifice many features known from relational databases in
favor of high scalability:

� relationships

� consistency

� transactions

This might be a necessary trade-off in cases where such scalability requirements
exist but those requirements should be evaluated carefully. The features that
relational databases provide are taken for granted nowadays but are sometimes
irreplaceable in practice.

The choice of technology for any given system can have long term conse-
quences. There are certainly many use cases for the technology explored in this
thesis. However, it should be used only when absolutely necessary. In most cases,
going with a standard, synchronous development model, using a framework like
Spring and a SQL database will be just enough.
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