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Abstract

This thesis explores a dynamic approach to program optimization for Java applications,
inspired by the principles of concolic execution—a method that combines symbolic and
concrete execution to analyze program behavior. While traditionally used for test input
generation, the methodology is repurposed here to identify inefficiencies in code based
on actual run-time data.

The presented tool, DataTracker, focuses on user-defined test cases rather than at-
tempting to cover all possible execution paths. By instrumenting the source code and
monitoring execution, the tool can detect unused methods, unreachable branches, con-
stant variables, consistently returning methods, and loops with fixed iteration counts.
These findings are used to generate targeted optimization suggestions that go beyond
what static analysis or compilers can safely achieve.

The tool is implemented entirely in Java and leverages technologies such as Java-
Parser, reflection, and the Java Compiler API. It makes it possible to identify unused
code or improvements by analyzing real execution patterns.

Kurzfassung

Diese Arbeit untersucht einen dynamischen Ansatz zur Programmoptimierung für Java-
Anwendungen, der von den Prinzipien der concolic execution inspiriert ist – einer Meth-
ode, die symbolic und concrete execution kombiniert, um das Verhalten eines Pro-
gramms zu analysieren. Während concolic execution traditionell zur Generierung von
Testeingaben verwendet wird, wird die Methodik hier neu eingesetzt, um ineffizienten
Code anhand tatsächlicher Ausführungen zu identifizieren.

Das vorgestellte Tool DataTracker konzentriert sich auf vom Benutzer definierte Test-
fälle, anstatt alle theoretisch möglichen Ausführungspfade abzudecken. Durch die In-
strumentierung des Quellcodes und die Überwachung der Programmausführung kann das
Tool nicht verwendete Methoden, unerreichte Verzweigungen, konstante Variablen, Meth-
oden mit konstantem Rückgabewert sowie Schleifen mit fester Durchlaufanzahl erkennen.
Diese Erkenntnisse werden genutzt, um gezielte Optimierungsvorschläge zu generieren,
die über das hinausgehen, was statische Analysewerkzeuge oder Compiler sicher leis-
ten können. Das Tool ist vollständig in Java implementiert und nutzt Technologien
wie JavaParser, Reflection und die Java Compiler API. Es ermöglicht die Identifizierung
von redundantem Code oder Verbesserungen durch die Analyse von tatsächlichen/realen
Ausführungsmustern.
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1 Introduction

Program optimization plays a crucial role in improving the performance and efficiency of
software systems. While traditional optimization techniques focus on static code anal-
ysis or compiler optimizations, dynamic analysis approaches offer unique insights by
leveraging run-time behavior. One such approach is concolic execution, which combines
symbolic and concrete execution to systematically explore program paths [1]. Concolic
execution is primarily used for automated test input generation to improve code coverage
in software testing [1]. However, a similar methodology can be leveraged for program
optimization by analyzing execution patterns and identifying inefficiencies.

While compiler optimizations and static analysis tools can eliminate certain redun-
dancies, they are fundamentally limited by the need to preserve semantic correctness
across all possible execution scenarios [2]. Compilers can only apply optimizations that
are universally valid, ensuring that no edge case leads to unexpected behavior [2]. How-
ever, this constraint prevents them from leveraging execution-specific insights for opti-
mizations.

In contrast, this work takes a different approach by focusing only on user-defined
test cases rather than all theoretical execution paths. This enables optimizations that
compilers cannot safely perform. For example, if a method always returns the same value
across all provided test cases, our analysis can suggest replacing its return value with a
constant, eliminating unnecessary computations. A compiler, on the other hand, cannot
apply this transformation automatically, as it must assume the method might return
different values in other, untested scenarios.

By limiting our analysis to the behavior observed in the user-supplied input cases, we
gain a unique advantage: the ability to suggest aggressive, execution-driven optimizations
that would be too risky for a compiler to apply universally. This targeted approach
allows for performance improvements that are custom-tailored to the actual use cases of
the program.
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This thesis presents a dynamic program optimization tool for Java inspired by concolic
execution principles. Instead of generating test inputs, the tool takes user-supplied test
cases that comprehensively cover all required program functionality. It then instruments
and executes the target program while tracking:

• Unused methods (never called during execution)

• Unreachable branches (never taken under any test input)

• Primitive fields and local variables that always hold constant values

• Methods that always return the same value (for primitive types)

• Loop execution counts (detecting whether they remain constant across all test
inputs)

DataTracker analyzes this execution data to report optimization opportunities to the
user, who can then make informed decisions about refactoring or removing redundant
code. The implementation is fully realized in Java, and the tool itself is designed to
analyze Java programs.
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2 Background

The background chapter provides an overview of JavaParser, outlining its core function-
alities and capabilities. In addition, advanced Java concepts relevant to this work are
introduced. Together, these topics establish the foundational knowledge required for
implementation.

2.1 JavaParser

JavaParser is a Java library that allows developers to analyze, modify, and generate Java
code programmatically [3]. This means, more formally, that JavaParser enables access to
Java source code as an Abstract Syntax Tree (AST), allowing for structured analysis and
modification. The library also provides Visitor Support, which facilitates traversing the
AST efficiently [3]. However, one of its most powerful features is its ability to manipulate
the underlying structure of the source code. This capability is particularly useful for
altering or generating source code, enabling the implementation of new techniques for
tracking program execution and optimizing code structure [3].

2.1.1 Abstract Syntax Tree

An Abstract Syntax Tree represents the syntactic structure of source code in a hierar-
chical tree format. It decomposes code into fundamental elements such as expressions,
statements, and declarations, organizing them according to the language’s grammar.
Unlike raw text-based source code, an AST emphasizes structural relationships between
these components, enabling more efficient analysis and transformation of the code.

JavaParser represents all elements of a source file as nodes within an AST. These
nodes are hierarchically connected, either through parent-child relationships with other
nodes or directly linked to the root node, known as the CompilationUnit (Figure 1) [3].

Figure 1: JavaParser AST Root.
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A CompilationUnit node can contain multiple elements, such as package declarations,
import statements, and a primary class definition [4]. This class definition may, in turn,
include multiple subclass definitions, method declarations, and field declarations [4].

2.1.2 Example: Source Code to AST

Understanding how JavaParser constructs ASTs is important for extracting meaningful
information from the tree, which is essential for performing source code modifications.
Therefore, the conversion of source code to an AST is explained based on the sample
code presented in Listing 1. The sample code represents a class Printer with a single
print method that prints a String using the System.out.println method.

Listing 1: Simple Printer Class.
1 public class Printer {
2
3 public static void print(String toPrint) {
4 System.out.println(toPrint );
5 }
6
7 }

JavaParser offers two main methods for converting source code into an AST. The first
method involves creating a JavaParser object, which provides an API for generating an
AST [3]. The second, more direct approach utilizes StaticJavaParser, offering a simpler
and quicker way to produce an AST [3].

Listing 2: Create an AST.
1 public class Parser {
2
3 public static void main(String [] args) {
4 CompilationUnit cu = StaticJavaParser
5 .parse(Files.newInputStream(Paths
6 .get("src\Printer.java")));
7 }
8
9 }

The Parser class, shown in Listing 2, demonstrates how to parse a Java source file
and generate its AST representation.
The parsing process is performed using StaticJavaParser.parse, which reads and
converts the source code of Printer.java from Listing 1 into an AST structure.
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This will only work if the source code is complete and syntactically correct. Otherwise
it will result in an exception.

The resulting AST structure is distributed across Figures 2, 3, and 4, each represent-
ing different parts of the tree.

Figure 2: AST Compilation Unit.

The root of the AST is the CompilationUnit node, which represents the entire Java
source file. The CompilationUnit has one child, which is the ClassOrInterfaceDeclaration
node, representing the Printer class. This node stores essential information about the
class. One important child node of ClassOrInterfaceDeclaration is MethodDeclaration,
which represents the print method.

Figure 3: AST MethodDeclaration.

The AST subtree for the MethodDeclaration node from Figure 2 is presented in Figure
3. The MethodDeclaration node (Figure 3) encapsulates all relevant information about
a method’s definition. This node consists of four key child nodes:

• VoidType – Represents the method’s return type, which in this case is void.

• NameExpr – Represents the name of the method as it appears in the source code.

• Parameter – Defines the method’s input argument. If multiple parameters were
present, each would have its own Parameter node within the AST.
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• BlockStmt – Serves as a container for the method body, encompassing expressions,
method calls, variable assignments, and other executable statements.

Figure 4: AST BlockStmt.

The AST subtree for the BlockStmt node from Figure 3 is presented in Figure 4.
The BlockStmt node represents the method body, which consists of an ExpressionStmt
that performs a method call. This call includes a MethodCallExpr node that further de-
composes the invocation into its components: the FieldAccessExpr for accessing the field
System.out and the method name print. In addition, there is a NameExpr containing
the parameter name.
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2.1.3 Traversing and Modifying the AST

AST Traversal To access the tree structure, JavaParser provides multiple approaches.
One of the primary methods is using the built-in visitor classes, which offer a simple way
to traverse all nodes in the AST [3]. However, this approach has a significant drawback:
exception handling cannot be performed outside the visitor class, as extending the Visitor
classes is required for their usage.

Listing 3: Print all method names.
1 public class PrintMethodNamesVisitor extends VoidVisitorAdapter <Void > {
2
3 @Override
4 public void visit(MethodDeclaration md, Void arg) {
5 super.visit(md, arg);
6 System.out.println(md.getName (). asString ());
7 }
8
9 }

Listing 3 demonstrates how to use a VoidVisitorAdapter to print all method names
from a Java source file [4].

Listing 4: Collect all method names into a list.
1 public class CollectMethodNamesVisitor extends
2 VoidVisitorAdapter <List <String >> {
3
4 @Override
5 public void visit(MethodDeclaration md, List <String > collector) {
6 super.visit(md, collector );
7 collector.add(md.getName (). asString ());
8 }
9

10 }

It is also possible to populate a List or Map using VoidVisitorAdapter class, as demon-
strated in Listing 4. To achieve this, an instance of CollectMethodNamesVisitor can be
created and applied to a CompilationUnit as follows in Listing 5. After the visitor has
been invoked (Line 9), the methodNamesList contains all method names of this class.
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Listing 5: How to use a visitor.
1 class VisitorExample {
2
3 public static void main ( String [] args ) {
4 CompilationUnit compilationUnit =
5 StaticJavaParser.parse(JavaSourceFile.java);
6 CollectMethodNamesVisitor collectVisitor =
7 new CollectMethodNamesVisitor ();
8 List <String > methodNamesList = new ArrayList <>();
9 collectVisitor.visit(compilationUnit , methodNamesList );

10 }
11
12 }

Alternatively, instead of using visitors, a more direct approach is possible using the
findAll method [5]. This method enables retrieval of specific node types from the
AST by specifying the node’s class type as parameter [5]. Most AST nodes, including
CompilationUnit, support this function. For instance, to extract all method declarations
from a parsed Java file, the following approach can be used:

List<MethodDeclaration> methods = compilationUnit

.findAll(MethodDeclaration.class);

AST Modification JavaParser provides capabilities for modifying the AST, allowing
us to alter, add, and remove nodes from the tree [4]. This functionality enables dynamic
source code transformations, such as refactoring, injecting new methods, modifying ex-
isting statements, or even removing redundant code. By directly manipulating the AST,
JavaParser preserves the structural integrity of the program.

In Listing 6, the method newMethod() is added to the class from Listing 1. The
process begins by parsing the source code using StaticJavaParser.parse. Next, the
getClassByName method retrieves the Printer class as a ClassOrInterfaceDeclaration
node. With access to this node, a new method is added by using addMethod(), which
requires two parameters: the method name and its modifiers. The method is then
incorporated into the class and returned, allowing for further modifications (Line 12).
Additionally, statements can be inserted into the newly created method using addState-

ment, which, in this example, adds a direct string statement: System.out.println("new
method created").
Listing 7 presents the resulting code after applying the modifications described in List-
ing 6.
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Listing 6: Add method to Listing 1.
1 class ModifyExample {
2
3 private static final String FILE_PATH = "src/Printer.java␣"
4
5 public static void main ( String [] args ) {
6 CompilationUnit cu =
7 StaticJavaParser.parse(new File(FILE_PATH ));
8 ClassOrInterfaceDeclaration classOrInterface = cu
9 .getClassByName("Printer"). orElse(null);

10 if (cu == null)
11 return;
12 MethodDeclaration md = classOrInterface
13 .addMethod("newMethod",
14 Modifier.Keyword.PUBLIC , Modifier.Keyword.STATIC );
15 if (md.getBody (). isPresent ()) {
16 md.getBody ().get()
17 .addStatement("System.out.println (\"new␣method␣created \")");
18 }
19 }
20
21 }

Listing 7: Modified Listing 1.
1 public class Printer {
2
3 public static void print(String toPrint) {
4 System.out.println(toPrint );
5 }
6
7 public static void newMethod () { //added method
8 System.out.println("new␣method␣created");
9 }

10
11 }

Optionals in JavaParser In JavaParser, many methods return values wrapped in an
Optional<T> to handle cases where a requested node or property might not be present
in the AST. For example, methods like getClassByName() or getBody() in Listing 6
return an Optional that should be explicitly checked using isPresent() or handled
with ifPresent() or orElse() [6].
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2.1.4 Symbol Solvers

Normally, the information obtained from the AST is sufficient for most user needs. How-
ever, consider the case of an AssignExpr in the tree, such as a = a + 1. From the AST
alone, we cannot determine the exact type of the variable a. While the presence of +1

suggests it might be an integer, it could also be a String undergoing concatenation.
This is where the symbol solver becomes essential, as it helps establish relationships
between nodes by resolving types, scopes, and references. In essence, it extends the
AST by tracing new links and transforming the structure into a more informative graph
representation [3].

Type Solvers JavaParser provides various TypeSolver classes to resolve types in dif-
ferent scenarios. The most relevant solvers for this work are:

• JavaParserTypeSolver – Looks for classes defined in source files. Takes a root
directory as input, e.g., a project’s source directory.

• ReflectionTypeSolver – Uses Java reflection to resolve types from the standard
Java library and dependencies.

• CombinedTypeSolver – Allows combining multiple solvers.

In the examples shown in Listing 8 and Listing 9, we attempt to resolve the type of an
AssignExpr. Listing 8 defines two variables named a, each with a different type: Integer
and String. Listing 9 demonstrates how the type can be resolved programmatically for
the AssignExpr in line 7.

Listing 8: Symbol resolve example.
1 public class SymbolExample {
2
3 private String a;
4
5 void symbolMethod () {
6 int a = 0;
7 a = a + 1; // AssignExpr
8 }
9

10 }
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Listing 9: Resolve type in Listing 8.
1 public class ResolveTypeExample {
2
3 private static final String SRC_PATH = "src";
4 private static final String FILE_PATH = "src/SymbolExample.java"
5
6 public static void main(String [] args) throws FileNotFoundException {
7 TypeSolver typeSolver =
8 new JavaParserTypeSolver(new File(SRC_PATH ));
9 JavaSymbolSolver symbolSolver = new JavaSymbolSolver(typeSolver );

10 StaticJavaParser.getParserConfiguration ()
11 .setSymbolResolver(symbolSolver );
12 CompilationUnit cu = StaticJavaParser.parse(new File(FILE_PATH ));
13 cu.findAll(AssignExpr.class ). forEach(aExpr -> {
14 ResolvedType resolvedType = aExpr.calculateResolvedType ();
15 System.out.println(aExpr + "␣->␣" + resolvedType );
16 });
17 }//e.g output: a = a + 1 -> PrimitiveTypeUsage{name=’int ’}
18
19 }

Before setting up the CompilationUnit in Listing 9, it is essential to initialize the
TypeSolver; otherwise, type resolution will not function correctly.
In this case, a JavaParserTypeSolver is used, which requires specifying the path to the
source directory of SymbolExample.java to analyze and resolve types. Additionally, the
ParserConfiguration must be configured with a JavaSymbolSolver object, which requires
a TypeSolver object as a parameter for its construction. Once the SymbolResolver is
set in Line 10, the source file can be parsed, allowing for the resolution of all types within
the source directory.
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2.2 Advanced Java Concepts

Several advanced Java concepts are fundamental for enabling program analysis, transfor-
mation, and execution. In this section, these concepts are briefly introduced, providing
an overview of their functionality and relevance to this work.

2.2.1 Reflection

Java reflection is a powerful feature of the Java programming language that allows the
inspection and modification of classes, methods, and fields at run time [7]. Using re-
flection, we can analyze the structure of a program without knowing its implementation
at compile time. This is particularly useful when a class defines multiple test methods
and we want to execute them dynamically without hard-coding method calls. Using
Java reflection, we can identify and invoke methods based on annotations or naming
conventions.

Listing 10: Using Java reflection to invoke print() method in Listing 1.
1 public static void main(String [] args) throws Exception {
2
3 Method method = Class.forName("Printer"). getMethod("print");
4 method.invoke("printSomething");
5
6 }

Listing 10 demonstrates the use of Java reflection to dynamically invoke a method at
run time. In this example, the main method retrieves a reference to the print method
from the Printer class using getMethod("print"). The method is then invoked using
method.invoke(), passing "printSomething" as an argument.

2.2.2 ClassLoader

Class loaders are responsible for dynamically loading classes into the Java Virtual Ma-
chine (JVM) at run time. Every ClassLoader has a parent, with the bootstrap class
loader being the topmost loader in the hierarchy. The bootstrap class loader is responsi-
ble for loading Java core classes, while additional class loaders, such as URLClassLoader,
allow classes to be loaded from external sources such as network locations or JAR files
[8, 9]. The ClassLoader class follows a delegation model, where each class loader first
delegates the loading request to its parent before attempting to load the class itself [8].
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2.2.3 Compiler API

The Java Compiler API allows programs to invoke the Java compiler directly, enabling
dynamic compilation of Java code at run time [10]. This is especially useful when com-
bined with JavaParser, as it enables programmatic modifications to source code. After
making changes, the modified source can be compiled dynamically.

2.2.4 Serialization

Java serialization is a mechanism that allows objects to be converted into a byte stream,
enabling them to be saved to a file or transmitted over a network and later reconstructed.
Although it has been a core feature of Java for decades, it has significant drawbacks. Its
deep integration with the JVM allows it to bypass standard access controls, leading
to serious security vulnerabilities [11]. Additionally, it complicates system evolution and
maintenance, as serialized data is tightly coupled to the class structure [11]. Due to these
issues, Java serialization is no longer recommended for use in production environments.
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3 Overview

This chapter presents a high-level overview of the DataTracker (DT) program, which is
the central focus of this work. The most important packages are introduced, highlighting
their roles and functionalities within the system.

DT is structured into four main packages—Converter, Runner, Storage and Analy-
sis—as illustrated in Figure 5, each responsible for a specific task.

Figure 5: DataTracker sketch.

The user specifies, via the console, the path to the source directory of the Java project
to be tested, the class containing the user-defined test cases, and an optional parameter
to determine whether data should be stored only in memory or written to disk. This
option is particularly useful for test cases that generate large amounts of data, preventing
excessive memory usage.

Converter The Converter is a core component responsible for processing and trans-
forming Java source code. Its primary function is to read and store a given source
directory, identifying all .java files for conversion. During this process, the Converter
analyzes the source code and generates a structured ID list, which serves to uniquely
identify each code element that is tracked and transformed. The purpose of this list is
to record the location and type of every converted element, so that execution data can
later be correctly assigned to the corresponding source code fragment.
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The conversion process focuses on transforming key language constructs, using Java-
Parser, ensuring that essential program elements are properly identified and processed.
These include assignments, fields, methods, and various control flow structures such as
if-statements, switch-statements, and loops (for, for-each, while, and do-while loops).

Storage The Storage package plays a crucial role in managing both source code mod-
ifications and execution data. It maintains an ID list that tracks changes made to the
source code, ensuring that modifications can be referenced. Additionally, it stores execu-
tion data generated by the Runner, preserving run-time information for further analysis.
To optimize memory usage, the Storage package supports serialization, allowing execu-
tion data to be offloaded from RAM and stored persistently.

Runner The Runner package manages the execution of the transformed Java program
and the collection of run-time data. It begins by creating a copy of the original source
directory, including the converted .java files. After ensuring all necessary transforma-
tions are in place, the Runner compiles the Java files and prepares them for execution
(Section 2.2.3). The newly compiled classes are loaded into the JVM with the URLClass-
Loader (Section 2.2.2).

The Runner leverages Java reflection to identify and execute predefined test cases
within the original code (Section 2.2.1). During execution, it tracks and records values
for each test case using the Storage package. Additionally, the collected data can be
stored using Java Serialization, utilizing ObjectOutputStream and ObjectInputStream

to write and retrieve execution data from disk (Section 2.2.4). This provides an optional
mechanism for handling memory-intensive executions by offloading data storage.

Analysis The Analysis package processes the collected execution data to identify po-
tential optimizations and generate improvement suggestions. It begins by reading the
stored data, either from in-memory storage or from a serialized object file if the optional
storage mechanism was used. This data contains detailed run-time information collected
during program execution.

By comparing stored execution data, the package can detect patterns, redundancies,
and inefficiencies in the code. Using this information, it generates optimization sug-
gestions for the user, highlighting areas where performance improvements can be made.
These suggestions are derived from real execution behavior, enabling a targeted approach
to optimization.
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4 Implementation

This Implementation chapter provides a more detailed examination of the DT program,
focusing on its technical aspects and internal structure. This section outlines the key
components, their interactions, and the underlying mechanisms that enable the system
to function as intended. Each core package is analyzed in detail, explaining how the
functionalities are implemented and how they contribute to the overall workflow.

4.1 Tracking

There are various methods for tracking execution data at run time. DT adopts an
approach based on source code transformation, which enables direct instrumentation of
the program to capture relevant data.

Consider Listing 11, which defines a simple Java class that squares a float value. This
class will be transformed throughout the next chapters to demonstrate how DT enables
execution tracking.

Listing 11: Simple Calculator.
1 public class SimpleCalculator {
2
3 private float value;
4
5 SimpleCalculator(float value) {this.value = value;}
6
7 public void square () {value *= value ;}
8
9 public void powerTo(int power) {

10 float currentValue = value
11 for (int i = 0; i < power - 1; i++) {
12 value *= currentValue;
13 }
14 }
15
16 public float getValue () {return value ;}
17
18 public void reset() {this.value = 0.0f;}
19
20 }

16



4.1.1 Converter

The Converter, illustrated in Figure 6, is composed of multiple Java classes, each fulfilling
a specific role in the source code transformation process.

Figure 6: UML diagram of the Converter package.

• Converter Manages the overall conversion of the source directory.

• ConvertedFile Represents an individual .java source file after it has been pro-
cessed.

• Collector Identifies and gathers all code statements that require transformation,
sending detailed information to the Storage for the creation of the ID list.

• Replacer Modifies the original source code by inserting storage access points to
capture execution data at run time.

• ConverterHelper Provides a set of static utility functions to support the Collector
and Replacer classes.
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Collector The Collector performs the initial pass over a Java source file, identifying
code elements eligible for conversion. To achieve this, JavaParser is utilized to parse the
file and generate its AST representation, enabling a structured analysis of its contents
(Section 2.1.1). During this process, the Collector gathers information about convertible
lines, including their name, position, and type, and passes this data to the Storage, which
manages the ID list for tracking modifications.

The collectForStmt() method, shown in Listing 12, is part of the Collector class
and is responsible for identifying and processing for-loop statements within a Java source
file. The method begins by retrieving all ForStmt nodes by using
cu.findAll(ForStmt.class) from the AST and applies a filter to exclude loops inside
test methods. Since test methods may contain modifiable code, it is necessary to filter
them out to prevent unintended modifications (Line 9).

The Collector maintains a List<Storage>, which stores relevant information about
each ForStmt. The StorageManager provides a static builder method
StorageManager.createStorageLoop() that facilitates storing loop-related data effi-
ciently. In this example, the following details are captured:

• The position of the loop in the source code (line/column).

• The loop condition, which defines the iteration logic.

• The class in which the loop is located.

• The type of storage, identified using the enum StorageType.FOR.

If the class of a node cannot be determined, a ConverterException is thrown, ensuring
that missing or incorrectly structured code does not lead to incorrect transformations.
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Listing 12: Collect for-loop statements.
1 class Collector {
2 private final CompilationUnit cu;
3 private final List <Storage > collector;
4 ...
5 private void collectForStmt () throws ConverterException {
6 for (ForStmt forStmt : cu.findAll(ForStmt.class)
7 .stream ()
8 .filter(forStmt
9 -> !isTestMethod(getMethodOfNode(forStmt )))

10 .toList ()) {
11 try {
12 collector
13 .add(StorageManager
14 .createStorageLoop(getPosition(forStmt),
15 getForLoopCondition(forStmt),
16 findClassNameOfNode(forStmt),
17 StorageType.FOR ));
18 } catch (NodeClassNotFoundException e) {
19 throw new ConverterException(e.getMessage (), forStmt );
20 }
21 }
22 }
23 ...
24 }

After applying the Collector to Listing 11, an ID list is generated, as shown in
Listing 13. The list contains the class name, position, type and name of the tracked
source code. All captured information is then stored in the Storage.

Listing 13: ID list representation of Listing 11.
1 File: SimpleCalculator.java
2 0: (class SimpleCalculator) -> (13 ,9) loop: for (int i = 0;i < power;i++)
3 1: (class SimpleCalculator) -> (9,5) method: void square
4 2: (class SimpleCalculator) -> (11 ,5) method: void powerTo
5 3: (class SimpleCalculator) -> (18 ,5) method: float getValue
6 4: (class SimpleCalculator) -> (20 ,5) method: void reset
7 5: (class SimpleCalculator) -> (5,19) field: float value
8 6: (class SimpleCalculator) -> (12 ,15) variable: float currentValue
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4.1.2 Replacer

The Replacer utilizes JavaParser to add, modify, and remove source code elements (Sec-
tion 2.1.3). This step is essential to ensure accurate tracking of execution data.

StorageManager Listing 14 represents the transformed version of the class originally
shown in Listing 11. In all classes located within the source directory, the Replacer adds a
new import statement (Line 1) to include the StorageManager. The StorageManager acts
as a bridge between the converted source code and the Storage. It provides static access
methods for different node types, allowing run-time data to be collected and stored.

Declaration ID In Lines 5-6, a new field is automatically added to the class. The
dataTracker_class_decl_id is used to uniquely identify different class instances. This
is particularly necessary in cases where, for example, the SimpleCalculator class is in-
stantiated multiple times. To correctly track execution data,
the dataTracker_class_decl_id allows the system to distinguish between different in-
stances, ensuring that each one records values separately in the Storage.

Fields The value field is also modified during the transformation (Line 8-9). DT
handles fields differently depending on whether they are declared as static or non-static
and whether they are initialized or remain uninitialized. In the case of value, the field is
not directly initialized but instead assigned a value indirectly via the constructor. Before
the constructor assigns a value, Java automatically initializes the field with its default
value (0.0f for fields of type float). DT recognizes this case and automatically adds
the default value to the storage.

Since fields belong to specific class instances, it is necessary to pass the data-

Tracker_class_decl_id as a parameter to the StorageManager. This ensures that field
values are correctly associated with their respective class instances.
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Methods Method modifications differ depending on whether they are declared as static
or non-static. In both cases, the method must include StorageManager.enter(id),
which tracks whether the method has ever been executed.

If the method has return values, all return statements must be replaced with
return StorageManager.addReturnValue(id, returnValue) to ensure that return val-
ues are properly recorded and returned. For non-static methods, the first parameter must
include
dataTracker_class_decl_id, allowing the system to distinguish between different class
instances during execution tracking.

Loops For loops, two modifications are applied (Line 32, 34). To track that a loop is
going to be executed, DT inserts StorageManager.loopEnter(loopId) directly before
the loop. Additionally, StorageManager.loopIteration(loopId) is added inside the
loop body to count the number of iterations during execution. This tracking information
is later used to determine whether a loop can be optimized, replaced, or entirely removed.

Variables For variable tracking, DT inserts a new line of code before the variable
declaration: final int dataTracker_var_decl_id_x, where x corresponds to the vari-
able’s name (Line 27). This variable holds a unique declaration ID generated by calling
StorageManager.getDeclarationId(id) (Line 28). Internally, this method maintains
a counter bound to the given ID, which increments with each invocation.

This mechanism ensures that each variable declaration can be uniquely
identified (Line 29-31). The crucial step is to pass dataTracker_var_decl_id_x to the
StorageManager, so that the recorded values are correctly associated with the specific
declaration instance.

Listing 14: Converted source code.
1 import datatracker.core.storage.StorageManager;
2
3 public class SimpleCalculator {
4
5 public final int dataTracker_class_decl_id
6 = StorageManager.getClassDeclarationId ();
7
8 private float value
9 = StorageManager.addReturnValue(dataTracker_class_decl_id , 5, 0);

10
11
12
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13 SimpleCalculator(float value) {
14 this.value
15 = StorageMangager.
16 addReturnValue(dataTracker_class_decl_id , 5, value)
17 }
18
19 public void square () {
20 StorageManager.enter (1);
21 value *= StorageManager
22 .addReturnValue(dataTracker_class_decl_id , 5, value * value);
23 }
24
25 public void powerTo(int power) {
26 StorageManager.enter (2);
27 final int dataTracker_var_decl_id_currentValue
28 = StorageManager.getDeclarationId (6);
29 float currentValue = StorageManager
30 .addReturnValue(
31 dataTracker_var_decl_id_currentValue ,6, value);
32 StorageManager.loopEnter (0);
33 for (int i = 0; i < power - 1; i++) {
34 StorageManager.loopCounter (0);
35 value *= StorageManager
36 .addReturnValue(
37 dataTracker_class_decl_id
38 , 5
39 , value * value );
40 }
41 }
42
43 public float getValue () {
44 StorageManager.enter (3);
45 return StorageManager
46 .addReturnValue(dataTracker_class_decl_id , 3, value );
47 }
48
49 public void reset() {
50 StorageManager.enter (4);
51 this.value = StorageManager
52 .addReturnValue(dataTracker_class_decl_id , 5, 0);
53 }
54 }
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4.1.3 Storage

The Storage package is responsible for storing information about converted source code
in the form of an ID list. It interacts with other packages, as illustrated in Figure 5.

The process begins with the Converter, which initializes the Storage by creating
an ID list. This list contains metadata about the transformed code, such as position
information or, in the case of if-statements, their conditions—depending on the node
type being processed.

Once the conversion phase is complete, the Runner executes the user-defined test
methods, which invoke the StorageManager methods introduced during the transforma-
tion. These method calls populate the Storage with run-time execution data, which is
later utilized by the Analysis package to identify potential optimizations and improve-
ments.

Figure 7 illustrates the class structure of the Storage package.

Figure 7: UML diagram of the Storage package.

StorageManager The StorageManager acts as a bridge between the converted source
code and the stored data in the Storage, managing access and overseeing the generated
ID list. The ID list is created once and stored in a global constant STORAGE.

Each storage object in the list holds its own runtime data, which can be dynamically
added or cleared as needed. The storage objects themselves remain unchanged within
the list structure. When a new test case is executed, the data contained in each object
is either stored on disk or placed into an in-memory map, where the test case number
serves as the key and the corresponding storage list as the value. This ensures that data
from different test runs is kept separate and accessible.

As shown in Listing 15, when the static method StorageManager.enter(id) is called,
the StorageManager first verifies that the ID list contains the correct type (Line 4). Only
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instances of StorageAccess and its subclasses are permitted to invoke enter().
If the validation is successful, storageAccess.setAccessed() is executed, marking

the corresponding storage entry as accessed.

Listing 15: StorageManager access storage.
1 public class StorageManager {
2 ...
3 public static void enter(int id) {
4 if (STORAGE.get(id) instanceof StorageAccess storageAccess) {
5 storageAccess.setAccessed ();
6 } else {
7 ...
8 }
9 }

10 ...
11 }

StorageKey The StorageKey serves as a unique identifier for all entries in the Storage
and is used for searching and comparing stored data. DT distinguishes entries based on
multiple attributes, including:

• The position (line and column) of the converted source code.

• The class name in which the entry is located.

• The method or variable name, if applicable.

• The data type of a method or variable (e.g., int, float).

• For control structures (e.g., loops or if-statements), the condition associated with
them.

StorageClass and StorageType StorageClass is used to identify the specific type of
a storage class, such as StorageAssign (for AssignExpr) or StorageAccess (for control
structures). This distinction is necessary because DT operates with generic classes,
requiring a way to differentiate between various storage categories.

StorageType represents the type of the converted source code, specifying whether it
corresponds to a control structure (e.g., If, While) or a Java primitive type.
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Storage The Storage package is an object-based structure designed to store converted
execution data. The Storage class itself is abstract and serves as a template for various
storage implementations. It implements Serializable, allowing objects to be written
to disk for persistent storage.

Figure 8 illustrates the basic UML structure of the Storage class. It provides several
essential methods, including:

• clear() – Resets all associated data and must be invoked after each test run to
ensure a clean execution state.

• toString() and toStringWithoutData() – Represent the ID list as String, with
or without stored execution data.

• copyOfStorage() – Creates a copy of the current Storage instance.

Figure 8: UML diagram of the Storage class.

The subclasses extend the base class to support different conversion scenarios, en-
hancing its storage capabilities. For example:

• StorageAccess is used for control structures such as if and switch statements.

• StorageAssign is responsible for handling assignment expressions (AssignExpr) in
the source code.

• Other subclasses extend functionality by adding lists for storing run-time values,
such as integers or other primitive types.
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4.2 Runner

The Runner is responsible for managing the compiler directory named compiler_src,
compiling the converted source code, and executing the compiled program.

Once the Converter has completed the transformation process, the Runner is ex-
ecuted. The first step is to clean the compiler directory by removing any previously
generated files. Next, the Runner copies the user-provided source directory into the
compiler directory, excluding Java source files. Instead of the original .java files, the
converted Java source files, which were previously stored in memory, are written into the
directory.

Figure 9: UML diagram of the Runner package.

Compiler Once the compiler_src directory is prepared, DT’s Compiler class compiles
all .java files in the directory. Listing 16 demonstrates how the compilation process works.

Java provides access to the Java Compiler at run-time through
ToolProvider.getSystemJavaCompiler(), enabling dynamic compilation of source files.
To supply the compiler with the necessary source files, a StandardJavaFileManager is re-
quired. This file manager is initialized using getJavaFileObjectsFromFiles(javaFiles),
where javaFiles is a List<File> (Line 11–12).

The compilation task is created using compiler.getTask(), which sets up the compi-
lation process. Execution begins with task.call(), which returns whether the compila-
tion was successful. Finally, the file manager must be closed to release system resources.
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Listing 16: Compile source code.
1 class Compiler {
2
3 void compileJavaFiles () throws RunnerException , IOException {
4 ...
5 JavaCompiler compiler = ToolProvider.getSystemJavaCompiler ();
6 if (compiler == null) {
7 throw new RunnerException("No␣Java␣compiler␣is␣available");
8 }
9 StandardJavaFileManager fileManager

10 = compiler.getStandardFileManager(null , null , null);
11 Iterable <? extends javax.tools.JavaFileObject > compilationUnits =
12 fileManager.getJavaFileObjectsFromFiles(javaFiles );
13 JavaCompiler.CompilationTask task = compiler.getTask(
14 null , fileManager , null , null , null , compilationUnits );
15 boolean success = task.call ();
16 fileManager.close ();
17 ...
18 }
19
20 }

Invoker Once compilation is complete, the Invoker class in Listing 17 loads the com-
piled files from the compiler_src directory into the JVM using URLClassLoader. To
load a directory (lines 6–8), a new instance must first be created, using the appropriate
path as a parameter.

The user provides a class name as input, which contains the test methods. This class
is dynamically loaded using classLoader.loadClass(this.className).

To allow automatic detection of test methods, test methods must be static and must
follow a strict naming convention:
dataTracker_test_x, where x starts from 0 and increments sequentially.

To retrieve the test methods, getTestMethods(classToRun) is called, returning a
List<Method> that is ready for execution. The runTest() method utilizes Java reflection
to execute all user-defined tests dynamically.

A crucial step is closing the URLClassLoader between test runs to reset the test
environment, ensuring that each test execution starts with a clean state and avoids class-
loading conflicts.
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Listing 17: Run test methods.
1 class Invoker {
2
3 public void runProgramAlt () throws ClassNotFoundException
4 , InvocationTargetException , RunnerException
5 ,IllegalAccessException , IOException {
6 URLClassLoader classLoader = URLClassLoader
7 .newInstance(new URL[]{ FileHelper
8 .COMPILER_SRC_PATH.toUri (). toURL ()});
9 Class <?> classToRun = classLoader.loadClass(this.className );

10 int nTestMethods = getTestMethods(classToRun ).size ();
11 classLoader.close ();
12 for (int nTest = 0; nTest < nTestMethods; nTest ++) {
13 classLoader = URLClassLoader
14 .newInstance(new URL[]{ FileHelper
15 .COMPILER_SRC_PATH.toUri (). toURL ()});
16 classToRun = classLoader.loadClass(this.className );
17 runTest(getTestMethods(classToRun ).get(nTest), nTest);
18 classLoader.close ();
19 }
20 }
21 }
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4.3 Analysis

The Analysis package, illustrated in Figure 10, examines the collected execution data to
identify potential code optimizations and generate improvement suggestions for the user.

Figure 10: UML diagram of the Analysis package.

Improvements and Recommendations

• VARIABLE_FINAL – Suggests a variable can be marked as final because it always has
the same value.

• VARIABLE_REMOVE – Points out a variable is never used and can be removed.

• LOOP_ENTER – Indicates a loop is never entered and can be removed.

• LOOP_REPLACE – Notes a loop is only used once and could potentially be replaced
with simpler logic.

• ENTER – States that a specific code block is never entered.

• SWITCH_CASE_ENTER – Highlights a switch case that is never triggered and can be
safely removed.

• METHOD_REPLACE – Recommends replacing a method that always returns the same
value, referencing storage logs for confirmation.

• METHOD_ENTER – Identifies a method that is never entered and can be removed.
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AnalyseResult The AnalyseResult class processes the collected storage data to iden-
tify potential code improvements. Specific checks are performed depending on the type
of storage. For instance, StorageAccess—as shown in Listing 18—represents control
structures such as if-statements, where the goal is to determine whether every branch
has been executed.

Each branch is assigned a unique ID and recorded in the storage. The method
analyseAccess() checks whether the field entered in the StorageAccess class is set to
true, indicating that the branch was taken at least once. If a branch was never entered,
an ENTER recommendation is generated, signaling that this part of the code may be
unreachable or unused, and could be considered for removal.

Listing 18: Access check.
1 class AnalyseResult {
2 ...
3 private void analyseAccess(StorageAccess access) {
4 if (! access.isAccessed ())
5 analyseImprovementList
6 .add(new Recommendation(Recommendation.Improvement.ENTER
7 , access.toStringWithoutData ()));
8 }
9 ...

10 }
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5 Usage

This chapter focuses on the usage of DT, explaining how to set up and run the tool. It
provides a step-by-step guide on how to use the system, along with illustrative examples
that demonstrate its functionality in practice.

DT is distributed as an executable .jar file. To use the tool, a Java Runtime Environ-
ment (JRE) version 17 or higher is required to ensure compatibility and proper execution.
A standard console or terminal is sufficient to interact with the program, making it easy
to integrate into various development or testing environments. The tool expects specific
input parameters from the user, which are described in the following sections.

Input parameters On a Windows system, navigate to the directory containing Data-
Tracker.jar using the command prompt. The program can be started with the following
command:

java -jar DataTracker.jar

The application expects three input arguments and one optional argument, which must
be specified after the command to execute the tool properly:

• <src-directory> – The path to the source directory of the Java program to be
analyzed.

• <package-root-directory> – The root directory containing the Java source code
packages to be analyzed.

• <testClassName-file> – The name of the class containing the user-defined test
methods. This class must be part of the provided source directory.

• [–-storeToFile] – (Optional) Enables writing execution data to disk instead of
keeping it in memory, which is useful for preventing memory overload during data-
intensive executions.

Example command:

java -jar DataTracker.jar projectSrc\main projectSrc\main\java

Main.java --storeToFile
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Test methods Test methods must be static and named using the format
dataTracker_test_x, as shown in Listing 19. Multiple tests can be defined, and each
will be analyzed independently. The numbering must begin at 0 and increase sequentially
without gaps (e.g., valid: 0, 1, 2; invalid: 1, 3). Gaps in the numbering may lead to tests
being skipped or not recognized during execution.

Listing 19: Test methods.
1 public static void dataTracker_test_0 () {
2 //user defined test
3 }
4
5 public static void dataTracker_test_1 () {
6 //user defined test
7 }

Output After a successful run, DT generates two new folders in the directory where
DataTracker.jar is located.

The first folder, compiler_src, contains a copy of the user-provided source directory,
including all converted .java files. This directory also holds the compiled .class files,
allowing for further inspection of both the transformed and compiled code.

The second folder contains three log files that provide detailed information about the
processing steps and outcomes. Additionally, it stores the temporary storage files used
during execution, especially when the --storeToFile option is enabled.

• Analysis.txt – Contains a summary of all optimizations and improvement sugges-
tions identified by DT during the analysis phase.

• ConversionLog.txt – Displays the converted source code along with the generated
ID list, but without any run-time execution data.

• StorageLog.txt – Presents the ID list enriched with collected execution data,
providing insight into how the program behaved during test execution.
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Example Listing 20 presents a simple Java class defining a static method
calculateShippingCosts (line 3), which computes the shipping fee based on the weight
of a product. The class also includes three user defined test methods, each invoking
calculateShippingCosts with different inputs, to illustrate how DT analyzes execution
data.

Listing 20: DataTracker example.
1 public class Main {
2
3 public static float calculateShippingCosts(float productWeight) {
4 if(productWeight < 1) {
5 return 0f;
6 }
7 return productWeight * 0.5f;
8 }
9

10 public static void dataTracker_test_0 () {
11 calculateShippingCosts (0.5f);
12 calculateShippingCosts (0.2f);
13 }
14
15 public static void dataTracker_test_1 () {
16 calculateShippingCosts (2f);
17 calculateShippingCosts (3f);
18 }
19
20 public static void dataTracker_test_2 () {
21 calculateShippingCosts (0.5f);
22 calculateShippingCosts (2f);
23 }
24
25 }

Listing 21 shows the analysis log generated by DT after processing the code from
Listing 20.

In the first test case, dataTracker_test_0, DT identifies that the method calcu-

lateShippingCosts consistently returns 0.0f, since the input values never exceed 1.0f.
In contrast, dataTracker_test_1 contains only test data with product weights greater

than 1.0f, and DT determines that the if-condition in line 4 was never entered.
Finally, the third test case, dataTracker_test_2, includes inputs both below and

above 1.0f, allowing DT to confirm that the if-condition were executed and the return
values are different.
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Listing 21: Listing 20 analysis log.
1 ----------------------------------------
2 dataTracker_test_0
3 Recommendations:
4 (class Main) -> (3,5) static method: float calculateShippingCosts
5 Always returns the same value(See storage logs). Can be replaced
6 ----------------------------------------
7 dataTracker_test_1
8 Recommendations:
9 (class Main) -> (4,9) if/switch: if (productWeight < 1)

10 Never entered.
11 ----------------------------------------
12 dataTracker_test_2
13 Recommendations:
14 ----------------------------------------

The optimization recommendations provided by DT are based exclusively on the
behavior observed for the user-supplied test cases. These recommendations assume that
the provided tests comprehensively represent all valid use scenarios. Blindly applying
them without additional validation, especially when executing the program with inputs
not covered by those tests, may lead to incorrect or unexpected behavior.
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6 Current Limitations and Future Work

This chapter outlines the key limitations of the current version of DT and highlights pos-
sible directions for future improvements. While DT demonstrates the potential of source
code transformation and run-time analysis, certain challenges remain to be addressed in
future development.

Limitations While DT provides an approach to analyzing and optimizing Java pro-
grams through source code transformation and run-time tracking, there are several lim-
itations to be acknowledged.

One significant limitation lies in the handling of Java objects. DT is primarily de-
signed to work with primitive types and control structures, which can be reliably tracked
and stored. However, many Java objects hold internal states or reference other objects,
and not all of them support serialization. This makes it challenging to capture their
run-time values in a consistent and meaningful way. As a result, DT does not currently
support comprehensive tracking or storage of complex object types, which restricts its
applicability in real-world applications that rely heavily on custom objects or third-party
libraries.

Another limitation involves the breadth of Java language features. As Java is a
large and evolving language, providing complete and correct support for all syntax and
semantic variations—such as nested classes, lambdas, annotations, and advanced gener-
ics—would significantly increase the system’s complexity. Every additional Java feature
supported by DT adds to the overall difficulty of maintaining correctness and perfor-
mance during code transformation. Consequently, DT currently supports a restricted
but practical subset of Java code patterns to keep transformation logic manageable.

From a critical standpoint, a reviewer might point out the limited support for object-
oriented features, the manual setup of test methods, or the absence of a graphical user
interface negatively impact usability. These points were carefully considered during de-
velopment, and the current focus was placed on establishing a robust foundation for
transformation and analysis, upon which more advanced features can later be built.
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Future Work There are several directions for future enhancements based on the cur-
rent work:

• Improved Object Support A key area for future development is enabling DT
to handle Java objects more effectively. This would include investigating ways
to serialize or introspect object fields in a general and safe way, possibly through
deeper integration with Java’s reflection capabilities or more modern approaches
and custom serialization mechanisms.

• Bytecode-Level Transformation Currently, DT operates at the source code
level using JavaParser. A promising extension would be to explore bytecode trans-
formation, which could eliminate the need for source code access and provide better
control over optimizations across compiled code [12]. This could also reduce the
complexity of supporting newer or dynamic Java features.

• Extended Java Feature Coverage Increasing the range of supported Java con-
structs, such as lambdas, streams, and annotations, would make DT applicable to
a wider set of Java projects.

• Automated Test Discovery Enhancing the test integration by supporting anno-
tations (e.g., @Test) or automatic detection of test methods would improve usability
and reduce manual effort [13].

• Visualization and Reporting Adding a visual interface for analyzing results,
displaying ID mappings, and reviewing optimizations could help users better un-
derstand and act on DT’s recommendations.

If more time and resources had been available, these extensions would have been valuable
additions to further improve DT’s capabilities and user experience.
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7 Conclusions

This work explored a novel approach to program optimization based on concolic analysis,
focusing on source code transformation and run-time data tracking. The developed
tool, DT, enables the detection of optimization opportunities by analyzing the behavior
of Java programs during execution. Through the transformation of selected language
constructs—such as loops, conditions, assignments, and methods—DT collects execution
data to identify redundant computations and unreachable code paths.

A key outcome of this work is the demonstration that optimization suggestions can
be derived from real execution behavior rather than relying solely on static analysis.
The system leverages JavaParser, reflection, and Java’s Compiler API to create a flexible
and extensible toolchain. Users provide test cases that guide the analysis, allowing DT
to focus on the actual usage scenarios of a program. This targeted analysis allows for
optimizations that traditional compilers, which must preserve correctness in all possible
execution paths, cannot safely apply.

While DT shows promising results, it is not without limitations. The lack of support
for tracking complex Java objects, and the growing complexity of handling a wide range
of Java constructs, restrict the tool’s applicability to simpler or well-defined codebases.
Despite these challenges, the foundation laid by this project offers clear potential for
future extensions.

In conclusion, DT provides a functional prototype for execution-based optimization of
Java programs. With further development, including better object handling and broader
Java feature support, DT could evolve into a powerful tool for optimizing real-world Java
applications.
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