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The Institute for System Software is responsible for multiple courses in software development education. These courses
typically come with regular assignments for the students. As grading the submissions is split across multiple tutors, detecting
plagiarism is very hard, sometimes outright impossible.

Hence, a software that automatically checks for plagiarism in the hundreds of submissions handed in for each assignment
could be beneficial to detect plagiarism and thus lift that work from lecturers and tutors.

The goal of this bachelor's thesis is to develop a tool that utilizes established algorithms for plagiarism detection in source
code and incorporates custom metrics (to be discussed with the supervisor) that are relevant for the courses held by the SSW.
As the SSW uses Java as the programming language for teaching software development, the tool should be focused on
detecting plagiarism in Java source code.

Furthermore, the tool should support that code parts that are handed out to the students can be supplied separately, such that
no plagiarism is detected in those code parts.

The results of the plagiarism scan should be presented to the user of the tool in an easily readable format such that the user

can verify whether they agree with the plagiarism verdict.

The tool should be implemented with a strict separation between the logic for detecting plagiarism and the presentation layer

(Command Line or GUI), such that it is extensible in follow-up projects.

Modalities:

The progress of the project should be discussed at least every three weeks with the advisor. A time schedule and a milestone
plan must be set up within the first 3 weeks and discussed with the advisor. It should be continuously refined and monitored to
make sure that the thesis will be completed in time. The final version of the thesis must be submitted not later than 31.3.2025.



Contents
1 Introduction

2 Background

2.1 Types of changes for creating plagiarised content . . . . . ... ... ...
2.2 Similarity measures used for detecting plagiarism . . . . ... .. ... ..
221 n-Gram Overlap . . . . . . .. .. .
2.2.2  Longest Common Subsequence . . . . .. ... ... ........
2.2.3 Edit Distance . . . . . . . ...
2.2.4  Greedy String Tiling . . . . . . .. .. ... oL
225 Winnowing . . . . . . . ..o
3 Approach

4 Implementation

4.1 Technologies Used . . . . . . .. .. . ... .
4.2 CustomJava . . . . . . ...

4.2.1 TokenProvider . . . . . .. .. ... .. ... ...
4.3 ResultBuilder . . . . . . . . ..
4.4 DiffViewer . . . . . . . .

5 Case Studies
5.1 Simple assignment . . . . .. ...

5.2 Advanced assignment . . . . ... ...
6 Conclusions

7 Literature

i

10

14
14
16
17
17
19

22
22
23

25

27



Abstract

Plagiarism in assignments of early software development courses is a common occurrence,
but hard to detect manually. To ensure fairness and the expected qualification of stu-
dents, early detection of plagiarism is necessary. In this project, a new tool based on
JPlag is proposed. JPlag is extended with a custom language and two similarity scores,
based on different tokenizations of the source code. Submissions are analyzed pair-wise,
resulting in individual values for both similarity scores. A separate threshold can be
specified for each score. Only submission pairs that exceed both thresholds are then
presented to the lecturers in a way that allows their easy manual review. This enables
lecturers to focus their attention on those pairs of submissions which are likely to be

plagiarized.

Kurzfassung

Plagiate sind keine Seltenheit in Einsteigerkursen fiir Software-Entwicklung. Ohne Tool-
unterstiitzung sind sie aber sehr schwer zu entdecken. Eine baldige Erkennung von
Plagiaten ist aber unumgénglich, um Fairness und einen guten Lernerfolg sicher zu
stellen. In dieser Arbeit wird ein neues Programm, auf Basis von JPlag, zum Finden von
verdichtigen Programmpaaren erstellt. JPlag wird um eine Sprache erweitert und auf
Basis dieser werden zwei Ahnlichkeitswertungen berechnet. Fiir diese Ahnlichkeitswerte
kénnen Grenzwerte fiir die Anzeige eingestellt werden. Paare von Abgaben, die eine
Ahnlichkeit iiber den Grenzwerten aufweisen, werden dem Benutzer angezeigt. Dem Be-
nutzer wird auch direkt die Moglichkeit geboten, die beiden Losungen miteinander zu
vergleichen. Dies erlaubt es den Benutzern, sich bei der Uberpriifung auf Abgabenpaare

zu konzentieren, die mit einer hohen Wahrscheinlichkeit Plagiate sind.

il



1 Introduction

Plagiarism is a serious problem among students of all subjects. Source Code Plagiarism,
defined as a student copying the source code of another student and submitting it as
their own, is widespread at universities [1]. Of even greater concern is the fact that the
overwhelming majority of students do not even see a serious problem in submitting work

done by someone else as their own |2].

The Institute for System Software at Johannes Kepler University (JKU) Linz offers
multiple programming courses, including courses that teach programming fundamentals.
These courses are often attended by hundreds of students, making manual plagiarism
checks nearly impossible. This is especially true as the grading of submissions is usually
distributed among multiple tutors, where every tutor only evaluates a subset of submis-
sions. Currently, no automated plagiarism detection tool is used. Therefore, plagiarism

is only detected by chance and very rarely so.

As undetected plagiarism in early assignments often leads to further plagiarism in
more advanced courses [3], it is especially important to detect and prevent plagiarism in
foundational courses. For this reason, this work aims to investigate and develop a tool
for automated plagiarism detection in "Software Development 1" assignments. This new
tool should be easy to use for the lecturers and should also provide them with a way to

easily verify the found plagiarism cases manually.

Section 2 investigates existing strategies for detecting plagiarism. Section 3 focuses
on the question why existing tools are not sufficient for the task at hand, and outlines
the idea of combining existing open source solutions into a new tool, which can be
used at the Institute for System Software. Section 4 forms the key chapter of this
thesis, describing in detail how existing solutions are combined and extended, in order
to develop a tool for plagiarism detection for foundational programming courses. The
successful application of the newly developed tool on previously submitted assignments is
demonstrated in Section 5. Section 6 summarizes the findings of this work and suggests

future improvements to the tool.



2 Background

A literature survey demonstrates that there are many plagiarism detection tools avail-
able. Although different challenges present themselves for plagiarism detection in natural
texts when compared to those for detection of plagiarism in source code, their overall
methodology is similar. When trying to determine plagiarism for text documents, the
source documents are usually processed using Natural Language Processing (NLP). NLP
allows the processing of natural language by computers. It usually consists of multiple
steps which extract tokens with an associated meaning from a text document. This
extraction of tokens needs to be handled differently when considering source code plagia-
rism. Programming languages define their own rules and introduce different constraints
compared to natural languages. After the tokens have been generated the same algo-
rithms for finding similarities may be applied [4]. Section 2.1 details how documents are
modified to generate plagiarism, and Section 2.2 gives an overview of some commonly

used methods for finding similarities.

2.1 Types of changes for creating plagiarised content

Whilst a simple copying of text or code is the most obvious form of plagiarism, it is
equally unacceptable for students to present slightly changed originals as their own work.
Therefore plagiarism detection focusing on natural language must be able to deal with
lexical, syntactic and semantic changes to the source text. Lexical changes include the
addition and removal of words or phrases, as well as the replacement of words and phrases
with other words or phrases that have similar meaning. Restructuring a sentence or
switching from active to passive and vice versa are examples of syntactic changes. The
most difficult changes to detect are semantic changes, which are a combination of the

two others, and leave only a conceptual similarity between two texts [5].

In the area of source code, Modiba et al. [6] have identified 10 types of changes, which

are applied to the original, to create plagiarism. Those techniques are:
1. No changes are made and the original source code is taken as is.

2. Format changes are applied to modify the appearance of the code, e.g. by adding

or removing spaces and line breaks.
3. Comments are added, modified or removed.

4. Renaming of identifiers, e. g. variable, constant or function names.



5. Scope changes are performed for variables; e. g. a local variable is moved to an

outer scope or vice versa.

6. Operations are exchanged. For example, another loop type is used or an if-condition

is inverted.
7. Reordering is applied to statements, where it does not affect functionality.

8. Refinements are performed, such as replacing a method call with the method body

or moving functionality from one class to another class.
9. Functionality, which is not needed, is added or removed.

10. Dead code is added to the source code. This might be unreachable code or code

that does not perform a relevant action.

Generally, it is assumed that higher-numbered changes require a better understanding of
the source code and what it does, and therefore mean a higher intellectual effort for the

person creating the plagiarized solution.

2.2 Similarity measures used for detecting plagiarism

For text-based plagiarism detection, the n-Gram overlap, as detailed in Section 2.2.1
below, and the Longest Common Subsequence (LCS), as explained in Section 2.2.2; are
the most common similarity measures [7]. Also, the Edit Distance, detailed in Section
2.2.3, has been reported as a useful similarity measure when used to detect plagiarism of

text documents.

Early attempts of plagiarism detection for source code focused on calculating software
metrics, and determined similarity based on these metrics instead of comparing the source
code itself. Unfortunately, these methods were not very effective [8]. Therefore, modern
methods focus on comparing the tokenized source code or a model of the source code
like the Abstract Syntax Tree (AST) [9]. When considering source code plagiarism,
the two main algorithms used are Greedy String Tiling, explained in Section 2.2.4, and

Winnowing, as detailed in Section 2.2.5 [4].

2.2.1 n-Gram Overlap

An n-gram is each subsequence of a certain length n contained within a sequence. For

example, the string abcdab can be split into three 4-grams: abcd, bcda and cdab. The



n-Gram overlap is the number of n-Grams which are present in both sequences. The
similarity between two sequences can then be measured as the number of n-Grams within

both sequences compared to the number of all n-Grams [10].

2.2.2 Longest Common Subsequence

The Longest Common Subsequence (LCS) is a well-known problem in computer science.
It aims at finding the longest subsequence within two sequences, where the order needs
to be the same but tokens might be ignored. For example, the two sequences abcdab and
bdcdbc have bedb as their LCS. Listing 1 shows the idea of the algorithm. The LCS is
initialized with 0 and for each found match the previously found LCS is incremented by

1. When there is no match, the maximal value of the previous LCS is taken [11].

int lcs(String X, String Y) {
int LCS[X.length + 1][Y.length + 1] = { 0 }

for(int x = 1; i <= X.length; x++)
for (int y = 1; j <= Y.length; y++) {

if (X[x - 1] == Y[y - 11)
LCS[x][yl = 1 + LCS[x - 1]1[y - 1]
else
LCS[x][y]l = MAX(LCS[x][y - 11, LCsS[x - 11[yID)

return LCS[X.length][Y.lengthl];

Listing 1: Algorithm solving the LCS problem.

The result of applying the algorithm to the two example sequences is shown in Table

1. The relevant path is shown in bold.

The LCS algorithm is implemented for the Unix sdiff utility, which is the underlying
functionality of YAP, an early plagiarism detection tool. Unfortunately, the LCS is not
robust against transpositions of source code [12]. An improved version has been proposed

by Campos et al. [13] which uses a fast branch-and-bound algorithm.

2.2.3 Edit Distance

The Edit Distance or Levenshtein Distance [14] tries to find the minimal number of

changes that are required to transform a sequence into another sequence. A change may
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Table 1: Result matrix after applying the LCS algorithm to the sequences abcdab and
bdcdbe. The length of the LCS can be found in the bottom right cell and the relevant
path is shown in bold.

either be deleting, inserting or replacing a token. If we take the sequence X abcdab and
the sequence Y bcadad for example, the edit distance to transform the first sequence into

the second will be as shown in Table 2.

X | alb|ec d|lal|b
Y blcla|d|a]|d

|Result | D [b|c|I|d|a|R]|

Table 2: Result of transforming abcdab into bcadad with D as deletion, I as insert and

R as replacement.

Listing 2 shows a bottom-up approach to calculate the Edit Distance. A matrix is
created to store the number of required edits for each step. At the start, the first row
and the first column of the matrix are initialized with the number of insertions and
deletions required to transform from or to an empty sequence. Each following step relies
on the previous calculations to determine the minimum edit distance up to this point,

and adds an additional operation if the tokens do not match [14].

int editDistance(String X, String Y) {
int ED[X.length + 1][Y.length + 1]

for(int x = 0; x <= X.length; x++)
ED[x][0] = x




for(int y = 0; y <= Y.length; y++)
ED[0][y] =y

for(int x = 1; x <= X.length; x++)
for(int y = 1; y <= Y.length; y++) {
if(X[x - 11 == Y[y - 11)

ED[x] [yl = ED[x-1][y-1]
else
ED[x][y]l = 1 + MIN(ED[x][y - 1],

ED[x - 1]1ly],
ED[x - 1]1[y - 11)

return ED[X.length][Y.length];
}

Listing 2: Algorithm solving the Edit Distance problem.

The result of applying the algorithm to the two sequences X and Y from the example
will create a result matrix as shown in Table 3. The path for the relevant edits is shown
in bold.

X a|b|lc|d|al|b
Y 0123|456

001|234 |5]|6
b 11|11 |2|3|4]|5
c 2222|112 |3]4
a 3|3]2[3[2]2|2]3
d 41(413[3[3|2]3]|3
a b|b|4]4(4]4|2]|3
e 6655|5433

Table 3: Filled matrix after applying the Edit Distance algorithm to the sequences abcdab
and bcadad. The final result is in the bottom right cell and the relevant path has been
marked in bold.

As is the case for the LCS, the Edit Distance algorithm is not resilient against position
changes within the source code, when used for plagiarism detection. Its main application
is in the field of text similarity. For example, Su et al. [15] and Masrat et al. [16] have

reported good results in identifying plagiarism using the Levenshtein distance.




2.2.4 Greedy String Tiling

Greedy String Tiling aims to find a maximal coverage of non-overlapping substrings in a
source string and a target string, so that a maximal number of tokens are covered. To
achieve this, the longest possible substring occurring in both strings is searched and then
marked as a tile, where a tile is defined as a one-to-one association of a substring within
the source and the target string. The tokens covered by the tile are marked as used
and will no longer be considered when searching for further tiles. These steps are then
repeated until no further tiles with a length longer than the minimal match length can

be found. This minimal match length can be one, but is usually larger than that [17].

As an example, we can use a string abcdabbccdda and a second string bdbccdabcedab.
The substring abcdab will be found as Tilel, resulting in T4lelbccdda and bdbccdTzlel
as input for the next step. The next step will then find bced as Tile2. Leaving d to be

found in the last step as Tile3. An outline of the algorithm is given in Listing 3.

Match[] GreedyStringTiling(String X, String Y) {
Match[] tiles = {}
do {
int maxmatch = MIN_MATCH_LENGTH
Match[] matches = {}
for (unmarked token X, in X)

for (unmarked token Y, in Y) {

len = O

while (Xgqien == Yytien && unmarked (Xgyien) && unmarked (Yyiien))
len++

if (len == maxmatch)

matches.add(new Match(x, y, len))
else if(len > maxmatch) {
matches = { new Match(x, y, len) }

maxmatch = len

}
for (match in matches) {
for(i = 0; i < maxmatch; i++)
mark (Xe4i, Yyii)
tiles.add (match)
}
} while (maxMatch > MIN_MATCH_LENGTH)

return tiles

Listing 3: Greedy String Tiling.




The Running-Karp-Rabin Greedy String Tiling is an improved version of Greedy String
Tiling. The Karp-Rabin algorithm is based on the notion that the hash value of a subse-
quence of length s, starting at ¢, can be easily calculated by using the hash value of the
subsequence starting at t-1 with the same length s and a simple recurrence relation. The
Running-Karp-Rabin Greedy String Tiling calculates these hash values for subsequence
of a certain length and uses these hash values to find tiles. Only when a match of hash
values is found, is the subsequence compared directly. This usage of hash values for
the initial search of tiles greatly improves the practical runtime of the algorithm. Good
results were achieved by using an initial tile length of 20, instead of the actual sequence
lengths for the initial search [17].

Greedy String Tiling is inherently robust against position changes and is widely used in
plagiarism detection software for source code. For instance, JPlag [18] uses Greedy String
Tiling for similarity detection and YAP3 [12] utilizes the Running-Karp-Rabin Greedy
String Tiling. Juricic [19] has reported Greedy String Tiling to find better results when

compared to other similarity measures such as the Edit Distance.

2.2.5 Winnowing

Winnowing is an algorithm that aims to calculate fingerprints for documents. To achieve
this, a string is split into n-grams. For each of these n-grams a hash value is calculated
and the algorithm selects a subset of these hash values as fingerprints. For the selection
of the hash values a sliding window of length w is moved over the calculated hash values
and the minimum hash value within the window is selected as fingerprint if it has not
been selected already. If the minimum hash appears more than once, the rightmost value
is used. The position is also stored for the fingerprint. These fingerprints can then be

used to determine the similarity between two documents [20].

For example, if this method is applied to abcbabcacbb it will result in $-grams as

shown in Table 4 with imaginary hash values. If we now take a window of size 4 the

Position | 0 1 2 3 4 5 6 7
3-gram | abc | becb | cba | abc | bea | cac | acb | cbb
Hash 16 | 27 | 32 | 16 | 21 | 18 | 04 | 23

Table 4: Calculated hash values for abcbabcacbb.

first window will be (16, 27, 32, 16) where [16, 3] will be selected as fingerprint. Moving



along to the next window (27, 32, 16, 21), the same fingerprint will be found, and again
at the next window starting at position 2 (32, 16, 21, 18). The following window (16,
21, 18, 04) will then contain a new minimum resulting in [04, 6] being added to the list
of fingerprints. The minimum fingerprint within the last window (21, 18, 04, 23) is then

again already contained.

Listing 4 shows an efficient implementation of Winnowing as used by Measure of Soft-
ware Similarity (MOSS). MOSS is a web service which accepts a batch of documents for
which fingerprints are calculated. Those fingerprints are stored as an index together with
a reference to the corresponding documents and positions. All matching fingerprints are
then retrieved for each document, and if a document has a specified number of matches

with another document it is reported back to the user [20].

int winnow (int wSize) {
int hash[wSize]
for(int i = 0; i < wSize; i++)

hashes[i] = next_hash()

int rightEnd = wSize -1

int minPos = 0

while (moreHashesExist) {
rightEnd = (rightEnd + 1) % wSize
hash[r] = next_hash ()

if (min == rightEnd) {
minPos = getRightmostMin (hashes, rightEnd)
record (hash[minPos], globalPositionOf (hash[minPos]))
}
else
if (hashes [rightEnd] <= hashes[minPos]) {
minPos = rightEnd;
record (hash[minPos], globalPositionOf (hash[minPos]))

Listing 4: Winnowing.

Winnowing is inherently capable of handling reordering or changes of scope when con-

sidering software plagiarism.




3 Approach

Various source code similarity measurement tools are used to detect plagiarism. Accord-
ing to Novak et al. [21], JPlag [18] and MOSS [20] are among the most commonly used.
Various studies on the effectiveness of these two tools have been published, and their
results have been repeatedly used as benchmarks for newly proposed tools [22]. There-
fore, it is only logical to reuse an existing implementation for plagiarism detection at the

JKU, instead of writing a new tool from scratch.

In order to identify similarities in Software Development 1 assignments at the JKU, a

number of requirements were identified:

1. The tool needs to handle submissions written in Java, as this is the programming

language used in Software Development 1.

2. Due to General Data Protection Regulation (GDPR), the tool needs to run locally

and may not share or upload any data.

3. It should be possible to use the submissions as provided by Moodle, the eLearning

Solution used at JKU to manage Software Development 1 submissions.

4. The tool must be able to ignore or exclude source code provided by the lecturers

when determining similarities.

5. Students are provided with custom In and Out classes during the course. These
classes need to be used when reading and writing data for an assignment. Submis-
sions using Java standard libraries for reading and writing data should be reported

by the tool, as these are considered to be done by someone not attending the course.

6. The tool should allow the user to easily review the found similarities, as the lecturers

need to decide if the found similarity is an occurrence of plagiarism or not.

7. It should be possible to export the found similarities for future reference.

Both aforementioned tools support Java, can deal with multiple assignments at once
and provide the possibility to deal with base code, which should be excluded for similarity
calculations. Unfortunately, MOSS as described in Section 2.2.5 is only available as a web
service and therefore cannot fulfill requirement 2. JPlag on the other hand is available
as an open source repository [23] as well as a component on the Central Repository [24].

This is a huge benefit as it allows the integration of JPlag into a custom tool to extend the

10



default functionality, for instance by detection of System.in and System.out package

usages, as called for by requirement 5.

Figure 1 shows the overall idea of utilizing JPlag for the proposed tool. In step 1,
the archived submissions, as downloaded from Moodle, are extracted, and provided as
one folder per submission for the next step. This is necessary as JPlag can compare
an arbitrary number of submissions, as long as they are provided as one folder per
submission. Additionally, base code, if provided, is also transformed into the format
and structure required by JPlag during the first step. Then JPlag is invoked for the
similarity detection. To calculate similarities, JPlag first parses all submissions and
tokenizes them, using the specified language, in our case Java. The similarity scores
of the tokenized submissions are then calculated using Greedy String Tiling as detailed
in Section 2.2.4. After that, in step 4, the results provided by JPlag are extended by
submissions not using the provided classes for in- and output. The combined results are

then presented to the user in step 5.

Figure 1: Steps for finding similarities.

Unfortunately, early experiments with the Java implementation of JPlag have shown
many instances of high similarities for submissions which are not actually plagiarized.
This is due to the fact that JPlag converts each program into a limited set of tokens,
and only compares the structure of the program. Listing 5 shows a very basic program
and Listing 6 shows how it is converted into tokens by JPlag. For the early assignments
of Software Development 1 this is not ideal, as there usually are very little structural
deviations and the solutions are rather small. The tasks for the assignments are also very
precisely defined, which leads to solutions with only minimal differences in namings and
string literals. This issue with detecting plagiarism in very small and simple assignments

has also been observed by Menai [25].

11



package org.example; J_PACKAGE
class Main { J_CLASS_BEGIN
static void main(String[] args) { J_METHOD_BEGIN J_VARDEF
for (int i = 0; i < 4; i++) { J_LOOP_BEGIN J_VARDEF J_ASSIGN
if(i % 2 == 0) J_IF_BEGIN
print ("Hello\n"); J_APPLY J_IF_END
else J_IF_BEGIN
println("Good Bye"); J_APPLY J_IF_END
} J_LOOP_END
} J_METHOD_END
} J_CLASS_END FILE_END
Listing 5: Simple program. Listing 6: Tokens.

JPlag supports various languages for tokenization, including the natural language. As
the structural comparison of the Java language was not leading to useful results, experi-
ments using the natural language instead were conducted. The natural language parsing
in JPlag utilizes the Stanford Core NLP [26] and considers each word as a token. This ap-
proach has drastically reduced the number of false positives for very simple assignments.
However, it is, of course, not as resilient against variable renaming or other obfuscations
as the Java approach. This is especially relevant, as identifier renaming, beside format
changes, has been identified as one of the most frequently used obfuscation when creating

plagiarized code.

In addition to a large number of built-in languages, JPlag also allows to add support
for custom languages. To mitigate the observed limitations of the tested languages as
provided by JPlag, we decided to implement a custom Java language for the similarity
tool proposed in this work. This language should be able to deal with identifier renaming
and similar changes, but keep other differences between submissions which are lost by
using the built-in Java language. In order to achieve this, the existing tokenization of
the Copy Paste Detector (CPD), which is part of PMD, was utilized.

Furthermore, it has been observed during the experimentation phase, that there is a
significant difference between the quality of the similarity results when used with as-
signments of different levels of complexity. Early and very simple assignments rely on
identifier namings and differences in output texts to be discernible. More advanced as-
signments, on the other hand, produce better results when the names of identifiers are

ignored for similarity calculation. Therefore, the tool calculates two similarity measures,

12



one with all tokens as they are, and one with all identifier tokens handled as being the
same. If we take for example the line int sum = a + b; it will be tokenized twice, as

shown in Table 5. Additionally, the user may define thresholds for both measures and

Tokens with Identifiers int |sum | = | a |+ | b

Tokens ignoring Identifiers | int | ID | = | ID | + | ID

Table 5: Result of tokenizing int sum = a + b; with identifiers and with ignored iden-

tifiers.

the tool only presents submissions which are above this threshold. By setting one of the

thresholds to 0, the user can ignore that similarity measure and focus on the other one.

This leads to the overall idea behind the tool as shown in Figure 2, where steps 2 and
3 are performed individually for both calculated similarity scores and a custom language

is used for tokenization.

Custom Language

2. tokenize > 3. detect similarities

4. prepare result }—D{ 5. present result ]

2. tokenize > 3. detect similarities

Figure 2: Extended steps for finding similarities.
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4 Implementation

The SimilarityDetector is the main entry point of the application. It acts as an orches-
trator for the steps necessary to find similarities between submissions. For the preparation
step, the FileExtractor is invoked. The FileExtractor iterates over all archive files
contained in a specified submission directory and extracts each into its own directory.
Afterwards the JPlagInvoker is called twice. It invokes the similarity calculation of
JPlag with the custom language CustomJava, once configured to ignore identifiers, and
once configured to keep identifiers as they are. Details about how the custom language is
implemented are discussed in Section 4.2. The results provided by JPlag are then consol-
idated and extended by the ResultBuilder which is explained in Section 4.3. When the
final result has been prepared, the ResultViewer is utilized to present the result to the
user. The ResultViewer filters all the results provided by the ResultBuilder to exclude
submission pairs with similarity scores which do not exceed the configured thresholds and
displays each remaining entry to the user. Additionally, all submissions which have been
found to be suspicious, because they use the wrong packages, are shown. For each entry,
the user has the option to review the associated source code. This is done by invoking the
DiffViewer which is explained in Section 4.4. Furthermore, the ResultViewer performs
an export of the displayed result via the ResultExporter if requested by the user. The
ResultExporter writes the displayed result to a csv file for later reference. The main
components are shown in Figure 3. Section 4.1 gives a short overview of the technologies

used during implementation.

4.1 Technologies Used

The Simple Logging Facade for Java (SLF4J) has been used to abstract away logging
throughout the implementation of the similarity detection tool. SLF4J allows the end

user to plug in a logging framework of choice at deployment time. [27]
Gradle Build Tool (Gradle) has been used as build tool for the project. It is an open
source build automation tool for building, testing and deployment of software projects

of various sizes. [28|

Github has been used as version control system for the project. It uses Git as a

distributed version control system for managing source code. [29]
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org.similarity.ui org.similarity.worker
«component»{l invokes N «companen(»{l
Similarity Detector FileExtractor
org.similarity.JPlag net.sourceforge.pmd.cpd
N «component»i| uses «component»i| uses «component»il
JPlaginvoker CustomJava TokenProvider
uses

«component»{l uses «component»g|

ResultBuilder BaseCodeHandler

A

«component»{l invokes «component»{l
ResultViewer i DiffViewer

«component»{l

ResultExporter

Figure 3: The main components of the similarity detection tool.

The Central Repository has been used as package source for external components. It
is a huge collection of open source components, and allows easy integration into various

tool chains, including Gradle. [24]

The Copy Paste Detector (CPD) for Java has been used for implementing the custom
language. It is part of PMD, an open source tool for static code analysis, and utilizes
the AST to parse Java source code files into tokens. This tokenization has been used for

the custom language parsing implemented for this tool. [30]

JPlag is an open source tool for comparing programs pairwise and finding similarities.
It supports a wide range of programming and modeling languages. Its Java API has been

utilized for calculating similarity measures. [23]

Java Swing is a graphical user interface (GUI) toolkit and part of the Java Foundation
Classes (JFC). It provides a comprehensive set of customizable UI components and allows
building platform-independent user interfaces. These components were used to build the
GUI for the similarity tool. [31]

Visual Studio Code (VS Code) is a development environment by Microsoft. In this

project it has been used to provide a diff view between files, which is a built-in function-
ality of VS Code. [32]
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4.2 CustomJava

When creating a new language for JPlag, there are two extension points. The abstract
class Language and the interface TokenType need to be implemented. Figure 4 shows the

resulting class structure. For the suffixes() method, the file extensions supported for

[ 1]

de.jplag

Language

<<Interface>>

+ suffixes(): String[] TokenType

+ getName(): String

+ getldentifier(): String

+ minimum TokenMatch(): int
+ parse(Set<File>, boolean): List<Token> /\

AN s

+ getDescription(): String

[ 1]

org.similarity.jplag '

CustomJava CustomTokenType

- anonymizeldentifiers: boolean

Figure 4: Classes required for implementing a custom language for JPlag.

parsing are returned. The method getName () returns the name of the language and ge-
tIdentifier() the identifier of the language. minimumTokenMatch () specifies the default
for the minimum token match length when calculating the similarity measures via Greedy
String Tiling for this language. The actual work happens within the parse(Set<File>
files, boolean normalize) method, as it performs the tokenization for all files that
are part of a submission. To achieve this, the parse method implemented by the Custom-
Java language iterates over the files of a submission and performs a custom tokenization
of each file via the TokenProvider. This will be explained further in Section 4.2.1. The
custom tokens generated by the TokenProvider are then converted into Token instances
with a CustomTokenType as required by JPlag. For the CustomTokenType created, it is
important to return the same hash value for the same types of token as these are used
to calculate the similarity by JPlag. The definition of the CustomTokenType is shown in
Listing 7.

record CustomTokenType(String description) implements TokenType { ... }

Listing 7: Definition of the CustomTokenType.
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4.2.1 TokenProvider

The TokenProvider is the interface between the tokenization implementation of CPD
and the CustomLanguage. It calls the CpdLexer.tokenize method as provided by PMD
and converts the tokens provided by CPD into an internal representation, the Token-
Result. CPD provides various options for parsing Java files, including the option to
anonymize identifiers. This option is utilized when calculating the two different similar-
ity measures for the tool. The generateToken method handles the conversion of a file
into a TextDocument as well as instantiating and configuring the JavaLanguageModule,
as required for tokenization by the CpdLexer. It is important that the TokenProvider
is located in the net.sourceforge.pmd.cpd package, as some of the classes required for

tokenization are only available for internal usage.

4.3 ResultBuilder

The ResultBuilder takes an arbitrary number of results from JPlag and consolidates
those results into one list of SimilarityResult. For each pair of submissions there
is one SimilarityResult within the final list. The classes representing the result are

illustrated in Figure 5. A SimilarityResult always contains two Submission and as

SimilarityResult —
Submission

- submission1: Submission s
- submission2: Submission - name: String

- similarities: HashMap<String, double> * ) - files: File[]
P 9 consists of 2~ | suspiciousMarker: boolean

+ getFirstSubmission(): Submission .
+ getSecondSubmission(): Submission + getName(): String

+ setSimilarity(String, double) + getFiles(): File[]

+ getSimilarity(String): double + hasSuspiciousMarker: boolean

Figure 5: The classes used as result by the similarity tool.

many similarity scores as there are different JPlag results. In the current implementation,
JPlag is always invoked twice. These two runs and their corresponding results are always
identified by the constants WITH_IDENTIFIERS and ANONYMOUS_IDENTIFIERS. The usage
of a HashMap<String,double> and defined keys for the similarity results guarantees that
the tool can be easily extended with further similarity results if necessary. A Submission
is identified by its name and contains all files which are part of it. If base code has been
provided, files which have not been modified for the submission and match the base code

exactly are excluded from the Submission. A Submission has the suspiciosMarker
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set to true if it uses the System.in or System.out packages. This can also easily be

extended if further requirements arise at a later point.

If we consider an example of three submissions s1, s2 and s3 the consolidated result
will consist of three instances of SimilarityResult. One for the pair (s1, s2), one for
the pair (s, s3) and another one for the pair (s2, s3). The similarities for one of

these SimilarityResult instances could then be as shown in Table 6.

Key Value
WITH_IDENTIFIERS 82.3
ANONYMOUS_IDENTIFIERS 87.6

Table 6: Sample values for the similarities of a SimilarityResult.

The results provided by the JPlagInvoker are passed to the ResultBuilder as a
HashMap<String, JPlagComparison[]>. For each of the entries in the result, the array
of JPlagComparison is iterated. This array contains an entry for each pair of submis-
sions. When a new submission is encountered, a new Submission is created and added
to the HashMap<String, Submission> which is maintained by the ResultBuilder and
contains a representation for each submission. Then it is checked if a SimilarityRe-
sult for the current Submission pair is already available. If the result is available, the
similarity score is added to the similarities, otherwise a new SimilarityResult, con-
taining the corresponding submissions from the submission set, is created. Each created
SimilarityResult is maintained within a Hashset<String, Hashset<String, Simi-
larityResult» and is added twice. Once with the name of the first submission as key
for the outer HashSet and the name of the second submission as key for the inner Hash-
Set, and once the other way round. This means if the HashSet is named similarities
and we have two submissions sI and s2 the SimilarityResult containing these two
submissions can be accessed by similarities[s1.Name] [s2.Name] as well as similar-
ities[s2.Name] [s1.Name]. The outline of the consolidation done by the ResultBuilder

can also be seen in Listing 8.

class ResultBuilder extends SwingWorker<SimilarityResult[], String>{
HashMap<String, JPlagComparison[]> jPlagResults;
HashSet <Submission> submissions;

HashSet<String, HashSet<String, SimilarityResult> similarities;
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SimilarityResult [] doInBackground() {
for (String resultId : jPlagResults.keySet()) {
var comparisons = jPlagResults.get(resultId);
for (JPlagComparison comparison : comparisons) {

addComparisonResult (resultId, comparison);

}

return result;

void addComparisonResult(String resultId, JPlagComparison c) {
Submission s1 = getOrAddSubmission(c.firstSubmission());

Submission s2 = getOrAddSubmission(c.secondSubmission());

SimilarityResult result = getOrAddSimilarity(sl, s2);

result.setSimilarity(resultId, c.similarity());

Listing 8: Outline of the ResultBuilder.

4.4 DiffViewer

For each SimilarityResult shown by the ResultViewer, the files may need to be re-
viewed by the user. To this end, the user may trigger the DiffViewer. The DiffViewer
takes two sets of files and opens each matching pair of files in the diff view of VSCode.
To find matching pairs, all files having the same name, with ignored casing, are matched
as a first step. This is especially important as class names are usually defined for the as-
signment and most students name their files accordingly. Therefore, matching the name
handles a huge amount of cases from the outset. Should there be files where the names
do not match, the files closest in size are picked as matches. If the number of files differs,
left-over files are opened on their own, without providing a diff view. The logic of the
DiffViewer can be seen in Listing 9. The targetFiles are always the files with more
entries if the number of files is not the same. Once a file has been matched to another
file it is no longer available for following matching attempts. The second for-loop is rele-
vant, as only entries within the targetFiles which have not been matched by name are

available for matching by size.

class DiffViewer {

void view() {
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var matches = getFileMatches(sourceFiles, targetFiles);
for (Pair<File, File> match : matches)
openVSCode (match);

for (File file : targetFiles) {
if (file == null)
continue;
openVSCode (file);

List<Pair<File, File>> getFileMatches(File[] sourceFiles,
File[] targetFiles) {

List<Pair<File, File>> result = new ArraylList<>();
for (int i = 0; i < sourceFiles.length; i++) {
var toMatch = sourceFiles[il];

var targetIndex = getNameMatchIndex (toMatch, targetFiles, 1i);
if (targetIndex >= 0) {
result.add (new Pair<>(toMatch, targetFiles[targetIndex]));

sourceFiles[i] = null;
targetFiles [targetIndex] = null;
}
}
for (int i = 0; i < sourceFiles.length; i++) {
File toMatch = sourceFiles[i];
if (toMatch == null)
continue;
var targetIndex = getBestSizeMatchIndex(toMatch, targetFiles);
if (targetIndex >= 0) {
result.add(new Pair<>(toMatch, targetFiles[targetIndex]));
sourceFiles[i] = null;
targetFiles [targetIndex] = null;
}
}

return result;

Listing 9: Outline of the ResultBuilder.

If we take, for example, two sets of files |filel (2), file2(1), file3(3)| and [Filel(4), f2(1),
13(2), f4(3)], with the size of the file indicated by the number in parantheses, the code

20



shown in Listing 9 will produce matches as denoted in Table 7. f3 represents a left-over

file which is opened on its own.

filel | Filel
file2 2
file3 f4

Table 7: Result of matching the two set of files from the example.
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5 Case Studies

For conducting experiments, a dataset of past submissions was provided by the Institute
of System Software. This dataset consists of all submissions for the twelve assignments
as given in the Software Development 1 course from a previous year. To be GDPR
compliant, the whole dataset was anonymized to ensure that submissions from the dataset
cannot be traced back to actual students. All names used in the results tables below are
therefore randomly allocated pseudonyms. Overall there were eleven assignements with a
total number of 2392 anonymized student submissions available for testing the similarity
tool. Section 5.1 outlines the results of applying the similarity detection tool on an basic
assignment from early-on in the course. The results of performing a similarity detection

on one of the more advanced assignments are provided in Section 5.2.

For each of the two experiments, the results of two runs of the tool were combined.
The first run was conducted by setting the threshold for WITH_IDENTIFIERS to 0.75 and
no threshold for ANONYMOUS_IDENTIFIERS. The second run used a threshold of 0.85 for
ANONYMOUS_IDENTIFIERS and no threshold for WITH_IDENTIFIERS. These thresholds have
been found to produce good results during experimentation. To verify the results of the
tool, each reported similarity was reviewed manually. Each reviewed pair of submissions
was either labelled with YES, NO or LIKELY. YES was chosen when there was a clear
indication of plagiarism, and NO when the similarities were due to the specification
instead of a real case of plagiarism. The third category, LIKELY, denotes cases where
the author considers the similarities to be a case of plagiarism, but no clear proof could
be found.

5.1 Simple assignment

An early assignment from the dataset was taken for this experiment. This assignment
consisted of four small tasks to be completed by the student. The outcome of the as-
signment was one small file per task. There were 243 submissions available for this
assignment. Of these thirty-five have been categorized as suspicious because they use
the standard Java packages for reading and writing data. The similarity results, which

have been found by the tool during either one of the two runs, are shown in Table 8.
Lines 7 and 8 report the same similarity scores for both cases which means identifiers

have been named exactly the same in both solutions. As can be seen when having a

closer look at lines 1, 4 and 5, very similar submissions are usually reported again if
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Student 1 Student 2 with anonymous is
Pseudonym Pseudonym Identifiers | Identifiers | plagiarized
1 | June Coffey Michael Graham 0.9518 0.9975 YES
2 | Kalel Phan Winter Phan 0.8537 0.9745 LIKELY
3 | Finnley Peterson Kayleigh Gonzalez 0.8635 0.9744 LIKELY
4 | Elliana Pratt June Coffey 0.8135 0.9683 LIKELY
5 | Elliana Pratt Michael Graham 0.8109 0.9683 LIKELY
6 | Allen Garner Nadiabella Rivas 0.8181 0.9309 YES
7 | Natalie Little Judahn Frank 0.8906 0.8906 YES
8 | Kace Copeland Julius McKenzie 0.8727 0.8727 YES
9 | Stella Bowman Angelina Lugo 0.6394 0.9243 NO
10 | Noa Charles Micah Cooper 0.7324 0.9073 NO
11 | Noa Charles Audrey Jimenez 0.6768 0.8839 NO
12 | Audrey Jimenez Micah Cooper 0.6583 0.8752 NO
18 | Flora Chandler Messiah Novak 0.7274 0.8641 NO
14 | Finnley Peterson Abel El Huber 0.7409 0.8591 NO
15 | Maia Rodgers Ermias Graves 0.5418 0.8582 NO
16 | Armando Huang Bo Glenn 0.4964 0.8508 NO
17 | Alessandra Fitzpatrick | Rebecca Crane 0.7510 0.8217 NO
18 | Laurel Whitehead Treasure Morgan 0.7696 0.8006 NO

Table 8: Results for detecting similarities for a simple assignment.

another related solution is found. The same can be observed when looking at lines 10 to

12.

If we combine both thresholds together, the result will only consist of the first 8 results.

The similarity score which would cause the elimination of the result line from the overall

result when applying both thresholds has been marked in italics. This indicates that

the combination of the two scores is a feasible approach to reduce the number of false

positives.

5.2 Advanced assignment

For the second experiment, a later assignment from the given set was chosen. This as-

signment consists of three tasks which are more complex than the ones from the previous

example. Especially the third task is expected to produce multiple classes and interfaces,
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Student 1 Student 2 with anonymous is
Pseudonym Pseudonym Identifiers | Identifiers | plagiarized
1 | Sullivan Church Amy Douglas 0.9390 0.9599 YES
2 | Alessandra Fitzpatrick | Rebecca Cran 0.8129 0.9286 LIKELY
3 | Aileen Baldwin Aubriella Livingston 0.7888 0.9051 LIKELY
4 | Matthias Bernal Francisco Parrish 0.8561 0.9044 YES
5 | Crosby Woodard June Morriso 0.7846 0.8665 LIKELY
6 | Joseph O’Connor Laurel Jordan 0.5966 0.8793 NO
7 | Audrey Jimenez Noa Charles 0.7403 0.8552 NO
8 | Dion McDonald Anaya Paul 0.7892 0.8457 LIKELY
9 | June Marsh Treasure Morgan 0.7796 0.8248 NO
10 | Crosby Woodard Sierra Reeves 0.7662 0.8210 LIKELY

Table 9: Results for detecting similarities for a complex assignment.

and therefore several files. Out of a total of 200 submissions for this assignment, 31 have

been marked as containing suspicious package usages. The similarity results which were

above one of the two thresholds specified above, are as shown in Table 9.

If we again combine the thresholds from the two runs, only the first five lines are
left over. While this also excludes two of the results marked as 'LIKELY’ cases of pla-

giarism, no false positives are reported.

It is of note that the similarity scores with

ANONYMOUS_IDENTIFIERS are generally higher than those WITH_IDENTIFIERS. This is as
expected, because the variant ANONYMOUS_IDENTIFIERS is a more generalized represen-

tation of the source code. This can also be observed in the previous sample.
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6 Conclusions

The goal of this thesis was to provide a tool for plagiarism detection for early software
development courses at JKU. This has been achieved by combining existing open source
solutions into a new product. JPlag has been extended by a custom language which
allows different variants of tokenizing the source files. The idea of performing multiple
runs for the similarity calculation and combining the results, has shown to be an effective
way of reducing false positive findings. This is indicated by the results as shown in Section
5.

The proposed tool is easy to use and easily extensible. Future work may add another
similarity measure for better filtering or provide more options regarding the parsing of
the Java files into tokens. Another improvement might include to monitor results over

time, and finding students which are repeatedly reported.

It has been reported that the new tool has already been used by a JKU lecturer
for student submissions in the Software Development 1 course in the current semester
where it has helped to identify actual cases of plagiarism. The new tool can therefore be
considered a useful addition to the manual review of student work and it is hoped that

it will benefit lecturers and students in years to come.
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