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Abstract

When teaching the fundamentals of compilers, a simple programming language and a straight-
forward single-pass compiler are often used to illustrate core concepts. However, such basic
compilers typically omit optimization passes. Consequently, their effects on relatively small
languages have not been well studied. This thesis evaluated whether classic optimization passes
yield measurable benefits for the small teaching language MicroJava. The standard single-pass
MicroJava compiler was refactored into a multi-pass compiler with abstract syntax tree interme-
diate representation and was augmented with two visitor-based optimization passes (constant
folding and dead-code elimination) that were applied before bytecode emission. Using repeated
runs, the run time, compilation time, and code size were measured for three MicroJava pro-
grams. The observable effects depend strongly on the availability of constant subexpressions
and removable dead code. Under typical, real-world conditions, the passes yield single-digit
run time improvements, introduce a moderate increase in compilation time, and produce small,
single-digit reductions in bytecode size. When optimization opportunities are abundant, the
effects are more substantial. Overall, the results show that compiler optimizations can yield

benefits even for a small teaching language such as MicroJava.



Kurzfassung

Beim Unterrichten von Compiler-Grundlagen werden héufig eine einfache Programmiersprache
und ein unkomplizierter Single-Pass-Compiler verwendet, um Kernkonzepte zu veranschaulichen.
Solche einfachen Compiler verzichten jedoch typischerweise auf Optimierungsdurchlaufe. Fol-
glich wurden die Auswirkungen solcher Optimierungen auf relativ kleine Sprachen bislang
kaum untersucht. Diese Arbeit untersucht, ob klassische Optimierungsdurchlaufe messbare
Vorteile fiir die Lehrsprache MicroJava bringen konnen. Der standardméaflige Single-Pass-
Compiler von MicroJava wurde hierfiir zu einem Multi-Pass-Compiler mit einer abstrakter
Syntaxbaum-Zwischendarstellung umgebaut und um zwei Visitor-basierte Optimierungsdurch-
laufe (Constant Folding und Dead Code Elimination) erweitert. Diese wurden vor der Bytecode-
Erstellung angewendet. Mithilfe wiederholter Messlaufe wurden fiir drei MicroJava-Programme
die Laufzeit, die Kompilationszeit und die Codegrofie erhoben. Die beobachtbaren Effekte
hangen stark von der Verfiigharkeit konstanter Teilausdriicke und entfernbarem, unerreich-
barem Code ab. Unter typischen, realen Bedingungen fithren die Optimierungen zu einstelligen
Laufzeitverbesserungen, einer leichten Erhohung der Kompilationszeit und geringfiigigen, ein-
stelligen Reduzierungen der Codegrofie. Bei zahlreichen Optimierungsmoglichkeiten sind die
Effekte deutlicher. Insgesamt zeigen die Ergebnisse, dass Compiler-Optimierungen selbst fiir

eine kleine Lehrsprache wie MicroJava Vorteile bringen konnen.
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1 Introduction

As part of the JKU Compiler Construction [1, 2] course, students implement a simple single-
pass compiler for the teaching language MicroJava. Since optimizations are outside the course
scope, their impact on a language of this size remains largely unexplored. This thesis inves-
tigates whether classic compiler optimizations yield measurable improvements for MicroJava

programs.

To study this question, the compiler was adapted to a multi-pass architecture with an ab-
stract syntax tree intermediate representation and equipped with two visitor-based optimiza-
tion passes applied before bytecode emission: constant folding (CF) [3, 4], which evaluates
constant subexpressions and applies guarded algebraic simplifications, and dead code elimina-
tion (DCE) [5, 6], which removes unreachable statements and collapses branches/loops with

constant conditions. Both passes preserve evaluation order and MicroJava semantics.

To quantify the impact of optimizations, three MicroJava programs are compiled with optimiza-
tions enabled (CF then DCE) and without. Three metrics are reported: run time, compilation

time, and code size (bytes and instruction count).

This thesis is organized as follows. Chapter 2 introduces MicroJava with its features and limita-
tions. Chapter 3 covers background concepts including ASTs and the employed optimizations.
Chapter 4 details the compiler architecture, AST design, visitor-based traversal, and optimiza-
tion implementations. Chapter 5 describes the evaluation setup, measurement methodology

and the results. Finally, chapter 6 gives a conclusion and discusses future work.
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2 MicroJava

This section provides a brief overview of MicroJava (MJ), the language for which the compiler

is designed.

2.1 Overview

MicroJava is a lightweight, Java-inspired programming language specifically designed for teach-
ing [1, 2]. It abstracts core programming concepts into a small set of features. Its syntax is
specified by an EBNF grammar, and semantic correctness is ensured by various context condi-
tions. Both the grammar (Appendix 0.1) and the context condition rules (Appendix 0.2) are
included in the appendix.

Key characteristics of MJ:

o A MicroJava program consists of a program construct with static data and static methods.
o MJ programs are restricted to a single source file.

o Start of execution is the method main().

« Only int- and char-constants (no string)

+ Global variables (in the main program) are static.

 Value types: int, char (ASCII)

o Reference types:
— One-dimensional arrays
— Classes with fields (no methods)

o No garbage-collection

e Default procedures
— ord(ch): converts the char value ch into an int value
— chr(i): converts the int expression i into a char value

— len(a): returns the number of elements of the array a
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program SampleProgram
final int N = 100;
final int ON = 0;
final int A = 2;
final int B 2;

class Box { int v; }
{

int mulAdd(Box b, int k)
int t;

{
t =b.v « (A+ B);
if (ON == 1) return -1;
return t + k;

}

void main ()
Box x;
int i;

X = new Box;
5;

x
<
Il

while (ON =

i +=1;

18&% i <N) {

}

if (2 «A) > (N+ 10))
print(-1);

else
print (mulAdd(x, 1));

Listing 1: Sample MicoJava program

2.2 MicroJava Virtual Machine

Like Java, MicroJava also runs on a virtual machine (VM) and is even heavily inspired by
the architecture of the real Java Virtual Machine (JVM) [7], but uses fewer and simplified

instructions [1, 2].
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2.2.1 Memory Layout

MicroJava uses a stack machine and has therefore no processor register. Its storage can be

divided into the following memory segments (Figure 1) [1, 2]:

pc — esp —>
ra
free — fp — dl EStack
Sp—* (word array)
code data heap MStack
(byte array) (word array) (word array) (word array)

Figure 1: Memory sections of MJVM [2]

o Code: Bytecode of the methods with pc as the position of the current instruction
« Data: Static and global data

o Heap: For dynamically created objects

o MStack: Frames of the called methods

» EStack: Operands for machine instructions (empty after every instruction)

2.2.2 MicroJava file

The actual program code is written in a file with the ending .mj. The compiler compiles this

into a .obj-file, which is structured like the following [1, 2J:

2 bytes: "MJ"
4 bytes: code size (in bytes)

4 bytes: number of global variables
4 bytes: the address of main()
n bytes: the program as byte code
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3 Background

Before delving into the technical implementation of the compiler, it is essential to understand
the basics of its design and functionality. This section provides an overview of the abstract

syntax tree (AST) and the optimization techniques used.

3.1 Abstract Syntax Tree

An Abstract Syntax Tree (AST) is a tree-structured representation of a program that captures
the essential syntactic structure while omitting surface details such as parentheses, semicolons
and commas [8, 9]. Unlike a parse (concrete syntax) tree that reflects every token and grammar
production, an AST omits grammar-specific scaffolding and retains only nodes for language
constructs (for example, expressions, statements, and declarations).

In a compiler, the AST is typically constructed during the parsing phase and serves as an
intermediate representation for later stages, which may include semantic analysis, optimization,

and code generation.

Here is an example how the AST would look like for the sentence "a + b * ¢":

Figure 2: Example of an Abstract Syntax Tree [9]

3.2 Optimizations

Compiler optimizations aim to improve the quality of the code while preserving the program’s
observable behavior [5]. They can enhance performance, reduce resource consumption, and

eliminate redundancies.
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The compiler described in this thesis uses two optimization techniques: constant folding and

dead code elimination. The following subsection explains their basic principles.

3.2.1 Constant Folding

Constant folding is a compile-time optimization that replaces constant subexpressions with
their literal results (a literal is a value written directly in the program code, e.g., 5, ’c’) [3, 4].
To perform constant folding, the compiler scans the program’s intermediate representation,
identifies operations with constant operands, evaluates them according to the language’s rules,

then substitutes the original expressions with the computed values.

To illustrate, consider the expression a + 4 - 3. It contains two subexpressions S; = 4 - 3 and
Sy = a+ 5;. Since both operands of S; are constants, constant folding computes S; — 12
and rewrites the expression to a + 12. Because a is not a compile-time constant, S, cannot be

evaluated at compile time.

Boolean-valued subexpressions composed entirely of constants fold directly [3]. For integer
expressions, cases that would raise a run-time exception (e.g., division by zero) require care:
the compiler must ensure the operation would actually execute along a feasible path at run
time; in that case, it replaces the subexpression with code which raises the same exception,

preserving program behavior.

3.2.2 Dead Code Elimination

Dead code elimination (DCE) is a compile-time optimization that removes dead code [5, 6].
Especially when combined with other optimizations, DCE can significantly reduce code size
and improve performance.

Code is considered dead if it is unreachable or computes a value that is unused and side-effect-

free, as illustrated in Listings 2 and 4.
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int f(int n) 1 int f(int n)
{ 2 {

if(6<5) /~always false «/ 3 return n;

{ 4}

. /+«unreachable code=«/

1

return n;
}

Listing 2: Unreachable code example Listing 3: Listing 2 after DCE
void g(int a, int b) 1 void g(int a, int b)
{ 2 {

int c =a+b; /+result is never used => 3 print(’'t’);

useless code =/ 4}

print(’'t’);

Listing 4: Useless code example Listing 5: Listing 4 after DCE

Most dead code is not written intentionally; it often emerges as a by-product of earlier opti-

mizations. For example, constant folding can precompute branch conditions and turn them into
false

constants. if (2x3 < 5) {...} else {...} = if(6 <5) {...} else {...}. The untaken

branch becomes unreachable and is removed by DCE.
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4 Implementation

This section presents the compiler architecture: the abstract syntax tree and its nodes, the

traversal of the AST using a visitor pattern, and the applied optimization techniques.

4.1 Abstract Syntax Tree

The abstract syntax tree forms the basis for the compiler. Each major language construct is
represented by a dedicated node deriving from the base class Node. The AST consists of five
different types of nodes (Figure 3), each serving a specific purpose in representing the structure

and semantics of the MicroJava program.

[ Emotysiement ]
e [ e 7]
Obj Return
[ orement ]
Print
Read
Number
UnaryExpressi
- P i Ll Array
Ident
CharConst
:lf pressi
[ e et
Decl
VarDecl
-

Figure 3: Class diagram of the AST nodes
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4.1.1 Program

The Program node is the AST root and the starting point for visitor traversals. It stores
the program name and lists of top-level declarations and method definitions. Two counters
(nPars: number of parameters and nVars: number of global variables) are computed during
the SymbolTableVisitor pass and also stored in the node. This allows for efficient semantic

checks, e.g., checking if the maximum number of global variables is not exceeded.

4.1.2 Obj

The 0bj node is used to represent the following entities:

Constants (Con)
Variables (Var)

Class types (Type)
Methods (Meth)

The program itself (Prog)

Each 0bj records its Kind (one of the five categories listed above), its name, its type (a Struct
object), and a boolean indicating whether it is static. Based on the Kind the following attributes

can also be populated:

val: Literal value (for constants)

o adr: Code address (methods) or storage/frame offset (globals/locals)
e level: Depth of the scope the object is defined in
o nPars: Number of parameters (for methods)

« locals: Map<String, 0bj> for local variables in methods

4.1.3 Expression

Every value-producing construct in this MicroJava compiler is represented by an Expression

node. All subclasses inherit from the abstract base Expression, which carries a type an-



Contents 14

notation (Struct) for easy type checking during the compilation. This is set during the
SymbolTableVisitor pass. It also contains the line and column numbers for error reporting.
Expression-specific attributes are stored in the respective subclass. For example, BinExpression
has the fields op (Operator), left and right (both Expression).

The base class also defines the abstract method accept(Visitor v) (see Section 4.2), which

returns an Expression node.

Expression subclasses:

Number: integer literal; type int

e CharConst: character literal; type char

o Ident: identifier reference; type of the bound symbol (0Obj)

o ArrayAccess: access to an array element (a[il); type of a.elemType

» BinExpression: binary arithmetic/relational operations; type is the common type of the
operands

o EmptyExpression: to avoid null checks for optional-expressions; type is None

e FieldAccess: access to a field of an object; type is the type of the field

e FunCallExpression: call of a function with return value; type is the return type of the
function

o NewArray: creates and returns a new array; type is a Struct with Kind set to Arr and
elemType set to the type of the array elements

o NewObject: creates and returns an instance of a class C; type is class

o UnaryExpression: prefix operation; type is the type of the expression itself

4.1.4 Statement

In this compiler, statements are constructs that advance execution without yielding a value.
All concrete statement forms inherit from the abstract base class Statement, which contains
the position of the node (line and column) for error reporting. Each subclass carries the fields
required by its syntax. For example, Assignment has the fields varName (Expression), asOp
(Assignop) and rightSide (Expression). This represents exactly the MicroJava grammar
(Appendix 0.1): Statement = Designator Assignop Expr ";"

The base class also defines a method accept(Visitor v) (see Section 4.2) which returns a

Statement node.
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Statement subclasses:

o Assignment: assignment of an expression to a symbol or memory location using an
assignment operator

e Block: group of statements, creates a new lexical scope

e Break: exits the innermost loop

o Decrement: subtraction of expression by one

o EmptyStatement: to avoid null checks for optional-statements

o FunCallStatement: call of a function without return value

o If: conditional statement with an optional else branch

e Increment: addition of expression by one

e Print: output of an expression to the console

e Read: reads a value into an assignable target

e Return: return statement in a method

e While: loops while an expression is true

4.1.5 Declaration

For named definitions a dedicated node type - Declaration - was added. This allows for effi-
cient checking of semantic rules and makes the code more readable and easy to maintain.

The base for declarations builds the abstract class Declaration. It defines the abstract method
accept (Visitor v) (see Section 4.2) which returns a Declaration node to replace or remove

declarations in transformation passes.

Declaration subclasses:

o ClassDecl: introduces a new class type (only fields, no methods)

o ConstDecl: defines a named constant with a compile-time value

e GlobalVarDecl: declares top-level variables

o MethodDecl: declares a method (name, return type, parameter list, body)
e SingletonDecl: introduces a single shared instance

e VarDecl: declares local variables within a class, singleton or method
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4.2 Visitor-Based AST Traversal

The AST traversals follow the visitor pattern. In general, a visitor traverses a data structure
(here the AST) and applies type-specific operations to each element. Depending on the pass,
a visitor may perform (i) analyses (e.g., name/symbol resolution, type checking), (ii) local
transformations (e.g., constant folding), (iii) structural rewrites (e.g., dead-code elimination),

or (iv) code generation to an intermediate or target representation.

Each traversal class extends Visitor (Listing 6). The abstract base declares one visit per
concrete node with its category supertype as the return type (e.g., Expression, Statement,
Declaration), enabling nodes to be replaced, removed (by returning an EmptyExpression or
EmptyStatement), or rewritten during traversal. When visited, a node calls v.visit(this)
from its accept method, so the selected logic depends on both the node’s runtime class and
the concrete visitor. This double dispatch cleanly separates algorithms from the tree structure,

keeps node classes minimal, and allows adding new traversals without modifying the AST.

public abstract class Visitor {
public abstract Program visit (Program node) ;
public abstract Expression visit(ArrayAccess node);

public abstract Statement visit (Assignment node);

public abstract Declaration visit(ClassDecl node);

Listing 6: Abstract base class Visitor

Visitors are often applied in a pipeline. Optimization passes can also be repeated until no
further changes occur.

The compiler in this thesis uses the following sequence:

SymbolTableVisitor (Section 4.2.1)
ConstantFoldingVisitor (Section 4.3.1)
DeadCodeEliminationVisitor (Section 4.3.2)
CodeGenVisitor (Section 4.2.2)

Ll
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4.2.1 SymbolTableVisitor

The SymbolTableVisitor is the first pass over the AST. As an analysis-only pass, it makes
no structural changes to the tree. This visitor’s main purpose is to manage the symbol table,

whose responsibilities include:

« creating and maintaining scopes (program, class/singleton, method, block),

e inserting symbols for declared names (programs, classes, methods, fields, variables, con-
stants) and recording their properties,

« resolving identifier occurrences to their symbols (0bj) and annotating the corresponding
AST nodes

In addition, the visitor sets the type field of expression nodes and checks context conditions
(Appendix 0.2). The pass leaves the AST annotated with types and symbol links for subsequent

visitors.

To illustrate how the SymbolTableVisitor operates, consider the expression a + b, repre-
sented by a BinExpression node (Section 4.1.3). Listing 7 shows the relevant method.
When visiting a BinExpression, the visitor invokes accept (this) on the left and right operands
(lines 5—6). These calls dispatch to each operand’s concrete visit method and perform node-
specific analysis. In this example, both operands are Ident nodes: visit(Ident) resolves the
name in the current scope, associates the resolved Obj with the node, and annotates the node’s
type. If an operand is composite (e.g., another BinExpression), its visit method recursively
analyzes its subtree before returning its type. After both operands have been visited, their
symbols and types are available to the parent (lines 15—16).
At lines 8-13, 22—25, and 30—-34, the visitor checks the context conditions and reports any
violations.
The visitor also sets the type of the BinExpression node (lines 22, 26, and 35): intType for
arithmetic operations, and noType for relational and logical operations, as well as on errors.
public class SymbolTableVisitor extends Visitor {

@Override

public Expression visit(BinExpression node) {

node.getLeft().accept(this);
node. getRight () .accept(this);

if (node.getLeft() instanceof Ident leftld & leftld.getObj().kind == Obj.Kind.Meth) {
error.error(leftld.getLine(), leftld.getCol(), Error.Message.NO _VAL);
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}
if (node.getRight() instanceof Ident rightld && rightld.getObj().kind == Obj.Kind.Meth) {

error.error(rightld.getLine(), rightld.getCol(), Error.Message.NO VAL);

Struct leftStruct = node.getLeft().getType();
Struct rightStruct = node.getRight().getType();

Operator op = node.getOp() ;

switch (op) {
case ADD, SUB, MUL, DIV, REM:
if (leftStruct.kind != Struct.Kind.Int || rightStruct.kind != Struct.Kind.Int) {
error.error (node.getLine (), node.getCol (), Error.Message.NO_INT_OPERAND) ;
node.setType (Tab.noType) ;
} else {
node.setType(Tab.intType);
}
break ;
case EQ, NE, GT, GE, LT, LE:
if (!leftStruct.compatibleWith(rightStruct)) {
error.error(node.getLine (), node.getCol(), Error.Message.INCOMP_TYPES) ;
} else if (leftStruct.isRefType() & !(op == Operator.EQ || op == Operator.NE)) {
error.error(node.getLine (), node.getCol(), Error.Message.EQ CHECK) ;
}
node.setType(Tab.noType) ;
break;
case AND, OR:
node.setType (Tab.noType) ;
break;
1

return node;

Listing 7: visit method of BinExpression in SymbolTableVisitor

4.2.2 CodeGenVisitor

The last pass applied to the AST is the CodeGenVisitor. Its purpose is to generate bytecode
for the MicroJava Virtual Machine (Section 2.2) based on the optimized AST.

To illustrate how the CodeGenVisitor generates the bytecode, consider again the binary ex-
pression a + b. Listing 8 shows the relevant method.
As in Section 4.2.1, the first step is to visit the left and right operands (lines 6—7). These calls
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traverse the child subtrees and append the corresponding operand bytecode to the codeBuffer.
Next, the visitor emits the bytecode instruction for the binary operator (lines 8-15). In this
example, the operator is ADD, so the visitor appends the add opcode to the codeBuffer (line 9).
In case of a non-arithmetic operator, the visitor appends a no-operation instruction (line 14)
to maintain correct stack behavior, as MicroJava does not support boolean operations directly.

For a + b, the resulting sequence is conceptually: load a; load b; add.

public class CodeGenVisitor extends Visitor {
private byte[] codeBuffer;

@Override
public Expression visit(BinExpression node) {
node.getLeft().accept(this);
node. getRight () .accept(this);
switch (node.getOp()) {
case ADD -> put(OpCode.add) ;
case SUB —> put(OpCode.sub) ;
case MUL -> put(OpCode.mul) ;
case DIV —> put(OpCode. div);
case REM —> put(OpCode.rem) ;
default -> put(OpCode.nop);
}

return node;

Listing 8: visit method of BinExpression in CodeGenVisitor

4.3 Optimizations

This section describes the compiler’s optimization passes. As discussed in Section 4.2, each

pass is a separate AST visitor, that traverses and transforms the AST.

4.3.1 Constant Folding

The first optimization in this compiler is the folding of constant expressions. The pass rewrites

the AST in place using a post-order traversal. Children are visited and updated first, and



© 00 g O Utk W N

— e e e
W N = O

Contents 20

then the parent is considered for folding. This ensures that enclosing expressions always see

simplified operands.

As a first step, constant identifiers are replaced by concrete values (Listing 9), which enables
the subsequent arithmetic folding.

@Override
public Expression visit(ldent node) {
Obj obj = node.getObj();

if (obj != null & obj.kind == Obj.Kind.Con) ({
if (obj.type == Tab.charType)
return new CharConst(node.getLine (), node.getCol(), (char) obj.val);
else
return new Number(node.getLine (), node.getCol(), obj.val);

}

return node;

Listing 9: visit method of Ident in ConstantFoldingVisitor

Another important step is the folding of binary expressions. If both operands are literals, the
operation is computed at compile time and the node is replaced by a single literal. To preserve
run-time behavior, division and remainder by zero are not folded. Literal-literal cases fold as

follows:

e T +y — Number(x.val + y.val)

e ¥ —y — Number(x.val - y.val)

e z-y — Number(x.val * y.val)

e z/y — Number(x.val / y.val); only if y.val # 0

e x mod y — Number(x.val % y.val); only if y.val # 0

If exactly one operand is a literal, the following simplifications are applied:

r+0—=>2,0+2 =2

r—0— 2,0 — 2 — UnaryExpression(SUB, x)

z-1—=x, 12—z

0-e—0,e-0— 0; only if noSideEffects(e)

z/l =z
e mod 1 — 0; only if noSideEffects(e)
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Division and remainder by zero are left unchanged here as well. To ensure correct run-time
behavior, it is also important to make sure that e has no side effects (e.g., function calls,
assignments) before replacing it. This compiler conservatively assumes the following expressions

have no side effects:

e Ident

e Number

e CharConst

e FieldAccess

o ArrayAccess (only if the index expression has no side effects)

« UnaryExpression (only if the inner expression has no side effects)

» BinExpression (only if both operands have no side effects)

If none of the operands is a literal, no folding is possible.

Another part of this constant folding implementation is the simplification of unary expres-
sions. As MicroJava supports only unary minus, it is the only foldable unary operator. If the
operand is a numeric literal, the expression is replaced by a single literal with the negated value;

otherwise it is left unchanged.

e —n — Number(—n.val)

4.3.2 Dead Code Elimination

The second optimization removes unreachable statements and simplifies control flow when a
condition is known at compile time. The pass keeps evaluation order intact and rewrites nodes

in place.

In a Block, statements are processed sequentially with a simple reachability flag (reachable).
Each statement is visited first so that inner rewrites (e.g., an if-else that collapses to its
else branch) take effect. If a statement is of kind Return or Break, the reachability flag is set
to false and all subsequent statements in the block are removed. No reordering or merging of

blocks is performed.
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if statements collapse when the condition is known at compile time. The condition and both
branches are visited first, so inner rewrites take effect. If the condition evaluates to a compile-
time constant, the statement is replaced by the selected branch (Listing 10). This also covers if
without an else. In the AST, a missing else is represented as EmptyStatement, so a constant-
false condition collapses the whole statement to EmptyStatement, while constant-true would
keep the then branch.

Beyond constant conditions, the visitor also normalizes empty-branch forms. If the then-branch
is an EmptyStatement and the else-branch is not, the condition is negated structurally and the

else-branch becomes the then-branch:
if(c){} else {E} = if(—c){E}.
If both branches are empty, the entire statement is immediately replaced by EmptyStatement.

if(c){} else {} = EmptyStatement.

Negation is defined syntactically for binary conditions:

« relational operators are inverted

== 1=

< e >=

— > e <=

— e.g. if(a <b){} else {E} = if(a > b){E},
 logical operations are inverted using De Morgan’s laws

— =(aNb) = (—a) V (—b)

— =(aVb) = (—a) A (—b)

- eg if(p && g){} else {E} = if(—p || ~g){E}

@Override

public Statement visit (If node) {
node.setCondition (node. getCondition () .accept(this));
node.setThenBranch (node.getThenBranch () .accept(this));
node.setElseBranch (node. getElseBranch () .accept(this));

Statement thenBranch = node.getThenBranch () ;
Statement elseBranch = node.getElseBranch () ;

Expression condition = node.getCondition () ;

if (thenBranch instanceof EmptyStatement) {
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if (elseBranch instanceof EmptyStatement) {
return EmptyStatement.INSTANCE;

node.setThenBranch (elseBranch);
node.setCondition (negate(condition));
node. setElseBranch (EmptyStatement.INSTANCE) ;

Optional<Boolean> cond = evalCondition (node.getCondition());
if (cond.isPresent()) {
return cond.get() ? node.getThenBranch() : node.getElseBranch();

return node;
Listing 10: Collapsing if with a constant condition
while loops are removed when the condition is known to be false at compile time. The condition

and the body are visited first, so inner rewrites take effect. If the condition evaluates to a

constant-false, the loop is replaced by an EmptyStatement (Listing 11).

@Override
public Statement visit (While node) {
node.setCondition (node. getCondition () .accept(this));
node.setStatement(node. getStatement () .accept(this));
Optional <Boolean> cond = evalCondition (node.getCondition());
if (cond.isPresent() &% !cond.get()) {
return EmptyStatement.INSTANCE;
}
return node;
}
Listing 11: Removing while with a constant false condition
To evaluate conditions at compile time, the visitor implements the method evalCondition. A
condition is always represented as an BinExpression node with a relational or logical opera-
tor.
If both operands are numeric literals, the relation is evaluated at compile time and the result
is returned as an Optional<Boolean> (Listing 12).
private Optional<Boolean> evalCondition (Expression expr) {
if (expr instanceof BinExpression binExpr &% (Operator.isRel(binExpr.getOp()) || Operator.isLog(
binExpr.getOp()))) {
if (binExpr.getLeft() instanceof Number numLeft && binExpr.getRight() instanceof Number numRight)

{
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int left = numLeft.getVal();
int right = numRight. getVal() ;
switch (binExpr.getOp())

case EQ:
return
case NE:
return
case GT:
return
case GE:
return
case LT:
return
case LE:
return
default:
break ;

Listing 12:

Optional.

Optional.

Optional.

Optional .

Optional .

Optional .

{

of (left

of (left

of (left

of (left

of (left

of (left

== right);
I= right);
> right);
>= right);
< right);
<= right);

Evaluating constant relational conditions

In case of a logical concatenation, both operands of the BinExpression are evaluated recursively
(Listing 13). With the results of the left and right side, three cases are distinguished:

o Both sides constant: compute and return the overall result

« One side constant: determine the overall result if possible (e.g., false AND x is always

false, true OR x is always true)

e Neither side constant: no result can be determined

{

else if (binExpr.getLeft() instanceof BinExpression binExprLeft && binExpr.getRight() instanceof

BinExpression binExprRight)

{

Optional<Boolean> left = evalCondition(binExprLeft);
Optional<Boolean> right = evalCondition (binExprRight);
Operator op = binExpr.getOp() ;

if (left.isPresent() &% right.isPresent()) {
if (op == Operator.AND) {
return Optional.of (left.get() && right.get());

} else if (op == Operator.OR)

{

return Optional.of (left.get() || right.get());

}

} else if (left.isPresent())

{

if (op == Operator.AND && !left.get()) {

return Optional.of (false);
} else if (op == Operator.OR && left.get())
return Optional.of(true);

}

} else if (right.isPresent())

{

{
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if (op == Operator.AND && !right.get()) {
return Optional.of (false);

} else if (op == Operator.OR && right.get()) {
return Optional.of (true);

1

return Optional.empty () ;

Listing 13: Evaluating concatenated conditions
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5 Evaluation

This section evaluates the optimizations on MicroJava programs. It defines the metrics, de-
scribes the benchmark programs and optimization modes, outlines the measurement method,

and reports the results.

5.1 Metrics

The evaluation reports three metrics.

Run time. Average time per invocation (us/op), reported as mean + sample standard devia-

tion (f + o) over 180 samples. Speedup is shown as S = Tyoopt/Topt (S>1 is better).

Compilation time. Average time per invocation (us/op), reported as t + o over 180 samples.
Speedup is S = Thoopt/Topt (S>1 is better).

Code size. Emitted bytecode size (bytes) and instruction count. Reported as percentage

change relative to baseline: A% = 100 - (Bopt — Buo-opt)/ Bno-opt (negative is smaller).

5.2 Benchmarks and Modes

Three MicroJava programs were evaluated, each executed in two modes: optimizations disabled

(no-opt) and optimizations enabled (constant folding followed by dead-code elimination).
The tested programs are:

o SampleProgram.mj (1) — introductory example with moderate constant-folding poten-
tial.
e Benchmarkl.mj (1) — constructed to expose many CF/DCE opportunities.

e Benchmark2.mj (2) — mixed workload with moderate optimization potential.
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5.3 Benchmark Harness and Method

Run time and compilation time are measured with the Java Microbenchmark Harness (JMH)
[10]. It executes benchmarks in isolated JVM forks and considers warm-up performance to

obtain stable numbers.

JMH settings

o ©@BenchmarkMode (Mode.AverageTime) — reports average time per invocation.

e @OutputTimeUnit (TimeUnit.MICROSECONDS) — results in us.

e QFork(3) — three isolated JVM forks to reduce cross-benchmark interference.

e OWarmup(iterations=25, time=100ms) — 25 warmup iterations of 100 ms each to reach
steady state.

¢ @OMeasurement (iterations=60, time=100ms) — 60 measured iterations of 100 ms each.

Two @Benchmark methods are used. A Blackhole (org.openjdk. jmh.infra.Blackhole) con-
sumes results, so the benchmarked computations remain observable to the JVM’s Just-In-Time

compiler and are not optimized away.

The methods are:

e testRun(RunWorkload, Blackhole)
— Measures execution time only (no compilation or interpreter setup).
— RunWorkload prepares the benchmark outside the timed region: the program is
compiled once per trial and an Interpreter is loaded per invocation.
o testCompile(CompilerWorkload, Blackhole)
— Measures compilation time (no file I/0O).
— CompilerWorkload prepares the benchmark outside the timed region by opening an

InputStream to the MJ program.

Code size is measured outside the harness. For each sample program, the compiler is invoked
once and the emitted bytecode is written to disk. The file length in bytes and instruction count

is recorded.
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5.4 Results

Tables 1-3 summarize run time, compilation time, and code size across the two configurations.
In Tables 1 and 2, S > 1 indicates a speedup with optimization; S < 1 a slowdown. In Table 3,

negative A% indicates a size reduction with optimization.

Table 1: Run time (us/op): mean £o and speedup S = Thoopt/Topt-

Program no-opt opt Speedup S
SampleProgram.mj 8.931 £0.146  8.483 £ 0.175 1.053
Benchmarkl .mj 37.420 £0.759  21.959 £ 0.422 1.704

Benchmark?2.mj 64.697 £1.297 61.059 +1.199 1.060

Table 2: Compilation time (ps/op): mean o and speedup S = Tho-opt/Lopt-

Program no-opt opt Speedup S
SampleProgram.mj 7.404 £0.085  7.772 4+ 0.092 0.953
Benchmarkl.mj 12.727 +0.142 13.341 +0.168 0.954
Benchmark?2.mj 14.940 +0.165 16.118 +0.174 0.927

Table 3: Code size per program: bytes and instruction count.

Bytes Instructions
Program no-opt opt A% no-opt opt A%
SampleProgram.mj 116 62 —46.6 61 31 —49.2
Benchmarkl.mj 243 115 =527 143 100 -30.1
Benchmark2.mj 282 272 =35 185 167 9.7

Optimizations yields a large run time speedup for Benchmarkl (1.70x) and modest gains
for SampleProgram and Benchmark2 (& 1.05-1.06x). Compilation becomes slightly slower
across all programs (= 5-7%), while code size shrinks substantially for SampleProgram and
Benchmarkl (=~ 47-53% bytes) and only marginally for Benchmark2 (—3.5% bytes; —9.7% in-
structions). These patterns match the intended variation in optimization opportunities across

the workloads.
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6 Conclusion and Future Work

This thesis investigates the impact of compiler optimizations on the teaching language Micro-
Java. An AST-based compiler with visitor passes for constant folding and dead-code elimina-
tion was implemented and evaluated on three benchmark programs using JMH. The evalua-
tion shows substantial run-time improvement when foldable constants are abundant (speedup
of up to 1.70x on Benchmarki (1)) and modest gains otherwise (speedup ~ 1.05-1.06x on
SampleProgram (1) and Benchmark2 (2)). In all tests, compilation time increased slightly
when optimizations were enabled (~=5-7%). Code size decreased consistently, with large reduc-
tions in the specialized benchmarks designed to expose constant folding and dead code (up to

53% fewer bytes and 49% fewer instructions).

Under typical, real-world conditions, single-digit run time improvements are realistic. Increases
of up to 5% are plausible when constant-folding opportunities are present, while dead-code

elimination is expected to contribute primarily to code-size reduction.

These results motivate extending the compiler with additional optimizations. A natural next
step is to transform the intermediate representation into single static assignment (SSA) form.
SSA does not optimize by itself, but it simplifies implementing other optimizations by giving
each variable a single definition and explicit def—use links (links from an assignment to every
read of that variable).

The following optimizations would also integrate well into the current compiler:

o Copy propagation. Replace each use of a variable with the value from its unique SSA
definition; removes temporaries and dead stores.

e Loop optimizations. Move loop-invariant computations out of the loop and simplify
loop counters.

e Inlining. Replace calls to small functions with their bodies; this exposes further oppor-

tunities for constant folding, copy propagation, and DCE.
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MicroJava — Grammar

Program = "program" ident { ConstDecl | GlobalvarDecl | ClassDecl
| singletonDecl } "{" {MethodDecl} "}".

ConstDecl = "final" Type ident "=" ( number | charConst ) ";"

GlobalvarDecl = Type ident { "," ident } [ "=" Expr ] ";".

VarDecl = Type ident { "," ident } ";".

ClassDecl = "class" ident "{" { VarDecl } "}".

SingletonDecl = "singleton" ident "{" { VarDecl } "}"

[ SingletonInitializers ].

SingletonInitializers = "(" Expr { "," Expr } ")".

MethodDecl = ( Type | "void" ) ident "(" [ FormPars ] ")"
{ VarDecl } Block.

FormPars = Type ident { "," Type ident }.

Type = ident [ "[" "]" 1.

Block = "{" { Statement } "}".

Statement = Designator ( Assignop Expr | ActPars | "++" | "--" ) ";"
| "if" "(" Condition ")" Statement [ "else" Statement ]
| "while" "(" Condition ")" Statement
| "bl"eak" ll;ll
| "return" [ Expr ] ";"
| llreadll Il(ll Designator‘ II)II II;II
| llpr\intll Il(ll EXpr‘ [ ll,ll number\ ] ll)ll Il;ll
| Block
| ll;ll

ASSignOp — ||=|| | ll+=ll | ||_=|| | ll*=ll | ||/=|| | lI0°=Il.

ActPars = "(" [ Expr { "," Expr } 1 ")".

Condition = CondTerm { "||" CondTerm }.

CondTerm = CondFact { "&&" CondFact }.

CondFact = Expr Relop Expr.

RelOp = ||==|| | ||!=|| | ||>|| | ||>=|| | ||<|| | ||<=||.

Expr = [ "-" ] Term { Addop Term }.

Term = Factor { Mulop Factor }.

Factor = Designator [ ActPars ]
| number
| charConst
| llnewll ident [ ll[ll EXpr\ Il]ll ]
| ll(ll EXpI" ||)||.

Designator = ident { "." ident | "[" Expr "]" }.

AddOp = ||+|| | ll_ll.

MUlOp = "x" | "/" | "0°ll .



A.4 Context Conditions

General context conditions

= Every name must be declared before it is used.

= A name must not be declared twice in the same scope.

= A program must contain a method named main. It must be declared as a void meth-
od and must not have parameters.

Context conditions for predeclared methods
chr(e) e must be an expression of type int.
ord(c) ¢ must be of type char.

len(a) a must be an array.

Context conditions for the MicroJava productions

Program ="program" ident {ConstDecl | VarDecl | ClassDecl} "{" {MethodDecl} "}".

ConstDecl = "final" Type ident "=" (number | charConst) ";".

= The type of number or charConst must be the same as the type of Type.

VarDecl = Type ident {"," ident } ";".

ClassDecl = "class" ident "{" {VarDecl} "}".

MethodDecl = (Type | "void") ident " (" [FormPars] ")" {VarDecl} "{" {Statement} "}".

= Type must be int or char.
= The main method must be parameterless and void.
= Function methods must be left via a return statement (this is checked at run time).

FormPars = Type ident {"," Type ident}.

Type =ident ["[" "]"].
= ident must denote a type.

Statement = Designator "=" Expr ";".

= Designator must denote a variable, an array element or an object field.
= The type of Expr must be assignment compatible with the type of Designator.

Statement = Designator ActPars ";".

= Designator must denote a method.

Statement ="read" "(" Designator ")" ";".

= Designator must denote a variable, an array element or an object field.
= Designator must be of type int or char.

Statement ="print" "(" Expr [*," number] ")" ";".

= Expr must be of type int or char.




Statement ="return” [Expr] .

= The type of Expr must be assignment compatible with the function type of the cur-
rent method.
= If Expr is missing the current method must be declared as void.

Statement = "if" "(" Condition ")" Statement ["else" Statement]
| "while" "(" Condition ")" Statement
| "{" {Statement}"}"
|

ActPars ="(" [ Expr {"," Expr}]")".

= The numbers of actual and formal parameters must match.
= The type of every actual parameter must be assignment compatible with the type of
every formal parameter at corresponding positions.

Condition = Expr Relop Expr.

= The types of both expressions must be compatible.
= Classes and arrays can only be checked for equality or inequality.

Expr = Term.

Expr ="-"Term.

= Term must be of type int.

Expr = Expr Addop Term.
= Expr and Term must be of type int.

Term = Factor.

Term = Term Mulop Factor.

= Term and Factor must be of type int.

Factor = Designator | number | charConst| " (" Expr ")".

Factor = Designator ActPars.

= Designator must denote a method.

Factor ="new" ident .

= The type of ident must be a class.

Factor = "new" ident "[" Expr "]".

= ident must denote a type.
= The type of Expr must be int.




Designator = Designator "." ident .

= The type of Designator must be a class.
= ident must be a field of Designator.

Designator = Designator "[" Expr "]".

= The type of Designator must be an array.
= The type of Expr must be int.

Relop ="==" I =" | s | s n | P I ey

Addop ="+" | "-".

Mulop = "*" | /" | "%".

A.5 Implementation Restrictions

= There must not be more than 127 local variables.
= There must not be more than 32767 global variables.
= A class must not have more than 32767 fields.
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1 program Benchmarkl

2 final int N = 100;

3 final int A = 5;

4 final int B = 8;

5 final int C = 2;

6 final int Pl = 3;

7 final int ONLY_EVEN = 0;

8 final int RESET = 0;

9 {

10 void main ()

11 int[] arr;

12 int i, temp;

13 {

14 arr = new int[N];

15

16 i = 0;

17 while (i < N/4)

18 {

19 if (ONLY_EVEN == 0 || i % 2 == 0){
20 arr[i] = i = (B+C+A);
21 lelse(

22 arr[i] =i = A;

23 }

24

25 i += 1;

26 }

27

28 i = N/4;

29 while (i < N/2)

30 {

31 if (ONLY_EVEN == 1){

32 arr[i] =i « (2 « Pl);
33 lelse{

34 arr[i] = i = 3;

35 }

36

37 i +=1;

38 }

39

40 i = N/2;

41 while (i < N)

42 {

43 if (ONLY_EVEN == Il 1 %6 == 2){
44 while (i < Nx3/4 && RESET == 1){
45 arr[i] = 0;

46 }

47 }else{

48 arr[i] = i = ((A+4) % C);
49 }

50

51 i +=1;

52 }

53

54 i = 0;
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while (RESET == 1 &% i < N){

arr[i] = 0;
i += 1;

program Benchmark2
final int N 100;
final int A = 5;
final int B = 8;
final int C 2;
final int Pl = 3;

{
void main ()
int[] arr;
int i, temp;

Listing 1: evaluation example Benchmark1

int only_even, reset;
int t1, t2, t3, pi2, modBase;

only_even = 1;
reset = 1;

only_even = only_even % 2;

reset = reset % 2;

arr = new int[N];

t1 =B +C + A;

pi2 = Pl + PI;
t2 = 3;
t3 = N / 4;

modBase = C + reset;

i = 0;
while (i < t3)
{

if (only_even == [l T %2 ==0) {

arr[i] =i
} else {
arr[i] =i

i = t3;
while (i < N/ 2)
{

= t1;

* A;

if (only_even == 1) {
arr[i] = i = pi2;
} else {
arr[i] = i = t2;
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i =N/ 2;
while (i < N)
{

if (only_even == 0 || i %6 == 2) {
while (i <N« 3 / 4 & reset == 1) {
arr[i] = 0;
i += 1;
}
} else {
arr[i] = i - ((A » 4) % modBase) ;
}
i += 1;
}
i = 0;
while (reset == 1 && i < N) {
arr[i] = 0;
i += 1;

Listing 2: evaluation example Benchmark?2
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