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Kotlin, a versatile programming language, supports multiple platforms, including JVM bytecode, native
binaries, and JavaScript. Performance monitoring is crucial in software development, and OpenTelemetry
has become a standard for observability, offering APIs and tools to collect and analyze telemetry data.

Currently, a Kotlin compiler plugin developed at the Institute for System Software generates a custom
trace format to record method calls, exits, and execution times. However, this format lacks
standardization, limiting its interoperability. This bachelor's thesis aims to replace the custom trace format
with OpenTelemetry traces, leveraging the standardized tracing format provided by OpenTelemetry.

The primary challenge is integrating OpenTelemetry with the Kotlin compiler plugin to support Kotlin's
multiplatform capabilities. This involves ensuring the plugin works seamlessly across all Kotlin targets.
For this, the thesis might utilize the OpenTelemetry Kotlin library, a multiplatform port of OpenTelemetry
Java, available on GitHub by the user dcxp [1].

Goals:
- Analyze the existing Kotlin compiler plugin.
- Integrate the OpenTelemetry Kotlin library into the compiler plugin.
- Ensure compatibility with all Kotlin targets.

Adopting a standardized tracing format will enhance the interoperability of performance monitoring tools,
benefiting software developers, performance engineers, and the open-source community.

The expected outcome is a functional Kotlin multiplatform compiler plugin that records method execution
times as OpenTelemetry traces. The final result should also be published as a short paper at the
Symposium for Software Performance 2025 [2].

Modalities:

The progress of the project should be discussed at least every four weeks with the advisor(s). A time schedule and a milestone
plan must be set up within the first 2 weeks and discussed with the advisor(s). It should be continuously refined and monitored
to make sure that the thesis will be completed in time. The final version of the thesis must be submitted not later than 31.08.2025.

[1] https://github.com/dcxp/opentelemetry-kotlin
[2] https://www.performance-symposium.org/ - Abstract Deadline: 18.08.2025, Paper Submission Deadline: 25.08.2025. 3 pages







Abstract

Performance monitoring through method tracing is essential for monitoring and optimizing ap-
plications, but traditional manual approaches require significant boilerplate code and produce
non-standardized output. This thesis presents an automated instrumentation approach that ex-
tends an existing Kotlin compiler plugin to generate OpenTelemetry-compliant traces for Kotlin
Multiplatform applications targeting JVM, JavaScript, and Native platforms.

The implementation consists of two components: a compiler plugin that performs compile-
time code instrumentation using Intermediate Representation modification, and a custom library
built on an OpenTelemetry implementation that exports traces to an OpenTelemetry Collector.
The plugin automatically inserts tracing code without requiring manual modifications, while
maintaining compatibility with standard observability tools such as Jaeger and Zipkin.

This project demonstrates the potential of automated OpenTelemetry instrumentation for
Kotlin Multiplatform while highlighting the performance trade-offs inherent to method tracing.

Kurzfassung

Performance Monitoring durch Method Tracing ist essenziell fiir die Uberwachung und Opti-
mierung von Anwendungen, jedoch erfordern traditionelle manuelle Ansétze erheblichen Boilerplate-
Code und erzeugen nicht-standardisierte Qutputs.

Diese Arbeit présentiert einen automatisierten Instrumentierungsansatz, der ein bestehendes
Kotlin Compiler Plugin erweitert, um OpenTelemetry-kompatible Traces fiir Kotlin Multiplat-
form Applikationen zu generieren, die auf JVM-, JavaScript- und Native-Plattformen abzielen.

Die Implementierung besteht aus zwei Komponenten: einem Compiler Plugin, das zur Compile-
Zeit Code Instrumentierung mittels Intermediate Representation (IR) Modifikation durchfiihrt,
und einer Custom Library, die auf einer OpenTelemetry Implementierung basiert und Traces an
einen OpenTelemetry Collector exportiert.

Das Plugin fiigt automatisch Tracing Code ein, ohne manuelle Anderungen zu erfordern, und
bleibt dabei kompatibel mit gdngigen Observability Tools wie Jaeger und Zipkin.

Dieses Projekt demonstriert das Potenzial automatisierter OpenTelemetry Instrumentierung
fiir Kotlin Multiplatform und hebt gleichzeitig die Performance Trade-offs hervor, die mit Method
Tracing verbunden sind.
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1 Introduction

As applications start to grow, the need for precise performance monitoring becomes increasingly
important. Tracing method execution times has become a critical practice in software develop-
ment, enabling developers to identify bottlenecks and optimize code effectively. However, this
often involves a considerable amount of boilerplate code, which is unnecessarily tedious and time-
consuming and detracts from the readability and maintainability of code. Furthermore, tracing
is often implemented in non-standardized formats, which limits the ability to leverage the vast
number of existing tools in such standardized environments.

To address these challenges, the Institute for System Software at the Johannes Kepler Univer-
sity has already developed a compiler plugin to instrument code at compile time [18], avoiding
much of the manual boilerplate required for tracing. However, this existing plugin has a key
limitation: it still uses a proprietary tracing format, making it unable to be integrated with
standardized monitoring tools.

This thesis builds upon this foundation by extending the plugin to leverage the open-source
observability standard OpenTelemetry. The goal of this project is to redesign the instrumenta-
tion approach to generate OpenTelemetry-compliant traces, enabling seamless integration with
established observability tools.

The project is a compiler plugin for Kotlin Multiplatform, supporting targets including JVM,
JavaScript, and Native. To achieve OpenTelemetry-compliance, we use dexp’s Kotlin Multiplat-
form port of the OpenTelemetry Java SDK [3]. We further utilize the OpenTelemetry ecosystem
by exporting our traces to a Collector, which can forward our traces to a monitoring backend
such as Jaeger or Zipkin.

This thesis is structured as follows: Section 2 provides important theoretical background knowl-
edge on Kotlin Multiplatform, Intermediate Representation, and OpenTelemetry. Section 3
presents the overall architecture and functionality of the developed compiler plugin. Section 4
details the plugin’s components and design, followed by Section 5, which explains the code
instrumentation process for trace generation. Section 6 describes how traces are exported to
OpenTelemetry-compatible backends, while Section 7 demonstrates how these traces can be
visualized and analyzed using standard observability tools. Section 8 assesses the plugin’s per-
formance impact and effectiveness. Section 9 discusses related work in automatic code instru-
mentation. Section 10 discusses current limitations and some possible future improvements, and
Section 11 summarizes the contributions and findings.



2 Background

This section provides the foundational knowledge necessary to understand the content of this
thesis. This section begins with an overview of Kotlin and its multiplatform capabilities, focusing
on the compiler architecture and plugin system that enable compile-time code transformation.
Following this, OpenTelemetry is introduced as the industry standard for observability, with
focus on tracing concepts and the span processing pipeline. Together, these technologies form
the technical foundation for developing a compiler plugin that automatically instruments Kotlin
code with OpenTelemetry tracing capabilities.

2.1 Kotlin

Kotlin is a modern programming language developed by JetBrains and first released in 2011 as an
alternative to Java for the JVM, while maintaining full interoperability with existing Java code.
The language introduced several key improvements over Java, including a more concise syntax,
built-in null safety, type inference, and improved functional programming features. Kotlin has
since replaced Java as the official language for Android development in May 2019 [4]. Moreover,
it has gained significant traction in backend development with Spring Boot and Ktor, while also
expanding into desktop and web development through frameworks such as Compose Multiplat-
form.

2.1.1 Multiplatform

As Kotlin’s scope expanded beyond the JVM, JetBrains introduced Kotlin Multiplatform (KMP)
with Kotlin version 1.2 [12]. KMP aims to enable sharing of code across multiple platforms while
maintaining the ability to write platform-specific code when needed. Originally, KMP supported
only JVM, JavaScript, and Native targets, but has since expanded to include additional platforms
such as WebAssembly and specialized targets for various operating systems and architectures.

2.1.2 Intermediate Representation

To achieve this cross-platform compatibility, JetBrains introduced a new compilation architecture
centered around Intermediate Representation (IR). The IR serves as a unified layer that enables
shared optimizations and transformations before compilation to specific target platforms. This
architecture is now integral to Kotlin’s K2 compiler, which follows a multi-stage pipeline, as
depicted in Figure 1: @ an Abstract Syntax Tree (AST) is constructed from source code, @
the AST is transformed into Frontend IR (FIR) for performing code analysis, @ FIR is converted

to Backend IR for platform-independent optimizations, and finally @ passed to target-specific
backends for code generation.

Additionally, the K2 compiler introduces support for extending the compiler using plugins
at two key points in this pipeline. Frontend plugins can modify code during the @ FIR stage,
while Backend plugins operate during the @ Backend IR stage. This thesis will focus on
Backend plugins, which enable modification of compiled code by directly transforming the IR,
without requiring changes to the source code. This approach results in powerful compile-time
code instrumentation while maintaining the simplicity of the original source code.
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Figure 1: Simplified K2 compilation process

2.2 OpenTelemetry

OpenTelemetry is an open-source observability standard maintained by the Cloud Native Com-
puting Foundation. It was created as a merger of two previous telemetry initiatives, Open-
Tracing and OpenCensus, to create a unified standard for instrumentation and telemetry data
collection [16].

OpenTelemetry has emerged as the industry standard for telemetry instrumentation, which
can be attributed to several key factors: First, its vendor-neutral approach prevents lock-in to
any specific observability platform, allowing seamless switching between vendors. Second, it
provides libraries for many popular programming languages, making it accessible across most
production environments. Finally, the standardized OpenTelemetry Protocol (OTLP) enables
integration with a wide variety of popular monitoring tools, such as Jaeger or Zipkin.

2.2.1 Tracing

An OpenTelemetry trace represents the path taken through an application, typically triggered by
an HTTP request or other external event. Each trace contains at least one span, which is a time-
measured unit of work such as a database query or function call. Spans can form hierarchical
structures through parent-child relationships, creating a tree-like structure that resembles the
application’s call graph.

Each span contains a unique identifier, a name, start and end timestamps, its status, and op-
tionally some attributes, which are arbitrary key-value pairs. This information provides context
about the span’s execution and outcome.

OpenTelemetry defines a pipeline for tracing an application as shown in Figure 2: @ During
execution, the application creates spans, which are collected by a span processor. @ Depending
on the span processor type, spans are either forwarded to an exporter immediately (simple
processor), or collected and forwarded in batches when reaching a configured size or time interval
(batch processor). @ The exporter serializes spans to the standardized OTLP format and
transmits them via HTTP to an OpenTelemetry Collector. While it is possible to use an exporter
that transmits them directly to a desired backend, this approach is not recommended, as the
exporter would have to be replaced when migrating to another backend. @ The Collector is a



vendor-agnostic tool provided by OpenTelemetry that can process, filter, and forward spans to
multiple monitoring backends. @ These backends store the received spans and provide query
interfaces, visualization dashboards, and various tools for analysis of traces, enabling developers
to effectively monitor the application.

Tracer

Code Spans
</> > F’rocessor Exporter ————— 1
|
v
Monitoring
l 3 Backend

o | <> [Camon |

Figure 2: OpenTelemetry tracing pipeline.



3 Overview

This section provides a comprehensive overview of the project’s architecture and functional-
ity. The following subsections present the system’s design, highlight its main advantages, and
demonstrate how developers can use it in their projects.

3.1 Architecture

The plugin operates through a six-step process that transforms source code to generate OpenTelemetry-
compliant traces, as illustrated in Figure 3. This architecture leverages Kotlin’s compilation
pipeline to achieve automatic instrumentation without requiring manual code modifications.

Targets

Source Code JVM

® ® ®
.kt > —_— JavaScript —— | Collector
Native l

©)

@ Monitoring
fun foo() { Backend

+ _startSpan(..) Jaeger
[ Compiler Plugin ] bar ()

+ _endSpan(...)

Zipkin

Figure 3: Project architecture and behavior.

The transformation process follows these stages:

@ When compilation is initiated, source code is first compiled to an Abstract Syntax Tree
(AST), then Frontend Intermediate Representation (FIR), followed by Backend Intermediate
Representation (IR) as described in Section 2.1. This multi-stage compilation enables the plugin
to intercept and modify the code at compile-time.

@ The compiler plugin is invoked during the Backend IR phase to automatically insert the
desired tracing code. This approach ensures that instrumentation occurs before platform-specific
code generation, maintaining compatibility across all supported targets.

@ The plugin makes three key modifications to enable tracing: it initializes the necessary
OpenTelemetry components (i.e., exporter, span processor, and tracer) and instruments each
function to automatically create and close spans that measure execution time. Additionally, it
ensures the main function waits for all trace data to be exported before termination. The specific
implementation details of these modifications are described in Section 5.



@ The modified IR is compiled to the desired target platforms. The plugin supports specif-
ically JVM, JavaScript, and Native targets. While Kotlin supports more targets than our plugin
does, due to time and testing constraints, only these three targets were chosen.

@ During execution, the compiled targets serialize the generated spans and export them
via HTTP according to the configured settings. The export process follows the OpenTelemetry
Protocol (OTLP) standard, ensuring compatibility with the vast OpenTelemetry ecosystem. The
exporter used in this project is described further in Section 6.

@ An OpenTelemetry Collector receives the exported spans and can be configured to forward
them to one or more monitoring backends, such as Jaeger, Zipkin, or other OpenTelemetry-
compatible tools. These tools enable efficient visualization and analysis of traces, whereas Jaeger
is described in more detail in Section 7.

3.2 Key Features

This project provides three main advantages over existing tracing approaches:

Automatic Instrumentation: The plugin eliminates the need for manually tracing in
code by performing instrumentation at compile-time. Unlike traditional approaches that require
extensive boilerplate code or annotations, this plugin automatically instruments methods dur-
ing compilation. This approach significantly simplifies development workflows while providing
comprehensive tracing coverage.

Multiplatform Support: The same codebase can be traced on JVM, JavaScript, and Na-
tive platforms without platform-specific modifications or configurations. This unified approach
reduces maintenance overhead and provides observability across different deployment environ-
ments.

OpenTelemetry Compliance: By generating industry-standard OpenTelemetry traces,
the plugin integrates seamlessly with existing monitoring infrastructure. This compliance enables
utilization of the vast OpenTelemetry ecosystem, including popular monitoring tools such as
Jaeger and Zipkin, while enabling easy swapping between different backends through simple
configuration changes.

3.3 Usage

Integrating the plugin into a Kotlin Multiplatform project requires minimal configuration. Cur-
rently, the plugin and some of its dependencies are not deployed to any Maven repository and
must be published locally using the publishLocal Gradle task before use. The plugin’s depen-
dencies are automatically added to the module upon applying the plugin. To apply the plugin,
a developer needs to add it to their build.gradle.kts file and configure the necessary settings,
as demonstrated in Listing 1.



Listing 1: Usage and configuration of the plugin.

1 |plugins {

2 id("com.infendro.otel")
31}

4

5 |otel {

6 // configure the plugin

7 enabled = true

8 service = "my-application"
9|}

The available configuration options are:

e enabled: Whether the plugin is applied (default: true)

e host: The OpenTelemetry Collector endpoint for the exporter (default: "localhost:4318")
e service: The service name for identifying where a trace originated (default: "")

e debug: Whether logging during build and execution is enabled (default: false)

Once configured, the plugin automatically instruments the application during compilation,
without requiring further effort by the developer. The instrumented application will generate
OpenTelemetry traces during execution, which are exported to the configured collector endpoint.
This ensures that developers can focus on application logic and readability while benefiting from
comprehensive performance monitoring.



4 Plugin Architecture

The plugin architecture consists of three main components: dependency management, configu-
ration handling, and plugin registration. This section describes how these components interact
to provide automatic code-instrumentation with minimal manual configuration.

4.1 Dependency Management

The plugin automatically manages dependencies to simplify usage and prevent potential config-
uration errors. When applied to a Kotlin Multiplatform project, the plugin automatically adds
the required libraries to the project’s dependencies.

The Gradle plugin automatically injects four dependencies into the commonMain source set:
the OpenTelemetry Kotlin API, its tracing implementation, the OTLP exporter, and some utility
functions. This is done inside the apply method of the plugin, which is called once during
the initialization of the project. The process of automatically injecting these dependencies is
demonstrated in Listing 2. Adding these dependencies to the common source set ensures they are
available across all supported multiplatform targets, as opposed to platform-specific dependencies
which are only available in its respective target.

Listing 2: Automatic plugin dependency management.

1 |class Plugin : KotlinCompilerPluginSupportPlugin {

2 override fun apply(target: Project) {

3 // ensure Multiplatform plugin is applied

4 target.plugins.withId("org. jetbrains.kotlin.multiplatform") {
5 target.extensions

6 .getByType<KotlinMultiplatformExtension >()

7 .addDependencies ()

8 }

9 }

10

11 fun KotlinMultiplatformExtension.addDependencies () {
12 // add dependencies to common source set

13 sourceSets.getByName ("commonMain") .dependencies {
14 implementation("...")

15 }

16 }

17 |}

4.2 Configuration Handling

The plugin’s configuration system consists of three components that work together to provide
type-safe configuration: the Gradle extension, the command line processor, and the configuration
keys. Figure 4 shows how these configuration components work together to pass configuration
from the build script through to the compilation pipeline.

The Gradle extension provides a simple interface for developers to configure the plugin in their
build.gradle.kts file, as demonstrated in Listing 3. The Extension class defines properties
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Figure 4: Plugin configuration pipeline.

for each configuration option, as described in Section 3.3. An instance of this extension is
registered in the apply method. The applyToCompilation method, which is called during each
compilation, passes these options to the command line processor by converting the extension’s
properties to SubpluginOption objects.

Listing 3: Enable configuration via Gradle extension.

1 |class Extension() { // define available configuration options
2 var enabled: Boolean = true

3

4%

5

6 | class Plugin : KotlinCompilerPluginSupportPlugin {

7 override fun apply(target: Project) {

8 // register extension

9 target.extensions.add("otel", Extension())

10 }

11

12 override fun applyToCompilation (

13 compilation: KotlinCompilation<*>

14 ): Provider<List<SubpluginOption>> {

15 val project = compilation.target.project

16 return project.provider {

17 // retrieve extension

18 val extension = project.extensions.findByName("otel") as Extension
19 buildList {

20 // pass options to CommandLineProcessor

21 add (SubpluginOption("enabled", extension.enabled.toString()))
22

23 }

24 }

25 }

26 |}




The command line processor defines the available options and maps them to type-safe con-

figuration keys, as demonstrated in Listing 4. It parses the options passed from the Gradle
extension and makes them available to the plugin registrar through the compiler configuration

system.
Listing 4: Pass options using command line processor.
1 |class Processor : CommandLineProcessor {
2 // define available command line options
3 override val pluginOptions = 1listOf (
4 CliOption(
5 "enabled", "<true|false>", /* description */,
6 required = false
7 )
8
9 )
10
11 override fun processOption (
12 option: AbstractCliOption, value: String,
13 configuration: CompilerConfiguration
14 ) {
15 // pass options to compilation pipeline
16 when (option.optionName) {
17 "enabled" -> configuration.put(KEY_ENABLED, value.toBoolean())
18 R
19 else -> // unknown option
20 }
21 }
22 |}

The configuration keys shown in Listing 5 ensure type-safe access to options during com-

pilation. Each key defines both the parameter name and its expected type (Boolean, String,
etc.).

o O W N

Listing 5: Configuration keys.

object ConfigurationKeys {
val KEY_ENABLED = CompilerConfigurationKey.create<Boolean>("enabled")
val KEY_DEBUG = CompilerConfigurationKey.create<Boolean>("debug")
val KEY_HOST = CompilerConfigurationKey.create<String>("host")
val KEY_SERVICE = CompilerConfigurationKey.create<String>("service"

4.3 Plugin Registration

The plugin registrar, demonstrated in Listing 6, extracts configuration values from the compi-

lation pipeline, optionally applying default values for the enabled and debug parameters. The

default values for host and service parameters are handled directly within the IR extension

to provide the option for using environment variables at run-time instead, as described further
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in Section 5.3. If the plugin is disabled via the enabled configuration option, registration is
skipped entirely. Otherwise, an IrExtension instance is created with the configured parameters
and registered with the compilation pipeline.

Listing 6: Create and register IR extension.

1 |class Registrar : CompilerPluginRegistrar () {

2 override fun ExtensionStorage.registerExtensions(

3 configuration: CompilerConfiguration

4 ) {

5 val enabled = configuration[KEY_ENABLED] 7?7: true
6 val debug = configuration[KEY_DEBUG] 7: false

7 val host = configuration[KEY_HOST]

8 val service = configuration[KEY_SERVICE]

9

10 if (!enabled) return

11

12 val extension = IrExtension(debug, host, service)
13 IrGenerationExtension.registerExtension(extension)
14 }

15 |}

Some plugin components require service discovery through the META-INF mechanism. Be-
cause of this, two service files are needed in the META-INF/services directory:

e org.jetbrains.kotlin.compiler.plugin.CommandLineProcessor, containing the fully
qualified class name of the command line processor, and

e org.jetbrains.kotlin.compiler.plugin.CompilerPluginRegistrar, containing the plu-
gin registrar class name.

This service discovery mechanism enables the Kotlin compiler to automatically locate and load
the plugin components during compilation.

The plugin architecture ensures that configuration is properly propagated and that the IR
transformation has access to all necessary parameters for trace generation and export. This ar-
chitecture minimizes the configuration effort of developers by automatically handling dependency
management and providing sensible defaults for all parameters.

11



5 Modifying IR

To implement method tracing, the plugin modifies the IR at compile-time to include the necessary
tracing code. Three key changes are made to the compiled code, as outlined in Figure 5: @
The necessary OpenTelemetry components are initialized, which include the exporter, a span
processor, and a tracer, which is created using a tracer provider. Additionally, the functions
required for creating and closing spans are inserted. @ All functions are instrumented to create
and close spans while maintaining the function call hierarchy. @ The main function, in addition
to creating a span, waits for all export requests to finish, preventing lost spans due to premature

l

termination.

@+ val _exporter = .. fun foo() { fun main() {
+ val _processor = .. + _startSpan(...) + _startSpan(...)
+ val _provider = .. bar() bar()
+ val _tracer = .. + _endSpan(...) + _endSpan(...)
+ fun _startSpan(..) { .. } } + await (exporter)
+ fun _endSpan(..) { .. } }

Figure 5: Simplified IR modification.

5.1 Introduction to IR

IR provides several constructs that enable code modification at compile-time. This section quickly
introduces a selection of these concepts, important to the implementation of this project.

One important concept is the IrType. It represents Kotlin’s type system and is mainly
important for retrieving overloaded functions, which describes functions with the same name
but different parameters. Kotlin’s default types (i.e., Int, Double, String, etc.) can be ac-
cessed using the irBuiltIns property, whereas the type of an IrClass can be accessed using its
defaultType property. Types can be made nullable using the makeNullable function, and the
reverse is also possible using the makeNotNull function.

An IrField represents a variable, either at top-level or as part of a class. These fields have a
name, and type, and can have several modifiers (e.g., static, final, etc.). A field can be accessed
using irGetField, which, in addition to the field, takes the dispatch receiver (null, if it is a
top-level field) as an argument. These fields can also be created using the buildField function of
the irFactory property, in which case an initializer has to be supplied, as demonstrated in List-
ing 7. This initializer needs an IrExpression, which can be simple values (e.g., irString(""),
irInt(0), etc.), references to other variables (using irGet or irGetField), or more complex
expression structures (e.g., if, when, etc.).

12



Listing 7: Creating a field (example).

// var myField = 123
val myField = irFactory.buildField {
name = Name.identifier ("myField")
type = irBuiltIns.intType
initializer = irFactory.createExpressionBody(irInt (123))

}

o O W N

Another core concept is the IrFunction, which represents function references, as demon-
strated in Listing 8. Top-level functions can be accessed using the referenceFunctions function,
which takes a Callableld, consisting of the fully qualified package name and the function name,
and returns a list of functions. To retrieve the intended overloaded function, this list must be
filtered by its parameter types. Member functions, alternatively to using referenceFunctions,
can be retrieved by filtering the functions property of the IrClass by name and parame-
ter types. A function can be created using the buildFun function of the irFactory property,
in which case, parameters, including their types, need to be defined. Additionally, the body
needs to be declared by creating an IrBlockBody, which consists of temporary variables using
irTemporary and IrStatements (e.g., function calls, if, try/catch, etc.), which are added to
the body using the unary plus.

A function call can be created in IR by using the irCall function, which returns an IrCall
instance. An argument is passed to this instance using the parameter’s index and an expres-
sion representing the parameter’s value. If the function has a dispatch receiver, which is the
object the function is called on, it must be supplied in addition to its parameters (e.g., to call
it.toString(), the object it needs to be supplied as the dispatch receiver).

Listing 8: Getting, creating, and calling a function (example).

1|// println(Any?)

2 |val id = CallableId(FgqName("kotlin.io"), Name.identifier ("println"))
3 |val println = referenceFunctions(id).single {

4 // filter by single parameter ‘Any?7¢

5 it.valueParameters.size == 1

6 && it.valueParameters [0].type == irBuiltIns.anyType.makeNullable ()
71}

8

9 |// fun myFunction(param: Int) { ... }

10 | val myFunction = irFactory.buildFun {

11 name = Name.identifier ("myFunction")

12 addValueParameter ("param", irBuiltIns.intType)

13

14 body = irFactory.createBlockBody(<offset>) {

15 // println(param)

16 +irCall(println) .apply {

17 putValueArgument (0, irGet(valueParameters[0]))

18 }

19 }

20 |}

13



The last concept required to understand this project’s implementation is the IrClass. Sim-
ilarly to functions, a top-level class can be retrieved using the referenceClass function with
a corresponding ClassId. A member class can be retrieved using the nestedClasses property
and filtering by name. Two concepts related to classes are objects and companion objects, since
both of these are compiled to classes with a private constructor and static INSTANCE property.
The object class itself can be accessed in IR like any other class. However, accessing its instance
would require retrieving its field and accessing it as described before. Luckily, the IR, API pro-
vides a wrapper for this by using irGet0Object, which takes the object class as an argument and
returns its instance.

5.2 OpenTelemetry Initialization

To initialize the OpenTelemetry components needed to implement method tracing, some fields
are created in the first file being instrumented. In addition to the component fields for the tracer
provider, tracer, span processor, and exporter, two fields for handling the default value of the
host and service configuration parameters are created.

If the respective configuration parameter is given, a field is created containing its value.
However, if it is not given, the configuration can optionally be given as an environment variable,
as demonstrated in Listing 9. These environment variables can be retrieved using the env
utility function, which translates to the platform-specific implementations for retrieving said
environment variables. If the environment variable (i.e., OTLP_HOST or OTLP_SERVICE) is set, it
is used as the field’s value. Otherwise, the actual default value listed in Section 3.3 is used. As
this distinction needs to be made at run-time, the configuration parameter’s initializer needs to
be an if-expression, which checks whether the environment variable is set.

Listing 9: Instrumented host configuration parameter.

1|// if host != null

2 |val _host = /* host */

3

4|// otherwise

5|val _hostEnv = env("OTLP_HOST")

6 |val _host = if(_hostEnv != null) {
7 _hostEnv

8|} else {

9 "localhost :4318"

10 | }

With the configuration fields created, the OpenTelemetry component fields can now be ini-
tialized, the result of which is depicted in Listing 10. The exporter is our OTLP exporter, which
will be further described in Section 6. It has two parameters: the OpenTelemetry collector
endpoint for exporting (i.e., host), and the service name to be used for the exported spans.
Its field is created by simply calling the OtlpExporter constructor with the previously created
configuration fields.

The processor is a BatchSpanProcessor, which forwards spans to the given exporter in
batches. These batches are sent if either: a configured number of spans is reached, or after a
configured amount of time. A processor is created using the builder pattern with the builder
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function of the companion object, which takes the exporter as an argument. We configure the
processor to set the queue size to the maximum integer value, to prevent lost spans due to queue
size limitations (more details on this will follow in Section 8). Furthermore, we increase the
number of spans included in a batch to reduce the number of exports.

The tracer provider follows a similar process, whereas we configure the builder to use the
initialized processor. This tracer provider can then be used to build a tracer, which will be used
to create spans.

Listing 10: Instrumented OpenTelemetry components.

1 |val _exporter = OtlpExporter (_host, _service)
2

3 |val _processor = BatchSpanProcessor.builder (_exporter)
4 .setMaxQueueSize (Int.MAX_VALUE)

5 .setMaxExportBatchSize (2048)

6 .build )

7

8 |val _provider = SdkTracerProvider.builder ()

9 .addSpanProcessor (_processor)

10 .build O)

11

12 |val _tracer = _provider.tracerBuilder("")

13 .build O

In addition to initializing these components, two functions are created, which will be respon-
sible for creating and closing spans. These functions are depicted in Listing 11.

The _startSpan function has two parameters: name, and the parent span-context. It builds
a span with the given name and sets its parent context to the given span-context. The span-
context is used to define the span-hierarchy, which represents the causal relationship between
spans. In our case the span-hierarchy is used to represent the caller/callee function-hierarchy.
Additionally, we need to set the start timestamp manually due to a possible bug in the used
library, where the start and end timestamps are not handled in the same way, resulting in vastly
incorrect durations. Before returning the created span, a new span-context is created with the
span and set to be the current one, such that all subsequent spans are created as its children.

The _endSpan function also has two parameters: the corresponding span and the previous
span-context to restore. It simply ends the span with the current timestamp and restores the
previous span-context.
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Listing 11: Instrumented OpenTelemetry functions.

1 |fun _startSpan(name: String, parent: Context): Span {
2 val span = tracer.spanBuilder (name)

3 .setParent (parent)

4 .setStartTimestamp (Clock.System.now ())

5 .startSpan ()

6 parent.with(span) .makeCurrent () // create new span-context
7 return span

8}

9

10 | fun _endSpan(span: Span, parent: Context) {

11 span.end(Clock.System.now())

12 parent .makeCurrent ()

13 |}

5.3 Function Instrumentation

With the necessary OpenTelemetry components and functions for tracing initialized, every com-
piled function can now be instrumented to create and close spans while maintaining trace hier-
archy.

To achieve this, we have to iterate over all files and transform each of them using an
IrTransformer. This transformer follows the Visitor pattern, providing interfaces to trans-
form different types of declarations. To transform functions in each file, we implement the
visitFunction method. However, since there are many types of functions, we need to restrict
which types we want to instrument. These restrictions include: functions without a body (e.g.,
an abstract function without a default implementation), constructors, anonymous functions, and
property getters and setters. Furthermore, we need to make sure to not transform any of the
functions created as part of the IR modification.

The naive approach to insert the tracing code into these functions would be to simply insert
code before and after the original function body. However, there are two important considerations
with this approach:

e If the original function body includes a return statement, simply inserting code after this
statement will result in unreachable code, preventing the span from closing.

e If the original function results in an exception, the instrumented function will immediately
exit, also preventing the span from closing.

These situations will both result in a broken function call hierarchy, since the previous span-
context is never restored and the current span is never closed. To solve both of these problems
simultaneously, we can wrap the original function body in a try-statement, while closing the
span in a corresponding finally-block. This ensures that, even after a return-statement or
exception, the current span is properly closed without altering the original function’s logic. An
example of an instrumented function can be seen in Listing 12.
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Listing 12: Instrumented function foo.

1 |fun foo() {

2 val context = Context.current ()

3 val span = _startSpan("foo", context)
4 try {

5 // original function body

6 return bar ()

7 } finally {

8 _endSpan(span, context)

9 }

10 | }

5.4 Export Flushing

When instrumenting the main function, there is one additional consideration. Since the export
of spans is implemented with asynchronous HTTP requests to the configured endpoint, we can-
not simply terminate the application after exiting the original main-function’s logic. Doing so
would cancel any leftover HTTP requests, which would result in missing spans, invalidating the
collected trace. Additionally, while this is true for the JVM and Native targets, our testing with
the JavaScript target resulted in no termination at all, with the application continuing to run
indefinitely.

To solve this issue, we implemented the utility function await, which waits for all exports
to finish and handles platform-specific termination. In the JVM and Native targets, we simply
call the exporter’s await function while blocking the current thread, which results in a graceful
termination after all exports have finished. Since JavaScript does not terminate at all, we do
not need to block the current thread. Instead, we launch a coroutine, which awaits the HTTP
requests and afterward exits the process using Kotlin’s node wrapper, forcefully shutting down the
application. This approach ensures that all exports can finish before the application terminates.

Lastly, since the BatchSpanProcessor only sends spans to the exporter when a certain num-
ber of spans is reached, there is a high possibility of leftover spans in the queue when terminating
the application. To ensure these spans are correctly forwarded before termination, we call the
processor’s shutdown function, which flushes any remaining spans in the queue and forwards
them to the exporter. The resulting main function is depicted in Listing 13.

Listing 13: Instrumented main function.

fun main() {
// instrumented original logic

_processor.shutdown ()
await (_exporter)

o O W N
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An overview over the sequence of operations that occurs during execution can be seen in
Figure 6.

fun main() Processor Exporter

spans

YYyYVvY

export spans

\A 4

™

export

e

shutdown()

}--

> export leftover spans

A4

await()

A 4

A

———
—m——

Figure 6: Termination sequence diagram.
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6 Exporting Traces

When closing spans, they are forwarded by the processor to an exporter, and since the goal is to
leverage the existing OpenTelemetry ecosystem, we require an exporter that is compatible with
the OpenTelemetry collector. OpenTelemetry usually provides a selection of exporters with their
libraries, which cover this requirement. However, since we are using a ported library, which does
not, provide any exporters, we had to implement our own compatible exporter.

The export pipeline, seen in Figure 7, operates as follows: @ The OTLP exporter receives
some spans, which are serialized to JavaScript Object Notation (JSON) and are forwarded to the
OpenTelemetry collector using an HTTP request. @ The collector defines receivers, processors,
and exporters according to the given configuration, whereas receivers define how spans can be
received, processors define some intermediary steps (e.g., batching, filtering, sampling, etc.), and
@ exporters define how these spans are forwarded.

.yaml

l Configuration

Monitoring

2 Backend

Collector

e Jaeger
oTLP Receivers Processors Exporters
Exporter Zipkin

Figure 7: Export pipeline.

6.1 OTLP Exporter

To implement an exporter, it needs to implement the SpanExporter interface, which defines
the export function, as demonstrated in Listing 14. The export function receives spans from
the processor and forwards them to the configured endpoint. The exporter serializes spans
according to the OpenTelemetry Protocol specification [17] using Kotlin’s serialization library.
An example of a trace in JSON format can be found at https://github.com/open-telemetry/
opentelemetry-proto/blob/main/examples/trace. json. Afterward, the exporter forwards
them to the configured collector endpoint using Ktor, which is a Multiplatform HTTP client
library. Ktor provides different HT'TP client engines, depending on the desired target platforms.
These engines are provided using different target-specific dependencies: for JVM, we use the Java
HTTP client, the JS target uses the fetch API, and Native utilizes the command-line tool “curl”.
To ensure asynchronous operation, the HTTP export is done in a coroutine, which returns a
Job object that enables awaiting the completion of the HTTP request. These jobs are managed
in a list, which enables us to provide an await function in the exporter to wait for all active
HTTP requests to finish. This function is used as part of Section 5.4 to prevent lost spans due
to premature termination.
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Currently, the export of spans is done using JSON and HTTP; However, it is recommended

by OpenTelemetry to instead utilize gRPC for efficient network transfer and Protobuf for binary
serialization. This could significantly reduce network overhead and will be mentioned as potential
future work in Section 10.
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Listing 14: OTLP exporter.

class OtlpExporter(

val host: String, val service: String
): SpanExporter {

private val jobs = mutableListO0f <Job>()

override fun export(
spans: Collection<SpanData>
): CompletableResultCode {
val job = CoroutineScope(Dispatchers.Default).launch {
// serialize spans
val payload = spans.serialize(service)
// create HTTP request
HttpClient () .post ("http://$host/vl/traces") {
contentType (ContentType.Application.Json)
setBody (payload)

}
jobs.add (job)
return CompletableResultCode.ofSuccess ()

suspend fun await () {
// await HTTP requests
jobs.joinAll ()

}

6.2 OpenTelemetry Collector

The collector is a vendor-agnostic application provided by OpenTelemetry that enables the receiv-

ing, processing, and forwarding of telemetry data. It operates on a pipeline-based architecture,
which is configured using a YAML file, enabling quick and simple configuration changes with
little effort. Receivers define how the collector listens for telemetry data, specifying the pro-

tocols and ports to listen on. Processors can optionally be added to perform operations, such

as batching, filtering, or sampling, on incoming telemetry data. Lastly, exporters define one or
more monitoring backends to forward the telemetry data to.

The configuration used for testing as part of this thesis can be seen in Listing 15. It show-

cases a minimal configuration for receiving spans via HTTP and forwarding them to a Jaeger
monitoring backend.
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Listing 15: OpenTelemetry Collector configuration.

receivers:
otlp:
protocols:
http:
# listen on port 4318
endpoint: 0.0.0.0:4318

exporters:
otlp/jaeger:
# forward to jaeger on port 4317
endpoint: http://jaeger :4317
tls:
insecure: true

# define tracing pipeline
service:
pipelines:
traces:
receivers: [otlp]
exporters: [otlp/jaeger]
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7 Inspecting Traces using Jaeger

Once traces are exported by the OpenTelemetry Collector, they need to be visualized and an-
alyzed to provide meaningful insights into the application’s performance. An OpenTelemetry
backend is a tool that receives and stores telemetry data. Furthermore, it provides an inter-
face for querying and visualizing said telemetry data, enabling efficient analysis of application
behavior and performance. This section demonstrates how to inspect traces generated by an
application using Jaeger, a popular OpenTelemetry-compatible monitoring backend.

Jaeger is a monitoring backend initially developed by Uber, but has since become an open
source project supported by the Cloud Native Computing Foundation [6].

Jaeger can be deployed using Docker, ensuring straightforward configuration and deployment.
The simplest way to run Jaeger is using the all-in-one Docker image, which includes a collector,
storage, and web interface for querying and visualization. The command demonstrated in List-
ing 16 will run the all-in-one Docker image, opening ports 4317 (for receiving telemetry data)
and 16686 (for the web interface).

Listing 16: Docker command for running Jaeger all-in-one deployment.

docker run -d --name jaeger \
-p 4317:4317 \
-p 16686:16686 \
jaegertracing/all-in-one:latest

=W -

After running this command, the web interface is available at http://localhost:16686/.
Traces can be searched by their @ service name, and @ the operation name, as shown in
Figure 8. Results can further be @ filtered by when they occurred and how long they took, and

@ limited to a certain number of results.

Service

prototype

©

Operation

Lookback

Last Hour

@ Max Duration Min Duration

Limit Results

@20

Figure 8: Jaeger trace search with filtering and limits.
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The results of a search can be seen in a quick overview as showcased in Figure 9. The x-axis
shows the timeline of when a trace has occurred, whereas the y-axis represents the duration
of a trace. Additionally, the area of the node represents the number of spans contained in the
corresponding trace. This overview significantly supports the understanding of the timeline and
performance implications of the resulting traces at a glance.

9 Traces Sort:  Most Recent Download Results Deep Dependency Graph
Figure 9: Jaeger search result timeline overview.

Below the overview are the resulting traces from the search, as shown in Figure 10. For each
trace, a few things are visible: the service and root operation name, the number of spans, the
timestamp, and the duration. Additionally, the duration is visualized by the length of the blue
horizontal bar, relative to the longest duration contained in the search results.

plugin: main 88529 13.63ms
2008 Spans [l Plugin (2008) Today
1:15:55 pm
4 minutes ago
plugin: main 25c5c5b 15.72ms
2008 Spans [l plugin (2008) Today
1:15:55 pm
4 minutes ago
plugin: main 30500de 20.45ms
2008 Spans . plugin (2008) Today
1:15:55 pm

4 minutes ago

Figure 10: Jaeger search result.

When selecting any specific trace, its details are displayed, as shown in Figure 11. In addition
to the information stated above, all operations contained in the trace are displayed in a tree
structure. This visualization allows expanding and collapsing of an operation, which defines
whether its child operations are displayed below it. Next to these operations, their timestamp
relative to the root operation and their duration can be seen, whereas the black bar indicates
the active operation.
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Figure 11: Jaeger trace details.

The combination of Jaeger’s straightforward deployment and intuitive interface makes it an
excellent choice for trace visualization and analysis.

24



8 Evaluation

So far, only the plugin’s features and implementation have been discussed. However, one ex-
tremely important aspect of this project is its impact on an application’s performance. To
measure this impact, we have chosen to use a Conway’s Game of Life implementation, similar
to how kperf [18] was measured. This was chosen to enable accurate comparison to the existing
plugin, which used a proprietary format instead of the standardized OpenTelemetry protocol.
This section will detail our benchmark and discuss its results.

8.1 Conway’s Game of Life

Conway’s Game of Life is a cellular automaton, which consists of a grid of cells, where each cell
can either be live or dead. It operates in discrete time steps, whereas in each step, there are
some rules that define whether a cell will die or become live, depending on the number of live
neighbors (i.e., horizontally, vertically, or diagonally):

1. A live cell with fewer than two live neighbors dies (underpopulation).
2. A live cell with two or three live neighbors stays live.

3. A live cell with more than three live neighbors dies (overpopulation).
4. A dead cell with exactly three live neighbors becomes live.

These few rules can lead to surprisingly complex patterns, whereas each initial state can lead to
vastly different behaviors. Out of these rules, several recognizable patterns have emerged: still-
lifes, oscillators, and spaceships. Still-lifes are patterns that do not change between steps (e.g., a
two-by-two square of live cells). Oscillators are patterns that periodically repeat themselves, after
a certain number of steps. While these oscillators do not move, spaceships are a specialization of
oscillators which can move across the grid. The simplest of these spaceships is the “glider”, which
consists of five cells and repeats itself every 4 steps, as depicted in Figure 12. Additionally,
more complex patterns exist, which can periodically create spaceships and even self-replicate

ol

Figure 12: Game of Life spaceship “glider”.

themselves.

8.2 Benchmark

For measuring our plugin’s performance impact, we chose to use a twenty-by-twenty Game of Life
grid. This grid is initialized with a simple “glider”-spaceship, and the simulation is run for 500
steps. This setup matches the one used in kperf’s benchmark and results in 2,000,509 function
calls, as shown in Figure 13. Each of these function calls translates to one span in the resulting
trace.
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Figure 13: Call graph of benchmark with 500 steps.

To comprehensively evaluate the performance impact of our plugin, we created three distinct
configurations for the Game of Life benchmark:

Reference: This project contains no tracing and serves as the baseline to compare per-
formance to. It represents the baseline performance without the overhead inherent to method
tracing.

Manual Tracing: In this project, the code required for tracing is added manually by a
developer in every relevant function, i.e., no plugin is used for instrumentation. This serves
to investigate whether using our plugin introduces additional overhead as opposed to manual
tracing code.

Automatic Tracing: This configuration applies our plugin to the base Game of Life im-
plementation, to automatically instrument code. The performance of this setup directly reflects
the overhead introduced by our plugin.

Both tracing configurations utilize a batch span processor for exporting spans. To optimize for
the abnormally high number of spans generated by our benchmark, the processor was configured
using the following parameters:

e Queue size: We set this to the maximum integer value to prevent lost spans due to reaching
the default limit of 2048 spans. Without this configuration, a large number of spans would
be dropped due to the enormous influx of spans in a relatively short amount of time.

e Batch size: This configuration was set to 2048, as opposed to the default value of 512, to
significantly reduce the number of network requests made by the benchmark. Our chosen
value reduces the number of network requests by a factor of four (from 3908 requests down
to 977 requests).

Additionally, our tracing configurations utilize our OTLP exporter, OpenTelemetry Collector,
and Jaeger as described in Section 6 and Section 7.
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JVM JavaScript Native (Linux)
Reference | execution | [33.84 £ 0.59] [20.82 £ 0.37] [3.68 £ 0.18]
Mamal execution | [9,269.59 «+ 240.36] | [19, 742.54 + 118.23] | [72,831.72 £ 957.3]
total [9,602.45 4 243.77] | [110,749.40 & 533.53] | [73,270.53 & 956.53]
Automatic |_CXecution | [8,352.11 + 126.42] | [19,584.33 + 124.95] | [70,581.19 & 700.64]
total [8,644.29 £ 142.92] | [109, 786.73 + 420.45] | |71, 018.52 = 697.57]

Table 1: Benchmark results in milliseconds (95% confidence intervals).

The benchmark was executed using an automated script that ran each of the three con-
figurations (Reference, Manual Tracing, and Automatic Tracing) 100 times per target (JVM,
JavaScript, and Native (Linux)) to ensure statistical significance. For each execution, we mea-
sured both the execution time (the time required to run the Game of Life simulation) and the
total time (execution time plus the additional overhead from waiting for HTTP requests to com-
plete when exporting traces). All benchmarks were conducted on a Framework Laptop equipped
with an Intel i5-1240P processor (12 cores, 16 threads) and 32GB of RAM, running Fedora Linux
42 with the GNOME desktop environment. The system was configured to run in Performance
mode to minimize performance variability and ensure consistent benchmark conditions.

The resulting execution times were processed using a Python script to calculate the 95%
confidence intervals, as can be seen in Table 1, and generate visualizations.

8.3 Discussion

The benchmark results show that the baseline performance is less than 50 ms consistently across
all platforms. Native (Linux) clearly performs best at only around 4 ms, followed by JavaScript
at around 21 ms, and the JVM at around 34 ms. The most obvious observation is that both
tracing configurations introduce an enormous overhead, whereas the automatic tracing overhead
for JVM is around 255 times as much as the baseline. The overhead for JavaScript is around
5,273 times the baseline, and for Native (Linux) it is around 19,300 times the baseline. This
overhead is visualized in Figure 14 as Boxplots. These results correspond to an overhead per
method call of 4.3 s for JVM, 54.9 us for JavaScript, and 35.5 ps for Native (Linux), indicating
room for improvement. Disregarding the slightly larger difference for the JVM target, there
seems to be a negligible difference between manual and automatic tracing.

This overhead is alarmingly extreme and indicates that some parts of the tracing imple-
mentation introduce a significant overhead. Interestingly, the total time barely differs from the
execution time in both the JVM and Native (Linux) targets, whereas there is a significant differ-
ence in the JavaScript target. This indicates that the JavaScript target experiences a significantly
larger export overhead, likely due to the JavaScript HTTP engine, which utilizes the fetch API.

The question is whether the general overhead stems from the generation of spans in each
of the two million function calls (and the span processing pipeline that follows), or if it can
just be attributed to the export of these spans. To investigate this question, we have created
another benchmark configuration, which implements the same manual tracing code but without
the OTLP exporter. Instead, this configuration defines its own NOOP (no operation) exporter,
which implements no functionality. The results of this benchmark can be seen in Table 2. It is
clearly visible that the tracing code introduces a significant overhead on its own. However, it is
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JVM JavaScript Native (Linux)

Reference execution | [33.84 £ 0.59] [20.82 £ 0.37] [3.68 £ 0.18]
Mamal execution | [9,269.50 + 240.36] | [19, 742.54 + 118.23] | [72,831.72 + 957.3]

total [9,602.45 =+ 243.77] | [110, 749.40 % 533.53] | [73,270.53 = 956.53]

, execution | [8,352.11 £ 126.42] | [19,584.33 & 124.95] | [70,581.19 = 700.64]

Automatic

total [8,644.29 + 142.92] | [109, 786.73 + 420.45] | |71, 018.52 = 697.57]
Manual (NOOP) | execution | [5,763.32 + 47.84] [28,513.16 & 119.24] [25, 422.55 + 82.99]

Table 2: Benchmark results with NOOP exporter in milliseconds (95% confidence intervals).

noticeable that the exporter also contributes a large chunk to the total overhead as there is a
considerable difference between this result and the previous tracing configurations. Perplexingly,
the execution time for the JavaScript target has actually become worse than the execution time
with the OTLP exporter. The source of this additional overhead is unclear.

8.4 Comparison to kperf

To put our results into perspective, we will compare them to the Institute for System Software’s
previous implementation, called kperf [18]. The results of kperf’s benchmark can be seen in
Table 3.

The first clear observation that can be made is that our reference configuration seems to be
more performant. Especially surprising is that while our results indicate that JavaScript and Na-
tive (Linux) perform better than JVM without any tracing code, kperf’s results seem to suggest
the exact opposite. While the general performance difference could be attributed to different
hardware, the discrepancy between the targets cannot. To rule out that implementation details
might influence any observable discrepancies, our benchmark was implemented and executed as
consistently as possible to kperf’s benchmark (e.g., using the same Game of Life implementa-
tion, similar benchmarking scripts, etc.). However, one potential source for this difference could
be additional multiplatform compiler optimizations in later Kotlin versions, as our plugin uses
Kotlin version 2.1.20 and kperf used 2.0.20.

Reference Automatic Tracing

Execution Time

Execution Time
50 120000

Total Time

=
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o ]
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20000 = 20000

0
VM 13 Native M 13 Native VM 13 Native

Figure 14: Boxplots showing Reference and Automatic Tracing times in JVM, JavaScript, and
Native (Linux) targets.
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JVM JavaScript Native (Windows)
Reference [84.15 4 1.15] [129.15 + 1.65] [245.45 + 2.55]
Automatic | [420.50 £ 9.30] | [9567.90 + 203.10] | [5409.70 % 87.30]

Table 3: kperf benchmark results in milliseconds (95% confidence intervals) [18].

Furthermore, another noticeable observation is that kperf’s compiler plugin introduces a
significantly smaller overhead. This overhead is approximately 5 times their reference time for
the JVM target, 74 times for JavaScript, and 22 times for Native (Windows). These results,
while too significant to be acceptable, are far more reasonable than those of our benchmarks.

This large performance overhead showcases the need for optimizing our tracing plugin to
improve the applicability of function call tracing in Kotlin multiplatform applications. Some
potential future improvements to increase performance will be addressed in Section 10.
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9 Related Work

This thesis is primarily inspired by kperf [18], which instruments code at compile-time using
Kotlin multiplatform compiler plugins to trace function calls using a proprietary format. Kperf
establishes the feasibility of compile-time instrumentation for this purpose while highlighting
the significant performance overhead associated with a simplistic tracing approach. While our
contributions do not directly address the performance implications of tracing implementations,
our work builds on kperf’s foundation by adopting the standardized OpenTelemetry format.

The development of Kotlin compiler plugins is hindered by the lack of official documentation
by JetBrains. This gap in documentation has been partially addressed by community resources,
including video tutorials [13] and blog posts [1| that provide practical guidance for plugin devel-
opment. However, the most valuable learning resources are existing compiler plugins, especially
first-party plugins developed by JetBrains. These include the allopen plugin [7], which automat-
ically adds the open keyword to declarations, the serialization plugin [10], which automatically
generates serializers for select classes, and the noarg plugin [11], which generates constructors
with no arguments. These reference implementations demonstrate IR transformation and gen-
eration using the Kotlin compiler pipeline.

Another approach to compile-time code instrumentation is annotation processors, which uti-
lize annotations to instruct the processors on how to transform or generate code during com-
pilation. The first annotation processor for Kotlin was the Kotlin Annotation Processing Tool
(KAPT) 8], developed by JetBrains. It enabled the use of existing Java annotation processors in
Kotlin. However, since KAPT is restricted to the JVM, multiplatform development is not sup-
ported. KAPT was eventually replaced by the Kotlin Symbol Processing (KSP) API [9], which
was specifically developed for Kotlin, enabling its use in multiplatform development. KSP is an
abstraction of compiler plugins, enabling the development of lightweight plugins. However, KSP
does not support modification of existing source code as this is not the goal of annotation pro-
cessors. Another major downside of annotation-based approaches is the requirement of manually
adding annotations where needed, which could lead to issues due to missing annotations.

While these compile-time approaches instrument code every time it is compiled, another
approach is load-time instrumentation, which describes instrumentation whenever bytecode is
loaded into the JVM. One such approach is Java Agents, which utilize the Java instrumentation
API, enabling bytecode modification. On top of this, some tools such as JavaAssist [2] can
be used to simplify this bytecode manipulation. JavaAssist enables the insertion of bytecode
using strings containing Java code, significantly reducing the complexity of such modifications.
While modification of code using this approach is straightforward, the main downside to load-
time instrumentation is a slower startup time, since instrumentation takes place every time the
bytecode is loaded into the JVM. Additionally, since this approach is JVM-specific, multiplatform
environments are not supported.

A particularly popular approach to instrumentation is Aspect-Oriented Programming. One
such tool is AspectJ [14], a JVM-specific library that enables the definition of aspects, which
target specific parts of an application (join points), such as functions, and define how these are
modified (advice). Point cuts are a collection of these join points, which are usually targeted
using developer-defined annotations. AspectJ supports various types of advice, including before,
after, and around, allowing developers to specify code that should occur at different points in
the execution of a join point. Interestingly, AspectJ supports code modification at compile-time,
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load-time, or run-time, allowing developers to choose which approach they prefer.

Based on this thesis’ requirements, compiler plugins have emerged as the most suitable ap-
proach for our implementation. One such requirement is the direct modification of existing source
code, which is not supported in annotation processors, such as KSP. Another requirement of our
implementation is multiplatform support, disqualifying JVM-specific approaches such as Java
Agents and AspectJ. While compiler plugins are significantly more complex compared to other
approaches, they undoubtedly offer the most flexible modification of source code.
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10 Limitations and Future Work

While this thesis establishes the feasibility of using Kotlin multiplatform compiler plugins and
OpenTelemetry to automatically trace function calls, our implementation is still far from production-
ready.

One major limitation of our implementation is its enormous performance overhead. An over-
head ranging from 255x (JVM) to 19,300x (Native) the baseline performance is not acceptable
and requires substantial optimization. Furthermore, existing OpenTelemetry tools, such as the
Collector and Jaeger, are not designed to handle the high-volume trace data generated by our
plugin. Even our relatively small benchmark with less than 50 ms run time and two million
function calls led to lost spans and degraded query performance.

Both of these performance issues could be addressed through adaptive sampling [15], which
reduces the number of spans generated by dynamically adjusting the sampling rate. A potential
implementation of this could analyze function call frequency to calculate statistically relevant
sampling rates for each function, effectively reducing the total span volume. This optimization
could dramatically decrease the plugin’s overhead while simultaneously enabling the use of exist-
ing OpenTelemetry tooling due to the reduced volume of spans. Implementing adaptive sampling
remains an open issue to be explored.

Furthermore, the export of spans is currently implemented using HTTP and JSON, while
OpenTelemetry recommends the use of gRPC and Protobuf. Protobuf serializes typed, structured
data into a binary representation based on a provided Protobuf definition (i.e., a formatted text
file) [5]. This would result in a more efficient encoding of spans, as binary data representations
are typically smaller and faster to process than JSON, effectively decreasing network load.

The contribution of different parts of our implementation to the performance overhead remain
unexplored. Future work could include an in-depth investigation into the performance impact of
the distinct components used as part of our implementation (e.g., try/finally, network overhead,
time measurement, ... ).

Another limitation with the current state of our implementation is the lack of support for
suspend functions. Currently, we use a singleton object to track the active span-context, which
is used to maintain the parent-child relationship of spans throughout the function call hierarchy.
However, this approach breaks down with suspend functions, since these execute asynchronously.
This can lead to an incorrect span hierarchy that does not accurately reflect the actual execution
flow of the application.

A potential solution would be to modify how we propagate span-contexts to properly handle
asynchronous operations, possibly by leveraging Kotlin’s coroutine context to maintain the cor-
rect parent-child relationships. Alternatively, the parent span-context could be explicitly passed
as an additional parameter to each instrumented function, ensuring consistent span hierarchies
whether functions execute synchronously or asynchronously. This remains an area for future
investigation.
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11 Conclusion

This thesis successfully demonstrates the feasibility of automatically instrumenting Kotlin Mul-
tiplatform applications with OpenTelemetry-compliant tracing through compile-time code in-
strumentation. The developed compiler plugin eliminates the need to manually add boilerplate
code by automatically inserting tracing code during the IR compilation phase, while maintaining
compatibility across JVM, JavaScript, and Native targets.

The plugin’s integration with the OpenTelemetry ecosystem represents a significant improve-
ment over proprietary tracing formats. By utilizing standardized protocols, the plugin enables
developers to leverage existing monitoring infrastructure and visualization tools such as Jaeger
without vendor lock-in.

However, our evaluation reveals substantial performance challenges, with overhead ranging
from 255x on JVM to 19,300x on Native (Linux) platforms. This overhead, attributed to the
high-frequency tracing approach generating two million spans, indicates bottlenecks in both span
generation and export that require optimizations such as adaptive sampling.

In conclusion, this thesis successfully establishes the feasibility of automatic tracing instru-
mentation for Kotlin Multiplatform development. While the performance overhead indicates
the need for optimizations such as adaptive sampling, the approach effectively demonstrates
straightforward OpenTelemetry integration across all target platforms.
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