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Abstract

Compiler plugins enable powerful customizations and enhancements, but their development also
requires an understanding of the compiler’s internal structure. Kotlin, a programming language
for the Java Virtual Machine, Android, and JavaScript, lowers source code into an Intermediate
Representation (IR), a platform-neutral tree used for optimizations. Understanding this com-
piler’s IR is crucial for the development of many Kotlin compiler plugins, but it is also notoriously
difficult, stalling many plugin projects. Because the only readily available output is a cluttered
textual IR dump, developers lack an exploratory environment that connects tree structure, source
code, and semantic properties in one place.

This thesis introduces the Kotlin Compiler IR Visualizer, a solution combining a compiler
plugin and a web-based visualization tool. The compiler plugin traverses Kotlin’s IR structure,
exporting a compact JSON representation. The accompanying web application transforms this
JSON into an interactive, animated DOT graph with features such as clustering, dynamic fil-
tering, edge labeling, and collapse/expand functionality. Furthermore, it provides bidirectional
linking to the corresponding source code and a reflection-based Object Inspector.

The tool equips plugin authors, educators, and students with an intuitive visualization of
Kotlin’s internal compiler model, accelerates the familiarization process, and paves the way for
faster development of Kotlin compiler plugins.

Kurzfassung

Compiler-Plugins ermöglichen leistungsstarke Anpassungen und Erweiterungen, aber ihre En-
twicklung erfordert auch ein Verständnis der internen Struktur des Compilers. Kotlin, eine Pro-
grammiersprache für die Java Virtual Machine, Android und JavaScript, reduziert den Quellcode
in eine Intermediate Representation (IR), einen plattformneutralen Baum, der für Optimierun-
gen verwendet wird. Das Verständnis der IR dieses Compilers ist für die Entwicklung vieler
Kotlin-Compiler-Plugins von entscheidender Bedeutung, aber es ist auch notorisch schwierig,
was viele Plugin-Projekte zum Stillstand bringt. Da die einzige leicht verfügbare Ausgabe ein
unübersichtlicher textueller IR-Dump ist, fehlt den Entwicklern eine explorative Umgebung, die
Baumstruktur, Quellcode und semantische Eigenschaften an einem Ort verbindet.

In dieser Arbeit wird der Kotlin Compiler IR Visualizer vorgestellt, eine Lösung, die ein
Compiler-Plugin und ein webbasiertes Visualisierungswerkzeug kombiniert. Das Compiler-Plugin
durchläuft die IR-Struktur von Kotlin und exportiert eine kompakte JSON-Darstellung. Die be-
gleitende Webanwendung wandelt dieses JSON in einen interaktiven, animierten DOT-Graphen
um, der Funktionen wie Clusterbildung, dynamische Filterung, Kantenbeschriftung und Funk-
tionen zum Zusammenklappen/Ausklappen bietet. Darüber hinaus bietet er eine bidirektionale
Verknüpfung mit dem entsprechenden Quellcode und einen reflexionsbasierten Object Inspector.

Das Tool bietet Plugin-Autoren, Lehrenden und Studierenden eine intuitive Visualisierung
des internen Compiler-Modells von Kotlin, beschleunigt den Einarbeitungsprozess und ebnet den
Weg für eine schnellere Entwicklung von Kotlin-Compiler-Plugins.
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1 Introduction

By translating human-readable source code to machine-readable instructions, compilers have
become one of the most fundamental tools in software development. However, compilers not
only translate the input programs into their target language, but they also perform numerous
optimizations on the code (e.g., to make the output program faster or smaller). This is one
of the main reasons why many modern compilers rely on the use of so-called intermediate rep-
resentations (IR) [32]. These IRs are data structures that can represent the semantics of the
source code in a platform-independent way, which is also especially suitable for optimization. In
fact, compilers often use multiple different IRs combined in one compilation pipeline [32]. The
usage of such structures allows the compiler to perform optimizations more efficiently and also
independently from the target platform, which is especially important for compilers that can
target multiple platforms from the same input program [39].

Meanwhile, Kotlin has become one of the most popular and quickly growing programming
languages since its launch in 2016. Being the fastest growing language on GitHub in 2018 (and
fourth in 2019), Kotlin is now present in nearly 60% of the top 1000 Android apps [10]. One reason
for Kotlin’s increasing popularity is its support from the industry, primarily through Google’s
announcement in 2019 to make Android Development “Kotlin-first” [10]. Another advantage is
that Kotlin can target multiple platforms, including the Java Virtual Machine (JVM), JavaScript,
and Android [31]. Studies even report that, “most of the projects that adopted Kotlin quickly
transitioned from Java to the new language” [4].

Kotlin’s compiler is one example of a compiler that utilizes intermediate representations
during its compilation process. The compiler generates the Kotlin Intermediate Representation
from the given input source files to perform further optimizations on it. The platform-dependent
target code can then be generated from this IR, which means that all optimizations and other
changes done to the IR are platform-independent. The Kotlin IR is implemented as an abstract
syntax tree (AST) that contains the program’s semantics after all Kotlin-specific syntax sugar
has been removed.

Understanding Kotlin’s IR can be crucial for multiple reasons, especially for the development
of Kotlin compiler plugins. Compiler plugins are extensions that expand the compiler’s func-
tionality. In Kotlin, these plugins can hook into different compiler phases (see Section 2.1), with
the backend IR phase being one of them. However, modifying the IR can be complicated due to
the complexity of its structure, including the numerous node classes and different relationships
that can exist between those classes. Since the corresponding source code of the IR classes is
rarely documented, developers may struggle to understand the IR, which can drastically hinder
the development of new plugins.

That said, the importance of understanding this IR is not limited to plugin developers alone.
It also affects education and program comprehension. Students who visit courses on compiler
development, as well as courses about Kotlin itself, benefit from visual aids to understand how
source code is transformed during the compilation process. The fact that visualizing compiler
data structures (such as ASTs or IR graphs) helps students comprehend the behavior of compilers
has already been shown on multiple occasions ([36], [3]). For the Kotlin Compiler IR, a visual
representation tool could greatly assist the teaching instructors and help students understand
their own programs, as well as the compilation process, better. Thus, both plugin developers
and students of compilers or Kotlin itself benefit from improved IR understanding tools.
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1.1 Problem Statement

Despite this clear need, Kotlin currently lacks any dedicated visual tooling for its IR. Currently,
inspecting or analyzing Kotlin’s Intermediate Representation is a tedious process. When a devel-
oper wants to examine the IR of a Kotlin program, the only real option is to produce a raw text
dump of the IR tree. The Kotlin compiler can output the IR in a linear text form. These text
dumps typically consist of deeply nested, tree-structured listings of IR nodes with their details.
For anything beyond the smallest code snippets, the dump can span thousands of lines of text
with indentation levels indicating the hierarchy. There is no built-in mechanism to interact with
this output: one cannot easily filter or collapse parts of the IR tree in the textual dump. Due
to the very deep nesting of the nodes, it is also difficult to keep track of the overall structure
that is denoted by the indentation. The lack of navigability makes it extremely difficult to locate
specific IR nodes or to get an overview of the program’s IR for specific code components. In
addition to the mentioned drawbacks, the following limitations arise:

Missing parent-child relationship. Indentation in the dump only signals that a node A is
nested under a node B. It does not reveal why the relationship exists or what role the child
plays. For example, a function node is followed by a long list of children, but the dump does not
label which child is the dispatch-receiver (used for member functions of classes) or the extension-
receiver (used for extension functions, see Section 2.2), which children are the parameters, and
which child is the body. In many cases, this information cannot even be derived from the
children’s type, since some children, such as extension-receivers and parameters, have the same
node types.

Rigid, non-extensible property set. The current IR dump emits a predefined subset of
properties for each node type (typically the type, name, and type-specific information). When
a developer needs to examine a property not included in this subset (e.g., the startOffset
and endOffset fields for source code mapping), the only option is to rerun the compiler with a
custom printer or to attach a debugger and inspect objects manually.

No correspondence with source code. Perhaps the most severe drawback is the total
absence of linking between IR elements and the original Kotlin source. Developers reading a
dump do not get any information about which IR nodes originate from which parts of the code.
Although Kotlin IR nodes do store startOffset and endOffset fields, these offsets are not
surfaced in the textual dump. But even if the offsets were printed, the mapping would have to
be reconstructed manually, which is not feasible at all for any dump longer than a few lines.

Difficult resolution of call targets. Finally, the dump provides no convenient way to deter-
mine which original declaration a particular call refers to. The printer outputs only the callee’s
source code definition, so when several identically named functions exist (e.g., operator invoke
in multiple classes), developers must manually trace the symbol to discover the correct target.
Because the dump lacks a simple and unique identification of the defined function nodes, finding
the correct function for a given call or vice versa becomes a labor-intensive task.
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1.2 Contributions

The visualizer proposed in this thesis (see Figure 1) solves each of these problems in a way that
is intuitive and practical to use. These are our main contributions:

An interactive, web-based IR visualizer. The visualizer is implemented as a Kotlin com-
piler plugin that serializes the entire IR into JavaScript Object Notation (JSON) format and
provides a rich browser-based user interface (UI) that shows the IR tree rendered as a graph.
Parent-child relationships are extracted and represented as edge labels for a clear understand-
ing of the structure. Additionally, the difficult resolution of call targets has been resolved by
displaying additional dotted lines between functions and their calls.

Advanced navigation and filtering features. The UI is optimized to display IR trees of
very large programs. The nodes are combined into logical clusters, children can be collapsed and
expanded, and the tree can also be filtered by keywords.

Source-code linkage. The visualizer also consists of a Code Inspector, which displays the
original Kotlin code. This inspector enables a 1:1 correspondence between the source code and
the IR nodes of the tree. It is possible to click on specific code and jump to the corresponding
IR node in the tree, or vice versa. The source files can also be explored by hovering over the text
and viewing the different types of IR nodes that are generated from it.

On-demand property inspection. In addition to the predefined information that is dis-
played when selecting a node, the visualizer has a built-in Object Inspector. This inspector
communicates with the backend of the compiler plugin to extract arbitrary properties. This
allows the users to get all the information they need about any node in the tree.

3



MODULE_FRAGMENT name:<main>
  FILE fqName:<root> fileName:main.kt
    CLASS CLASS name:TDArray modality:FINAL visibility:public superTypes:[kotlin.Any]
      $this: VALUE_PARAMETER INSTANCE_RECEIVER name:<this> type:<root>.TDArray<T of...
      TYPE_PARAMETER name:T index:0 variance: superTypes:[kotlin.Any?] reified:false
      CONSTRUCTOR visibility:public <> (dimension:kotlin.Pair<kotlin.Int, kotlin.Int>, initFn:kotlin....
        VALUE_PARAMETER name:dimension index:0 type:kotlin.Pair<kotlin.Int, kotlin.Int>
        VALUE_PARAMETER name:initFn index:1 type:kotlin.Function2<@[ParameterName(name = ...
        BLOCK_BODY
          DELEGATING_CONSTRUCTOR_CALL 'public constructor <init> () [primary] declared in kotlin...
          INSTANCE_INITIALIZER_CALL classDescriptor='CLASS CLASS name:TDArray modality...
      PROPERTY name:dimension visibility:public modality:FINAL [val]
        FIELD PROPERTY_BACKING_FIELD name:dimension type:kotlin.Pair<kotlin.Int, kotlin.Int>...
          EXPRESSION_BODY
            GET_VAR 'dimension: kotlin.Pair<kotlin.Int, kotlin.Int> declared in <root>.TDArray.<init>'...
        FUN DEFAULT_PROPERTY_ACCESSOR name:<get-dimension> visibility:public modality:...
          correspondingProperty: PROPERTY name:dimension visibility:public modality:FINAL [val]
          $this: VALUE_PARAMETER name:<this> type:<root>.TDArray<T of <root>.TDArray>

...

Figure 1: Comparison between existing Kotlin IR text dump (top) and the Kotlin Compiler IR
Visualizer introduced in this thesis (bottom).
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2 Background

This section explains the basic topics that were important for the development of the visualizer.
First, Section 2.1 shows the basic structure of the Kotlin compilation pipeline, including its
phases, and also where exactly compiler plugins can be used there. Following, Section 2.2 gives
a more detailed introduction to the Kotlin Compiler intermediate representation and the most
important implementation classes. Finally, Section 2.3 gives a short introduction to the basics
of graph representation.

2.1 Kotlin Compilation Pipeline

In 2024, JetBrains, the company behind Kotlin, released a new compiler, called the K2 com-
piler [15]. This new compiler is not an iteration of the old compiler but instead a completely new
development whose main goals were to improve performance and to accelerate the development
of new language features [11]. Furthermore, the new K2 compiler is now written in Kotlin itself.
The compilation pipeline consists of multiple phases that can be summarized in 2 stages, which
are the compiler frontend and the compiler backend, as shown in Figure 2.

Compiler Backend
Common Backend

IR
Generator

IR
Optimization

Target Code
GeneratorTarget Code

Modied IR

Target-specific Backend

IR

Compiler Frontend

Semantic
Analyser

FIR
Generator

Code
Analysis

Resolution phase FIR Codegen

Syntax
Analyser

Lexical
Analyser

FIR PSI

Parsing phase
AST

Figure 2: "Simplified overview of Kotlin’s K2 compiler compilation process" (Figure and caption
taken with permission from [29]).
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Parsing Phase. The parsing phase consists of multiple steps, starting with the lexer that
performs the lexical analysis. This analysis splits the source code into a sequence of tokens that
can then be parsed by the parser [11]. The parser performs the syntactic analysis and generates
an abstract syntax tree (AST). AST nodes directly refer to the text of the corresponding source
file, with the bottom nodes referring to the tokens that are generated by the lexer phase. After
that, the AST is used by the Semantic Analyzer to create the Program Structure Interface
(PSI) [29].

Intermediary Codegen Phase and Resolution Phase. In these phases, the PSI is trans-
lated to another abstraction level, which is the Frontend IR. The PSI is first transformed into a
so-called RawFIR [11]. This RawFIR is then fed into code analyzers and checkers that extend
this tree with further semantic information to get a resolved FIR. All FIR nodes still have refer-
ences to the PSI nodes from which they originate, which makes it possible to access the PSI in
this phase [21].

Common Backend Phase. This backend phase is shared between all target platforms and is
therefore completely platform independent. The FIR that is passed by the compiler frontend is
now converted to the Intermediate Representation (IR) [29]. The IR is a platform-agnostic AST-
like structure representing the program. In contrast to the FIR, the IR also includes code created
by the compiler (e.g., synthetic functions) [21]. The backend phase then performs optimizations
on the tree and produces a modified IR, which is still completely platform independent.

Target-specific Backend Phase. The modified IR is now used to generate the final tar-
get code for the wanted platform. As the name suggests, this phase is therefore different for
all platforms. However, since most optimizations and transformations are already completed
beforehand, the target-specific parts of the compiler become smaller and easier to adapt [29].

Using compiler plugins to extend or modify the compiler is a key component of the Kotlin
compilation pipeline. Compiler plugins can introduce new behaviors by hooking into various
compilation stages and modifying the corresponding internal data structures. There are multiple
suitable stages in which the K2 compiler supports the attachment of compiler plugins (marked
with + in Figure 2), with each phase serving different purposes. Most plugins either work at the
FIR or IR stage [29]. At these stages, plugins can traverse and also modify the FIR or IR trees
to either extract information or implement new features. In the K2 compiler, this is especially
powerful because at those stages, plugins will affect all target platforms uniformly.

The library Reflect [2] is one example of a Kotlin compiler plugin that accesses the IR during
compilation. It traverses the IR tree to implement the compile time resolution of reflection
queries, while the built-in reflection in Kotlin always works during run time.

2.2 Kotlin Compiler Intermediate Representation

Since the compiler plugin described in this thesis works during the IR phase, we will now take a
closer look at this compiler’s internal data structure. The Kotlin IR tree is essentially an abstract
syntax tree for the whole program. Every tree has one root element of type IrModuleFragment,
which is just a collection of all source files used. The module fragment, therefore, has one child
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of type IrFile for each source file (see Listing 1 and Figure 3). Each file then consists of a
list of declarations (IrDeclaration), which could be functions (IrFunction), classes (IrClass),
properties (IrProperty), or many other types. Further, we can see that each function consists
of an IrBlockBody, which itself consists of statements (in this case of type IrCall). All of
those types are implemented with heavy use of inheritance and have a common base type called
IrElement.

//Main.kt
fun main() {

printHW ()
printHW ()

}

//Print.kt
fun printHW () {

println("Hello␣World!")
}

Listing 1: Example Kotlin soure code to demonstrate IR.

IrModuleFragmentImpl

IrFileImpl
Main.kt

IrFileImpl
Print.kt

IrFunctionImpl
main

IrFunctionImpl
printHW

IrBlockBodyImpl IrBlockBodyImpl

IrCallImpl
printHW

IrCallImpl
println

IrConstImpl
"Hello World!"

IrCallImpl
printHW

files[0] files[1]

 declarations[0]  declarations[0]

 body  body

statements[0] statements[1]
 statements[0]

 arguments[0]

Figure 3: Resulting IR tree of Listing 1.

When we look at Figure 3, we can notice that the IR tree does not have nodes of the
types we mentioned (e.g., IrFile) but instead of their respective implementation classes (e.g.,
IrFileImpl). This is because the base types themselves are all abstract classes, with the corre-
sponding Impl types being the concrete implementation classes that inherit from those abstract
supertypes.
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One Kotlin-specific specialty that can be seen in our second example (see Listing 2 and
Figure 4) is the distinction between dispatch receiver and extension receiver for functions. In
Kotlin, functions can be defined top-level, as members of a class, or as extensions on a type.
Depending on this definition, the function has a dispatch receiver in case it was defined in a class
or an extension receiver in case it is defined as an extension function. Furthermore, it is also
possible to combine both scenarios, which would result in both receivers being present (like in
our example). The reason we mention this here is that this is a perfect example to show that the
relationship between parent and child cannot be derived from the child type alone. In Section 1,
we already stated that the textual IR dump does not contain the relationship between the nodes,
but this example shows that this is absolutely necessary for a good understanding of the IR.

class B

class A {
fun B.foo() {

println("Dispatch␣receiver:␣${this@A}")
println("Extension␣receiver:␣${this}")

}
}

Listing 2: Example Kotlin soure code to demonstrate the difference between a dispatch receiver
and an extension receiver.

IrModuleFragmentImpl

IrFileImpl
Main.kt

IrClassImpl
A

IrClassImpl
B

IrFunctionImpl
foo

IrBlockBodyImpl

 files[0]

 declarations[0]

 declarations[1]

 declarations[0]

IrValueParameterImpl
<this>

IrValueParameterImpl
<this>

dispatchReceiverParameter
extensionReceiverParameter

body

Figure 4: Resulting IR tree of Listing 2. To maintain an overview, only the part of the IR
tree relevant to the dispatch and extension receivers is shown, since the entire tree resulting
from Listing 1 is far too large to display due to the function body and many compiler-generated
methods (such as equals, hashCode, ...).
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2.2.1 Intermediate Representation Visitor Pattern

To process or analyze the IR tree, the Kotlin compiler (and plugins) rely on the Visitor pattern.
The Visitor pattern is a classic design pattern that provides a uniform behavior of traversal that is
independent of the structure of the hierarchy itself [28]. A visitor class (in Kotlin IR implemented
by IrElementVisitor) defines a separate visit function for each type of the traversed elements
(in this case IrFile, IrClass, ...). These elements then each implement an accept method
that takes a visitor object as a parameter and calls the right visit method from the visitor.
Additionally, each element also has an acceptChildren method that takes a visitor object and
calls the accept methods of all its children.

override fun <D> acceptChildren(visitor: IrElementVisitor <Unit , D>, data: D) {
typeParameters.forEach { it.accept(visitor , data) }
dispatchReceiverParameter ?. accept(visitor , data)
extensionReceiverParameter ?. accept(visitor , data)
valueParameters.forEach { it.accept(visitor , data) }
body?. accept(visitor , data)

}

Listing 3: Implementation of the acceptChildren function of the IrFunction class [14].

Listing 3 shows the acceptChildren function of the IrFunction class as an example. We can
see that a function has five different types of children, with two of them being collections. The
acceptChildren function simply passes the visitor and the data object to all its descendants.
The data object is just an additional object that is also passed on. The type of this data object
is generic and can therefore be freely chosen.

2.3 Graph Visualization

To visualize the Kotlin IR as a tree, a suitable graph visualization language is needed. For this
purpose, we decided to use the DOT graph visualization language with the Graphviz toolkit [34].
Graphviz is a popular open-source toolkit that takes a textual representation of a graph and
renders it into a visual representation. Graphviz uses its own domain-specific language to describe
the graphs textually. This language is called DOT language. In DOT, it is possible to define
either a directed graph (digraph) or an undirected graph (graph).

digraph G {
rankdir=TB; // Top -to-bottom layout
nodesep =0.7; // Horizontal spacing
ranksep =0.7; // Vertical spacing
A [label="Node␣A"];
A -> B;
subgraph cluster_1 {

B [label="Node␣B"];
C [label="Node␣C"];
B -> C;

}
}

Listing 4: Minimalistic example of a graph with 3 nodes written in DOT.
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Node A

Node B

Node C

Figure 5: Resulting graph of Listing 4.

Listing 4 describes a graph with three nodes (A, D, C) and two directed edges, one from A to B
and one from B to C. Additionally, nodes B and C are part of a subgraph or cluster. A subgraph
will always be drawn as a grouped box around its nodes. Clustering makes it easier to structure
big graphs. Furthermore, it is possible to define layouts for the graph, such as top-to-bottom,
and also change the horizontal and vertical spacings. The resulting graph can be seen in Figure 5.
There are still many more customization options to design the graph, including:

• Custom colors for nodes, edges, and subgraphs.

• Different shapes for nodes (e.g., box, ellipse, diamond, etc.).

• Edge styles (dashed, dotted, etc.).

• HTML-like labels for rich formatting of node content.

Figure 6 shows what is possible with the intensive use of the DOT language’s features.

Cluster A

Start Calculate
activate

Output

finished

loop

Figure 6: Example of intensive use of the DOT language’s features.

10



3 Overview

This section provides an overview of the architecture and workflow of the Kotlin IR Visualizer.
The purpose of this overview is to explain how the major components of the tool interact to
achieve the core goal. We first describe the main features and components in Section 3.1 and
then elaborate on how these components communicate with each other by showing end-to-end
workflows in Section 3.2. The individual components are only outlined at a high level since they
are heavily described in the subsequent sections.

3.1 Essential Functions and Components

As already described, the Kotlin IR Visualizer is a Kotlin compiler plugin that is capable of visu-
alizing the compiler’s intermediate representation in a Web UI that supports advanced navigation
and filtering. The UI provides bidirectional linking between IR nodes and the original source
code, and includes an Object Inspector that allows the user to inspect all properties present in
the nodes. This Object Inspector even works recursively, allowing you to inspect an IR object
and then also explore the objects returned by its properties. To realize all the requested features,
the visualizer consists of two main components and multiple sub-components:

• Kotlin Compiler Plugin

- Plugin Hook

- JSON IR Tree Visitor

- Ktor Web Server (Web Server)

• Web User Interface (Web UI)

- IR Tree Visualizer (see 1○ in Figure 7)

- Code Inspector (see 2○ in Figure 7)

- Object Inspector (see 3○ in Figure 7)
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3

Figure 7: Overview of the UI components of the Kotlin IR Visualizer.
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3.2 End-to-End Workflows

The core functionality and interfaces of these components will now be shown using two end-to-end
workflows, shown in Figures 8 and 10.

3.2.1 IR Visualization Workflow

IR TreeKotlin K2
Compiler

Kotlin Compiler Plugin

Plugin Hook JSON IR Tree
Visitor

Ktor Web Server
JSON

IR Tree

JSON

Web UI

IR Tree
Visualizer

Graphviz

Code Inspector

DOT

Static
Assets

JSON

1

2

3

4 Code
Fragments

5

6
Static Assets

Figure 8: End-to-end workflow for the visualization of the IR tree.

1○ The IR visualization workflow begins when a Kotlin project is compiled with our Kotlin
Compiler Plugin enabled. During compilation, the plugin’s registrar attaches a custom
IrGenerationExtension. The generation extension has a generate method, which is
then called by the compiler during the IR generation phase. This method receives the
IrModuleFragment as a parameter, which is the root node of the IR tree.

2○ The generate method then creates a new JSON IR Tree Visitor, which traverses the entire
IR tree and creates a JSON representation of it. This JSON includes all the information
per node that is later displayed when inspecting the tree, as well as the original source
code of each file and a unique identifier (ID) for every node object so that they can later
be identified by the Object Inspector.

3○ After the tree has been converted to JSON, the Ktor Web Server is started. The Web
Server hosts all the static assets and provides an endpoint to request the JSON file. The
static assets consist of one Hypertext Markup Language (HTML) file, two Cascading Style
Sheets (CSS) files, and five JavaScript (JS) files and are embedded in the plugin. The main
HTML page is then automatically launched.

4○ The Web UI then starts by traversing the JSON data to generate a DOT graph represen-
tation for it. The IR Tree Visualizer also applies clustering to structure logical parts. The
generation is dependent on the collapse and expansion of the nodes. By default, only the
top three levels are expanded to maintain an overview.

5○ The DOT representation is then passed on to Graphviz, which renders the visual represen-
tation of the graph. After rendering, click handlers are added to all the nodes so that it is
possible to interact with them for closer inspection.

6○ After the graph is displayed, the bidirectional linking between IR nodes and source code
can start. Whenever a node is selected in the graph, the corresponding source file is opened
in the Code Inspector (with the root node IrModuleFragment, representing a collection
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of all source files, being the exception as it does not have corresponding source code).
Furthermore, the Code Inspector not only receives the source as text, but also the start and
end offsets of the nodes that are contained in that file. This allows every code section that
belongs to a node to be highlighted individually (see Figure 9). From then on, every time
a node is clicked in the graph, the corresponding code section is highlighted. Conversely,
the user can also click on a code section in the inspector and automatically zoom to the
matching node in the tree.

Figure 9: Code Inspector with a small example program and four different highlighted nodes
(red). The nodes are highlighted by hovering above them.

3.2.2 Object Inspector Workflow

Kotlin Compiler Plugin

Ktor Web Server

Web UI

Object Inspector

1

Reflection
Helper

Object ID

List of 
Properties

Object
Collection

Object ID

Object

Object

List of 
Properties

2

3

4

Figure 10: End-to-end workflow for the Object Inspector functionality.

The Object Inspector workflow enables users to inspect arbitrary IR node properties beyond
those initially serialized.

1○ When a node’s Inspect Object action is triggered in the UI, the inspector sends a REST
request to the related server endpoint with the node’s unique identifier. The identifier is
still the same ID chosen during the JSON generation phase from Section 3.2.1.

2○ The Web Server then uses the provided ID to retrieve the associated object from a collection
containing all inspectable objects. On startup, this list includes all IR tree node objects.
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3○ To gather all the properties and their values, a special reflection helper is used. This helper
uses Kotlin’s built-in reflection to traverse all properties and store information, such as the
visibility and type. To receive the property’s value, the helper calls the getter and returns a
string representation of this object. The value-object is then added to the object collection
as well, so that it can also be inspected later on.

4○ The list of properties is then serialized into JSON format and returned as the result of the
REST call from step 1○. The Web UI displays the returned property list in a collapsible
tree view, allowing nested inspection of run-time information that was not part of the
original JSON dump.

The main advantage of this approach compared to exporting all properties into the JSON
file upfront is that the Object Inspector supports recursive exploration of returned objects. For
example, if a property P of a node returns an object O, the inspector can further examine O and
display all of its properties as well (see Figure 11). This nested inspection can continue without
limitation in depth and relies on this kind of live communication with the Kotlin backend.

Figure 11: Snipped of the Object Inspector showing the visibility property of a function node
(IrFunctionImpl). The visibility property is expanded and returns an object of type Descrip-
torVisibility, which itself has four properties. The name property of the visibility object is
also expanded, showing the recursive functionality of the inspector.

However, this workflow naturally requires that the compilation process is blocked during the
entire execution of the interface. Otherwise, the Kotlin objects would no longer be accessible.
To achieve this, the Kotlin Compiler Plugin blocks the process until the visualizer is closed by a
dedicated button on the UI, which will shut down the Web Server and release the compilation
process so that it can run to completion.
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4 Plugin Hook

The Kotlin Compiler IR Visualizer is designed as a Kotlin compiler plugin, which integrates into
the IR generation phase to intercept and process the internal intermediate representation. To
attach a plugin to the K2 compiler, Kotlin’s compiler plugin application programming interface
(API) defines specific hook points (see Section 2.1). From an architectural perspective, the Plugin
Hook component consists of three main parts:

• A command line processor to process arguments.

• A component registrar to register our generation extension.

• A generation extension that performs the plugin’s primary work.

The command line processor first defines the plugin’s ID (k-ir-visualizer-compiler-
plugin). This ID is later used when the plugin is passed to the compiler to identify it. Further-
more, the processor provides a list of all the command line options that can be processed by the
plugin, including a name and description. The Kotlin Compiler IR Visualizer plugin only has one
such option, called enabled. This option simply allows us to deactivate or activate the plugin’s
functionality by passing the desired value. The way those options are passed to the compiler is
shown in Listing 5.
kotlinc test.kt -Xplugin="visualizer.jar"

-P "plugin:k-ir-visualizer -compiler -plugin:enabled=true"

Listing 5: Compiling a Kotlin file via command line with the Kotlin Compiler IR Visualizer
plugin enabled.

Furthermore, the command line processor also defines a function to process all those op-
tions that were listed before. The component registrar is responsible for registering the plugin’s
processing logic for the right compilation phase. One component registrar could also register
multiple extensions that are called in different phases during compilation. In our case, we only
have one extension, which should be called during the IR generation phase. Additionally, the
registrar only registers the extension if the plugin is enabled by the command-line option. Finally,
the generation extension defines the generate function that actually runs during compilation at
the IR generation phase. This function is called by the compiler for each module fragment being
compiled. It performs the following main tasks:

1. It uses the JSON IR Tree Visitor (see Section 5) to traverse the entire IR tree and convert
it to JSON. The visitor returns the JSON representation and a list of all IR node-objects,
which is later used to access their properties..

2. It creates and starts the Ktor Web Server (see Section 6).

3. It tries to open the Web UI in the browser. Additionally, it also writes the Uniform Resource
Locator (URL) to the console, in case the website does not open automatically.

4. The function then blocks the compilation process until the UI is closed. This is necessary
since the on-demand object inspection functionality described in Section 3.2.2 requires
direct access to the IR tree nodes.

5. After the Web UI is closed, the Web Server is shut down, and the compilation process is
unblocked. This indicates the last interaction between the compiler and the plugin.
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4.1 Implementation Details

For the implementation of the different components, Brian Norman wrote a good article that
guides one through the project setup [27].

4.1.1 Command Line Processor

The KIRVisualizerCommandLineProcessor implements Kotlin’s CommandLineProcessor inter-
face. As already mentioned in Section 4, the processor needs to define three things: the ID, the
command line options, and a function to process these options. The ID and the options can be
defined by overriding the corresponding properties pluginId and pluginOptions (see Listing 6).

override val pluginId: String = "k-ir-visualizer -compiler -plugin"
override val pluginOptions: Collection <CliOption > = listOf(

CliOption(
"enabled",
"<true|false >",
"whether␣plugin␣is␣enabled"

)
)

Listing 6: Definition of plugin ID and command line options for the IR Visualizer compiler
plugin.

The function to process these options can be defined similarly by overriding the function
processOption. It receives the option, its value, and a compiler configuration as parameters.
The compiler configuration can be used to store information gathered via the command line,
since it is later passed to the component registrar. In this case, we only store the boolean
enabled value in the configuration. If the processing function encounters an unknown option, a
CliOptionProcessingException is thrown and the whole compilation process is terminated.

4.1.2 Component Registrar

The IRVisualizerComponentRegistrar extends Kotlin’s CompilerPluginRegistrar, which
acts as the base class for all registrars. When the compiler is initializing the plugins, it calls
the registrar’s registerExtensions method and passes the compiler configuration that was
modified by the command line processor as the only parameter. The registrar can then attach
one or multiple extensions to different compilation phases. In our case, we want to attach to
the IR generation phase, which is done by calling IrGenerationExtension.registerExtension
with our custom extension as the parameter. In case the plugin is disabled via the command
line options, the function returns immediately, without registering the extension. Finally, the
registrar also overrides the supportsK2 property and sets it to true, indicating compatibility
with the new Kotlin compiler.

4.1.3 Generation Extension

Our custom IRVisualizeExtension is the main entry point for our plugin’s functionality. It
implements the IrGenerationExtension, which provides the generate method that the compiler
calls during IR generation. The function signature can be seen in Listing 7.
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override fun generate(moduleFragment: IrModuleFragment ,
pluginContext: IrPluginContext)

Listing 7: Definition of the generate function in our IRVisualizeExtension.

The extension uses the module fragment (root node of the IR tree) to access the entire IR
of the program being compiled. The plugin context provides additional information, such as
the target platform or the possibility to search for specific elements such as classes, functions or
properties. It is mostly used by plugins that modify the source code being compiled. Since our
plugin only analyzes the existing code, it does not make use of the plugin context object.

To achieve the blocking of the compilation process described in Section 4, Java’s
CountDownLatch is used. The latch is initialized before starting the server, and after launching
the browser, the plugin waits on this latch indefinitely. This effectively blocks the compiler’s
workflow right after launching the UI. The compilation is suspended with the IR data still in
memory. When the UI is closed, the Web Server receives a request on a designated endpoint,
which triggers the latch to count down and release the block. The generate method then
unblocks, proceeds to shut down the Web Server, and returns to the compiler, allowing the
compilation to complete normally.
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5 JSON IR Tree Visitor

To visualize the Kotlin IR, it is necessary to convert the in-memory IR tree into a form that
can be processed outside the compiler. The JSON IR Tree Visitor component is responsible for
exactly that, by traversing the compiler’s IR and constructing a JSON representation of the entire
tree. Kotlin itself uses the visitor pattern to navigate its tree. In the compiler implementation,
there are already multiple visitors implemented, with two of them being the DumpIrTreeVisitor
and RenderIrElementVisitor. Before we dive into the design of the new JSONIrTreeVisitor,
which we implemented as part of this project, we will look at those two visitors first, since we
oriented the development of our visitor to these.

5.1 Existing Visitors

The RenderIrElementVisitor and DumpIrTreeVisitor have two very related tasks. The
RenderIrElementVisitor is used to get a textual representation of any given IR element. How-
ever, this visitor only renders this element alone. It does not look at any children or parents.
The visitor has a separate visit function for most of the different element types, and each of
those functions just assembles a string to represent the most important data. The DumpIrTree-
Visitor, on the other hand, traverses also the children of each element to get a representation of
the entire tree or sub-tree. To get the textual rendering, it uses the RenderIrElementVisitor,
which means that the DumpIrTreeVisitor does not create the representations but only focuses
on the traversal. What is interesting is that the DumpIrTreeVisitor does not use the existing
acceptChildren methods described in Section 2.2.1 by default. It only uses it as a fallback and
implements the traversal of every element’s children manually.

5.2 Traversal Design Choice

When implementing the visitor, a fundamental choice arises regarding the traversal of the In-
termediate Representation (IR): either utilizing the existing acceptChildren methods or im-
plementing the navigation logic manually. A comparison of these two strategies reveals a clear
trade-off between maintainability and contextual awareness. Manual traversal presents several
disadvantages. Firstly, it demands an exhaustive understanding of the IR, as one must identify
and navigate the children of every node type. This process is not only complex and error-prone
but also lacks forward compatibility. Modifications to the IR in future compiler versions would
likely render the visitor inoperable, creating a significant maintenance burden. Conversely, the
acceptChildren method provides a simple and robust traversal mechanism that is resilient to
such underlying changes. Its primary limitation, however, is that it provides no information
about the specific relationship between the parent and the child being visited. For instance,
it is impossible to programmatically distinguish between a function’s dispatch receiver and its
extension receiver during traversal. To resolve this dilemma, we have adopted a hybrid approach.
We leverage the reliable acceptChildren method for the core traversal and employ reflection to
dynamically extract the parent-child relationship.
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5.3 Reflection Helper for Parent-Child Relationship

To extract the relationship between any given child and its parent, we came up with the following
idea. We use reflection to traverse all of the parent’s properties and check which of them returns
the child. When we find the matching property, we can just access its name. Special cases are
properties that return a collection, since the child could also be part of that. To also support
this, the helper traverses the collection, searches for the child, and returns the name and the
index if found. More information on the exact implementation of this helper can be found in
Section 5.6.3.

5.4 Assembling the JSON Representation

Now that we know how to traverse the tree, we can focus on building the JSON representation.
The generation of a JSON element is done in the corresponding visit method of our visitor (e.g.,
visitFile or visitClass). Just as the RenderIrElementVisitor serializes the IR element’s
essential data into a string, our visitor adds this data to the JSON element. The data that
is added is split up into two categories: the mandatory values and the type-dependent values.
Mandatory values are present for every single IR element, independent of its type. Those values
are:

• Node Type: This is the Kotlin type of each element (e.g., IrFile or IrClass).

• Node Name: This is a clean name that describes the type of each element (e.g., File or
Class).

• Caption: The caption is a textual value that is later displayed in the tree visualization to
quickly identify a node. For example, functions or classes would have their name as the
caption.

• Dump: This is the exact string that would appear in Kotlin’s textual dump. It is generated
by using the RenderIrElementVisitor described in Section 5.1.

• Start Offset : This is the source code offset measured in characters in relation to the corre-
sponding source file. Together with End Offset, it indicates the source code area to which a
certain IR node refers. This is later used by the Code Inspector to generate a bi-directional
matching between source code and IR nodes.

• End Offset : See Start Offset.

• Relationship: This is the parent-child relationship that is extracted by using the reflection
helper.

• Object Identity : In Section 3.2.2, we stated that every original Kotlin IR object needs a
unique identifier that allows the Object Inspector to request further properties of a given
IR node. This ID has to be generated in the Kotlin Compiler Plugin and is passed on to
the Web UI.

• Children: The children list is a JSON array that contains all children of the current IR
node. The representation for each of those children is created by recursively using this
JSON IR Tree Visitor. This field is what essentially assembles the tree structure.
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In addition to these mandatory values, a lot of IR nodes also have type-dependent values
that are different for every element type. The selection of those values is based on what data is
shown in Kotlin’s textual IR dump. To name one example, these are all type-dependent values
of a normal function:

• Name: The name of the function.

• Visibility : (PUBLIC, PROTECTED, INTERNAL or PRIVATE)

• Modality : (FINAL, OPEN, SEALED or ABSTRACT)

• Return Type: The return type of the function.

• Origin: The origin property of an IR node gives information about why this node was
generated. For example, if a function was defined in the source code, the origin is DEFINED.
If functions, such as equals or hashCode, are not defined in the source but rather generated
by the compiler, they have the origin FAKE_OVERRIDE.

• Function Identity: The function identity is a unique ID that is assigned to every function.
The ID is then appended to every function itself, and also to every call. This is needed
in the Web UI to understand which call belongs to which function. The UI then creates a
link between them, making navigation easier.

There is one more type-dependent value that is important to mention. Every file node has
a value Content which contains the entire source code as a string (including comments, etc.)
exactly as it was defined. This special field is later accessed by the Code Inspector. Together
with the Start Offset and End Offset fields, the source code and IR node linking is created. What
is special, however, is that all file contents must be converted from CRLF (Carriage Return +
Line Feed, used as a line break on Windows) line breaks to LF (Line Feed only, used as a line
break on Unix/Linux systems) line breaks. This is because all offsets are based on this line break
encoding, even if the input source file was written using CRLF.

5.5 Additional Output Data

Aside from generating the JSON representation, the JSON IR Tree Visitor also outputs a list
containing all the IR node objects. The list is later needed to extract further properties from
those objects if they are requested by the Web UI. It is important to mention that the index of
an object in the list corresponds exactly to the Object Identity that is stored in the JSON file
for every single IR node. This allows a fast lookup of any object given its ID.

5.6 Implementation Details

The JSON IR Tree Visitor is implemented as a dedicated visitor class (JSONIrTreeVisitor) that
walks the IR and builds the JSON data structure. It implements Kotlin’s IrElementVisitor
interface. This interface serves as the base type for all of the existing visitors. It defines all of the
different visit functions (85 in total) and provides a default implementation for each of them
(except for the base case visitElement) that ultimately directs to visitElement. So, in theory,
it would be possible to implement a new visitor just by overriding this base case function, if no
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type-specific information is required. The interface has two generic parameters, R and D. The
R parameter defines the return type of all the visit functions, and the D parameter defines
the type of an additional data object that is also passed to the visit functions. To build and
export JSON structures, Google’s Gson library is used [7]. The library provides two important
classes, JsonElement and JsonArray. JsonElement acts as the base class for each IR node and
is therefore chosen as the generic R type parameter. Those elements are created in the different
visit functions, and all values that should be exported are then added. A JsonArray is created
for the list of children and is itself added to the JsonElement of the parent. In Section 5.4,
we mentioned that there are multiple mandatory values that are exported independently of the
element type. To avoid having to rewrite this code in every visit function, this was outsourced
to a separate function jsonWithDefault. This function is called in every visit function and it
returns the JsonElement with all the mandatory values already added. With that being said,
Listing 8 shows what a visit function looks like in the final JSONIrTreeVisitor.

override fun visitConst(expression: IrConst <*>, data: PassedData ): JsonElement {
val caption = expression.kind.asString
val jsonObj = jsonWithDefault("Constant", caption , expression , data)
jsonObj.add("Type", JsonPrimitive(expression.type.render ()))
jsonObj.add("Kind", JsonPrimitive(expression.kind.asString ))
jsonObj.add("Value", JsonPrimitive(expression.value.toString ()))
return jsonObj

}

Listing 8: Implementation of the visitConst function that handles IR nodes of type IrConst
(used for constants).

Such a function has to be implemented for all relevant IR element types. The usage of the
data parameter will be explained in Section 5.6.2.

5.6.1 Creation of the Children Array

The creation of the children array is also done in jsonWithDefault, and it uses acceptChildren
to traverse all children. Although this function ensures that all children call our visitor, all
return values of these calls (and these return values are our desired JSON objects) are lost, since
acceptChildren does not return anything (see Listing 3). Therefore, a second visitor is needed,
which uses the JSONIrTreeVisitor to create the JSON object for a child and adds this object to
our JsonArray. This visitor is implemented as an anonymous object and is shown in Listing 9.

irElement.acceptChildren(object: IrElementVisitor <Unit , PassedData > {
override fun visitElement(element: IrElement , data: PassedData ){

childrenArray.add(
element.accept(this@JSONIrTreeVisitor , PassedData(/*...*/))

)
}

}, PassedData(/*...*/))

Listing 9: Implementation of the anonymous visitor to add an element’s child to the
childrenArray.
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5.6.2 Passed Data Class

We already mentioned that Kotlin’s visitor interface IrElementVisitor also provides a second
generic parameter that is used to define the type of a data object that is passed to the visit
functions. This is particularly useful when data needs to be passed on during tree traversal. In
our implementation, this data is of type PassedData, which has the following properties:

• relationship: This property is needed to tell a child which relationship it has to its parent.
The reflection helper introduced in Section 5.3 needs the parent and the child object to
extract the relationship. But since a child has no standard reference to its parent, the
extraction has to be done while visiting the parent, and the result needs to be passed to
the child to store it in the JSON representation.

• objects: The objects property is a MutableList and is used to collect all IR node objects.
The exact functionality of this list has already been described in Section 5.5.

• functionOwners: This property is of type MutableMap<Any, Int> and is used to generate
unique ids for all function-nodes (see Function Identity in Section 5.4). This map is
then also used by all call-nodes to look up the ID of the called function.

5.6.3 Reflection Helper Details

The rough working principle of this reflection helper has been described in Section 5.3. Simply
speaking, the helper takes two objects and checks whether the one object is returned by a property
of the other, and returns the property’s name if so. It also includes support for properties that
return collections. These are the main steps to achieve this by using Kotlin’s internal reflection.

1. The helper iterates over all the properties of the given parent object and executes steps 2
to 6 on each of them until a result is found.

2. The property is set to be accessible. This is necessary since the property could also have a
non-public visibility.

3. The properties getter is also set to be accessible, in case its visibility is not public.

4. The getter is called to receive the property’s value. In case the getter returns null or throws
an exception, the current property is ignored, and the loop proceeds with the next one.

5. The helper checks whether the object returned by the getter is equal to the child. If this
is the case, the property’s name is returned.

6. The helper checks whether the object returned by the getter is a subtype of Collection<*>
or a subtype of Array<*>. If this is the case, the helper checks if the child is part of that
collection or that array by using indexOf. If it is part, the property’s name as well as the
index of the child are returned in the following format: name[idx].

This logic is implemented as an extension function for the Any type (see Listing 10), which
means it can be called on any object in the project.
fun Any.getPropertyName(target: Any): String?

Listing 10: Definition of the getPropertyName helper function.
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6 Ktor Web Server

To host the Web UI as well as to process any requests that may come from this UI, the Kotlin
Compiler Plugin includes an embedded Web Server based on Ktor [18]. This Web Server runs
locally within the compiler process. The role of the Ktor Web Server is twofold. First, to host
all the static assets that implement the Web UI, and second, to provide dynamic endpoints that
deliver data to the UI on demand.

6.1 Exposed Endpoints

• Static Assets: The static assets are packaged within the plugin and include the main HTML
page and multiple CSS files for styling and JS files that handle graph rendering and user
interactions.

- Additionally to the assets that implement the Web UI, there are also multiple
JavaScript libraries that are used by the UI implementation. Those libraries also
need to be served by the Web Server.

• GET /irtree.json: This endpoint provides the JSON representation of the IR tree that
was generated before. It is called by the Web UI on startup before any further processing
is done.

• POST /continue: This endpoint is used to tell the Kotlin Compiler Plugin that the
visualizer is no longer active and that the compilation process can continue. It is called
after a corresponding button press on the UI.

• GET /inspect?id=<...>: The inspect endpoint handles the entire Object Inspector func-
tionality. Basically, the endpoint takes an object ID (unique identification for all objects
that can be inspected) as a parameter and returns a list of all its properties, including
name, visibility, return type, and value (as a string). To extract the properties, a special
reflection helper is used (see Section 9.2).

6.2 Usage of Content Delivery Networks

During early development stages, the JavaScript libraries were not hosted by the plugin’s Web
Server but instead accessed via a Content Delivery Network (CDN). A CDN is a distributed
network that delivers web content, such as files and graphics [38]. They provide many advantages,
including lower latency and higher efficiency. Content delivery networks are commonly used in
production environments, particularly in industries such as video streaming and gaming [19].

Despite all these advantages, there is a clear reason why, in our case, hosting the libraries by
the local Web Server is preferable to a CDN. The usage of a CDN requires an internet connection,
which is usually not a problem since the connection is already needed to access the host website
in the first place. However, our Web UI is hosted locally. It does not make a lot of sense for
an offline compiler plugin to require a working internet connection to function properly, which is
why we decided to host the libraries on the local Web Server.
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6.3 Implementation Details

The Ktor Web Server is instantiated with a call to embeddedServer(Netty, port = 0).

• Netty : The Netty engine is a well-established networking library implemented in Java,
designed to handle asynchronous, blocking, and non-blocking input/output (I/O) opera-
tions [26]. By utilizing Netty, Ktor can manage a large number of concurrent connections
efficiently.

• Port 0 : Passing 0 as the desired port instructs the Web Server to use any available port
dynamically. This is used instead of a fixed port to allow multiple instances to run simul-
taneously. Furthermore, an easy-to-remember port is not needed here, since the Web UI is
launched automatically.

Additionally, the ContentNegotiation plugin is used. Content negotiation is the mechanism
that servers and clients use to negotiate the media types of their requests and responses [16].
Aside from that, it is also used for serializing and deserializing the contents. Since we want
JSON serialization and already use the Gson library, we also configure Ktor to use Gson. Note
that this serialization is not needed for generating the JSON representation of the IR tree, which
is already done by the JSON IR Tree Visitor (Section 5). It is needed to serialize our list of
properties, which is returned by the /inspect endpoint.

6.3.1 Automatic Website Launch

To automatically launch the Web UI, we first need to retrieve the port that is chosen by the
operating system. However, access to the engine’s connectors is done via a suspending function.
In Kotlin, a suspending function is a special kind of function that can be paused and resumed
later without blocking the current thread [17]. But in our case, we want to block until the
connector can be accessed, since we need the server’s port to proceed further on. This is why we
need to execute the suspended function in a runBlocking coroutine as shown in Listing 11.

val port = runBlocking {
server.engine.resolvedConnectors (). first (). port

}

Listing 11: Accessing the enigines connectors in a blocking coroutine to retrieve the port on
which the Web Server is launched.

After the port is retrieved, we now want to launch the site in the browser. By using Java’s
Abstract Window Toolkit (AWT), the opening of any URL in the browser is very easy by using
the Desktop class and its browse function. However, if the application is running in headless
mode, which is often the case if the plugin is attached to and called by the compiler process,
Desktop is not supported. The headless mode is a special system configuration in Java, in which
there is no display, mouse, or keyboard accessible from the process [1]. To still open the browser
window, a ProcessBuilder is used to execute a matching command line command. Since the
command is dependent on the operating system (OS), we first have to check which OS is used
(see Listing 12).
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val command = when {
os.contains("win") -> listOf("rundll32", "url.dll ,FileProtocolHandler",

url.toString ())
os.contains("mac") -> listOf("open", url.toString ())
os.contains("nix") || os.contains("nux") || os.contains("aix") ->

listOf("xdg -open", url.toString ())
else -> null

}

Listing 12: Selection of the right command to open the browser window depending on the OS.

In case both Desktop and the command line fail, the Web UI can still be opened manually
through the URL printed on the console.
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7 IR Tree Visualizer

The IR Tree Visualizer is responsible for transforming the Kotlin IR data (provided as a JSON
representation) into a graph visualization. This process involves generating a Graphviz DOT
graph from the IR JSON, including clustering of certain sections, logical groupings of related
nodes, and labeling of nodes and edges. The result is a structured graph that can be rendered
by Graphviz. We already talked about graph visualization and the capabilities of Graphviz in
Section 2.3. In addition to generating the graph, the IR Tree Visualizer also handles all user
interactions, including the selection of a node to display its properties, collapsing and expanding
of nodes, filtering, and support for easy navigation between declaration sites and call sites of
functions.

7.1 Graph Generation

When the web interface loads the IR JSON (produced by the Kotlin Compiler Plugin), it traverses
the IR tree and constructs a textual DOT representation of the graph. The DOT graph will be
directed and organized in a top-to-bottom layout to best represent the tree structure. During
traversal, a new node in the DOT graph is created for every IR node, and an edge is created
between the node and its parent. The content inside the node is formatted by using the HTML-
like labels that DOT supports. Every node displays its human-readable type name (e.g., File),
its Kotlin type (e.g., IrFileImpl), and the caption that is defined (see Section 5.4). Every edge
is labeled with the relationship between the parent and its child. Additionally, different shapes
are used for different types of IR nodes. For example, functions are displayed using a diamond
node shape, while classes are displayed as a trapezium. All node types that have no specially
chosen shape are displayed with the normal elliptic shape.

7.1.1 Clustering

To further improve the visual structure, especially for big graphs, clustering is applied. For
example, classes can be seen as containers that hold other elements, such as functions and
properties. The same applies to files, functions, or blocks. To make it clearer, which elements
are part of such a container, a cluster is displayed around them. To differentiate between the
different types colors are used (see Table 1 for a full list). Figure 12 shows the rendered graph
of a small example program including multiple clusters.

Element Type Hex Code Color Sample

File #e3f2fd

Function, Constructor #e8f5e9

Block Body, Block #fff8e1

Class #ffebee

Table 1: Cluster colors for different element types.
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Module Fragment
IrModuleFragmentImpl

<main>

File
IrFileImpl
main.kt

files[0]

Class
IrClassImpl

Test

declarations[0]

Func�on
IrFunctionImpl

main

declarations[1]

Block Body
IrBlockBodyImpl

body

Call
IrCallImpl
println

statements[0]

Figure 12: Rendered graph of a small example program.

7.2 Collapsing and Expanding

Bigger programs can easily consist of thousands of nodes, making it impossible to display the
entire IR tree as a whole. Therefore, the visualizer must support the user in displaying only
those parts of the program that he wants to inspect at the moment. To achieve this, nodes
should have two different states: expanded and collapsed. In the expanded state, the node and
its children are displayed normally, while in the collapsed state, only the node itself is displayed
and not the children. The state can be easily toggled by just double-clicking on the node. The
children then either appear or disappear with a nice animation. Additionally, the state is also
indicated with either a plus symbol for collapsed or a minus symbol for expanded. On startup,
only the first three levels are expanded. We want to note that the collapsing and expanding of
the nodes gets even more powerful once the bidirectional linking to the source code is introduced
in Section 8.2. Then, parts of the tree that are interesting for the user can be automatically
expanded by clicking on the corresponding source code segments.
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7.3 Grouping

Oftentimes, nodes have a very long list of children of the same type. For example, classes
normally have a multitude of different functions. Displaying all of them as soon as the class node
gets expanded by the user will result in a bloated graph that provides little overview. To solve
this problem, nodes can be grouped together, and a group node is introduced, which represents
all functions as a single node. The actual function nodes are only displayed when the group node
itself gets expanded.

Nodes are grouped if the following three conditions apply:

• The nodes are of the same type (e.g., function).

• The nodes are part of a single array of their parent (e.g., all declarations of a class). This
ensures that special children are not grouped together. The best examples are the extension
receiver and the dispatch receiver of a function. They are both of type IrValueParame-
terImpl and would therefore be grouped together with other parameters of the function,
which is unwanted behavior.

• There are at least three nodes of this type in a row in the array.

To differentiate between nodes that are actually part of the IR tree and nodes that are
generated by the visualizer, group nodes are displayed with a dotted line. Additionally, the
grouping functionality can be turned off to view the untouched tree. Figure 13 shows the grouping
functionality.

Class
IrClassImpl

Test

  

Constructor
IrConstructorImpl

<init>

  

declarations[0]

Func�on Group
IrFunctionImpl

  

declarations[1..3]

Property
IrPropertyImpl

id

  

declarations[4]

Func�on Group
IrFunctionImpl

  

declarations[5..12]

Value Parameter
IrValueParameterImpl

<this>

  

thisReceiver

Figure 13: Part of a rendered graph to showcase the grouping functionality.

7.4 Filtering

Even with the collapse and expand mechanism, it can become difficult to find a desired node in
the tree, especially if the user is not yet familiar with the IR structure. To compensate for that,
the visualizer supports filtering. The filter tool, as seen in Figure 14, allows the user to search
for either a specific node type (e.g., IrCallImpl) or a specific name. If multiple filters are applied
at the same time, the filter logic works as described here:

• Two filters A and B of the same kind (i.e., two filters of type node type or two filters of type
name) are connected with an OR functionality. This means a specific node is highlighted
if it matches either filter A or filter B.
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• Two filters A and B of different kinds are connected with an AND functionality. This
means a specific node is only highlighted if it matches both filters.

If we apply that logic to our example in Figure 14, this means that now all nodes are high-
lighted that are either of type IrCallImpl OR IrFunctionImpl AND have a name of either
main OR print. Thus, all calls (IrCallImpl) of the main function and all calls of the print
function, as well as the two functions’ declarations (IrFunctionImpl), are highlighted.

Figure 14: Filter tool as part of the UI with multiple applied filters.

The filter tool highlights the matching nodes in bright yellow and makes sure that they are
expanded. This entails that all their parents are also expanded automatically to keep a correct
tree structure. However, only the actual path itself is expanded, and not all other children of
all the in-between parents, since this would result in a unnecessary big graph. Additionally, all
not filtered nodes that were expanded before are automatically collapsed to set the focus on the
filtered nodes. If needed, all nodes can then be expanded manually. Figure 15 shows the filtered
graph of a small example program with the applied filters that are shown in Figure 14.
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Module Fragment
IrModuleFragmentImpl

<untitled>

  

File
IrFileImpl
Main.kt

  

files[0]

Func�on
IrFunctionImpl

main

  

declarations[0]

Func�on
IrFunctionImpl

print

  

declarations[1]

Block Body
IrBlockBodyImpl

  

body

Call
IrCallImpl

print

  

statements[0]

Figure 15: Filtered graph of a small example program with the applied filters defined in Figure 14.
The example program only consists of the two functions print and main and print is called in
main.

7.5 Call Site and Declaration Site Navigation

The connection between the definition of a function and its calls is difficult to identify from the
IR tree. Especially if the tree is big and there are multiple functions with the same name in
different classes, it becomes nearly impossible to match the functions with their calls, even when
using the filtering tool. To solve this problem, functions and calls (as well as constructors and
constructor calls) are assigned a unique function ID by the Kotlin Compiler Plugin, as described
in Section 5.4. The IR Tree Visualizer now uses these IDs to provide multiple navigation aids.
First, every function has a dedicated button Expand all calls, which, as the name suggests,
expands all the calls of this specific function, no matter where in the tree they are located.
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Conversely, every call has an Expand function button. Even after all calls and the function are
expanded, they remain difficult to recognize within a large tree. To overcome this, dotted lines
are drawn from a function to all its calls, but only if the function or a call is selected. Otherwise,
the graph would become too complex. Again, this is also implemented vice versa, meaning that
if a call is selected, there is also a dotted line drawn to its function. For easy navigation, the
user can simply click on the line, and the visualizer will automatically zoom to the corresponding
counterpart. Figure 16 shows this mechanism in action. However, its potential only becomes
fully apparent with large graphs.

Func�on
IrFunctionImpl

test

  

declarations[3]

Block Body
IrBlockBodyImpl

  

body

Call
IrCallImpl

test

  

statements[1]

Call
IrCallImpl

test

  

statements[2]

Figure 16: Call site and declaration site matching in a small graph.

7.6 Implementation Details

The IR visualization starts by first requesting the JSON representation of the IR tree from the
backend Web Server. Since the Web UI is implemented in JavaScript, this JSON string can
easily be parsed into a JavaScript object. This object serves as the basis for generating the DOT
and all related functionalities, including collapsing and filtering.

7.6.1 Preprocessing

Before the DOT representation can be generated, multiple preprocessing steps have to be con-
ducted, with the first one being the grouping of children. The visualizer can introduce group
nodes to group together multiple children if specific conditions are met. This is done by the
groupArrays function. This function recursively processes every subtree and examines each par-
ent’s children array. It iterates over all children to find consecutive runs of nodes that share both
the same type and the same relationship property. If such a run is not at least three nodes long,
the children remain untouched. However, if such a run does contain more than three nodes, the
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function creates a synthetic “group” node. This group node is added as a child of the parent,
and it receives the children that were part of the run as its own. It is important to note that this
node receives a new property groupNode, which is set to true, to recognize it as artificial later
on.

The second preprocessing step traverses the entire tree and adds multiple properties to the
nodes that are later needed for other functionalities. These properties are:

• nodeID: A unique ID (generated by a simple counting variable) to identify every node in
the tree. This ID is later used as the name of each node in the DOT graph and used to
match a given DOT node to its corresponding JavaScript object.

• parent: A reference to its parent to allow bottom-up navigation in the tree.

• visible: A boolean flag to indicate whether a node should be visible in the rendered graph
or not. It is used for the collapsing and expanding mechanism.

• highlight: A boolean flag to indicate whether a node should be highlighted by a yellow
background. This is later used by the filtering mechanism to indicate the filter results.

• groupNode: The same boolean flag used to identify the group nodes generated by the first
preprocessing step. If this property is not yet present (which is the case for all original
nodes that were not generated by preprocessing), it is added and set to false.

• displayedData: This is an object containing all the properties that are later displayed
when a node is selected. The JSON IR Tree Visitor (see Section 5) adds a lot of different
values to the JSON representation, and some of them are not designated to be displayed to
the user (e.g., Start Offset and End Offset). These values are ignored, and only the ones
that should actually be displayed are added to this new object.

This step is implemented in the restructureTree function, which internally uses a recursive
traversal function to traverse the tree and add the properties.

In the third and final preprocessing step, the tree object structure gets flattened. This creates
an object that includes every node in a flat structure, comparable to a dictionary, using each
node’s ID as the key. The original tree structure remains essential, but during user interactions,
accessing a specific node by its ID is often necessary. In the tree structure, one would have to
search the entire tree until the node is found. Therefore, this second object is introduced, which
allows a simple mapping from node ID to the node object itself.

7.6.2 DOT Graph Generation

The generation of the graph in the DOT language is implemented by recursively traversing the
tree object (that has been modified by the preprocessing steps) and generating a new DOT node
for every tree node we surpass, along with a new DOT edge from the parent to this node. For
the exact DOT commands used to generate nodes and edges, please look at Section 2.3. Nodes
and their children are only added if the node’s visible flag is set to true; otherwise, the entire
subtree is skipped. The directed graph itself is generated with some additional settings, as seen
in Listing 13.
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digraph KotlinIR {
rankdir=TB; // Top -to-bottom layout
nodesep =1; // Horizontal spacing
ranksep =0.75; // Vertical spacing
fillcolor="white";

Listing 13: Core definition of the DOT graph.

The clusters described in Section 7.1.1 are implemented using the subgraph keyword. One
interesting implementation detail is the styling of the node’s label. A visual node in the graph
contains multiple different lines of text. To style them with different fonts, HTML-like labels
are used. These labels are a feature of the DOT language and Graphviz, which allows us to use
some HTML-similar tags to style contents [35]. Listing 14 shows a part of the label definition of
a node.
let label =

‘<FONT FACE="Calibri" POINT -SIZE="16">${typeName}</FONT ><BR/>‘ +
‘<FONT FACE="Courier␣New" >${node.NodeType}</FONT >‘;

Listing 14: Part of the definition of a node’s label using HTML-like styling.

The graph generation algorithm must consider the different flags introduced during prepro-
cessing and style the graph accordingly (e.g., drawing group nodes with a dotted line).

7.6.3 DOT Graph Rendering

To render the DOT graph into a visual representation, the Graphviz toolkit is used. For
JavaScript, there are multiple different implementations of Graphviz available. During early
development stages, the library Viz.js was used [22]. It provides a simple interface with the func-
tion renderSVGElement, which takes the DOT string as a parameter and returns an SVGElement
with the visual representation.

With the addition of advanced features that enabled live graph updates, it became necessary
to support transitioning from one graph to the updated one. However, Viz.js only allows static
rendering of DOT graphs, making it impossible to, for example, dynamically add a new node
because it got expanded. Because of this, we decided to switch to another library, called d3-
graphviz [13]. This library utilizes the D3 library to implement transitions from one graph to
another. Before rendering, a new d3-graphviz instance needs to be created, as shown in Listing 15.
It initializes the instance by selecting the HTML container in which the graph should be rendered
later, and it also disables the web worker. A web worker could be used to offload computations if
they are too heavy. The width and height commands set the drawing area to fill the container.
Finally, fit and zoom are configured, which will automatically scale the rendered graph to the
center and allow user-controlled zoom and pan interactions. After that, the DOT graph can be
rendered by just calling renderDot on the instance and passing the DOT string.
graphvizInstance = d3.select(container)

.graphviz ({ useWorker: false })

.width("100%")

.height("100%")

.fit(true)

.zoom(true)

.zoomScaleExtent ([1, Infinity ]);

Listing 15: Initialization of the d3-graphviz instance.
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7.6.4 DOT Graph Updating

What is important now is the transition from one graph to an updated one. Say, a user expands a
node that was collapsed before. This is realized by setting the visible property of all its children
to true. After that, the generation of the DOT graph representation described in Section 7.6.2
is repeated, yielding a different DOT string with more nodes. The d3-graphviz library can now
slowly transform the graph currently being displayed into the new one by animating the new
nodes and edges. This needs to be configured, as shown in Listing 16. First, our transition
is configured to be 750ms long. Then, the shape tweening, which interpolates shapes during
transition, is activated. Interestingly, the tweening of paths, which would interpolate them during
the transition just as the shapes, is turned off. This is because keeping them activated results
in extremely poor performance. Even the rendering of a small graph with fewer than 50 nodes
takes about one second with enabled path tweening, making it unsuitable for a responsive UI.
Although this results in marginally worse animations, it is necessary due to the poor performance
otherwise.

graphvizInstance
.transition(function () {

return d3.transition ()
.duration (750)
.ease(d3.easeLinear );

})
.tweenShapes(true)
.tweenPaths(false)
.renderDot(dotSource );

Listing 16: Re-rendering of the DOT graph with animated transitions.

7.6.5 User Interaction

The user interaction with the graph is implemented via event-handlers that are added to the
individual nodes of the SVG element. The click event is used to select a single node, which will
highlight it in the graph and show its properties in an info-box. The dblclick (double click)
event is used to collapse and expand the node. In addition, care must be taken to ensure that
after an update, the handlers are only added to those nodes that did not already exist in the
previous graph. Otherwise, the handlers would be added twice. Furthermore, there is also a
Expand All Children button, which allows the user to expand the entire subtree of the selected
node. Several functions have been implemented to apply the desired changes to our internal tree
structure so that they are visible during the next rendering process. The following list explains
their basic functionality without regard to the actual implementation:

• collapseByDepth(root, maxDepth): This function collapses all nodes in the tree that are
lower than a given maximum depth. This is also used at the startup.

• setChildVisibility(node, visibility): This function is used to expand or collapse a
node. If visibility is set to true, all direct children of the given node are visible, otherwise,
they are hidden.

• expandAll(node): The entire subtree of a given node is expanded.
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• expandAllAncestors(node): Ensures a visible path exists from the root object to the
given node by expanding all of the node’s ancestors.

• filterTree(root, filters): This function is used by the filtering tool to collapse and
expand the nodes in the tree based on the given filters. The filters parameter is just
an array, where each element is an object with a property type (e.g., name) and a prop-
erty value. If the array is empty, the tree is just reset to its original state by calling
collapseByDepth(root, 3).

• isFiltered(node, filters): This is a helper function that is used by filterTree. It
returns a boolean value that indicates whether a given node is visible in relation to the
provided filters.

These functions are used by multiple different functionalities, and they all set the flags present
in the tree (see Section 7.6.1 for a complete list) so that the next DOT generation will represent
the desired tree.
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8 Code Inspector

The Code Inspector component of the Web UI is responsible for displaying the original Kotlin
source code alongside the IR tree and creating a live link between them. Its primary purpose
is to visualize which portions of the source code correspond to specific IR nodes and to enable
bidirectional navigation between the IR graph and the source code.

8.1 Code-to-Node Matching

The Code Inspector always receives a file node (IrFileImpl) as parameter. In case a node with
another type is selected in the IR visualizer, the tree is traversed upwards until a file node is
found. This always works, since all code and therefore all nodes are part of a file, except for the
module fragment, which will not display any code. The inspector then accesses the original Kotlin
source code, via the file node’s Content property (see Section 5.4). After that, the inspector
has to collect a list of all of the nodes’ Start Offset and End Offset numbers via traversal.
With both of those information, the Code Inspector can now create a match between source code
segments and nodes. In case some segments overlap, which is basically always the case between
any parent and its children, the shortest segment is displayed when hovering. Figure 17 shows
why this works best.

Figure 17: Code Inspector with a small example program and four different highlighted nodes
(red). The nodes are highlighted by hovering above them.

8.2 Node-to-Code and Code-to-Node Navigation

The bidirectional linking between the Code Inspector and the IR tree works as follows: If a node
in the IR tree is selected (by clicking on it), the Code Inspector highlights the corresponding
source code area in yellow and automatically moves these lines of code into the view by scrolling.
Conversely, if a user clicks on one of the source code segments in the inspector, the matching node
is also selected in the tree. The IR Visualizer then expands the given node, and its predecessors
if necessary, and automatically moves and zooms to this node. This effectively bridges the gap
between the abstract IR structure and the concrete source code, which is crucial for gaining a
thorough understanding of Kotlin’s IR.
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8.3 Syntax Highlighting

The tool integrates syntax highlighting for the Kotlin source using Prism.js [30]. This library
is "a lightweight, extensible syntax highlighter, built with modern web standards in mind" [30].
Prism.js natively supports Kotlin and provides a simple interface to apply the code highlighting
to any HTML container that contains text. Additionally, it also creates the line numbers that
are visible in Figure 17.

8.4 Implementation Details

The Code Inspector is implemented as a custom web component <code-inspector> [23]. To the
outside, its interface is structured as follows:

• setFileNode(fileNode): Sets the file node to display the source code as explained in
Section 8.1.

• highlightUnit(start, end): Highlights one of the code segments that corresponds to
an IR node and scrolls these lines into the view. This function is called when a node is
selected in the tree.

• Event unitSelected: This event calls an attached listener when the user clicks on one of
the source code segments, so that the IR tree can also select that node.

8.4.1 Span Combination of Syntax and Segment Highlighting

Our approach to highlighting code segments relies on wrapping the relevant text in <span> ele-
ments, with boundaries defined by simple character offsets. This allows for easy event handling
(e.g., click detection) and dynamic styling. However, a technical conflict arises with our chosen
syntax highlighting library, Prism.js, which also uses <span> elements to style language con-
structs like keywords and comments. The core issue is that Prism.js destructively removes any
pre-existing <span> elements from the code before applying its own. This behavior precludes
a simple, sequential process and necessitates a more sophisticated strategy for combining these
two highlighting layers. We evaluated two possible approaches:

• Approach A: Post-Processing DOM Manipulation

The first approach involves applying segment highlighting after syntax highlighting is com-
plete. This method is complex because the segment boundaries are defined by character
offsets relative to the raw source text. After Prism.js runs, this plain text is replaced by a
complex HTML Document Object Model (DOM) structure. To map the original offsets to
the new DOM, a tree walker must traverse the HTML, manually counting characters to find
the correct insertion points. Moreover, because the content is now a structured document
instead of a simple string, inserting new spans requires sophisticated browser APIs. These
APIs must programmatically select ranges of content—which may span across multiple
existing elements—and wrap them. While this implementation was functional, it proved
to be computationally expensive and unacceptably slow for large source files, rendering it
impractical.
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• Approach B: Pre-computation and Span Merging

The second, more efficient approach involves pre-calculating both sets of highlights and
merging them into a single, valid set of <span> elements before modifying the DOM. The
process is as follows: Prism.js is used to determine the boundaries for syntax highlighting
on the raw text. These boundaries, along with our segment boundaries, create two distinct
sets of spans, each defined by absolute start and end offsets. These two sets are then merged.
The primary challenge in this approach is resolving overlapping spans. For the final HTML
to be valid, any two overlapping <span> elements must be properly nested—that is, one
must be entirely contained within the other. When this condition is not met, the algorithm
must split one or more spans to respect the boundaries of the other.

As illustrated in Figure 18, a Punctuation span from Prism.js may partially overlap with a
Block Body segment span, creating an invalid nesting scenario. To resolve this, the Punc-
tuation span is split into two smaller, contiguous spans around the Block Body boundary.
This modification is purely structural, ensures valid HTML, and has no visual impact on
the final rendered code.

fun foo(){...

Block Body

Function

Keyword
Function

Punctuation
Prism

IR
Visualizer

fun foo(){...

Block Body

Function

Keyword
Function

Punctuation

Figure 18: Splitting up of a span into two spans. This is necessary to ensure that in case two
spans overlap, one of them is fully inside the other.

This functionality is implemented in the combineSpans(spans1, spans2) function of our
Code Inspector. After both sets of spans have been combined, the source code can finally
be wrapped and displayed.
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9 Object Inspector

The Object Inspector is the component of the Web UI designed to provide deep inspection into
the properties of IR nodes (and related objects) at run time. During the interaction with the
IR nodes in the tree, the most important properties (which are embedded in the JSON file)
are already displayed in the info box. However, the purpose of the Object Inspector is to let
developers examine all the properties that a particular IR element contains, in a way similar to
inspecting an object in a debugger. And as in a debugger, it is then also possible to examine the
properties of a nested object that is expanded by clicking on it. Figure 19 shows such an example.
Per property, the inspector shows four different descriptors, which are the name, visibility, type,
and value. The value is always rendered to a string by using the toString function in Kotlin.
When a property P, which returns an object O, is expanded (by clicking on it), the inspector
then shows a nested list containing all properties of the returned object O. This works recursively
and can therefore be repeated arbitrarily.

Figure 19: Snipped of the Object Inspector showing the visibility property of a function node
(IrFunctionImpl). The visibility property is expanded and returns an object of type Descrip-
torVisibility, which itself has four properties. The name property of the visibility object is
also expanded, showing the recursive functionality of the inspector.

The functionality of the Object Inspector is essential because it allows the user to not only
understand the structure of the IR tree but also look at the Kotlin internal implementation.

9.1 Implementation Details

A key aspect of the Object Inspector’s functionality is that it relies on run-time information
from the actual compiler objects. Unlike the IR tree and source code, which are built from
the pre-serialized JSON representation, the Object Inspector often queries the Kotlin Compiler
Plugin for data. This need for run-time access is unavoidable because not all relevant information
can be included in the initial IR JSON. Although it would be possible to serialize all existing
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properties of the IR nodes instead of only important ones, it would be impossible to implement
the recursive functionality, which allows the inspection of nested objects. To achieve this, it
would be necessary to serialize all descendant objects of the IR nodes, which is not practical.

The backend part of the Object Inspector workflow (see Section 3.2.2) consists of the Web
Server’s /inspect endpoint, as described in Section 6, and it uses a special reflection helper to
extract the necessary information (see Section 9.2 below). The frontend part is, as the Code
Inspector, implemented as a custom web component <object-inspector> [23]. Its interface is
very simple and consists only of two functions, which are open(id, title) and hide. When
calling open, the object ID of the currently selected IR node is passed, and the Object Inspector
calls the Web Server’s /inspect endpoint with this ID. This endpoint returns the list of proper-
ties, which is then displayed in a tree-like view. In case the user expands one of the properties in
the tree view, the Object Inspector automatically calls the /inspect endpoint again (this time
with the object ID of the expanded property’s result value) and displays the new results.

9.2 Reflection Helper for Property Extraction

To retrieve a list of all properties of a specific object, a dedicated reflection helper is used. This
helper receives the target object, which is determined by its object ID and accessed via the list
of node objects described in Section 5.5, as well as this object list itself, and returns a list of
properties. Each entry in the returning list contains the following information:

• Name: The name of the property.

• Visibility : (PUBLIC, PROTECTED, INTERNAL or PRIVATE)

• Return Type: The return type of the property.

• Value: The value that is returned by the property’s getter represented as a string. This
is simply done by calling the toString method of the resulting object. In case the getter
throws an exception, null is returned.

• ID : The object ID of the property’s result value. Since the Object Inspector allows users
to recursively inspect nested objects, all result values must be assigned their own ID, and
they must also be added to the object list so that they can be accessed later on.
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10 Usage

In this section, we present the Kotlin Compiler IR Visualizer from a plugin developer’s per-
spective. We demonstrate how the tool supports common tasks involved in understanding and
manipulating Kotlin’s intermediate representation (IR). To improve readability, some margins
have been changed in the visualization in comparison to the original tool. The functionality,
however, is completely identical.

10.1 Starting the IR Visualizer

Before you can explore Kotlin’s IR in the visualizer, you need to run your compilation with the
Kotlin Compiler IR Visualizer plugin enabled. This can be done in two common ways: via the
command line or via a Gradle build script. In both cases, the plugin JAR must be available on
your machine (e.g., visualizer.jar).

10.1.1 Running via Command Line

For quick tests or small projects, it is possible to invoke the Kotlin compiler manually and attach
the plugin using -Xplugin and -P parameters, as shown in Listing 17.

kotlinc test.kt -Xplugin="visualizer.jar"
-P "plugin:k-ir-visualizer -compiler -plugin:enabled=true"

Listing 17: Compiling a Kotlin file via command line with the Kotlin Compiler IR Visualizer
plugin enabled.

When compilation starts, the plugin will hook into the IR generation phase. It will launch the
Ktor-based Web Server and open your browser automatically with the visualization interface.

10.1.2 Running via Gradle

Bigger projects are typically compiled via Gradle [9]. The visualizer plugin can be added as an
additional compiler argument in the build.gradle.kts file (see Listing 18).

tasks.withType <org.jetbrains.kotlin.gradle.tasks.KotlinCompile > {
compilerOptions {

freeCompilerArgs.addAll(
listOf(

"-Xplugin=visualizer.jar",
"-P",
"plugin:k-ir-visualizer -compiler -plugin:enabled=true"

)
)

}
}

Listing 18: Compiling a Kotlin project via Gradle with the Kotlin Compiler IR Visualizer plugin
enabled.
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10.2 Exploring the IR Tree

Once the visualizer is running, you’ll see the three main sections from left to right:

• Code Inspector

• IR Visualizer

• Info Box

Right after startup, the Code Inspector and Info-Box are still empty since no node has been
selected. Figure 20 shows the visualizer after a node has been selected. The selected node, along
with its corresponding source code, will be highlighted in yellow, and the Info-Box will display
the most important information. Please note that the individual sections of the user interface
are relatively small here to fit on the page, and can be made bigger by dragging.

Figure 20: Kotlin IR Visualizer after a node has been selected (marked yellow).

Individual nodes can now be expanded or collapsed with a double-click, and the tree view can
also be zoomed or panned. Nodes that are displayed using dotted lines are so-called group nodes.
These nodes are not part of the original IR tree but are instead introduced by the visualizer to
group together long children arrays of the same type. For example, in Figure 20, we can see
an group node, Function Group, which groups together nine functions, as indicated by the edge
label. This behavior can be disabled by the checkbox at the top.
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10.3 Locating a Specific IR Node

As plugin developers explore, they might want to find a particular node, such as a function call
they intend to transform in their plugin. This can easily be done by using filtering. The filter
tool is located at the top bar and looks as shown in Figure 21.

Figure 21: Filter tool with two added filters to locate the main function.

After the filters are applied, the visualizer will automatically expand and highlight all nodes
that match the given filters (see Figure 22).

Figure 22: The filter tool highlights all nodes that match the given filters.
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10.4 Linking Source Code to IR

We have already seen that the Code Inspector automatically displays and highlights the source
code of a selected node. This linking, however, also works vice versa. For example, a plugin
developer wants to know how exactly a given source code segment is translated into IR. To
see that, he can just click on the corresponding source code segment, and the IR visualizer will
automatically expand the corresponding node and zoom to it. For example, the state that can be
seen in Figure 23 was achieved by just clicking on dimension in the source code (marked yellow).
There is no need for manual expanding or zooming to find the corresponding node. Additionally,
the source code can be inspected by hovering over it, which highlights the corresponding code
segments in red and displays their associated IR types, as also shown in Figure 23.

Figure 23: Bidirectional source-to-IR linking: clicking on the dimension identifier in the Code
Inspector (highlighted in yellow) automatically expands and centers the corresponding IR node
in the graph. Hovering over segments highlights them in red and displays their IR node type.

10.5 Tracing Function Calls to Declarations

The visualizer also helps to trace call sites of a function to its declaration and vice versa. Each
function node includes an Expand all calls button (located at the bottom right of the UI), which
searches the entire IR tree for all calls of that function and automatically expands them, along
with their parent nodes if necessary. Similarly, every call node has an Expand function button,
which will expand the declaration site of the called function. Once a function, or a call, is selected
and the counterpart is also expanded, the visualizer will draw a dotted line between them, as
seen in Figure 24. It is now possible to click on the line, which will automatically navigate to
the counterpart. This is very helpful for navigating larger graphs.
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Figure 24: Call site and declaration site matching in a small graph.

10.6 Inspecting Node Properties Dynamically

The Info-Box already shows the most important properties of the selected node. However, it is
possible to inspect any property that exists in the original Kotlin object of the IR node. This can
be done by launching the Object Inspector with the Inspect Object button on the bottom right
(see Figure 23). The Object Inspector will then show a list of all existing properties, including
their name, visibility, type, and value, as seen in Figure 25. The value is the object that is
returned by the property’s getter, serialized to a string. The inspector also allows inspection of
nested properties. An example can be seen in Figure 25, where the body property is expanded.
This property returns an object of type IrBody. Since the property is expanded, a nested list with
all the properties that are contained in the returned object is displayed. This nested inspection
works arbitrarily deep.
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Figure 25: View of the Object Inspector while inspecting a function node. One of the properties
(body) is expanded, which will show all properties of the object that is returned by its getter.

10.7 Additional Features

The Kotlin Compiler IR Visualizer has a few more features, which are accessible via buttons, as
seen in Figure 20.

• Button Download SVG : This button will download the currently displayed graph as a
Scalable Vector Graphics (SVG), including all its formatting.

• Button Expand All Children: Clicking this button will expand the entire subtree of the
currently selected node. The usage of this button can expand extremely large parts of a
tree, or even the entire tree, and should therefore be only used in small graphs or at lower
levels.

• Button Close Visualizer : This button closes the visualizer and tells the compiler plugin to
let the compiler proceed with the compilation process.
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11 Related Work

This section reviews existing approaches and work done in regards to IR visualization. First,
Section 11.1 focuses on general solutions developed for IR visualization that are not limited to
Kotlin, while Section 11.2 focuses on tools specifically designed for the Kotlin compiler.

11.1 General IR Visualization Approaches

Visualizing a compiler’s intermediate representation is receiving increasing research focus, and
there are multiple tools that have been proposed to make sense of IR graphs and transformations.
A lot of recent research has focused on IR visualization for just-in-time compilers.

11.1.1 JITScope

JITScope is an interactive visualization framework used to show how the IR of Just-In-Time
(JIT) compilers is transformed over different compilation phases [5]. JIT compilers are compilers
that, in contrast to Ahead-Of-Time compilers, such as the Kotlin compiler discussed in this
thesis, perform compilation at run time and not at compile time [37]. JITScope visualizes IR
nodes in a graph view and provides multiple features that are similar to our Kotlin Compiler IR
Visualizer [5]. These include the possibility to select nodes to inspect further details and to hide
and reveal nodes interactively. But in contrast to our visualizer, JITScope focuses on capturing
and visualizing the changes of the compiler’s IR during multiple compiler phases, rather than
using a static snapshot.

From a technical perspective, there are also multiple similarities between the two systems.
JITScope uses a JSON format to represent the IR data and the D3 library as the visualiza-
tion framework used in the frontend, similar to our Kotlin Compiler IR Visualizer. The most
significant difference to our system is that JITScope is not capable of generating the JSON rep-
resentation of the compiler’s IR itself but instead relies on external tools. Furthermore, it does
not support any linking between the displayed IR nodes and the original source code, like our
Code Inspector does.

11.1.2 Visualizing JIT Compiler IR using Metro Maps

Another line of work has explored the possibilities of presenting multiple complete IR graphs
of different compilation phases in one merged graph view [20]. Lim and Kobourov developed a
visualization for JIT compiler IR graphs using a metro map metaphor. It merges the IR graphs
generated across multiple compilation phases into a so-called "hypergraph" and uses a metro map
visualization to display the data. This approach differs significantly from the Kotlin Compiler
IR Visualizer, which is also due to the different goals pursued. The IR visualization using Metro
Maps aims to help developers in identifying buggy code in the compiler’s implementation, while
our visualizer aims to support plugin developers, educators, and students with an intuitive,
exploratory environment.

11.1.3 Turbolizer

Google’s V8 JavaScript engine includes an IR visualizer called Turbolizer, which graphically dis-
plays the JIT compiler’s IR after different optimization phases and offers interactive exploration
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of control-flow graphs [8]. It is implemented as an HTML-based tool and uses JSON files as
input. Those JSON files can be generated by using the V8 engine and the flag trace-turbo.

Turbolizer is very similar to our Kotlin Compiler IR Visualizer, since it also supports a bi-
directional mapping of source code to IR nodes. The user interface provides, similar to our
visualizer, a dedicated source code view on the left and the graph visualization in the center,
while the right view shows the generated assembly code. It is possible to click on specific source
code segments to show the corresponding nodes and vice versa. This tool is, however, only usable
with JavaScript.

11.2 Kotlin-Specific IR Inspection Tools

Within the Kotlin ecosystem, tooling for visualizing or inspecting the Kotlin compiler’s IR has
been quite limited. Developers primarily rely on textual dumps, as described in Section 1.1.
Still, there are a few tools that aim to improve the possibilities of inspecting Kotlin’s IR.

11.2.1 Kotlin IR Printer

The Kotlin IR Printer transforms Kotlin IR back into source code [12]. This allows users to
view all the transformations that the compiler, or compiler plugins, perform on the IR. However,
unlike our tool, the Kotlin IR Printer does not visualize the changes but instead generates Kotlin
source code from the IR to allow easier understanding. Implementation-wise, the Kotlin IR
Printer is realized as a Kotlin compiler plugin, which works during the IR generation phase, in
the same way we defined our plugin in Section 4.

11.2.2 Kotlin IR to Source Code Mapping

A related approach is presented in the bachelor’s thesis by Efstratia Evangelinou, which intro-
duces a Kotlin compiler plugin that maps Kotlin source code elements to their IR nodes and
Java bytecode [6]. The plugin is designed to generate metadata for constructs such as classes,
functions, fields, and more. The core focus of Evangelinou’s work lies in preserving source-to-
bytecode correspondence and making low-level analysis results comprehensible in source-level
IDE environments. While this work shares technical similarities with the Kotlin IR Visualizer,
namely, traversal of Kotlin IR via the IrElementVisitor and the mapping to original Kotlin
source code via IR, it does not offer a visual interface or IR graph rendering in general.

11.2.3 Kotlin IR Explorer

What comes closest to our tool is the Kotlin IR Explorer by Yair Morgenstern [24]. Morgenstern’s
tool reads Kotlin code, runs the Kotlin compiler as a standalone library to obtain the IR, and
renders the IR structure as a graph using Mermaid diagrams [25]. Mermaid is a JavaScript-
based tool to render text definitions of diagrams [33], similar to Graphviz. A key feature is that
it tracks the user’s cursor in the source editor and highlights the path in the IR graph leading
to the element under the cursor. This mirrors the kind of IR to source linkage our thesis work
also emphasizes.

However, although the visualization and the link to the source code are similar, the Kotlin
IR Explorer and the Kotlin Compiler IR Visualizer differ greatly. First of all, while the Kotlin
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IR Explorer is able to mark the path in the tree based on source code positions, it does not
provide a real mapping between source code segments and nodes. It is not possible to inspect
which nodes correspond to which source code sections or vice versa. Furthermore, the Kotlin
IR Explorer does not allow advanced user interactions with the IR tree, such as collapsing and
expanding or filtering. This makes it difficult to navigate in large trees. Last of all, it is also not
possible to interactively inspect nodes and their properties on demand, which means that the
user is limited to the preselected information.
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12 Limitations and Future Work

In this section, we will illustrate current limitations of the Kotlin Compiler IR Visualizer and
how they can be improved in the future.

12.1 Minor Improvements

While the Kotlin Compiler IR Visualizer provides an interactive, web-based exploration of the
compiler’s intermediate representation, several limitations remain. First, scalability to very large
graphs can be constrained by Graphviz rendering performance in the browser. Giant trees may
produce delayed animations, making navigation cumbersome. However, this is only problematic
if the nodes themselves are getting expanded. Collapsed nodes are not a performance issue,
which already allows the inspection of large code bases at the time.

Second, the reflection-based property inspector, while powerful, can only display the object’s
properties. More advanced inspectors that are often included with debuggers also allow the
manipulation of variable values or even the invocation of functions. Especially the latter can be
beneficial for inspecting the returned value of parameterless functions, such as toString.

Another limitation arises during graph rendering. Due to extremely poor performance, d3-
graphviz’s feature to interpolate the graph’s path during animations had to be deactivated. This
results in slightly worse animations. Future work could attempt to solve this problem.

12.2 Support for IR Editing

In addition to these minor improvements, there are also ways to expand the functionality of
the visualizer greatly. The first one is to introduce IR editing. Since this tool aims to support
plugin developers in understanding the IR, a logical next step would be to also support them
in implementing their plugin itself. If the tool supported graphical editing of the tree, in the
form of inserting new nodes to add new functions or other elements, the functionality of a plugin
could be tested more quickly. This could then be further expanded by providing support to the
user to write the plugin code. For example, if the tool allows the insertion of new nodes in the
IR tree, it could automatically generate and output the necessary code that achieves this. This
code can then be used in a compiler plugin.

12.3 Support for Live Source Code Updating

Another significant improvement would be the support for live source code updates. Currently,
whenever the source code changes, the tool must be closed and rerun. A better approach would
be to add support for visualizing source code changes in the tree with animations. For example, if
a new function is added, instead of restarting the entire application, the new function is inserted
live into the graph. However, to achieve this, the architecture of the system would have to
be fundamentally redesigned, as the Web UI would then have to remain active across multiple
compilation processes.
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12.4 Comparison View

A powerful extension to the visualizer’s capabilities would be the introduction of a differential
comparison view. This mode would take two source files as input—for instance, a class before
and after a manual code modification—and visualize the differences between their resulting
Intermediate Representation trees. The primary use case for such a feature is to guide compiler
plugin development. A developer could write the target code manually, effectively simulating
the desired outcome of their plugin’s instrumentation. By comparing the IR of the original
source with the manually modified version, the tool could highlight the exact nodes that were
added, removed, or altered. The visualization could use color-coding—such as green for new
nodes, red for deleted nodes, and yellow for modified properties—to provide an intuitive and
immediate understanding of the required transformation. This would effectively provide a visual
"blueprint" for the instrumentation logic, significantly lowering the barrier to implementing
complex IR transformations and serving as an invaluable tool for validation and debugging.
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13 Conclusion

This thesis has introduced the Kotlin Compiler IR Visualizer, a tool that bridges the gap between
Kotlin source code and its internal compiler IR. We described how Kotlin’s IR tree can be
traversed and serialized using a custom compiler plugin, and how this tree can be visualized
as an interactive graph with clusters, a collapse and expand mechanism, and filters. Beyond
static inspection, our approach also supports dynamic features such as bidirectional source code
linking, on-demand property inspection, as well as call to declaration site tracing, allowing users
to explore even big IR trees of large code bases.

We implemented the visualizer as a standalone web-based tool powered by Ktor as a back-
end server and d3-graphviz as a frontend graph visualization framework, and demonstrated its
capabilities through multiple use cases. The tool has been designed with both Kotlin plugin
developers and students of compiler construction in mind. It aims to assist inexperienced plugin
developers to gain a basic understanding of the IR structure and allows experienced developers
to analyze complex IR compositions. Equally, it serves as an educational aid for learners aiming
to understand the internal workings of the Kotlin compiler. While focused on visualization, the
underlying principles of the Kotlin Compiler IR Visualizer may also be expanded to support
editing of the IR tree in the future.
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