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Abstract

Many applications need a way to control the execution flow in the case of errors. There-
fore, many object-oriented programming languages, such as Java, C++, or C#, utilize
exceptions and the respective exception handling functionality. As programming lan-
guages take this step, their runtimes must follow. The WebAssembly specification de-
fines an exception handling proposal to support the previously mentioned programming
languages when choosing WebAssembly as their compilation target. Each WebAssembly
runtime must implement these proposals to stay compliant with the specification. One
such runtime, GraalWasm, did not include exception handling before this thesis.
Therefore, we implemented the exception handling proposal to fully and efficiently imple-
ment exception handling. More precisely, we expanded the GraalWasm implementation
in terms of parsing, validation, and execution. Furthermore, we introduced a new byte-
code encoding to handle exceptions efficiently. Our exception handling implementation
was tested with new internal tests as well as the official test suite, and benchmarks were
carried out to ensure no performance loss. As a result, it is now possible for programming
languages that require exceptions to be executed in GraalWasm.
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Kurzfassung

Viele Applikationen benötigen eine Möglichkeit, den Programmablauf im Fehlerfall zu
steuern. Daher nützen die meisten objektorientierten Programmiersprachen wie Java,
C++, oder C# Ausnahmen und die entsprechende Ausnahmebehandlung. Wenn Pro-
grammiersprachen diesen Schritt gehen, müssen deren Laufzeitumgebungen folgen. Die
WebAssembly Spezifikation definiert ein Proposal für solche Funktionalität, um die oben
genannten Programmiersprachen bei der Wahl von WebAssembly als Kompilierungsziel
zu unterstützen. Jede WebAssembly-Laufzeitumgebung muss diese Proposals implemen-
tieren, um konform mit der Spezifikation zu bleiben. Eine solche Laufzeitumgebung,
GraalWasm, enthielt vor dieser Arbeit keine Ausnahmebehandlung.
Deshalb, um die Ausnahmebehandlungsfunktionalität vollständig und effizient zu imple-
mentieren, haben wir das “Exception Handling Proposal” umgesetzt. Konkret wurde die
bestehende GraalWasm-Implementierung in den Bereichen Parsing, Validierung und Aus-
führung erweitert. Darüber hinaus wurde eine neue Bytecode-Kodierung eingeführt, um
Ausnahmen effizient zu behandeln. Unsere Implementierung der Ausnahmebehandlun-
gen wurde sowohl mit neuen internen Tests als auch mit der offiziellen Testsuite geprüft,
und Benchmarks wurden ausgeführt, um sicherzustellen, dass es zu keinem Leistungsein-
bruch kommt. Als Ergebnis ist es nun möglich, Programmiersprachen, die Ausnahmen
benötigen, in GraalWasm auszuführen.
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Chapter 1

Introduction

The spectrum of programming languages is getting broader and broader each day, as
more sophisticated, resource-intensive, and specialized demands arise. Consequently, the
web, as the most widely used platform for various applications, has to evolve even faster.
To support the new demands, the W3C extended the existing web technologies, such as
HTML, CSS, and JavaScript, by introducing WebAssembly as a bytecode-based compi-
lation target1. Despite its name, WebAssembly is not limited to web browsers, enabling
its adoption in various fields of applications, such as IoT or serverless computing [1].
WebAssembly highlights performance-focused encoding and relies on efficient virtual
machines (VM) or other host environments [2].

In addition to these aspects, the WebAssembly development process focuses on pro-
gramming language diversity2. Instead of limiting developers to using JavaScript,
WebAssembly supports a variety of languages, with an initial focus on low-level lan-
guages such as C, C++, or Rust. However, high-level languages, such as Java or C#, rely
on the possibility of altering control flow using exceptions. Supporting exceptions enables
even more languages to use WebAssembly as a compilation target. This development
enables the possibility of porting more existing code bases to the web or to server-side
platforms. Additionally, this enables more languages to target existing high-performance,
standalone execution environments for WebAssembly applications, such as Wasmtime3,
Wasmer4, and GraalWasm5.

GraalWasm is based on the GraalVM [3] and the Truffle framework [4]. This We-
bAssembly runtime already includes the core of the WebAssembly specifications [5] as
well as the WebAssembly System Interface (WASI)6. At the time of this thesis, Graal-
Wasm supports version 2.0 of the specification. Since the introduction of GraalWasm, it
has been constantly evolving and becoming more advanced7.

This thesis extends GraalWasm by introducing exception handling, enhancing its
ability to support structured error management. The goal of this thesis was to im-
plement the functionality of exceptions and handle them internally. This includes the
adaptation of parsing, interpretation, and the execution processes within GraalWasm,
while avoiding performance loss. Additionally, existing tests were expanded and new
benchmarks introduced.

1https://webassembly.org (visited on 26.04.2025)
2https://webassembly.org/docs/high-level-goals/ (visited on 26.04.2025)
3https://wasmtime.dev (visited on 26.04.2025)
4https://wasmer.io (visited on 26.04.2025)
5https://www.graalvm.org/webassembly/ (visited on 26.04.2025)
6https://wasi.dev (visited on 26.04.2025)
7https://github.com/oracle/graal/blob/master/wasm/CHANGELOG.md (visited on 26.04.2025)
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1 Introduction 2

The thesis is structured in the following way: Chapter 2 starts by giving the nec-
essary background information about the technologies and concepts this thesis is based
on. This includes specifics about WebAssembly and exceptions as well as the adapted
technologies, consisting of GraalWasm and GraalVM. Chapter 3 describes the implemen-
tation steps in each module of GraalWasm and their respective impact and importance.
This includes a detailed explanation of the proposal, as well as the implementation in
each component itself. Furthermore, this chapter describes the extension of the custom
bytecode format developed for higher performance. Chapter 4 evaluates the implemen-
tation and provides the results of tests and benchmarks. Lastly, Chapter 5 summarizes
and concludes this thesis.



Chapter 2

Background

This chapter introduces fundamental and necessary information about the concepts and
technologies used in this thesis. It starts by giving an overview of WebAssembly itself,
including its purpose, core concepts, and distribution formats. Furthermore, this chap-
ter explains how new standardized features are proposed. In addition, it describes the
GraalVM and the Truffle language implementation framework and introduces Graal-
Wasm, the WebAssembly runtime based on the GraalVM. This chapter concludes with
an introduction to exceptions and their handling, explaining their necessity and the re-
quirements for ensuring correct execution flow.

2.1 WebAssembly

Over the last decades, the web has become the biggest and most important point of
contact with software for the average person. The variety of software deployed to the
web spans from small games to editing software for audio and video, and even complex
3D visualizations [2]. To build software for the web, the existing technologies, such
as HTML, CSS, and JavaScript, allow various applications, but are not designed for
performance-intensive work. Therefore, the four main browser vendors, Google, Mi-
crosoft, Mozilla, and Apple, formed a World Wide Web Consortium (W3C) Community
Group to design and develop WebAssembly [2]. This newly born compilation target
extends the existing technologies and allows developers to freely choose their preferred
language.

The W3C published a WebAssembly core specification, which defines the main goals [5].
These are fast, safe, and portable semantics, as well as efficient and portable repre-
sentation. Its primary goal is high-performance applications on the web. This includes
single-pass validation and compilation, and fast, near-native execution speeds. Although
its focus lies on web applications, WebAssembly itself does not make any web-specific
assumptions or provide web-specific features. This allows applications in many environ-
ments outside of the browser, including cloud computing, edge computing, and IoT[1].
Furthermore, WebAssembly does not force developers to use a specific programming
language or model; it enables many languages to compile into its bytecode format. This
bytecode is hardware independent, as the underlying hardware is abstracted by defining
a virtual instruction set architecture (V-ISA) [5]. The V-ISA is similar to assembly
language. To execute WebAssembly programs, a supporting runtime environment or vir-
tual machine is needed to translate the V-ISA into machine code for the specific hardware.

On November 7th, 2024, the W3C released a draft of the WebAssembly specifica-
tion [5], version 3.0, on which the later sections are based. One important addition from
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2 Background 4

version 2.0 is the integration of exceptions, which are added to GraalWasm as part of
this thesis.

2.1.1 WebAssembly Structure and Representation

At its core, WebAssembly defines modules, which statically define key components, such
as functions, tables, globals, and memories. Functions and their respective calls are ex-
plained in more detail in Section 2.1.1.1 and Section 2.1.1.2. The execution of an appli-
cation begins with the instantiation of a module, transforming the static definition into
a runtime instance with resolved imports, allocated memory, and its isolated execution
state. To run a WebAssembly application, an exported function must be invoked from
the instance. Functions, globals, and more can be exported to other modules or imported
from other modules [2].

2.1.1.1 Functions

Functions in WebAssembly closely resemble their counterparts in conventional pro-
gramming languages. They accept input parameters, return values, and may invoke
other functions. Execution follows a stack-based model where instructions manipulate an
operand stack by popping and pushing values. Mutable local variables are supported to
maintain state across multiple instructions. The type system in WebAssembly organizes
values into three distinct major categories: numeric types (including 32- and 64-bit
integers and floating-point numbers), vector types (128-bit SIMD1 values), and reference
types (pointers to functions or runtime objects). In contrast to many traditional assembly
languages, WebAssembly uses a semi-structured control flow instead of arbitrary jumps.
Control structures are defined using blocks, loops, if-else constructs, and the newly
introduced try_table, with each block starting with the corresponding instruction and
concluding with the end instruction. Branching operations, such as br and br_if, use the
relative nesting depth of these blocks rather than absolute bytecode addresses. When
branching to a block scope, the program continues execution at the end of the scope, in
contrast to the loop scope, in which the program continues execution at the beginning
of the scope. Every branching instruction in WebAssembly includes an immediate label
that identifies the target scope, not by its position in the code, but by its relative nesting
depth. A value of 0 indicates the nearest enclosing scope, a label of 1 targets the next
outer scope, and so on [2].

An illustration of such scope definitions and branching instructions can be seen in
Listing 2.1. This example has three scopes, one br instruction, and one br_if instruc-
tion in the WebAssembly text format. The immediate value next to the br and br_if
instructions represents their labels, text enclosed in (; and ;) indicates a comment.

Lines 1 to 5 define a loop scope. When executing the br instruction, the immedi-
ate value is interpreted as the label, in this case 0. This label targets the innermost
enclosing scope, which in this case is the loop scope beginning at line 1. Since the target
is a loop, the program continues execution at the beginning of the loop.

Line 7 opens a new block scope, followed by the opening of a nested try_table scope
in line 9. When the br_if instruction is executed within the try_table, its immediate
value (label 1) indicates a jump to a scope one level beyond the directly enclosing
1https://github.com/webassembly/simd/ (visited on 26.04.2025)

https://github.com/webassembly/simd/


2 Background 5

one – specifically, to the outer block scope. Because this is a block scope, the program
continues execution at the end of the block scope.

Listing 2.1: WebAssembly scope and branch definitions in WebAssembly text format.

1 loop (; loop_0 ;)

2 ...

3 br 0 (; continues at loop_0 ;)

4 ...

5 end

6

7 block

8 ...

9 try_table

10 ...

11 br_if 1 (; continues at block 0 ;)

12 ...

13 end (; try_table_0 ;)

14 ...

15 end (; block_0 ;)

Instructions in the WebAssembly text format can also be written in S-expression form,
by using the folded representation. This involves wrapping the instructions in parenthe-
ses, omitting the end instruction, and optionally including nested folded instructions to
indicate the operands. A simple example can be seen in Listing 2.2.

Listing 2.2: WebAssembly text format in S-expression form.

1 (block

2 ...

3 (try_table

4 ...

5 )

6 )

2.1.1.2 Calls

In WebAssembly, internally defined or imported functions are invoked using the call
instruction, which consumes arguments from the operand stack and pushes return values
back onto it [5]. This instruction transfers control from one function to another, enabling
modular and structured program execution. The WebAssembly specification [5] defines
two instructions to call functions. Call invokes a function directly by its index, while
call_indirect invokes a function indirectly through a table using a dynamic index and
requires a type signature match.

2.1.2 WebAssembly Formats

Compact and efficient code representation is one of the main goals of WebAssembly.
To achieve this, WebAssembly applications are primarily compiled into and distributed
as binary bytecode. This bytecode is organized into various sections, each designed to
declare different components of a WebAssembly module. Instructions, value types, and
immediate values are all encoded using single bytes or sequences of bytes, following the
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grammar outlined in the WebAssembly specification [5]. To enhance the compactness of
the binary format even further, WebAssembly uses the Little Endian Base 128 (LEB-
128) encoding, a variable-length encoding method introduced in the DWARF Debugging
Information Format [6]. In the LEB-128 format, the leading bit of each byte indicates
whether additional bytes are needed to complete the value.

Additionally, WebAssembly provides a human-readable text format that mirrors
the structure and semantics of its bytecode. This format is suitable for small-scale
programs, tests, or micro-benchmarks, but becomes less practical for larger applications.
Its primary purpose lies in supporting debugging efforts and providing a more coherent
way to interpret WebAssembly modules2.

2.1.3 WebAssembly Proposals

For features to become a standard in WebAssembly, the W3C defines a five-stage stan-
dardization process3. A feature starts in Stage 0 as an idea. During this phase, the idea
is discussed among the community, and one or more champions, individuals committed
to leading the proposal, are designated. If the community accepts the initial idea, the
feature can progress further in the standardization process. Each stage requires certain
documents and implementations to advance to the respective stage. Stage 2, for example,
requires a specification text to be available. In Stage 3, the official tests must include
cases that cover the new feature. Upon reaching Stage 5, the feature becomes a standard
part of WebAssembly.

2.2 GraalVM

According to Würthinger et al. [3], the GraalVM offers an approach for building new lan-
guage runtimes by reusing the existing and already highly optimized Java VM, based on
OpenJDK or OracleJDK, as the foundation for new language runtimes. It is particularly
well-suited for dynamically typed, imperative languages, such as JavaScript or Python.
In GraalVM, new languages are implemented in Java, the host language, which supplies
the core VM functionalities. As a result, developers can focus on implementing the
execution semantics of their target languages, without needing to develop fundamental
VM features themselves.

Figure 2.1 shows a general overview of the GraalVM architecture. Besides the GraalVM
compiler, it includes the Truffle language implementation framework [4] as well as the
supported guest languages, such as WebAssembly (GraalWasm), as described in the
following sections.

2https://developer.mozilla.org/en-US/docs/WebAssembly/Guides/Understanding_the_text_format
(visited on 26.04.2025)

3https://github.com/WebAssembly/meetings/blob/main/process/phases.md (visited on 27.03.2025)

https://developer.mozilla.org/en-US/docs/WebAssembly/Guides/Understanding_the_text_format
https://developer.mozilla.org/en-US/docs/WebAssembly/Guides/Understanding_the_text_format
https://github.com/WebAssembly/meetings/blob/main/process/phases.md
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Figure 2.1: The GraalVM architecture4

2.2.1 Truffle Framework

The Truffle Language Implementation Framework [4] is a framework developed to sim-
plify building high-performance abstract syntax tree (AST) interpreters for programming
languages. Instead of writing a full compiler or virtual machine, developers can use Truf-
fle to implement just an interpreter, and Truffle automatically optimizes it at runtime
using the GraalVM compiler.
Truffle interpreters are written in Java and the GraalVM compiles them into highly opti-
mized machine code, offering almost native execution performance. The execution begins
in the interpreter, where runtime profiling data is collected. When a method is deemed
hot due to frequent execution, Truffles partial evaluation (PE) [7] mechanism specializes
the interpreter code to the observed inputs. Truffle is mainly designed for AST-based lan-
guages, although it can also be used for bytecode interpreters, as stated by Niephaus et
al. [8]. It also enables interoperability between different languages running in GraalVM,
allowing them to seamlessly share data and functions.

2.2.2 GraalWasm

GraalWasm5 [9] is a WebAssembly runtime developed as part of the GraalVM project.
It is designed to execute WebAssembly modules efficiently by using the Truffle frame-
work and the Graal compiler for dynamic optimization. Unlike traditional WebAssembly
runtimes that are typically implemented in low-level languages such as C++, Graal-
Wasm is written in Java and integrates closely with the GraalVM ecosystem. This al-
lows GraalWasm to benefit from advanced runtime features such as just-in-time (JIT)
compilation, partial evaluation, and cross-language interoperability. GraalWasm aims to
provide a high-performance, embeddable, and extensible WebAssembly runtime suitable
for research, development, and production environments.

2.2.2.1 GraalWasm Binary Validation Model

WebAssembly modules, compiled from various programming languages, are distributed
as binary files with .wasm file extension. The GraalWasm binary parser validates and
decodes these modules, which are encoded in sections. Examples for these sections in-
clude an Import Section, a Tag Section, and a Code Section. The binary parser reads

4https://www.graalvm.org/22.2/docs/introduction/ (visited on 26.04.2025)
5https://www.graalvm.org/webassembly/ (visited on 28.03.2025)

https://www.graalvm.org/22.2/docs/introduction/
https://www.graalvm.org/webassembly/
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each section sequentially and validates each function within the code section. The parser
itself is implemented as a switch statement inside a loop. Listing 2.3 shows a simplified
representation of the parser itself.

Listing 2.3: GraalWasm binary parser validation loop.
1 CodeEntry readFunction(..., int codeOffset, RuntimeBytecodeGen bytecode) {

2 ...

3 int opcode;

4 while(offset < codeOffset) {

5 opcode = readOpcode();

6 switch(opcode) {

7 case Instructions.BR_IF: {

8 int branchLabel = readLabel();

9 state.popChecked(I32_TYPE); // condition

10 state.addConditionalBranch(branchLabel);

11 break;

12 }

13 case Instructions.RETURN: {

14 state.addReturn();

15 ...

16 break;

17 }

18 ...

As seen in line 5, each instruction is read and parsed through the switch statement,
where the corresponding validation logic is executed. The binary parser uses an internal
stack to track the value types that are pushed and popped. Therefore, operations such
as state.popChecked in line 9 refer to this stack. Furthermore, the binary parser trans-
lates the module into a custom bytecode format optimized for the GraalWasm interpreter.

Another existing class responsible for validation is the ParserState. In this class,
there are two primary stacks: a value stack and a control stack, both of which are
integral to the parsing process. These stacks can be manipulated within the class to
support the parsing logic and control flow. The value stack is responsible for holding an
abstract representation of values that are currently in use, such as function parameters or
constants for numeric instructions. This stack can be manipulated via conventional stack
operations. Values can be pushed and popped, and only the most recently pushed values
are available. The control stack, in turn, holds all frames, where the validation algorithm
is currently positioned, including nested ones. Frames in this context represent the scopes
of a block and can be entered by pushing them onto the control stack. Instructions
such as end exit the currently active frame. This operation includes validating the result
types of the frame to exit and removing the frame from the control stack. The control
stack uses an abstract class as the array type, a ControlFrame, from which each specific
frame, such as the IfFrame or the TryFrame, has to inherit and override the predefined
methods.

2.2.2.2 GraalWasm Interpreter Model

GraalWasm handles WebAssembly execution by interpreting its custom bytecode directly.
The WebAssembly application is loaded into an internal Java byte array called data, while
an accompanying offset variable keeps track of the current execution position.
In its core, the interpreter consists of a continuous loop featuring a large-scale switch
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statement. Each WebAssembly instruction corresponds to a specific case, containing the
logic needed for processing and validating that instruction. A simplified version of this
interpreter loop is shown in Listing 2.4.

Listing 2.4: GraalWasm bytecode interpreter loop.

1 Object execute(VirtualFrame frame, int offset, int sp) {

2 while(offset < endOffset) {

3 int opcode = readOpcode(data, offset);

4 offset++;

5 switch(opcode) {

6 case Bytecode.LOCAL_SET_I32: {

7 int index = readI32(bytecode, offset);

8 offset += 4;

9 sp--;

10 local_set(frame, sp, index);

11 break;

12 }

13 case Bytecode.I32_EQZ: {

14 i32_eqz(frame, sp);

15 break;

16 }

17 case Bytecode.I32_EQ: {

18 i32_eq(frame, sp);

19 sp--;

20 break;

21 }

22 ...

The interpreter execution is comparable to the parser loop. Inside the execute function,
a while loop iterates over the given data array and handles each instruction respectively.
Every instruction has a corresponding opcode defined statically in another class. Depend-
ing on whether additional values are needed to execute the instruction, these values are
read inside the respective case block, as seen in line 7. Furthermore, the interpreter uses
an abstract stack-based value storage called frame and keeps track of the corresponding
stackpointer, here represented as sp.

2.2.3 Exceptions

Exception handling is a fundamental mechanism in programming languages designed to
manage abnormal or unexpected runtime behavior. Instead of allowing an error to crash
the application or produce undefined or unwanted behavior, exceptions offer a structured
way to detect, recover, or propagate such conditions [10]. Most exceptions are caused
by invalid input, resource exhaustion, division by zero, or failed assertions. Formally,
exceptions represent non-local control transfers: they alter the program’s control flow
when an error occurs, redirecting execution to the nearest handler capable of resolving the
issue. Most modern languages implement this feature using statements such as try-catch
blocks and provide stack-unwinding mechanisms to restore the stack to a point where a
suitable handler is found. Listing 2.5 shows the try-catch approach used in Java [11].
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Listing 2.5: Exception handling in Java.

1 void main(String[] args) {

2 try {

3 int number = readInput("X");

4 } catch(NumberFormatException e) {

5 e.printStackTrace();

6 }

7 }

8

9 int readInput(String in) throws NumberFormatException {

10 return Integer.parseInt(in);

11 }

In this example, the method readInput tries to convert a string to an integer using
Integer.parseInt. This operation may raise a NumberFormatException if the string given
as a parameter is deemed invalid. If an exception is raised, it will be propagated to the
main method due to the throws statement in line 9. Finally, a try-catch construct en-
capsulates the call to readInput. In the case of an exception, it will be caught in the main
method, and control flow continues inside the catch block. In Java, an exception also
carries information about what happened in detail, which can be extracted with various
methods, such as printStackTrace. This helps the developer diagnose issues and ensures
robust, maintainable, and isolated exception handling.
To ensure correct exception handling in programming languages, a lookup table is re-
quired. This lookup table needs to be created and filled during the parsing and interpreta-
tion steps. Languages such as Java or C++ precompute these tables during compilation.
Each function can have its own section inside the lookup table. If an exception is raised
inside a function, the system tries to find a suitable handler by consulting the lookup
table. This is repeated until a suitable handler is found and the exception is caught. If no
handler is present in the current function, stack unwinding occurs. During stack unwind-
ing, every inspected function that does not provide a handler is popped off the stack.
The program terminates with an error message if no handler is found in any function on
the stack.



Chapter 3

Exception Handling in WebAssembly

This chapter covers the theoretical part of the exception handling implementation. This
includes the given proposal explained in Section 3.1 and its additions to the textual
format, sections, binary model, and bytecode representation.

3.1 Proposal

Exception handling in WebAssembly is essential for managing control flow disruptions
that occur during execution, whether due to known faults within the module itself or
unknown exceptions propagated from external, imported functions. However, designing
exception handling in WebAssembly presents unique challenges, mostly due to the
separation between the WebAssembly runtime and its host environment, referred to as
the embedder. Since WebAssembly does not have any information about the embedder’s
internal exception model, embedders may design their own exception semantics, which
WebAssembly must interoperate with. This creates a semantic gap that complicates
exception definition, detection, and handling. Both the embedder and the module must
be capable of recognizing when the other raises an exception. This is especially important
to ensure proper execution of cleanup routines, such as stack unwinding. To address this
challenge, a proposal was created to implement exception handling in WebAssembly.
On September 15th 2024, the first exception handling proposal was adopted in the
WebAssembly Community Group (CG) meeting1. This proposal was superseded by
the new proposal, which was decided on in the CG meeting2 on October 11th-12th. In
January 2025, this proposal reached phase 4, indicating it is considered stable and ready
for implementation.

The proposal begins by outlining the importance of exceptions in WebAssembly
and highlighting specific challenges, such as the distinct separation between WebAssem-
bly and its host environment. Since WebAssembly does not have direct access to the
embedder’s memory, it defers the handling of exceptions to the host VM. In order
to access exceptions in this way, WebAssembly provides specific instructions to check
whether the thrown exception is recognizable by the module. If it is recognizable, the
exception’s data is extracted and pushed onto the stack, allowing subsequent instructions
to use this data. This preserves WebAssembly’s modularity while enabling interoperable
exception handling in diverse host environments.

1https://github.com/WebAssembly/exception-handling/blob/main/proposals/exception-
handling/legacy/Exceptions.md (visited on 29.03.2025)

2https://github.com/WebAssembly/exception-handling/blob/main/proposals/exception-
handling/Exceptions.md (visited on 29.03.2025)
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3.1.1 exnref

A new type, exnref, is introduced to represent exception instances. This type is used in
the validation step to ensure type safety and is available in the catch block. This block
can access the exception to extract information using this type. Exnref is exclusively
used for exception handling purposes [5].

3.1.2 Tags

The proposal defines a new section to declare exceptions. In order to keep modularity
high and be able to use this new section for other upcoming proposals, a more general
abstraction called tags is introduced. These tags are, at the time of writing this thesis,
only used for exceptions. Each tag carries an attribute to specify the tag’s use case and
a type. Currently, 0 is the only valid attribute and indicates an exception. The type,
in the context of tags, is defined to be an index to a function signature defined in the
type section. The parameters of the function signature define the list of argument values
associated with the tag, and the result type must be empty. The proposal states a distinct
difference between an exception tag and an exception tag index. The first one represents
the exception definition itself, including what kind of exception it is. The latter one is
a numeric value used to refer to an exception tag within a module. These indices are
used in exception handling specific instructions, such as throw or catch, which need a
corresponding tag index in order to throw or catch the correct tag [5].

3.1.3 Try Blocks

A new structure introduced in this proposal is the try block. It represents the core of
exception handling itself. In WebAssembly, it is defined as shown in Listing 3.1.

Listing 3.1: Try block representation in WebAssembly.

1 try_table blocktype catch*

2 instruction*

3 end

The try_table expects a blocktype following the instruction, as seen in line 1. A
blocktype in WebAssembly represents either a value type or a type index. A type in-
dex points to a defined type inside a module’s type section. Afterwards, an optional
series of catch clauses may follow. These catch clauses are explained in depth in Sec-
tion 3.1.4. Furthermore, after all catch clauses, a block of arbitrary instructions follows.
The try_table is concluded by an end instruction or, in case of folded instructions, by a
closing parenthesis.

3.1.4 Catch Clauses

To direct the control flow in case of an error, catch clauses detect if their respective
exceptions are raised in the body of the try_table. To specify the exception expected
by the catch clause, the exception handling proposal introduces four catch structures.
The clauses catch tag label and catch_all label are responsible for processing exception
instances. Catch tag label expects the specified tag index and a defined label, which
represents the point where execution should continue if a specified exception is caught.
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The tag index is omitted when using catch_all label, as this clause should catch all
exceptions raised in the try_table body. Catch_ref and catch_all_ref clauses extend
the functionality of catch by not only pushing the exception’s arguments on the stack,
but also pushing the exception object itself, represented as the exnref type. Catch_ref
and catch_all_ref are syntactically identical to the earlier stated catch and catch_all

clauses, with a label and a possible tag index as parameters. If an exception is caught
by any of the previously-named clauses, execution continues at the end of the scope
corresponding to the specified label [5], if that scope is not a loop.

3.1.5 Throw Instructions

In addition to exceptions received from the embedder, the exception handling proposal
defines two new instructions regarding raising exceptions. The first one, throw tag, ex-
plicitly raises an instance of the exception specified by the tag index. Throw_ref is used
when an exception should be re-thrown. In this case, the exception to be thrown must
be present at the top of the stack. Re-throwing an exception also happens implicitly. If
no valid handler is found inside a function body, then the throw continues up the call
stack until it is in the body of an enclosing try block or the call stack is flushed [5].



Chapter 4

Implementation

This chapter covers the technical part of the thesis in GraalWasm. It explains in detail
which files were modified and how. Furthermore, it describes the effect and importance of
the changes, including bridging the gap between theory and practice. Section 4.1 explains
the changes made to the binary model. This includes the addition of the tag section and
changes to other existing sections. Following this, additions and modifications made to
the instruction validation process are presented and explained.

4.1 Binary parser

Before execution, the given application in binary format must be validated. This takes
place primarily in the BinaryParser class. First, we take a look at the changes to the
section model. Afterwards, the validation logic is explained in detail.

4.1.1 Section changes

The new tag section introduced in the proposal is responsible for allowing new tags to
be defined and stored. Every section in WebAssembly begins with an unsigned integer
that specifies the length of the section. This length is then checked against the maximum
allowed number of tags in this module, with a default value of 100 [5]. Each tag is
subsequently read in as illustrated in Listing 4.1, which presents a simplified version of
the tag definition process.

Listing 4.1: Tag section read process.

1 int startingTagIndex = 0;

2 for(int tagIndex = startingTagIndex; tagIndex != maxTagCount; tagIndex++) {

3 ...

4 byte attribute = readByte();

5 int typeTagIndex = readTypeIndex();

6 ...

7 module.createTag(tagIndex, attribute, typeTagIndex);

8 ...

The startingTagIndex in line 1 is obtained from the current count of tags; in this exam-
ple, we start at 0 tags. Using this variable, a simple for-loop iterates over each tag. For
each tag, the attribute and type are read and assigned to local variables. These variables
are then passed as parameters to a method responsible for allocating exceptions in the
runtime instance. The import, export, and name sections have been modified as well.
Modifications to the import and export sections enable the use of specific tags in external

14
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WebAssembly modules or the import of tags from these modules. Tags are parsed by
reading the specified type and declaring the new tag in the module importing the tag.

4.1.2 Instruction Validation Process

This section describes the newly introduced instructions and loop modifications, specifi-
cally the instructions try_table, throw, and throw_ref. The exception handling proposal
describes the validation algorithm for the try_table instruction in pseudo code [5]. List-
ing 4.2 shows a simplified version of our implementation in GraalWasm.

Listing 4.2: Try_table instruction validation process.

1 case Instructions.TRY_TABLE: {

2 ...

3 readBlockType(...);

4 ...

5 byte[] tryTableParamTypes = extractBlockParamTypes();

6 ...

7 state.popAll(tryTableParamTypes);

8 List<Handler> handlers = readHandlers();

9 WasmCatchTable table = new WasmCatchTable();

10 for (Handler h : handlers) {

11 ...

12 state.enterCatch(h.label(), h.clauseType());

13 switch (h.clauseType()) {

14 case Handler.CATCH:

15 state.pushAll(h.tag.paramTypes());

16 table.addEntry(h.tag(), h.clauseType(), h.paramCount(), h.label());

17 break;

18 case Handler.CATCH_REF:

19 ...

20 table.addEntry(h.tag(), h.clauseType(), -1, h.label());

21 break;

22 ...

23 }

24 state.exit();

25 }

26 state.enterTry(tryTableParamTypes, table);

27 break;

28 }

Each try_table requires a blocktype and a potential series of catch handlers. Fur-
thermore, the try_table instruction is considered a control flow instruction, meaning
it opens its own scope and has a specifiable label. Line 3 is responsible for reading the
blocktype, which is further used to define and extract the corresponding result types
and parameters. Line 7 ensures that the correct value type lies on top of the value
stack and pops it. The potential series of catch handlers is read in an auxiliary helper
method, which gathers the clause type, the corresponding label, and the tag index for
each specific catch handler. For each handler, the validation algorithm creates a new
catch frame on the control stack, ensuring isolation of parsing contexts and preventing
interference between handlers. This design assists structured control flow and maintains
the integrity of exception handling by ensuring each handler operates within its own
distinct scope. A WasmCatchTable class optimizes the instruction’s translation into the
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custom bytecode. The switch statement in line 13 of Listing 4.2 is responsible for filling
the WasmCatchTable with the correct entries. This includes details such as the tag, clause
type, length of the parameter types for the respective function type of the tag, and a
corresponding label. After each handler, the catch frame is exited. Once all necessary
information has been gathered, the validation process creates and enters a new try
frame. This happens in the class ParserState and involves instantiating a TryFrame

with the given parameter types, result types, the size of the value stack before entering
the frame, and the current location in the custom bytecode. The latter in this class is a
very important factor, as most of the bytecode generation happens here. Furthermore,
information about the next outer try_table and the catch table is gathered and stored.

The instructions throw and throw_ref are used to raise an exception or a corre-
sponding reference to an exception. In the validation process, the handling of these
instructions is similar as seen in Listing 4.3.

Listing 4.3: Throw and throw_ref instruction validation process.
1 case Instructions.THROW: {

2 int tagIdx = readDeclaredTagIndex();

3 state.popAll(module.tag(tagIdx).getParamTypes());

4 state.addThrow(tagIdx);

5

6 state.setUnreachable();

7 break;

8 }

9 case Instructions.THROW_REF: {

10 state.popChecked(EXNREF_TYPE);

11 state.addThrowRef();

12

13 state.setUnreachable();

14 break;

15 }

The concrete difference between the two instructions is that throw expects a tag index
as a parameter, which is consequently read in on line 2. In the case of the exception
carrying arguments, the parameter types are popped from the value stack and checked
against the expected argument types. The throw_ref instruction expects the specific
new type exnref to be on top of the value stack. Lines 4 and 11 are responsible for the
custom bytecode generation in preparation for the interpreter. The instructions conclude
with the unrachable flag, as control never proceeds to the instructions following these.
Therefore, no requirements exist for the stack afterwards [2].

Small changes had to be made in further instructions, most notably call and
call_indirect. In these instructions, the custom bytecode is extended by a throw_ref

instruction after each call. This ensures that if an exception is raised inside a function
and is not handled, the calling function resumes with a throw_ref instruction to rethrow
the exception properly.

4.2 Symbol Table

The SymbolTable maps symbolic identifiers, such as functions, globals, or tags, to corre-
sponding indices. It ensures that all references to said identifiers are accurately resolved,
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maintaining the integrity of the module instance’s execution. To support exception
handling, several methods are required to manage the allocation of exceptions. Most
identifiers, such as memories or globals, are handled similarly, with methods provided
for both their declaration and retrieval. A dedicated method ensures that exceptions
are correctly stored within the RuntimeState class. This class holds required run-time
data structures during execution, in contrast to the SymbolTable, which works primarily
during parsing and validation.

Concerning the storing of tags, the SymbolTable uses an array of WasmTagType’s. A
WasmTagType holds the attribute, the function type, and the parameter types. This array
is dynamically extended based on ensuring enough available space. Furthermore, the
SymbolTable holds maps for imported and exported exceptions. Figure 4.1 illustrates the
relationship between the BinaryParser, ParserState, SymbolTable, and RuntimeState.

fills

uses

BinaryParser.java

ParserState.java

-parsing data generation
(value stack, controlframe

stack)

instantiated into

RuntimeState.java

-holds all runtime data
structures

-active program state

SymbolTable.java

-storage for metadata
(functions, tags, types)

Parsing and Validation

Execution

Figure 4.1: Relationship between the parser and its utility classes.

4.2.1 Custom Bytecode

During parsing and validation of the given program, a custom bytecode is generated to
enable the interpreter’s ability to execute said program. This bytecode does follow the
specification directly, but allows for GraalVM-specific extensions and customizations.
Furthermore, it is almost entirely in the hands of the developer to create and implement a
working bytecode format for the instructions. Responsible for the bytecode generation is
the class RuntimeBytecodeGen. It implements the needed array for storing the generated
bytecode and includes methods for adding single or multiple bytes to the array as well
as injecting specific values at given locations.
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New methods, such as addTryLabel and addCatchTableEntry, have been introduced to
further support the bytecode generation. This thesis introduces new bytecode encodings
for the try_table, throw, and throw_ref instructions. Table 4.1 shows example byte-
codes for each instruction.

Instruction Example bytecode

try_table FB 1C 64 0 0 0 0 0 0 0 1 0 0 0 1 0 0 0 0

throw FB 1D 1 0 0 0 35 0 0 0

throw_ref FB 1E 38 0 0 0
Table 4.1: Custom bytecode encoding in little endian.

The instruction try_table starts with the MISC flag, represented in hexadecimal as
FB, followed by the instruction bytecode in the misc category itself, 1C. Highlighted
in green, the offset to the next outer try_table is encoded using 4 bytes. If there is
no outer try_table, this is replaced with 0. The next 4 bytes describe the stack size
before entering the given try_table. Subsequently, the number of catch clauses is stored
before the first catch clause itself using 4 bytes. The last 5 bytes represent a catch clause
colored in red. For those, the first 4 bytes tell the interpreter the given tag index. The
final byte further discloses the type of catch clause used.
Throw is encoded using the misc flag and the instruction bytecode at first. Then, the tag
index is encoded in 4 bytes, followed by the last 4 bytes representing the offset to the
nearest enclosing try_table.
The bottom-most instruction, throw_ref, is encoded similarly to throw, but does omit
the tag index, as the exception reference has to be on top of the stack.
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4.3 Execution

Execution of the newly generated custom bytecode takes place in the interpreter. Listing
4.4 shows how the three new instructions are implemented in the interpreter.

Listing 4.4: Try_table, throw and throw_ref instruction execution process.

1 case Bytecode.TRY_TABLE: {

2 int tableLength = readI32(bytecode, offset + 8);

3 offset += 12 + (tableLength * 13); // skip the catch entries

4 break;

5 }

6 case Bytecode.THROW: {

7 int tagIndex = readI32(bytecode, offset);

8 offset += 4;

9 long data = findTagInTryTable(offset, tagIndex, frame, sp, ..., false);

10 offset = (int) (data >> 32);

11 sp = (int) data;

12 break;

13 }

14 case Bytecode.THROW_REF: {

15 long data = findTagInTryTable(offset, -1, frame, sp, ..., true);

16 offset = (int) (data >> 32);

17 sp = (int) data;

18 break;

19 }

In the case of try_table, the catch handlers are skipped, as they are only important
when searching for a valid catch clause for a given exception. The exception lookup for
the instructions throw and throw_ref happens mostly in the method findTagInTryTable.
This method is illustrated in Listing 4.5.
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Listing 4.5: findTagInTryTable method.
1 long findTagInTryTable(int offset, int tagIndex, int sp, ... , boolean ref) {

2 InternalWasmException ex = null;

3 WasmTagType expectedTag = null;

4 if(ref) {

5 ex = (InternalWasmException) frame.getObjectStatic(sp - 1);

6 ...

7 expectedTag = ex.getTag();

8 } else {

9 expectedTag = instance.exception(tagIndex);

10 }

11

12 int tryTableOffset = readI32(bytecode, offset);

13 while(tryTableOffset != 0) {

14 offset = tryTableOffset;

15

16 int nextTryTableOffset = readI32(bytecode, offset);

17 int tableLength = readI32(bytecode, offset + 8);

18 offset += 12;

19 for(int i = 0; i < tableLength; i++) {

20 int entryOffset, jumpOffset, index = readI32(...);

21

22 byte clause = readI8(bytecode, offset + 12);

23 if(isCatchAll(clause) || expectedTag == instance.exception(index)) {

24 if(isCatch(clause)) {

25 if(exception != null) {

26 sp = pushExceptionParams(frame, sp, exception);

27 }

28 }

29 if (clause == Handler.CATCH_REF || clause == Handler.CATCH_ALL_REF) {

30 WasmTagType tagType = instance.exception(tagIndex);

31 Object[] args = createArgsForCall(...);

32 frame.setObject(sp, new InternalWasmException(...));

33 sp++;

34 }

35 offset = entryOffset + jumpOffset;

36 return (long) offset << 32 | sp;

37 }

38 }

39 tryTableOffset = nextTryTableOffset;

40 }

41 if(exception != null) {

42 throw exception;

43 } else {

44 WasmTagType tagType = instance.exception(tagIndex);

45 Object[] args = createArgumentsForCall(...);

46 throw new InternalWasmException(...);

47 }

48 }

This method receives as parameters, among other things, the position in the bytecode,
the tag index, and a boolean flag to decide if an exception reference exists on the stack.
In lines 3 to 8, if the flag is set, the exception is popped from the frame. In line 7, the
expected tag is extracted from this exception for later use. The integer in line 12 resembles
the offset of the next enclosing try_table, at which position the respective handlers are
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defined. At the start of the while loop in line 13, it is ensured that there is an enclosing
try_table to which we can branch to. If there is, the current offset is adjusted, and lines
16-18 read the necessary information needed for continuation. The following for loop
starting in line 19 iterates over the available exception handlers. This includes reading
in the needed information, such as the current offset, the corresponding jump offset,
and the tag index. The nested if conditions check whether the handler is valid for the
given exception. If the handler’s clause is either catch_all or catch_all_ref, or the
earlier extracted expected tag is equal to the corresponding handler tag. This validation
is further refined by the if conditions in lines 24 and 29. If the clause is either catch or
catch_ref, the exception parameters are pushed to the stack. Lines 29-33 ensure that the
exception itself is also pushed onto the stack if indicated by the clause. The instructions
in Lines 35-36 adjust the offset accordingly and return it and the current stack pointer.
At the end of the method, in Lines 41-46, the exception is rethrown to continue up the
call stack. How this continuation is getting resolved is shown in Listing 4.6.

Listing 4.6: Propagation and handling of an exception up the call stack.

1 try {

2 stackPointer = executeDirectCall(frame, stackPointer, instance, callNodeIndex,

function, args);

3 offset += 6;

4 } catch(InternalWasmException e) {

5 frame.setObjectStatic(stackPointer, e);

6 stackPointer++;

7 }

This try-catch statement is positioned at the end of the instructions call and
call_indirect. The instruction in line 2 executes the called function. If an
InternalWasmException is raised inside said function, it is caught by the catch statement
and pushed onto the frame to be handled later. In the validation step described earlier
in Section 4.1.2, the bytecode instruction throw_ref is added to the bytecode after
every call or call_indirect instruction. This instruction is normally skipped by the
statement in line 4 if no exception occurs during execution. Otherwise, the instruction
will not be skipped and will be executed by the interpreter in the next iteration.
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Evaluation

This chapter concludes the implementation by presenting tests and benchmarks to val-
idate the performance of the exception handling addition to GraalVM. The tests cover
different exception scenarios and every modified instruction. Existing benchmarks are run
on a previous build and then on the new build, including the exceptions. New benchmarks
are introduced to further validate performance in the future.

5.1 Unit Tests

Tests in GraalWasm can be written in the WebAssembly text format and are internally
translated into the respective binary format. Each test requires a corresponding result
file in order to validate the test’s given result. One newly introduced test is shown in
Listing 5.1, covering nested try_tables.

Listing 5.1: Exception test file.

1 (module

2 (type $t0 (;3;) (func))

3 (tag $e0 (type $t0))

4 (tag $e1 (type $t0))

5

6 (func (export "_main") (result i32)

7 (block $h

8 (try_table (result i32) (catch $e0 $h)

9 (block $h1

10 (try_table (result i32) (catch $e1 $h1)

11 (throw $e0)

12 (i32.const 42)

13 )

14 (return)

15 )

16 (i32.const 21)

17 (return)

18 )

19 (return)

20 )

21 (i32.const 23)

22 )

23 )

If the execution reaches the throw instruction in line 11, the interpreter first searches the
try_table in line 10. As the exception e0 is not handled here, the interpreter jumps to

22
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the next upper try_table in line 8. Here, the exception is caught and handled, therefore,
control flow is diverted to the end of the block with the label h in line 20. At last, the
constant value 23 is pushed onto the stack, which is also expected in the corresponding
result file. Besides this test case, every other instruction introduced or changed by the
exception handling implementation is included in one or more tests. Additionally, im-
porting and exporting exceptions, as well as functions that only raise exceptions and do
not catch them, are included. Listing 5.2 further shows a test case including the call

instruction.

Listing 5.2: Exception test file including call instruction.

1 (module

2 (type $t0 (;3;) (func))

3 (tag $e0 (type $t0))

4 (tag $e1 (type $t0))

5

6 (func $throw_e0 (param i32)

7 (throw $e0)

8 )

9

10 (func (export "_main") (result i32)

11 (block $h (result exnref)

12 (try_table (result i32) (catch_ref $e0 $h)

13 (block $h1

14 (try_table (result i32) (catch $e1 $h1)

15 (i32.const 0)

16 (call $throw_e0)

17 (i32.const 42)

18 )

19 (return)

20 )

21 (i32.const 21)

22 (return)

23 )

24 (return)

25 )

26 drop

27 (i32.const 23)

28 )

29 )

In this case, the exception is raised in line 7, but not caught in the same function body.
Therefore, the exception continues up the call stack, ending up where the function itself
was called, line 16. As the exception is now an exception reference, a catch handler is
needed to catch this reference. This happens in line 12 and again diverts flow to the end
of the block with the label h. The catch_ref handler leaves the exception reference on
the stack, which, in this test case, is dropped in line 26 before pushing the expected
result onto the stack.

These tests, in combination with the tests provided by the official test suite, show
the correctness of our implementation.
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5.2 Benchmarks

To ensure no introduction of performance loss due to our exception handling implemen-
tation, we executed the benchmarks included in GraalWasm and compared their results
with the results before our implementation. Furthermore, we introduced custom excep-
tion benchmarks to ensure that future changes to GraalWasm do not degrade exception
performance. The exception benchmarks are written in the WebAssembly text format
and follow a specific structure, as seen in Listing 5.3.

Listing 5.3: Exception benchmark file.

1 (module

2 (type $int_func (func (result i32)))

3 (type $proc (func))

4 (type $teardown_func (func (param i32)))

5 ... ;; Tag definitions

6 (global $iterations i32 (i32.const 10000000))

7 ... ;; Memory definitions

8 (func (export "benchmarkSetupEach") (type $proc))

9 (func (export "benchmarkTeardownEach") (type $teardown_func))

10

11 (func $throw

12 throw $e2

13 )

14

15 (func (export "benchmarkRun") (type $int_func)

16 (local $i i32)

17 (local $u_x i32)

18

19 (loop $bench_loop

20 (block $h

21 (try_table (catch $e0 $h)

22 (block $h1

23 (try_table (catch $e1 $h1)

24 throw $e0

25 )

26 )

27 )

28 )

29 (block $h2 (result exnref)

30 (try_table (catch_ref $e2 $h2)

31 call $throw

32 )

33 ref.null exn

34 )

35 drop

36

37 (local.set $u_x (i32.const 23))

38 ;; Increment loop counter and exit loop

39 (local.set $i (i32.add (local.get $i) (i32.const 1)))

40 (br_if $bench_loop (i32.lt_s (local.get $i) (global.get $iterations)))

41 )

42

43 (local.get $u_x)

44 )
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45 )

Each benchmark requires the predefined functions benchmarkSetupEach and
benchmarkTeardownEach for possible setup and cleanup code. On running the bench-
marks, the function benchmarkRun is executed as often as the variable iterations states.
All the code to test is inside this function, in this case, a nested try-catch and a simple
case covering exception references. To validate correct execution, a constant value is
pushed onto the stack at the end and is compared to the result file. This benchmark
covers simple throw-catch cases and calling a function that raises an exception. The
results of these tests can currently not be compared to any other test, as exceptions are
new to GraalWasm.

The existing benchmarks were run before and after the implementation to verify
that there was no significant performance loss. The benchmarks originate from an
internal benchmark suite. This suite includes, as an example, the DIGITRON benchmark,
an AST interpreter for arithmetic expressions, and CDF, a calculation of cumulative
distribution functions, with both written in C. These benchmarks were executed on the
Community Edition (CE) of GraalVM. The execution was performed on an AMD Ryzen
7 7800x3D featuring eight cores at a fixed CPU frequency of 2.30 GHz, with turbo boost
disabled. The used operating system was Fedora Linux 41 (Workstation Edition). All
runtimes were compiled using the Labs JDK CE 21 1 (labsjdk-ce-21-jvmci-23.1-b33).
To ensure a measurable and accurate result, we ran the benchmarks six times. Figure
5.1 displays the average results of CDF and DIGITRON as a boxplot.

1https://github.com/graalvm/labs-openjdk-21 (visited on 30.4.2025)

https://github.com/graalvm/labs-openjdk-21
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Figure 5.1: CDF and DIGITRON benchmarks before and after the exception handling im-
plementation.

The benchmark measures throughput in ops/s, which in this context resembles the num-
ber of executions of the given benchmark case in one second. More specifically, the fre-
quency at which the loop within the benchmark case executes per second. The observed
performance variation between the before and after cases varies only marginally, with
both measurements showing stable throughput. This allows the assumption that the
added functionality does not introduce any significant overhead. From an implementa-
tion perspective, the difference in performance is insignificant.



Chapter 6

Conclusion

In this thesis, we explored the design and implementation process of exception handling
in GraalWasm, aiming to enhance robustness, modularity, and interoperability. The ap-
proach involved integrating the WebAssembly exception handling proposal into Graal-
Wasm, enabling the throwing and catching of exceptions across WebAssembly modules.
This integration aids improved error handling and aligns with the control flow criteria
inherent to WebAssembly.
Performance evaluations indicate that the newly implemented exception handling mech-
anism introduces no significant performance loss in case no exceptions are used.
The successful incorporation of exception handling into GraalWasm represents a signif-
icant advancement in its development. As this implementation laid the foundation for
exceptions in GraalWasm, future work includes the integration into the JS Api, which is
outside the scope of this work.

27
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