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Abstract

The development of Kotlin compiler plugins, particularly for the new K2 compiler, is
currently a complex and error-prone process due to the lack of user-friendly methods
for generating Intermediate Representations (IR). Even minor additions to plugin func-
tionality often require extensive and repetitive code, making the process inefficient and
difficult to maintain.

This problem is especially relevant given Kotlin’s growing popularity in multi-platform
development and its official endorsement by Google for Android development. The ex-
tensibility of the Kotlin compiler presents a valuable opportunity to tailor the language
to specific domains, however, the hurdles in plugin development slow down decelerate
broader adoption and innovation.

This thesis addresses the problem by designing and implementing a set of utility functions
and extension methods that simplify the creation of Kotlin IR elements such as classes,
methods, and properties. These tools are developed and evaluated using an existing
plugin provided by the institute, which serves as a practical case study.

The outcome is a collection of reusable helper functions that significantly reduce boiler-
plate code, improve readability, and streamline the plugin development process. These
contributions benefit Kotlin developers and compiler engineers by making plugin creation
more accessible, maintainable, and efficient.
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Kurzfassung

Die Entwicklung von Kotlin-Compiler-Plugins, insbesondere für den neuen K2-Compiler,
gestaltet sich derzeit als komplex und fehleranfällig, da benutzerfreundliche Methoden zur
Generierung von Intermediate Representations (IR) fehlen. Selbst kleine Erweiterungen
erfordern umfangreichen und oft redundanten Code, was die Effizienz und Wartbarkeit
stark beeinträchtigt.

Dieses Problem ist besonders relevant, da Kotlin zunehmend für plattformübergreifende
Entwicklungen eingesetzt wird und seit Mai 2019 von Google offiziell als bevorzugte Pro-
grammiersprache für Android anerkannt ist. Die Erweiterbarkeit des Kotlin-Compilers
bietet großes Potenzial für domänenspezifische Anpassungen, wird jedoch durch die ho-
hen Einstiegshürden bei der Plugin-Entwicklung eingeschränkt.

Diese Arbeit widmet sich der Problemlösung durch die Entwicklung von Hilfsfunktionen
und Erweiterungsmethoden, die die Erstellung von IR-Elementen wie Klassen, Methoden
und Eigenschaften vereinfachen. Als Grundlage dient ein bestehendes Plugin des Insti-
tuts, das analysiert und erweitert wurde, um die neuen Funktionen zu testen und zu
veranschaulichen.

Das Ergebnis ist eine Sammlung wiederverwendbarer Hilfsmethoden, die den Code deut-
lich reduzieren, die Lesbarkeit verbessern und die Plugin-Entwicklung effizienter gestal-
ten. Davon profitieren insbesondere Kotlin-Entwickler und Compiler-Ingenieure, da die
Erstellung von Plugins dadurch zugänglicher, wartbarer und angenehmer wird.
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Task Description
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Bachelor's Thesis 

Utility Functions for Kotlin Compiler IR Generation 

 

Student: Mario Birmili 

Advisor: Dipl.-Ing. Dr. Markus Weninger, BSc 

Start date: October 2024 

 

Kotlin compiler plugins play a vital role in extending the language's capabilities and providing developers 

with powerful tools for code manipulation. Our existing compiler plugin generates code but requires 

complex and repetitive constructs, which can make the development process cumbersome and error-

prone. By introducing helper functions and extension methods, we can simplify code generation, enhance 

readability, and improve maintainability. 

 

The goal of this bachelor's thesis is to enhance the existing Kotlin compiler plugin by developing a set of 

helper functions and extension methods that streamline the code generation process. The student will 

focus on creating convenient ways to reference classes and functions, handle data types and nullability 

issues, and simplify common code generation patterns. 

 

The main objectives are as follows: 

 

1. Familiarization with the Existing Plugin and Kotlin Compiler Internals such as IrClass, IrFunction, 

IrProperty, IrField, IrCall, and the plugin context object. 

 

2. Development of Helper Functions for Element Referencing: Find and refactor .referenceXYZ calls 

(such as referenceFunction(…)) with less complex functions (such as 

findFunction("kotlin/io/println(String)") or findClass("kotlin/io/MyClass")). Also 

create extension functions for Class Symbols in a similar fashion (such as 

stringBuilderClass.findFunction("append(Int)"), where stringBuilderClass was previously 

found using findClass). Replace all referenceXYZ calls in the existing plugin with the newly introduced 

(and easier to use) findXYZ calls. 

• When working with types, you must differentiate between built-in and non-built-in classes and 

manage nullability in types (e.g., Int vs. Int?, my.package.Person vs. my.package.Person?). 

• Guidance (Pseudo Code): 

when (typeStr) { 

  "Int" -> pluginContext.irBuiltIns.intType 

  "Long" -> pluginContext.irBuiltIns.longType 

  else -> findClass(typeStr) // typeStr could be "my.package.Person?" 

} 

 

3. Development of a Flexible String Concatenation Function: Create a concat function capable of 

handling a vararg of various kinds of elements (Literals, string fields, string properties, function calls that 

return strings, and other elements that can be converted to strings using a .toString call). 
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• Guidance (Pseudo Code): 

fun concat(vararg parameters: Any): IrExpression { 

  return irConcat().apply { 

    for (parameter in parameters) { 

      when (parameter) { 

        is String -> addArgument(irString(parameter)) 

        is IrField -> addArgument(irGetField(null, parameter)) 

        is IrProperty -> addArgument(irCall(parameter.getter!!)) 

        is IrFunction -> addArgument(irCall(parameter)) 

        else -> addArgument(irToString(parameter)) 

      } 

    } 

  } 

} 

 

6. Facilitating Function Calls on Various Objects: Implement methods to call functions on objects stored 

in different locations such as fields or properties. Also enable fluent calling of functions on objects returned 

from other function calls. For this, develop extension methods for IrProperty, IrField, IrCall, etc., 

to simplify function invocation (e.g., IrProperty.call(func: IrFunction, vararg parameters: 

Any): IrCall { /* ... */ }) 

 

7. Application and Testing: Apply the developed helper functions and extension methods to simplify 

existing code in the plugin. Validate the correctness and efficiency of the generated code. Ensure that 

the improvements lead to more readable and maintainable plugin code. 

 

8. Documentation and Evaluation: Document the implemented functions and methods with clear 

explanations and usage examples. Evaluate the impact of the changes on the plugin's codebase and 

developer experience (LOCs, side-by-side comparison of code snippets, etc.). Provide recommendations 

for future enhancements. 

 

Modalities: 
The progress of the project should be discussed at least every three weeks with the advisor. A time schedule and a milestone 
plan must be set up within the first 3 weeks and discussed with the advisor. It should be continuously refined and monitored to 
make sure that the thesis will be completed in time. The final version of the thesis must be submitted not later than 31.03.2025. 



Acknowledgements

I would like to express my sincere gratitude to everyone who supported me throughout
the process of my studies and writing this bachelor thesis.

First and foremost, I would like to thank Prof. Dr. Dr. h.c. Hanspeter Mössenböck for
the oppurtunity of working on my thesis in the institute. His interesting lectures were
significant for the success of this thesis.

I also extend my thanks to Dipl.-Ing. Dr. Markus Weninger, BSc, for his outstanding
supervision, valuable guidance, and continuous support. His expertise and thoughtful
feedback were instrumental in shaping the direction and quality of this work.

Finally, I am deeply grateful to my partner, family, and friends for their unwavering
support, patience, and encouragement throughout the long years of my studies. Their
belief in me made this achievement possible.

vii



Contents

Abstract ii

Kurzfassung iii

Task Description iv

Acknowledgements vii

1 Introduction 1
1.1 Motivation and Contributions . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

2 Background 2
2.1 Kotlin . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2.1.1 Kotlin IR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
2.1.2 Utility Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2.2 Overview of the new Kotlin K2 Compiler . . . . . . . . . . . . . . . . . . 3
2.2.1 Compiler Frontend (K2) . . . . . . . . . . . . . . . . . . . . . . . . 3
2.2.2 Compiler Backend . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.3 Compiler Plugins . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

3 Analysis of the Existing Plugin 7
3.1 Structure of a Basic Plugin . . . . . . . . . . . . . . . . . . . . . . . . . . 7
3.2 Identification of Areas in the Code that can be Improved . . . . . . . . . 8
3.3 The dump() Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15
3.4 Problems Caused by Complex and Repetitive Constructs . . . . . . . . . 16

4 Design and Implementation of Utility Functions 17
4.1 Find Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
4.2 Convert Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
4.3 Call Functions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
4.4 Concat Function . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

5 Applying the New Functions to the Existing Code 24

6 Conclusion and Outlook 30
6.1 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
6.2 Reflection on the Improvements and their Significance . . . . . . . . . . . 32
6.3 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33
6.4 Limitations and Future Work . . . . . . . . . . . . . . . . . . . . . . . . . 33

List of Tables 34

List of Figures 35

Bibliography 36

viii



Contents ix

Appendix A Compiler Frontend (K2) 38



Chapter 1

Introduction

When JetBrains evaluated a programming language in Scala that had certain features,
but was dissatisfied with the slow Scala compiler, they began developing a new program-
ming language and a new compiler that could generate programs that could be executed
on the JavaVM. The result of these efforts is Kotlin, a modern programming language
that supports multi-platform development [1, 2]. Its concise syntax, robust type system,
and seamless interoperability with Java make Kotlin an ideal choice for developing robust
and maintainable applications, probably some of the reasons why Google has officially
recognized Kotlin as the preferred programming language for Android app development
since May 2019 [3, 4]. The combination of these features with Kotlin’s extensible compiler
architecture provides a compelling motivation for the development of custom compiler
plugins [5]. The objective of these plugins is to enhance the capabilities of the language
and to support domain-specific needs.

1.1 Motivation and Contributions

The potential for the deployment of additional code by means of the new plugin archi-
tecture during the process of compilation represents an intriguing and efficacious feature
of the latest K2 compiler [6]. However, it is unfortunate that the process of developing
a plugin is so cumbersome and that a significant quantity of code is required to add
even minor objects. The objective of this thesis is to develop assistive methods that will
provide user-friendly tools and simplify the development of the mentioned plugins.

The aim of this work is to develop methods with the help of which it is possible to
simplify and reduce the code for these plugins significantly in order to make the writing
of these plugins more pleasant. For this thesis, an existing plugin from the institute was
provided to be analyzed and further improved. In this work, an extension was developed
and tested based on the existing plugin [7, 8]. Detailed code of developed work can be
found in [9].

1.2 Outline

In this work, a set of helper functions and extension methods are developed with which the
creation of classes, methods, properties, and their execution are considerably simplified.
Furthermore, examples are presented to point out how time-consuming it is to create
plugins and how the new extensions make the examples shorter, clearer, and easier to
implement.
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Chapter 2

Background

This chapter presents the theoretical and technical background required to understand
the objectives of this work. The title of the thesis is first deconstructed to define and
clarify key terms. Section 2.1 provides a brief explanation of Kotlin and Kotlin IR, fol-
lowed by a detailed discussion of compiler stages in Section 2.2. The chapter concludes
with an introduction to plugins within the existing framework in Section 2.3.

2.1 Kotlin

Kotlin is a cross-platform, statically typed programming language that can be com-
piled into Java bytecode for the Java Virtual Machine (JVM) [10, 11], JavaScript (EC-
MAScript) [12, 13], WebAssembly (Wasm) [14, 15], or into native machine code via LLVM
(Low Level Virtual Machine) [16, 17]. This enables the development of applications for
desktop systems, mobile devices, and web platforms.

Kotlin was developed by JetBrains in St. Petersburg, with its name derived from an
island near the city, and was first introduced in July 2011 [18]. Version 1.0 was officially
released on February 15, 2016 [19]. The language is syntactically influenced by Scala [20],
while maintaining interoperability with Java libraries.

2.1.1 Kotlin IR

Kotlin IR (Intermediate Representation) is a layer within the Kotlin compiler that trans-
forms source code into a simplified, intermediate form [21]. This representation is subse-
quently optimized and translated into target languages such as Java bytecode, JavaScript,
WebAssembly, or native code via LLVM. IR serves as a common foundation between
Kotlin source code and platform-specific outputs. The introduction of Kotlin IR provides
several advantages:

Optimizations: Enables more efficient code transformation and optimization.

Multi-platform support: A unified IR simplifies backend implementations for multiple
platforms.

Extensibility: Facilitates the development of IR-based compiler plugins for language
extension and analysis.

IR also supports the creation of new classes, methods, fields, or properties at runtime.
However, the current mechanisms for these tasks require extensive boilerplate code, mak-
ing even simple examples verbose and reducing code clarity. The objective of this thesis
is to develop methods that minimize this effort, thereby improving readability and main-
tainability.
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2.1.2 Utility Functions

Utility functions in Kotlin plugins act as reusable, modular components that encapsulate
common logic, streamlining development and maintenance. They consolidate repetitive
tasks into compact, testable units, improving readability, reusability, and maintainability.
Typical tasks include file handling, code analysis, and UI interactions. By leveraging
utility functions, developers can build more stable and scalable Kotlin plugins for the
IR ecosystem. The design and implementation of these utility functions constitute the
practical component of this work.

2.2 Overview of the new Kotlin K2 Compiler

The original Kotlin K1 compiler was designed with a focused objective: compiling Kotlin
source code into Java bytecode for execution on the Java Virtual Machine (JVM). While
effective in its early years, increasing demand for Kotlin across multiple platforms—such
as JavaScript, native binaries, and WebAssembly—exposed architectural limitations. A
more flexible and extensible compiler infrastructure became necessary to support Kotlin’s
multiplatform strategy [22, 23].

To address these challenges, JetBrains introduced the K2 compiler, featuring improve-
ments in modularity, performance, and platform independence. Its architecture supports
JVM, JavaScript, WebAssembly, and LLVM-based backends. Enhanced modular design
and standardized interfaces enable easier component exchange, facilitating the generation
of executables for diverse target systems [23, 24].

The K2 compiler also introduces separate frontend and backend plugins, which can be
integrated during compilation to perform analyses or modify the program under compi-
lation by manipulating the IR tree [25]. This work focuses on backend plugins (IR) while
excluding frontend plugins (FIR).

Similar to most modern compilers, the Kotlin compiler consists of two main stages: fron-
tend and backend. The frontend parses source code and performs syntactic and semantic
analysis, producing an Intermediate Representation (IR). The backend then transforms
IR into target-specific output, such as JVM bytecode or JavaScript. Compared to its
predecessor, the K2 frontend is significantly faster and more flexible, while the backend
offers extensive customization. A schematic representation of the K2 compiler is shown in
Figure 2.1. This figure will be further detailed in Sections 2.2.1 and 2.2.2, which discuss
the compilation phases in depth.

2.2.1 Compiler Frontend (K2)

The frontend can be divided into the following phases, namely lexical analysis (scanner),
parsing, which contains the syntactic and semantic analysis, and the resolution phase
[24, 26]. The the new K2 (FIR frontend) compiler transforms the input source code into
an IR by following the main steps of the parsing phase, code generation, and resolution
phase.

The parsing phase begins with lexical analysis, where source code is scanned, segmented
into tokens (e.g., keywords, identifiers, literals), and converted into processable constants.
Subsequently, syntactic and semantic analyses validate Kotlin syntax, construct an Ab-
stract Syntax Tree (AST), and generate a Program Structure Interface (PSI) Tree en-
riched with semantic information [23, 27]. The resolution phase performs advanced se-
mantic analysis, where descriptors and a BindingContext map are generated on the PSI
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Figure 2.1: Schematic representation of the K2 compiler architecture.

tree to capture scope, overrides, and contextual information. This data is then transferred
by the Psi2Ir generator into an IR for backend processing. Summarizing, the analysis in
the resolution phase loads the dependencies to the raw FIR and modifies it, directly
followed by static analysis, type-verification and diagnostics. More detailed information
of Kotlin fronteds and PSI Tree can be found in Appendix A.

An example illustrating how the compiler processes a simple Kotlin expression is shown in
Figure 2.2. The operation 8+2 is interpreted as the expression 8.plus(2). During scanning,
the compiler identifies the element INT_CONST for 8, a token for the dot operator, and
a CALL_EXPR for plus(2). Based on this token sequence and the language’s semantic
rules, the PSI tree is constructed, as depicted in Figure 2.2. This example demonstrates
a basic case of compiler processing, which will be extended to more complex scenarios in
the following chapter 3.

8.plus(2)

8

Figure 2.2: Exemplary PSI tree using a binary operation.
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2.2.2 Compiler Backend

The Kotlin K2 compiler backend (see Figure 2.3) receives the resolved FIR from the
frontend and transforms it to the IR [24]. The compiler backend is responsible for trans-
forming the IR into executable output for various target platforms. IR code usually goes
through various steps of backend processing, such as code transformation, optimization,
and platform-specific code generation. The IR is stripped of all language-specific syntax
and has a uniform structure. Plugins can now be executed in this code transformer, which
allows the PSI Tree to be modified with the IR and analyzes to be carried out. Then
an optimizer is executed again. The optimizations on the IR is lowering the complexity
of it and creates a simplified version called lowered IR. The generator and optimizer
specific to the corresponding target platform are executed, and the result is written in
the corresponding file formats.

Figure 2.3: Complete path of the source code through the front- and backend of K2
compiler.

Summarizing, the PSI tree undergoes the following steps in the backend processing (see
Figure 2.4):

1. Code transformation: plugins are used to analyze and modify the IR

2. IR optimization: the optimizer checks the IR for structural and performance stability

3. Target-Specific generator: produces the desired output code

4. The final representation is generated, where possible generators and file formats
currently are:

JVM IR backend uses JVM bytecode generator and optimizer to produce .class
files

JS IR backend uses Javascript generator and optimizer to produce .js files

Native IR backend uses LLVM bitcode generator and optimizer to produce .so
files

experimental WASM IR backend uses WASM generator and optimizer to produce
.wasm files

2.3 Compiler Plugins

The compiler provides limited capabilities for analysis and diagnostics, which can be
extended through compiler plugins or annotation processors, each offering distinct ad-
vantages and constraints [28].

Annotation processors are static tools that process annotations during compilation. They
embed predefined logic for source code analysis and are typically employed to enforce
framework rules or coding standards. While annotation processors are relatively simple
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Figure 2.4: The IR Different backend compilers and the corresponding generators and
outputs.

to implement and maintain, their functionality is restricted to annotated elements. In
Kotlin, annotation processors are supported via the Kotlin Annotation Processing Tool
(KAPT), which itself operates as a plugin [29].

Conversely, compiler plugins are dynamic, modular components that interact with code
during compilation, enabling transformations and advanced analyses. They extend the
compilation pipeline by injecting additional logic, facilitating tasks such as code instru-
mentation, optimization, and domain-specific transformations at the IR level. The Kotlin
K2 compiler supports plugin integration across multiple compilation stages, from FIR
generation to backend code generation.

Despite these capabilities, plugin development remains complex due to verbose and un-
intuitive APIs, resulting in implementations that are difficult to maintain and prone to
errors. Even minimal examples often exhibit structural complexity, reducing development
efficiency. Furthermore, understanding compiler internals is essential for plugin deploy-
ment, yet existing literature provides limited guidance. This work proposes methods to
address these challenges.

chapter 3: Analysis of the Existing Plugin presents a systematic evaluation of limitations
in an existing compiler plugin through representative examples that reveal recurring
design issues and inefficiencies. Building on these findings, Section chapter 4 introduces
functional extensions, detailing their architecture, implementation strategies, and how
they mitigate the identified shortcomings.



Chapter 3

Analysis of the Existing Plugin

The primary objective of this work is to design and provide developer-friendly functions
that simplify the construction and maintenance of Kotlin compiler plugins. This chapter
is dedicated to a systematic examination of the existing compiler plugin provided by
the institute. The plugin is used as the basis for the development of the functional
extensions and as a case study. This chapter provides the necessary context for subsequent
enhancements and development of extensions (or utility functions) introduced in later
chapters. All examples presented here are derived from this plugin. The version of the
plugin used during the preparation of this work is publicly accessible at: [7] or here [8].

3.1 Structure of a Basic Plugin

Listing 3.1 illustrates the fundamental structure of a Kotlin IR plugin. Such a plu-
gin is implemented by extending the interface org.jetbrains.kotlin.backend.common.

extensions.IrGenerationExtension and overriding its core method override fun

generate(moduleFragment: IrModuleFragment, pluginContext: IrPluginContext)

function. The IrPluginContext parameter passed to this method serves as the primary
integration point for compiler plugins operating on Kotlin IR. It combines all essential
services and references required for analyzing, transforming, and generating IR trees.

The main tasks of the IrPluginContext object include:

Access to IR base classes - IrBuiltIns provides type information for primitive types,
collections, kotlin.String etc.

Symbol tables and signatures - SymbolTables enable the retrieval of existing IR
symbols for functions, classes, and properties, supporting both reuse and the creation
of new declarations.

DeclarationBuilders - These are the factory functions in DeclarationFactory that
allow the generation of new IrFunction, IrClass or constants.

Type system and signature checks - TypeTranslator and TypeSystem simplify the
translation of Kotlin types into IR types and vice versa.

Consistency - All IR services are accessed via a single object, thus preventing incon-
sistencies.

Expandability - New IR elements are generated cleanly via declared factories instead
of assembling them manually.

Maintainability - Changes to the IR API or internal data structures are abstracted
centrally in the context.

7



3 Analysis of the Existing Plugin 8

Listing 3.1 shows the minimum source code required for a basic plugin.

1 class SamplePlugin : org.jetbrains.kotlin.backend.common.extensions.

IrGenerationExtension {

2

3 override fun generate(

4 moduleFragment: IrModuleFragment,

5 pluginContext: IrPluginContext

6 ) {

7 TODO("Not␣yet␣implemented")

8 }

9 }

Listing 3.1: Essential Kotlin IR Plugin for IR Development.

3.2 Identification of Areas in the Code that can be
Improved

The three plugin examples presented are intended to illustrate the escalating complexity
associated with implementing transformations on Kotlin IR. As the examples progress,
the effort required to manipulate IR structures increases substantially, highlighting the
inherent challenges of plugin development. For clarity and conciseness, the examples
have been selectively adapted: extraneous elements such as dead code and commented-
out sections have been removed, and the enclosing method declaration override fun

generate(moduleFragment: IrModuleFragment, pluginContext: IrPluginContext) has
been omitted, as its structure was previously introduced in Listing 3.1. These adjustments
ensure that the focus remains on the essential transformation logic while preserving the
technical integrity of the original implementation.

Example 1: Function Lookup

In Listing 3.2, the unique function markNow is searched for in the TimeSource.Monotonic

class in the kotlin.time package.

1 val funMarkNow = pluginContext.referenceFunctions(

2 CallableId(

3 FqName("kotlin.time"),

4 FqName("TimeSource.Monotonic"),

5 Name.identifier("markNow")

6 )

7 ).single()

Listing 3.2: A simple Kotlin IR example extracted from the institute’s plugin [7, 8].

Difficulties

The problem here is that in order to obtain this specific function, it is necessary to:
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split the fully qualified name of the function, which is available as a string, and pass
these parts to special functions, which are:s the name of the package to the FqName functions the name of the class to the FqName functions the name of the function to the Name.identifier function

the results of these three function calls must then be passed to the CallableId

function

and the result of the CallableId function must then be passed to the
referenceFunctions function of the pluginContext object

the referenceFunctions function then returns a list of functions found, and this list
must then be further filtered to find the desired function

In this example, however, no further filtering is performed; instead, the only function
in the list is used. (If there are no or more than one suitable functions, an error event
is triggered)

Example 2: Add a new field

Listing 3.3 introduces a statically declared field named _randNumber, which is initialized
at class load time using a pseudo-random number generator. This initialization occurs
only once during the class’s lifecycle, ensuring that the field retains a constant value
throughout program execution.

1 val randomDefaultObjectClass = pluginContext.referenceClass(ClassId.fromString("

kotlin/random/Random.Default"))!!

2 val nextIntegerFunc = pluginContext.referenceFunctions(

3 CallableId(

4 FqName("kotlin.random"),

5 FqName("Random.Default"),

6 Name.identifier("nextInt")

7 )

8 ).single {

9 it.owner.valueParameters.isEmpty()

10 }

11 val firstFile = moduleFragment.files[0]

12

13 val randomNumber = pluginContext.irFactory.buildField {

14 name = Name.identifier("_randNumber")

15 type = pluginContext.irBuiltsetType

16 isFinal = false

17 isStatic = true

18 }.apply {

19 initializer = DeclarationIrBuilder(pluginContext, firstFile.symbol).run {

20 irExprBody(irCall(nextIntegerFunc).apply {

21 dispatchReceiver = irGetObject(randomDefaultObjectClass)

22 })

23 }

24 }

Listing 3.3: A Kotlin IR example based on parts of the institute’s plugin [7, 8].
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Line 1: The process begins by locating the class object corresponding to
kotlin.random.Random.Default within the compilation context. This class ref-
erence is then resolved and assigned to the variable randomDefaultObjectClass,
enabling subsequent reflective or IR-based operations on its members.

Line 8: At this stage, all function declarations associated with kotlin.random.Random.

Default.nextInt are enumerated. This comprehensive search ensures that every
overload of the nextInt method is considered for potential invocation.

: From the previously collected set of candidate functions, a filtering step is applied
to isolate the unique overload of nextInt that accepts no parameters. This selection
corresponds precisely to the signature kotlin.random.Random.Default.nextInt(),
which returns an integer within the default range and is therefore suitable for gener-
ating a single random value without additional constraints.

Line 11: The first IR file fragment belonging to the current compilation module is
retrieved. This fragment is then referenced and stored in the variable firstFile.

Line 13: Finally, a new immutable field declaration is synthesized using the
irFactory. This field is initialized with a pseudo-random integer value obtained by
invoking the previously identified nextIntegerFunc function. The initialization oc-
curs during IR construction, ensuring that the generated field holds a deterministic
yet non-trivial constant throughout the program’s execution lifecycle.

Difficulties

First, a ClassId must be created in line 1 from a string using the fromString function
of the ClassId class, and only then can the referenced class be searched for using
this ClassId and the referenceClass function of the pluginContext object. These
steps can be simplified.

In lines 2 to 10, the same problem occurs as in example 1 in section 3.2, only with
different values.

In line 13, a new field randomNumber is created and assigned an initial value in lines
19 to 23. For this assignment, the previously loaded nextIntegerFunc is called and
the value obtained is used. This is also very cumbersome and could be simplified.

Example 3: Measurement and logging of method runtime

In Listing 3.4, a compiler plugin automates the measurement and logging of method
runtimes. IR generation inserts the necessary calls directly into the code compiled by
Kotlin without having to modify the source methods themselves. All measurements are
collected sequentially in a global StringBuilder, which is available for further analysis or
output.

1 val timeMarkClass: IrClassSymbol =

2 pluginContext.referenceClass(ClassId.fromString("kotlin/time/TimeMark"))!!

3

4 val stringBuilderClassId = ClassId.fromString("kotlin/text/StringBuilder")

5 val stringBuilderTypeAlias = pluginContext.referenceTypeAlias(stringBuilderClassId)
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6 val stringBuilderClass = stringBuilderTypeAlias?.owner?.expandedType?.classOrFail

7 ?: pluginContext.referenceClass(stringBuilderClassId)!!

8 val stringBuilderConstructor =

9 stringBuilderClass.constructors.single { it.owner.valueParameters.isEmpty() }

10

11 val stringBuilderAppendlntFunc =

12 stringBuilderClass.functions.single { it.owner.name.asString() == "append" && it.

owner.valueParameters.size == 1 && it.owner.valueParameters[0].type ==

pluginContext.irBuiltIns.intType }

13 val stringBuilderAppendLongFunc =

14 stringBuilderClass.functions.single { it.owner.name.asString() == "append" && it.

owner.valueParameters.size == 1 && it.owner.valueParameters[0].type ==

pluginContext.irBuiltIns.longType }

15 val stringBuilderAppendStringFunc =

16 stringBuilderClass.functions.single { it.owner.name.asString() == "append" && it.

owner.valueParameters.size == 1 && it.owner.valueParameters[0].type ==

pluginContext.irBuiltIns.stringType.makeNullable() }

17

18 val firstFile = moduleFragment.files[0]

19 val stringBuilder: IrField = pluginContext.irFactory.buildField {

20 name = Name.identifier("_stringBuilder")

21 type = stringBuilderClass.defaultType

22 isFinal = false

23 isStatic = true

24 }.apply {

25 this.initializer =

26 DeclarationIrBuilder(pluginContext, firstFile.symbol).irExprBody(

27 DeclarationIrBuilder(pluginContext, firstFile.symbol).irCallConstructor(

28 stringBuilderConstructor,

29 listOf()

30 )

31 )

32 }

33 firstFile.declarations.add(stringBuilder)

34 stringBuilder.parent = firstFile

35

36 fun buildExitMethodFunction(): IrFunction {

37 val funElapsedNow =

38 pluginContext.referenceFunctions(

39 CallableId(

40 FqName("kotlin.time"),

41 FqName("TimeMark"),

42 Name.identifier("elapsedNow")

43 )

44 ).single()

45

46 return pluginContext.irFactory.buildFun {

47 name = Name.identifier("_exit_method")

48 returnType = pluginContext.irBuiltIns.unitType

49 }.apply {

50 addValueParameter {

51 name = Name.identifier("methodId")

52 type = pluginContext.irBuiltIns.intType

53 }

54 addValueParameter {
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55 name = Name.identifier("startTime")

56 type = timeMarkClass.defaultType

57 }

58

59 body = DeclarationIrBuilder(pluginContext, symbol, startOffset, endOffset).

irBlockBody {

60 // Duration

61 val elapsedDuration = irTemporary(irCall(funElapsedNow).apply {

62 dispatchReceiver = irGet(valueParameters[1])

63 })

64 val elapsedMicrosProp: IrProperty =

65 elapsedDuration.type.getClass()!!.properties.single { it.name.

asString() == "inWholeMicroseconds" }

66

67 val elapsedMicros = irTemporary(irCall(elapsedMicrosProp.getter!!).apply

{

68 dispatchReceiver = irGet(elapsedDuration)

69 })

70

71 +irCall(stringBuilderAppendStringFunc).apply {

72 dispatchReceiver = irGetField(null, stringBuilder)

73 putValueArgument(0, irString("<;"))

74 }

75 +irCall(stringBuilderAppendFunc).apply {

76 dispatchReceiver = irGetField(null, stringBuilder)

77 putValueArgument(0, irGet(valueParameters[0]))

78 }

79 +irCall(stringBuilderAppendStringFunc).apply {

80 dispatchReceiver = irGetField(null, stringBuilder)

81 putValueArgument(0, irString(";"))

82 }

83 +irCall(stringBuilderAppendLongFunc).apply {

84 dispatchReceiver = irGetField(null, stringBuilder)

85 putValueArgument(0, irGet(elapsedMicros))

86 }

87 +irCall(stringBuilderAppendStringFunc).apply {

88 dispatchReceiver = irGetField(null, stringBuilder)

89 putValueArgument(0, irString("\n"))

90 }

91 }

92 }

93 }

Listing 3.4: A more complicated based on parts of the institute’s plugin [7, 8].

Line 1: The process begins by retrieving the IR reference corresponding to the class
kotlin.time.TimeMark. This reference is resolved through the pluginContext object
and subsequently assigned to the variable timeMarkClass, establishing a direct link
to the target class for later operations.

Line 4: A ClassId instance representing kotlin.text.StringBuilder is constructed
using the fromString method and stored in the variable stringBuilderClassId. This
identifier serves as the basis for subsequent type resolution steps.

Line 5: An attempt is made to resolve a type alias associated with the ClassId stored
in stringBuilderClassId. The resulting alias, if successfully located, is assigned to
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the variable stringBuilderTypeAlias.

Line 6: The IR object of the type alias object referenced by stringBuilderTypeAlias

is resolved and assigned to the variable stringBuilderClass. This step ensures that
the plugin operates on a concrete IR-level class rather than a symbolic alias.

Line 8: The constructor of the StringBuilder class is retrieved from the IR object and
stored in the variable stringBuilderConstructor. This operation parallels function
resolution and provides the necessary entry point for object instantiation.

Line 11 to 15: A series of searches are performed within the IR class stored
in stringBuilderClass to locate specific overloads of the StringBuilder.append

method. These include append(Int), append(Long), and append(String?). Each re-
solved function reference is retained for later invocation during IR transformations.

Line 18: The first IR file fragment of the current compilation module is accessed and
assigned to the variable firstFile. This fragment serves as the insertion point for
newly generated declarations.

Line 19: A new IrField named _stringBuilder is synthesized using
the irFactory provided by the pluginContext object. Its type is set to
stringBuilderClass.defaultType, and the resulting field is assigned to the vari-
able stringBuilder. This field acts as a persistent reference to the StringBuilder

instance within the IR.

Line 25: The constructor referenced in line 8 is invoked to instantiate a new
StringBuilder object. This object is then passed to the initializer, which assigns
it to the previously created IrField _stringBuilder, ensuring proper initialization
at the IR level.

Line 36: The creation of the new internal function buildExitMethodFunction() with
the return type IrFunction starts.

Line 37 to 44: The pluginContext is queried to obtain the IR reference for the stan-
dard function kotlin.time.TimeMark.elapsedNow(): Duration. The resolved func-
tion is assigned to the variable funElapsedNow, enabling precise invocation during
code generation.

Line 46: A new internal function named in line 47 to _exit_method is created and
assigned to the corresponding variable. Its return type is in line 48 set to Unit, and
its parameters are defined as follows:s Line 51: the name of the first function parameter is set to methodId.s Line 52: the type of the first function parameter is set to int.s Line 55: the name of the second function parameter is set to startTime.s Line 56: the type of the second function parameter is set to

timeMarkClass.defaultType.

This function encapsulates logic for computing elapsed time and reporting execution
metrics.

Line 59: The function body is constructed using DeclarationIrBuilder, which re-
ceives the symbol and positional offsets as parameters.

Line 61: the second parameter startTime (line 55) of the superordinate function
_exit_method (line 46) is passed to the function funElapsedNow (line 37) and this is
executed with this parameter. The result is the computed elapsed duration and it is
assigned to the variable elapsedDuration.
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Line 64: the property inWholeMicroseconds is searched in the object
elapsedDuration (line 61) and assigned to the variable elapsedMicrosProp.

Line 67: the property inWholeMicroseconds of the object elapsedDuration (line 61)
is evaluated and the result is assigned to the variable elapsedMicros.

Lines 71, 75, 79, 83, and 87: A sequence of string literals is converted into String ob-
jects and appended to the StringBuilder instance referenced by the _stringBuilder

field. Each append operation leverages the previously resolved StringBuilder.append

functions, combining static and dynamic content to construct the final output rep-
resentation.

Issues

The issues previously identified in Examples 1 and 2 reappear in this scenario, albeit
with slightly modified input parameters, highlighting recurring design limitations in the
existing plugin implementation.

In lines 1 and 2: The procedure begins by invoking the fromString method
of the ClassId class to construct a ClassId instance representing the
kotlin.time.TimeMark class. This identifier is subsequently passed to the
referenceClass method of the pluginContext object, which resolves the corre-
sponding class reference and assigns it to the variable timeMarkClass. This step is
unnecessarily drawn out and can be simplified.

In line 4: A similar operation is performed to create another ClassId instance via
fromString. While this step is inherently necessary, the subsequent logic in Lines
5 to 7 introduces complexity: the implementation first attempts to resolve a class
reference through a type alias and, upon failure, falls back to the referenceClass

method of pluginContext. This two-tiered resolution strategy is cumbersome and
could be streamlined through a unified, parameterized approach.

In lines 8 and 9: The default constructor of the kotlin.text.StringBuilder class
is located and assigned to the variable stringBuilderConstructor. The search for
constructors mirrors the complexity of function resolution, involving similar traver-
sal and filtering steps. As with function lookups, this process can be significantly
simplified by abstracting repetitive patterns into reusable utility functions.

In lines 11 to 16: Multiple ClassId instances are generated using fromString and
subsequently resolved via referenceClass. Each resolved class is stored in a sepa-
rate variable. The repeated invocation of identical operations across different targets
introduces redundancy, which could be eliminated by encapsulating this logic within
a generalized, parameter-driven helper method.

In lines 37 to 44: The plugin searches for the function kotlin.time.TimeMark.

elapsedNow() by constructing a CallableId composed of several components and
passing it to referenceFunctions within pluginContext. Since only one function
with this signature is expected to exist, the first element of the resulting list is ex-
tracted and assigned to funElapsedNow. This pattern, previously observed in example
1 and 2 in section 3.2, exemplifies repetitive boilerplate that could be consolidated
into a dedicated lookup utility.

In lines 71 to 90: A sequence of values—both constants and dynamically com-
puted results—is appended to a StringBuilder instance using irCall and various
StringBuilder.append functions defined earlier. Although functionally correct, this
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section exhibits numerous structurally similar code fragments, which could be refac-
tored into a loop or a higher-level abstraction to improve maintainability and reduce
duplication.

3.3 The dump() Function

Numerous intermediate representation constructs—including IrClass, IrFunction,
IrConstructor, IrField, IrProperty, IrFile, and the base type IrElement—implement
a diagnostic utility known as dump(). This method, defined as an extension function on
IrElement, produces a comprehensive, human-readable textual representation of the IR
syntax tree. The output is structured recursively, encompassing modules, files, classes,
functions, invocations, parameters, and their associated properties. Such detailed intro-
spection facilitates the examination of the compiler’s internal state and is particularly
valuable for debugging and verification tasks. To illustrate the practical utility of this
mechanism, a selection of concise examples derived from the preceding scenarios is pre-
sented below in Listing 3.5, Listing 3.6 and Listing 3.7.

Note: In Figure 2.2 of the chapter Compiler Frontend (K2), a very simple example—the
addition of two numbers—is used to show how Kotlin source code is converted into a
PSI tree in the front end. This example was chosen because even the simplest example
in this chapter produces a significantly larger PSI and thus becomes too complex. The
dump function would have generated a very short but uninformative tree for this trivial
example, which is why a simplified version was chosen for better explanation.

1 FUN IR_EXTERNAL_DECLARATION_STUB name:markNow visibility:public modality:OPEN <> (

$this:kotlin.time.TimeSource.Monotonic) returnType:kotlin.time.TimeSource.

Monotonic.ValueTimeMark

2 overridden:

3 public abstract fun markNow (): kotlin.time.ComparableTimeMark declared in kotlin

.time.TimeSource.WithComparableMarks

4 $this: VALUE_PARAMETER IR_EXTERNAL_DECLARATION_STUB name:<this> type:kotlin.time.

TimeSource.Monotonic

Listing 3.5: IR dump of the markNow function from example 1 shown in Listing 3.2

1 FUN IR_EXTERNAL_DECLARATION_STUB name:nextInt visibility:public modality:OPEN <> (

$this:kotlin.random.Random.Default) returnType:kotlint

2 overridden:

3 public open fun nextInt (): kotlint declared in kotlin.random.Random

4 $this: VALUE_PARAMETER IR_EXTERNAL_DECLARATION_STUB name:<this> type:kotlin.random.

Random.Default

Listing 3.6: IR dump of the nextIntegerFunc function from example 2 shown in
Listing 3.3

1 FIELD name:_randNumber type:kotlint visibility:public [static]

2 EXPRESSION_BODY

3 CALL 'public open fun nextInt (): kotlint declared in kotlin.random.Random.

Default' type=kotlint origin=null

4 $this: GET_OBJECT 'CLASS IR_EXTERNAL_DECLARATION_STUB OBJECT name:Default

modality:FINAL visibility:public [companion] superTypes:[kotlin.random.Random;

java.io.Serializable]' type=kotlin.random.Random.Default
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Listing 3.7: IR dump of the randomNumber field from example 2 shown in Listing 3.3

The examples presented were deliberately selected for their simplicity, as they allow
for a focused discussion without introducing excessive complexity. For context, the in-
termediate representation dump of randomDefaultObjectClass in Example 2 comprises
approximately 95 lines of code, occupying 8,456 bytes, whereas the corresponding dump
of firstFile spans 295 lines and 47,436 bytes. Including such extensive IR listings in
full would significantly increase the length of this section and detract from its analyti-
cal clarity; therefore, concise examples were preferred to maintain readability while still
illustrating the underlying concepts effectively.

3.4 Problems Caused by Complex and Repetitive
Constructs

Although the IrPluginContext object provides significant functional advantages for com-
piler plugin development, its instantiation process introduces several non-trivial chal-
lenges that can negatively impact maintainability and developer productivity.

The initialization phase is inherently complex, often involving multiple nested method
calls and extensive configuration steps. This procedural overhead not only prolongs
development time but also increases the probability of introducing subtle errors dur-
ing setup.

The internal structure and dependency graph of the object lacks transparency. With-
out a clear representation of its hierarchical relationships and lifecycle, developers
must invest considerable effort in manual inspection to fully comprehend its opera-
tional semantics.

The absence of comprehensive documentation, combined with implicit initialization
logic, exacerbates the learning curve for new contributors and those unfamiliar with
the compiler’s architectural conventions. This opacity frequently results in misinter-
pretations and incorrect usage patterns.

The object’s design exhibits tight coupling and repetitive code patterns, which com-
plicate refactoring activities. As the surrounding codebase evolves, even minor modifi-
cations can propagate unintended side effects, thereby reducing overall system agility
and increasing long-term maintenance costs.



Chapter 4

Design and Implementation of Utility
Functions

This chapter introduces a set of new utility functions, which have been developed to to
support and facilitate the creation of plugins. These have been implemented as extension
functions. The latter are grouped by purpose, described and presented in following order:
Find → Convert → Call → Concat.

The goal of these utilities is to reduce boilerplate, improve readability, and provide a
consistent API for tasks such as resolving IR symbols, converting arbitrary objects into
IR expressions, invoking functions, and constructing string concatenations.

The source code created for this bachelor thesis, including all these new features, can be
found here: [9]

4.1 Find Functions

The implemented extension functions enable efficient resolution of IR entities, such as
classes, functions, and properties—based on their fully qualified names (FQNs). Each
FQN must conform to a predefined regular expression pattern that systematically de-
composes the identifier into its constituent components, including package segments, class
hierarchy, and member signatures. This structured parsing approach ensures accurate
symbol resolution and provides a robust foundation for subsequent IR transformations.

The following regular expression is demonstrated here in Listing 4.1:

1 ((?:((?:[a-zA-Z]\w*\/)*[a-zA-Z]\w*)\/)?(?:((?:[a-zA-Z]\w*\.)*[a-zA-Z]\w*)\.)?([a-zA-Z

][\w<>]*))(\(((?:\s*(?:[a-zA-Z]\w*\:\s*)?[a-zA-Z][\w<>\.\/]*\??|\*|\?)(?:\s*,\s

*(?:[a-zA-Z]\w*\:\s*)?(?:[a-zA-Z][\w<>\.\/]*\??|\*|\?)\s*)*)*\))?(?:(?:\s*:\s

*((?:((?:[a-zA-Z]\w*[\.\/])*[a-zA-Z]\w*)[\.\/])?(?:[a-zA-Z][\w<>]*)))?)?

Listing 4.1: The regular expression to search for objects

This regular expression consists of the following parts:

1 ((?:((?:[a-zA-Z]\w*\/)*[a-zA-Z]\w*)\/)?(?:((?:[a-zA-Z]\w*\.)*[a-zA-Z]\w*)\.)?([a-zA-Z

][\w<>]*))

Listing 4.2: Regex group 1

Maps the fully qualified method name

17
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Contains optionally:s Package name separated by slashes ‘/’, which corresponds to group 2s Class name and any existing nested class name separated by periods ‘.’, which
corresponds to group 3s and finally the pure name of the class, function or property, which corresponds
to group 4

1 ((?:[a-zA-Z]\w*\/)*[a-zA-Z]\w*)

Listing 4.3: Regex group 2 - Package name

Package name, separated by slashes ‘/’ (as described in the function
org/jetbrains/kotlin/name.ClassId.fromString(...))

First part of group 1

for example kotlin/text/StringBuilder

1 ((?:[a-zA-Z]\w*\.)*[a-zA-Z]\w*)

Listing 4.4: Regex group 3 - Class name

Class names of optionally surrounding classes in the usual dot notation

Second part of group 1

1 ([a-zA-Z][\w<>]*)

Listing 4.5: Regex group 4 - The name of the class, function or property

Pure simple name of the class, function or property

This is the only part that must appear in the string parameter, all others are optional

Also allows generic specifications ‘<?>’

Third part of group 1

for example kotlin/collections/MutableList<T>

1 (\(((?:\s*(?:[a-zA-Z]\w*\:\s*)?[a-zA-Z][\w<>\.\/]*\??|\*|\?)(?:\s*,\s*(?:[a-zA-Z]\w

*\:\s*)?(?:[a-zA-Z][\w<>\.\/]*\??|\*|\?)\s*)*)*\))?

Listing 4.6: Regex group 5 - Brackets

Marks, if available, that this is a function

Contains group 6

1 ((?:((?:[a-zA-Z]\w*[\.\/])*[a-zA-Z]\w*)[\.\/])?(?:[a-zA-Z][\w<>]*))

Listing 4.7: Regex group 6 - Function parameters

Requires the presence of group 5

Parameter list for the function
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Is a comma-separated ‘,’ list of classes with their fully qualified names

Wildcards alloweds ‘?̀‘ -> allows only one types ‘*‘ -> allows any number of types

The order of the parameters is important

Parameters can have names, in which case the order is ignored

1 ((?:[a-zA-Z]\w*[\.\/])*[a-zA-Z]\w*)

Listing 4.8: Regex group 7 - Return type of the function

Requires the presence of group 5, like group 6

The fully qualified name of the return type

The example in Listing 4.9 finds a function and is structured as shown in Table 4.1:

1 firstNs/secondNs/Class.NestedClass.myFunction(name1: String, name2: Int, Int):

ResultType

Listing 4.9: A simple example of a function

Part Type Name

Namespace Namespace firstNs.secondNs

Class Class.NestedClass

Function Function myFunction

Parameter 1 String name1

Parameter 2 Int name2

Parameter 3 Int

Return type ResultType
Table 4.1: Resolved pattern example 1 shown in Listing 4.9

List of new search functions

These new features search for classes, functions, constructors, or properties.

Searching for an IrClassSymbol:

fun IrPluginContext.findClass(name: String): IrClassSymbol

A class can only be found in the IrPluginContext. Therefore, there is only one convenience
function.
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Searching for an IrSimpleFunctionSymbol:

There is a whole range of Ir objects that can contain an IrSimpleFunctionSymbol, which
is why many extension functions have been implemented for these:

fun IrPluginContext.findFunction(name: String): IrSimpleFunctionSymbolWrapper

fun IrPluginContext.findFunction(name: String, clazz: IrClassSymbol):

IrSimpleFunctionSymbolWrapper

fun IrClass.findFunction(name: String): IrSimpleFunctionSymbolWrapper

fun IrClassSymbol.findFunction(name: String): IrSimpleFunctionSymbolWrapper

fun IrType.findFunction(name: String): IrSimpleFunctionSymbolWrapper

fun IrProperty.findFunction(name: String): IrSimpleFunctionSymbolWrapper

fun IrPropertySymbol.findFunction(name: String): IrSimpleFunctionSymbolWrapper

fun IrClassSymbolWrapper.findFunction(name: String): IrSimpleFunctionSymbolWrapper

Searching for an IrConstructorSymbol:

fun IrPluginContext.findConstructor(name: String): IrConstructorSymbol

fun IrPluginContext.findConstructor(name: String, clazz: IrClassSymbol):

IrConstructorSymbol

fun IrClass.findConstructor(name: String): IrConstructorSymbol

fun IrClassSymbol.findConstructor(name: String): IrConstructorSymbol

fun IrClassSymbolWrapper.findConstructor(name: String): IrConstructorSymbolWrapper

fun IrType.findConstructor(name: String): IrConstructorSymbol

fun IrProperty.findConstructor(name: String): IrConstructorSymbol

fun IrPropertySymbol.findConstructor(name: String): IrConstructorSymbol

Searching for an IrPropertySymbol:

fun IrPluginContext.findProperty(name: String): IrPropertySymbol

fun IrClassSymbol.findProperty(name: String): IrPropertySymbol

fun IrClass.findProperty(name: String): IrPropertySymbol

fun IrType.findProperty(name: String): IrPropertySymbol

4.2 Convert Function

Converts any object into a suitable IrExpression representation based on its type. List-
ing 4.10 shows the implementation of the convert function:
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1 /**

2 * Creates a suitable IR expression type from various data types, including the

primitive data types.

3 */

4 fun IrBuilderWithScope.convert(pluginContext: IrGeneratorContext, parameter: Any?):

IrExpression? {

5 if (parameter == null) {

6 return null

7 }

8

9 val c: IrType

10 when (parameter) {

11 is Boolean -> c = pluginContext.irBuiltIns.booleanType

12 is Byte -> c = pluginContext.irBuiltIns.byteType

13 is Short -> c = pluginContext.irBuiltIns.shortType

14 is Int -> c = pluginContext.irBuiltIns.intType

15 is Long -> c = pluginContext.irBuiltIns.longType

16 is Float -> c = pluginContext.irBuiltIns.floatType

17 is Double -> c = pluginContext.irBuiltIns.doubleType

18 is Char -> c = pluginContext.irBuiltIns.charType

19

20 is String -> return irString(parameter)

21

22 is IrCall -> return parameter

23 is IrFunction -> return irCall(parameter)

24 is IrProperty -> return irCall(parameter.getter!!)

25 is IrField -> return irGetField(null, parameter)

26 is IrValueParameter -> return irGet(parameter)

27 is IrVariable -> return irGet(parameter)

28 is IrClassSymbol -> return irGetObject(parameter)

29

30 is IrStringConcatenation -> return parameter

31 is IrFunctionAccessExpression -> return parameter

32 is IrGetObjectValue -> return parameter

33 is IrGetField -> return parameter

34 is IrConst<*> -> return parameter

35

36 else -> throw NotImplementedError("for␣${parameter.javaClass.name}")

37 }

38

39 return parameter.toIrConst(c)

40 }

Listing 4.10: The implementation of the convert extension function [7, 8].

Description of the convert function

Line 5: Null check - if the input parameter is null, null is returned as the result and
execution of the function is not continued.

Line 11 to 18: The type of the input parameter is determined, and the corresponding
equivalent of the IR type is defined based on this type. In line ??, an IrConst object
of this particular type and with the value of the input parameter is created and
subsequently returned.



4 Design and Implementation of Utility Functions 22

Line 20: A String type is converted to an IrConstImpl<kotlin.String> type and
returned.

Line 22 and 30 to 34: The input parameter is already available in a usable version,
so it does not require conversion and can be returned exactly as it is.

Line 23: A IrFunction object is converted to an IrFunctionAccessExpression and
returned.

Line 24: In the case of an IrProperty object, the value stored in the corresponding
field must first be queried and then passed to the irCall function to obtain an
IrFunctionAccessExpression object.

Line 25: A new IrGetFieldImpl object is created and returned.

Line 26 and 27: A new IrGetValueImpl object is created and returned.

Line 28: A new IrGetObjectValueImpl object is created and returned.

Line 36: If the type of the input parameter does not correspond to any of the previ-
ously requested types, a corresponding error message is generated and execution is
terminated.

List of new convert functions

fun IrBuilderWithScope.convert(pluginContext: IrPluginContext, parameter:

Any?): IrExpression?

4.3 Call Functions

These functions convert the objects in the parameter list into a list of suitable
processable IR objects using the fun IrBuilderWithScope.convert(pluginContext:

IrPluginContext, parameter: Any?): IrExpression? function. This list of IR ob-
jects is then appended to the IrFunction object and this is executed. The result is
an IrFunctionAccessExpression object.

List of new method call functions

fun IrBuilderWithScope.call(pluginContext: IrPluginContext, function:

IrFunction, receiver: Any?, vararg parameters: Any?): IrFunctionAccessExpression

fun IrBuilderWithScope.call(function: IrFunction, receiver: Any?, vararg

parameters: Any?): IrFunctionAccessExpression

fun IrBuilderWithScope.call(pluginContext: IrPluginContext, functionSymbol:

IrFunctionSymbol, receiver: Any?, vararg parameters: Any?):

IrFunctionAccessExpression

fun IrBuilderWithScope.call(functionSymbol: IrFunctionSymbol, receiver:

Any?, vararg parameters: Any?): IrFunctionAccessExpression

Provide ergonomic invocation of IR functions with heterogeneous receivers and argu-
ments, internally delegating to convert(...) (section 4.2) for normalization.
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4.4 Concat Function

Provide flexible string concatenation that accepts arbitrary inputs (constants, fields,
properties, function results) and produces an IrStringConcatenation expression,
internally normalizing parts via fun IrBuilderWithScope.convert(pluginContext:

IrPluginContext, parameter: Any?). Listing 4.11 shows the implementation of the
concat function:

1 fun IrBuilderWithScope.concat(pluginContext: IrPluginContext, vararg parameters: Any

?): IrStringConcatenationImpl = irConcat().apply {

2 for (parameter in parameters) {

3 val expression = convert(pluginContext, parameter)

4 if (expression != null) {

5 addArgument(expression)

6 }

7 }

8 }

Listing 4.11: The implementation of the concat extension function [7, 8].

Description of the concat function

Within the concat function, calls to the convert function represent the pri-
mary component. Consequently, the concat function predominantly comprises
a loop that converts the variables in the parameters list sequentially using
the fun IrBuilderWithScope.convert(pluginContext: IrGeneratorContext,

parameter: Any?): IrExpression? function and integrates the results into an
IrStringConcatenationImpl object through the addArgument function.

List of new concat functions

fun IrBuilderWithScope.concat(pluginContext: IrPluginContext, vararg

parameters: Any?): IrStringConcatenationImpl



Chapter 5

Applying the New Functions to the
Existing Code

In this chapter, the new functions introduced in chapter 4 are applied to the examples
shown in chapter 3 Analysis of the Existing Plugin to demonstrate how they simplify
and reduce the source code.

Example 1: Function Lookup

In Listing 5.1, the function markNow is resolved within the TimeSource.Monotonic class of
the kotlin.time package. This example illustrates a basic case of how the compiler locates
and interprets a Kotlin command, a process that will be examined in more advanced
scenarios in the following sections.

Note: Terms highlighted in green indicate newly added features.

1 val funMarkNow = pluginContext.findFunction("kotlin/time/TimeSource.Monotonic/

markNow")

Listing 5.1: A simple Kotlin IR example extracted from the institute’s plugin [7, 8].

Improvements

It is no longer necessary to decompose a fully qualified function name into separate
components and pass them to multiple functions to construct a CallableId. Likewise,
passing this CallableId to another function to retrieve a list of candidate functions
and subsequently filtering that list to locate the desired function is no longer required.
Instead, the fully qualified name, including the function signature, can now be provided
as a single String argument to the new findFunction method of the pluginContext

object. This example illustrates a simplified case of compiler functionality, which will be
extended to more advanced scenarios in the following sections.

Example 2: Add a new field

In Listing 5.2, a new static field _randNumber with a random initialized but unchanging
value is added.

24
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1 val randomDefaultObjectClass = pluginContext.findClass("kotlin/random/Random.

Default")

2 val nextIntegerFunc = pluginContext.findFunction("kotlin/random/Random.Default.

nextInt()")

3 val firstFile = moduleFragment.files[0]

4

5 val randomNumber = pluginContext.irFactory.buildField {

6 name = Name.identifier("_randNumber")

7 type = pluginContext.irBuiltIns.intType

8 isFinal = false

9 isStatic = true

10 }.apply {

11 initializer = DeclarationIrBuilder(pluginContext, firstFile.symbol).run {

12 irExprBody( call(pluginContext, nextIntegerFunc, irGetObject(

randomDefaultObjectClass)) )

13 }

14 }

15 }

Listing 5.2: A Kotlin IR example based on parts of the institute’s plugin [7, 8].

Line 1: The class kotlin.random.Random.Default is resolved and assigned to the
variable randomDefaultObjectClass.

Line 2: The function kotlin.random.Random.Default.nextInt() is resolved and as-
signed to the variable nextIntegerFunc. This step corresponds to Example 3.2 from
Chapter 3 Analysis of the Existing Plugin but has been integrated and simplified in
the previous step 5 and is therefore omitted here.

Line 3: The first IR file fragment of the module is referenced and assigned to the
variable firstFile.

Line 5: A new field is created using the irFactory, and a random integer value is
assigned to it via the nextIntegerFunc function.

Improvements

Line 1: The recently developed findClass function of the pluginContext object facil-
itates the acquisition of classes without the necessity of generating a ClassId object
as an intermediate step.

Line 2: As in Example 1, it is now not only necessary for functions to split the fully
qualified name string of a constructor, or property and pass it to the CallableId func-
tion so that it generates a CallableId and passes it to the referenceFunctions func-
tion of the pluginContext object in order to obtain a list of matching objects. A novel
functionality has been incorporated, enabling the filtration of functions based on their
function signature. To accomplish this objective, the pluginContext object has been
augmented with extension functions, namely findFunction, findConstructor, and
findProperty, which facilitate the retrieval of these particular objects.

Line 12: A subsequent simplification is applicable to the irCall.
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Example 3: Measurement and logging of method runtime

Listing 5.3 demonstrates a compiler plugin that automates the measurement and log-
ging of method execution times. During IR generation, the required calls are inserted
directly into the compiled code without modifying the original source methods. All
runtime measurements are collected sequentially in a global StringBuilder, which can
be used for subsequent analysis or output. This example illustrates a simplified case of
compiler-driven instrumentation, which will be extended to more advanced scenarios in
the following sections.

1 val timeMarkClass: IrClassSymbol = pluginContext.findClass("kotlin/time/TimeMark")

2

3 val stringBuilderClass = pluginContext.findClass("kotlin/text/StringBuilder")

4 val stringBuilderConstructor = stringBuilderClass.findConstructor("StringBuilder()")

5

6 val stringBuilderAppendFunc = stringBuilderClass.findFunction("append(Int)")

7 val stringBuilderAppendLongFunc = stringBuilderClass.findFunction("append(Long)")

8 val stringBuilderAppendStringFunc = stringBuilderClass.findFunction("append(

String)")

9

10 val firstFile = moduleFragment.files[0]

11 val stringBuilder: IrField = pluginContext.irFactory.buildField {

12 name = Name.identifier("_stringBuilder")

13 type = stringBuilderClass.defaultType

14 isFinal = false

15 isStatic = true

16 }.apply {

17 this.initializer =

18 DeclarationIrBuilder(pluginContext, firstFile.symbol).irExprBody(

19 DeclarationIrBuilder(pluginContext, firstFile.symbol).irCallConstructor(

20 stringBuilderConstructor,

21 listOf()

22 )

23 )

24 }

25 firstFile.declarations.add(stringBuilder)

26 stringBuilder.parent = firstFile

27

28 fun buildExitMethodFunction(): IrFunction {

29 val funElapsedNow = pluginContext.findFunction("kotlin/time/TimeMark.

elapsedNow")

30

31 return pluginContext.irFactory.buildFun {

32 name = Name.identifier("_exit_method")

33 returnType = pluginContext.irBuiltIns.unitType

34 }.apply {

35 addValueParameter {

36 name = Name.identifier("methodId")

37 type = pluginContext.irBuiltIns.intType

38 }

39 addValueParameter {

40 name = Name.identifier("startTime")

41 type = timeMarkClass.defaultType
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42 }

43

44 body = DeclarationIrBuilder(pluginContext, symbol, startOffset, endOffset).

irBlockBody {

45 // Duration

46 val elapsedDuration = irTemporary( call(pluginContext, funElapsedNow,

valueParameters[1]) )

47 val elapsedMicrosProp: IrProperty = elapsedDuration.type.findProperty

("inWholeMicroseconds").owner

48

49 val elapsedMicros = irTemporary( call(pluginContext, elapsedMicrosProp.

getter!!, elapsedDuration) )

50

51 + call(pluginContext, stringBuilderAppendStringFunc, stringBuilder, "<;")

52 + call(pluginContext, stringBuilderAppendFunc, stringBuilder,

valueParameters[0])

53 + call(pluginContext, stringBuilderAppendStringFunc, stringBuilder, ";")

54 + call(pluginContext, stringBuilderAppendLongFunc, stringBuilder,

elapsedMicros)

55 + call(pluginContext, stringBuilderAppendStringFunc, stringBuilder, " " )

56 }

57 }

58 }

Listing 5.3: A more complicated based on parts of the institute’s plugin [7, 8].

Line 1: The reference to the class kotlin.time.TimeMark is resolved and assigned to
the variable timeMarkClass.

Line 3: The IR class corresponding to kotlin.text.StringBuilder is resolved
and assigned to the variable stringBuilderClass. Creating a ClassId and using
stringBuilderTypeAlias?.owner?.expandedType?.classOrFail to obtain the actual
StringBuilder class is no longer required; these steps from Chapter 3, Example 3.2
have been consolidated into a single operation.

Line 4: The constructor of StringBuilder is resolved and assigned to the variable
stringBuilderConstructor.

Line 6 to 8: The functions kotlin.text.StringBuilder.append(Int), append(Long),
and append(String?) are resolved within the IR class referenced by
stringBuilderClass.

Line 10: The first IR file fragment of the module is referenced and assigned to the
variable firstFile.

Line 11: A new IrField named _stringBuilder with the type
stringBuilderClass.defaultType is created using the irFactory property of
the pluginContext object and assigned to the variable stringBuilder.

Line 17: The constructor referenced in line 4 is invoked to instantiate a new
StringBuilder object, which is passed to the initializer to assign a value to the
IrField _stringBuilder (line 11).

Line 29: The pluginContext retrieves the IR reference to the standard function
kotlin.time.TimeMark.elapsedNow(): Duration, which is assigned to the variable
funElapsedNow.
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Line 28: The creation of the new internal function buildExitMethodFunction with
the return type IrFunction is started.

Line 31: The creation of a new function begins; this function is assigned to the
variable _exit_method.

Line 32: The function name is set to _exit_method.

Line 33: The return type of the function is set to Unit.

Line 31: A new internal function named in line 32 to _exit_method is created and
assigned to the corresponding variable. Its return type is in line 33 set to Unit, and
its two parameters are defined as follows:s Line 36: the name of the first function parameter is set to methodId.s Line 37: the type of the first function parameter is set to int.s Line 40: the name of the second function parameter is set to startTime.s Line 41: the type of the second function parameter is set to

timeMarkClass.defaultType.

This function encapsulates logic for computing elapsed time and reporting execution
metrics.

Line 44: function body is created using DeclarationIrBuilder, with parameters
symbol, startOffset, and endOffset.

Line 46: The second parameter startTime (line 40) is passed to funElapsedNow (line
29), and the result is assigned to the variable elapsedDuration.

Line 47: the property inWholeMicroseconds is searched in the object
elapsedDuration (line 46) and assigned to the variable elapsedMicrosProp.

Line 49: The current value of elapsedMicrosProp (line 47) is queried and temporarily
stored in the local variable elapsedMicros.

Lines 51, 52, 53, 54, and 55: Multiple String objects are created from literals and
appended to the StringBuilder object using the appropriate StringBuilder.append

functions referenced in the _stringBuilder IrField.

Improvements

Some of the new improvements have already been presented in examples 1 and 2, with
different input parameters. In this example, further new extension functions are intro-
duced.

In lines 1 and 3: The process of locating and loading IrClassSymbol objects has
been streamlined, requiring only the specification of the fully qualified class name
in String form. This eliminates the need for the class name to be fragmented and
subsequently reassembled.

In lines 4, 6, 7, 8, 29 and 47: The process of searching for and loading functions, con-
structors, and properties has undergone a simplification. In order to address this need,
the new findFunction, findConstructor, and findProperty functions have been de-
veloped. The findFunction and findConstructor functions also permit functions
and constructors to be filtered based on their function signatures. To accomplish
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this, it is necessary to append the signature to the fully qualified name of the func-
tion or constructor represented as a String. The findFunction, findConstructor,
and findProperty functions are available for a number of different objects; see sec-
tion 4.1 List of new search functions for more information. Subsequent complex fil-
tering, e.g., using the filter or single function, based on the property collection of
these objects may still be performed, though it should no longer be necessary.

In lines 46, 49 and 51 to 55: Finally, it should be noted that a number of IrCall calls
have been supplanted by the recently developed, more streamlined call calls.



Chapter 6

Conclusion and Outlook

This chapter provides a comprehensive synthesis of the research conducted and its out-
comes. It begins with an evaluation of the implemented utility functions and their ef-
fectiveness (section 6.1). Subsequently, section 6.2 reflects on the implemented improve-
ments, discussing their significance for compiler plugin development and their potential
impact on maintainability and extensibility. section 6.3 summarizes the key findings and
contributions of this work, while section 6.4 outlines existing limitations and proposes
directions for future research. Together, these sections aim to consolidate the results,
assess their relevance, and identify opportunities for further advancement.

6.1 Evaluation

The nature of this topic limits the scope for quantitative evaluation, as the extent to which
the proposed methods simplify development depends on individual user requirements.
Consequently, objective assessment is restricted to measurable factors such as file size
and lines of code, which are analyzed based on the plugin provided by the institute
and the examples presented in this work. For additional illustration, variants excluding
comments (including commented-out code) and variants without blank lines have been
generated and are summarized in the following tables. Note: Examples 1, 2, and 3 exclude
import statements and method declarations.

The quantitative evaluation presented in Table 6.1 to 6.8 demonstrates a consistent re-
duction in file size and lines of code across all examined cases. While the overall reduction
for the institute’s plugin is moderate (approximately 13 – 27% depending on the metric),
the improvements in the illustrative examples are substantial, reaching reductions of up
to 85% in certain cases. These results confirm that the introduced utility functions effec-
tively eliminate redundant constructs and simplify IR-related operations. Although the
degree of improvement varies with the complexity and structure of the original code, the
observed trends indicate that the proposed methods significantly enhance code clarity
and maintainability, particularly in scenarios involving repetitive IR manipulations.

Old New Reduction [%]

Plugin from institute 43690 37741 13.62

Example 1 189 87 53.97

Example 2 787 584 25.79

Example 3 4121 2551 38.10
Table 6.1: File sizes

30
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Old New Reduction [%]

Plugin from institute 27377 21307 22.17

Example 1 187 87 53.97

Example 2 787 584 25.79

Example 3 4121 2551 38.10
Table 6.2: File sizes, excluding comments

Old New Reduction [%]

Plugin from institute 43614 37565 13.87

Example 1 189 87 53.97

Example 2 786 583 25.83

Example 3 4113 2544 38.15
Table 6.3: File sizes, excluding empty lines

Old New Reduction [%]

Plugin from institute 27321 21177 22.49

Example 1 189 87 53.97

Example 2 786 583 25.83

Example 3 4113 2544 38.15
Table 6.4: File sizes, excluding comments and excluding empty lines

Old New Reduction [%]

Plugin from institute 988 845 14.47

Example 1 7 1 85.71

Example 2 24 14 41.67

Example 3 93 57 38.71
Table 6.5: Lines of code

Old New Reduction [%]

Plugin from institute 609 468 23.15

Example 1 7 1 85.71

Example 2 24 14 41.67

Example 3 93 57 38.71
Table 6.6: Lines of code, excluding comments
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Old New Reduction [%]

Plugin from institute 912 757 17.00

Example 1 7 1 85.71

Example 2 23 13 43.48

Example 3 85 50 41.18
Table 6.7: Lines of code, excluding empty lines

Old New Reduction [%]

Plugin from institute 553 403 27.12

Example 1 7 1 85.71

Example 2 23 13 43.48

Example 3 85 50 41.18
Table 6.8: Lines of code, excluding comments and empty lines

6.2 Reflection on the Improvements and their
Significance

The reduction in code length achieved through the newly introduced utility functions
demonstrates a clear improvement in code efficiency and maintainability. While the re-
duction for the institute’s plugin is moderate, the evaluation results (see Table 6.1 to
6.8) indicate that the potential for significant optimization is evident in more complex
or repetitive scenarios. These improvements are highly application-dependent, yet they
consistently enhance clarity and reduce boilerplate code.

The introduced features go beyond mere syntactic convenience; they provide structured
abstractions that simplify interaction with Kotlin IR and support the development of
compiler plugins in a more systematic and maintainable manner. Most of the new func-
tions were straightforward to implement and could be seamlessly integrated into the
Kotlin standard library, offering tangible benefits for developers working with IR-based
transformations.

Nevertheless, the complexity of overloaded functions and constructors—particularly when
involving nullable types, varargs, and associated properties—remains a challenge. This
complexity necessitated advanced logic in the search functions to ensure accurate res-
olution among multiple candidates. For example, distinguishing between foo(String),
foo(s: String?), and foo(s: vararg String) illustrates the nuanced behavior that
must be addressed to maintain correctness.

These functions are provided as a small example for illustration purposes:

1. fun foo(s: String) ...

2. fun foo(s: String?) ...

3. fun foo(s: Any) ...

4. fun foo(s: Any?) ...

What function is now called during these calls?
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(a) foo("test")

(b) foo(null as String?)

(c) foo(3)

(d) foo(kotlin.text.StringBuilder())

(e) foo(null)

Solution: a = 1, b = 2, c = 3, d = 3, e = 2

6.3 Conclusion

This thesis systematically addressed the challenges associated with Kotlin compiler plu-
gin development, focusing on the complexity of IR generation within the K2 compiler
architecture. The work introduced a suite of utility functions and extension methods
designed to streamline common tasks such as class and function resolution, constructor
lookup, method invocation, type conversion, and string concatenation. These abstrac-
tions reduce boilerplate code, improve readability, and promote maintainability without
altering the underlying semantics of IR transformations.

The practical application of these functions to an existing plugin demonstrated measur-
able benefits. Code size and line count were significantly reduced, as evidenced by the
evaluation in Section 6.1, and the resulting implementations exhibit improved structural
clarity. Beyond syntactic simplification, the proposed approach contributes to a more
modular and extensible development process, enabling developers to focus on higher-
level logic rather than repetitive low-level operations.

Furthermore, the introduced functions provide a foundation for future enhancements to
Kotlin’s compiler ecosystem. By encapsulating complex IR operations into reusable com-
ponents, this work supports the broader goal of making compiler customization more
accessible to developers, thereby fostering innovation in domain-specific language exten-
sions and advanced code analysis tools.

6.4 Limitations and Future Work

Despite the demonstrated improvements, several limitations remain. The complexity
of resolving overloaded functions and constructors—particularly when nullable types,
varargs, and wildcards are involved—poses challenges that were only partially addressed
in this work. Future research should explore more robust resolution strategies, poten-
tially leveraging formal grammar specifications (e.g., Extended Backus–Naur Form) or
compiler-assisted parsing to replicate Kotlin’s internal resolution logic [30].

Additionally, while the utility functions introduced here improve developer experience,
their integration into the official Kotlin compiler or standard library would require rigor-
ous validation and community adoption. Further work could also investigate automated
generation of IR manipulation patterns, advanced debugging utilities, and performance
benchmarking to quantify runtime impacts. Finally, expanding the scope of utility func-
tions to cover emerging features such as Kotlin/Wasm and advanced optimization passes
would ensure continued relevance in a rapidly evolving compiler landscape.
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Appendix A

Compiler Frontend (K2)

The frontend can be divided into the following phases, namely lexical analysis (scanner),
parsing, which contains the syntactic and semantic analysis, and the resolution phase.
There are actually two frontends, the old K1 (FE10) and the new K2 (FIR frontend) [24,
26]. The frontend compiler transforms the input source code into an IR by following the
main steps of the parsing phase, code generation, and resolution phase.

Parsing Phase

The first step of parsing is the scanning of the source code. In this phase, the source code
is read from the source file, converted into syntactic units, called tokens, and divided into
categories. Tokens can be keywords, integers, identifiers, literals, etc. The scanning is then
followed by the evaluation of the tokens, where the fixed values entered are converted
into processable constants. This step is also referred to as lexical analysis or tokenization.

The second step starts with syntactic analysis. The compiler analyzes the syntactic struc-
ture of the token sequence, to check whether the source code represents a valid Kotlin
syntax, and creates the Abstract Syntax Tree (AST). Followed by a semantic analysis,
where after analyzing basic semantic rules, a Program Structure Interface (PSI) Tree is
created, which represents an AST-structure with additional information and is discussed
in detail below.

Data Structure: PSI Tree

As mentioned during the syntactic analysis step of the parsing phase, a Program Structure
Interface (PSI) Tree is created and a corresponding file is generated, which contains the
hierarchy of the PSI elements. In order to comprehend the PSI tree structure, it is
necessary to establish the distinctions between CSTs - Concrete Syntax Trees and ASTs
- Abstract Syntax Trees. As the nomenclature suggests, both CSTs and ASTs are tree
structures representing the source code. However, they differ in terms of the level of detail
and the purposes for which they are utilized.

CSTs are detailed representations of the grammar, incorporating all syntactic details, such
as formatting and punctuation [27]. This approach leads to a highly formal and literal
mapping of the grammar to a tree structure, which in turn results in a large structure that
is utilized, for instance, by formatting tools. In contrast, ASTs are simplified syntactic
representations focusing on the semantics (the meaning) of the source code [27]. ASTs
are known to disregard details such as punctuations, which results in the generation of
a more compact tree that is utilized by the compilers. Finally, in case of CSTs the parse
tree goes trough all the possible expression nodes (conditional, logical, additive, etc.) to
then show the type expression on the leaves. The latter approach is also improved by
ASTs using only attributes and transferring information by internal nodes.

The PSI Tree, however, borrows the formal representation of the code including symbols
from CSTs and the simplified node-approach from ASTs, combining the syntactic and
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semantic models [23]. However, AST representation is crucial to carry additional infor-
mation in the nodes, substantially simplifying the compiler.

Code Generation and Resolution Phase

The next stage is the resolution phase, where the code analysis (further semantic analy-
sis) occurs [24]. The difference between the implementation of the old K1 (FE10) and new
compiler frontend K2 (FIR) differ mainly in this phase and is schematically presented in
Figure A.1. In the resolution phase of K1 frontend descriptors and BindingContext are
generated on the PSI tree. Descriptors can hold information, overrides, scope, context,
etc. and BindingContext is a map containing the said descriptors (and additional informa-
tion), which can only be utilized / unlocked using the specific PSI tree. The intermediary
code generator Psi2Ir then passes over the information from the PSIBindingContext
containing the data and the resolution as the data format IR to the backend.

Figure A.1: The old K1 (FE10) and new K2 (FIR) kotlin compiler frontends.

Due to performance issues of the K1 frontend was then followed by the new K2 frontend
aiming to improve the compiler performance. JetBrains developed a new stage in resolu-
tion phase coupled with a new data format called Frontend Intermediate Representation
(FIR), which is used to pass the information to the backend instead of PSIBindingCon-
text [24]. The K2 frontend takes PSI tree and produces raw FIR, which transforms in
different stages, filling the tree with semantic information. Then, the resolved FIR is
sent to the backend, where it transforms to the (Fir2Ir intermediary code generator).
Summarizing, the analysis in the resolution phase loads the dependencies to the raw FIR
and modifies it, directly followed by static analysis, type-verification and diagnostics.
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