JOHANNES KEPLER
UNIVERSITY LINZ

Author
Simon Buchinger
12113983

Submission
Institute for System
Software

Thesis Supervisor
DI. Florian Huemer, BSc

May 2026

Tail Calls in GraalWasm

Bachelor’s Thesis

to confer the academic degree of
Bachelor of Science
in the Bachelor’s Program

Computer Science

JOHANNES KEPLER
UNIVERSITY LINZ
Altenberger Straf3e 69
4040 Linz, Austria

jku.at


https://jku.at/

Abstract

Recursion is a fundamental technique for expressing algorithms. Especially within
the functional language paradigm, recursion is often favored over imperative loops.
To prevent stack overflows for data sets of unknown size or deeply rooted recursion,
functional languages rely on tail-call optimization. However, this optimization

requires runtime support.

The WebAssembly specification defines a tail-call proposal to enable languages
targeting WebAssembly to emit and execute tail calls. Each WebAssembly runtime
must implement this proposal to stay compliant with the specification. One such
runtime is GraalWasm, which did not allow tail calls prior to this thesis.

Therefore, we implemented the tail-call proposal in GraalWasm by extending its
parser, validation, and interpreter to support tail-call semantics. Furthermore,
we implemented a transformation that converts direct recursion into iteration to
improve performance. We evaluated our implementation using newly developed
internal tests as well as the official test suite and executed benchmarks derived
from algorithms that rely on deep recursion. As a result, GraalWasm now sup-
ports tail calls, preventing stack overflows and enabling the efficient execution of
languages that rely on tail-call optimization.



Kurzfassung

Rekursion ist eine grundlegende Technik zur Formulierung von Algorithmen. Ins-
besondere innerhalb des funktionalen Programmierparadigmas wird die Rekursion
gegeniiber imperativen Schleifen oft bevorzugt. Um Stack-Overflows bei Daten-
sitzen unbekannter Grofe oder tief verwurzelter Rekursion zu verhindern, setzen
funktionale Sprachen auf die Tail-Call-Optimierung (Endrekursionsoptimierung).
Diese Optimierung erfordert jedoch die Unterstiitzung der Laufzeitumgebung.

Die WebAssembly-Spezifikation definiert ein ,Tail-Call-Proposal“, um es Spra-
chen, die WebAssembly als Zielplattform nutzen, zu ermdglichen, Tail-Calls zu er-
zeugen und auszufithren. Jede WebAssembly-Laufzeitumgebung muss diesen Vor-
schlag implementieren, um spezifikationskonform zu bleiben. Eine solche Laufzeit-
umgebung ist GraalWasm, welche vor dieser Arbeit keine Tail-Calls unterstiitzte.

Deshalb haben wir das Tail-Call-Proposal in GraalWasm implementiert, indem
wir dessen Parser, Validierung und Interpreter erweitert haben, um die Tail-Call-
Semantik zu unterstiitzen. Dariiber hinaus haben wir eine Transformation im-
plementiert, die direkte Rekursion in Iteration umwandelt, um die Performance
zu steigern. Wir haben unsere Implementierung sowohl anhand neu entwickelter
interner Tests als auch mit der offiziellen Test-Suite evaluiert und Benchmarks aus-
gefithrt, die von Algorithmen mit tiefer Rekursion abgeleitet wurden. Als Ergebnis
unterstiitzt GraalWasm nun Tail-Calls, was Stack-Overflows verhindert und die
effiziente Ausfithrung von Sprachen ermoglicht, die auf Tail-Call-Optimierung an-

gewiesen sind.
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Chapter 1
Introduction

Recursion is essential to functional programming and a powerful tool for express-
ing algorithms in a clear and concise manner. However, each call typically requires
a new stack frame to store local variables and parameters. In the context of re-
cursion, this would mean that the number of stack frames grows according to the
recursion depth; and as stack space is limited, this can lead to stack overflows
given enough calls. Tail-call optimization [1| (TCO) can prevent this by allowing
certain types of function calls, known as tail calls, to be executed without using
additional stack space.

A tail call is a function call in the tail position — the very last statement in a
function. This can be leveraged to implement powerful optimizations. By trans-
forming recursive calls into iterative jumps, TCO allows compilers to reuse stack
frames rather than allocating new ones. This means that the mere possibility of
stack overflows can be eliminated, as every further recursive call uses the same
stack frame. While tail calls are a language feature, TCO is a runtime optimiza-
tion that must be implemented by the underlying system that handles calls and
the allocation of stack frames.[1]

The WebAssembly (WASM) specification [10] includes a tail-call proposal [11],
standardized in version 3.0 of the WebAssembly specification, to enable languages
targeting WASM to emit or execute tail calls. This proposal introduces two new
bytecode instructions and defines their execution semantics. Each WASM runtime
must implement this proposal to stay compliant with the specification.

In this thesis, we implemented the tail-call optimization proposal in Graal-
Wasm [9]. GraalWasm is a Java|3]-based bytecode interpreter built using the
Truffle framework [6]. It executes WASM bytecode, a low-level format designed
for efficient execution across web browsers and other environments. Truffle, in
turn, runs on top of GraalVM [12], a high-performance virtual machine that
supports multiple programming languages and provides advanced optimization
capabilities. Leveraging these features, Truffle enables the compilation of WASM
programs interpreted by GraalWasm into highly optimized machine code through
self-optimizing abstract syntax tree interpreters.

GraalWasm did not allow tail calls prior to this thesis. Therefore, we extended its
parser, validation, and interpreter to support tail-call semantics. Furthermore, we
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introduced custom bytecodes and gave GraalWasm the ability to execute direct
recursive functions iteratively.

One of the main challenges in implementing TCO for GraalWasm was ensuring
that the optimization is applied correctly and efficiently. Because GraalVM does
not natively support TCO in the context of Truffle, it requires careful handling
of the call stack and control flow to achieve the desired results. Thus, we had to
build a work-around inspired by Esquivias [2], involving throwing and catching a
custom exception.

This thesis is structured as follows: In Chapter 2, we provide background informa-
tion on WASM, the GraalVM, including the Truffle framework and the existing
implementation of GraalWasm as well as TCO. In Chapter 3, we present the pro-
posal for implementing TCO in GraalWasm, detailing the design of this optimiza-
tion. In Chapter 4, we describe the actual implementation of our TCO proposal
in GraalWasm, including the specific changes made to the codebase and any chal-
lenges encountered during development. Finally, in Chapter 5, we evaluate the
performance of our implementation by comparing it to the existing implemen-
tation of GraalWasm that does not support TCO, using a set of benchmarks
that heavily rely on recursion. We conclude with a discussion of the results and
potential future work in this area.



Chapter 2
Background

In this chapter, we provide background information on WebAssembly [4] (WASM)
and its implementation GraalWasm [9] in the GraalVM [12] using the Truffle
framework [6], as well as an overview of Tail-Call Optimization [1].

2.1 WebAssembly

For a long time, web browsers have been limited to executing JavaScript, which
has led to performance bottlenecks for certain types of applications. Therefore,
the W3C introduced WASM.

WASM is a low-level binary code format, designed as a portable target for com-
pilation of high-level languages, yet, it can be written in a human-readable text
format called WebAssembly Text Format (WAT). Safety, speed, efficiency, and
portability are the core design goals of WASM. As an ever-evolving standard,
WASM has been extended with various features and its latest version, WASM
3.0, includes a tail-call proposal. It has gained significant traction in recent years
as a way to run high-performance code on the web, although it is also used outside
the web. [4, 10]

2.1.1 Formats and Structure

WASM provides two representations: a compact binary format optimized for effi-
cient parsing and execution, and the textual format WAT designed for readability
and ease of development. The textual representation enables developers to write
and inspect code using a structured, human-readable syntax, while the binary
format is typically generated by compilers or assemblers for efficient execution.
Although WAT corresponds to a low-level execution model, it remains accessi-
ble due to its assembly-like instruction set, which reflects the underlying virtual
architecture of WebAssembly. [10]

WASM code is organized into modules, which contain functions, tables, and other
components. Functions are the primary building blocks of modules and tables are
used for indirect function calls. Computation is based on a stack machine model,
where instructions operate on values stored on an implicit stack. WASM uses four
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basic value types, including integers and floating-point numbers — each with a 32
and a 64-bit variant. Signedness is not a property of the value types, but rather
a property of the instructions that operate on them. When it comes to control
flow, WASM provides structured control flow constructs such as blocks, loops,
and if-else statements, as well as function calls and returns. [4]

2.1.2 Functions and Calls

Functions in WASM can be defined inside a module or imported from other mod-
ules and have their own local variables and parameters. Function calls are im-
plemented using a call stack, where each call pushes a new frame, a construct,
holding parameters and variables, onto the stack, and pops it off when the function
returns. [4, 10]

Calls can be direct or indirect and are made using the call <function_index> and
call_indirect <table_index>, <type_index> instructions, respectively. Direct
calls are made by specifying the function name directly, which maps to an index in
the symbol table. Indirect calls take two indices. The first index specifies the table
to use, and the second index specifies the expected function type. Indirect calls
allow for dynamic function dispatch based on a table, enabling features such as
higher-order functions and dynamic linking. A table is an indexed list of functions,
and the call_indirect instruction uses an index to look up the function in the
table and calls it. They are defined in the module or can be imported from other
modules. When a function is called, the parameters are popped off the stack, and
the function’s local variables are allocated in the new frame. Indirect calls need
the index of the function in the table as an additional argument, which is also
popped off the stack. When the function returns, its frame is popped off and the
return value is placed on the stack, returning control to the caller. [4, 10]

(module
(type $t_addl (func (param i32) (result i32)))

(table 1 funcref)
(elem (i32.const @) $addl)

(func $add1 (type $t_addl) (param i32) (result i32)
local.get 0@
i32.const 1
i32.add

Listing 2.1: A simple WASM module in WAT format (part 1)

In Listing 2.1, a simple example of a WASM module in WAT format is depicted.
The module defines a function type t_addl that takes an i32 parameter and
returns an i32 result in line 2. In line 4, a table of size 1 is declared, which can
hold function references, and the function add1 is added to the table at index 0.
The function add1 takes an i32 parameter, adds 1 to it, and returns the result.
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(func $compute (param i32) (result i32)
local.get ©
i32.const @
return_call_indirect (type $t_add1)
)

(func (export "_main"”) (result i32)
i32.const 20
call $compute

Listing 2.2: A simple WASM module in WAT format (part 2)

The function compute, in Listing 2.2, takes an i32 parameter and performs an
indirect tail call to the function at index 0 in the table, which is add1. Finally,
the main function calls compute with the argument 20, and we expect the result
to be 21.

2.1.3 Proposal Process

The proposal process! for adding new features to the WASM specification is a
collaborative effort involving the WASM community and must adhere to the stan-
dardization process of the World Wide Web Consortium?. Proposals are typically
initiated by members of the community who identify a need for a new feature or
improvement to the existing specification. The process involves 6 phases, includ-
ing:

m pre-proposal: initial discussion and exploration of the idea, often leading to a
formal proposal.

m feature proposal: a detailed specification of the proposed feature, including
its design and implementation is made.

m feature description available: the complete overview document is available in
a forked repository and at least one implementation is underway to allow for
testing.

= implementation phase: the updated test suite should run without errors on
some implementation, the specification is updated to include the full formal
description of the feature and it is implemented in toolchains.

m standardize the feature: at least two web VMs have implemented the feature
and the specification is finalized.

m the feature is standardized and becomes part of the official WASM specifica-
tion.

"https://github.com/WebAssembly /meetings/blob/main /process/phases.md (visited on 2026-
03-26)
https:/ /www.w3.org (visited on 2026-03-26)


https://github.com/WebAssembly/meetings/blob/main/process/phases.md
https://www.w3.org
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2.2 GraalWasm

GraalWasm [9] is an implementation of the WASM specification [10] on top of
the GraalVM [12] and Truffle framework [6] written in Java [3]. It provides a
high-performance runtime for executing WASM code, utilizing the optimization
capabilities of the GraalVM.

2.2.1 GraalVM and Truffle

The GraalVM [12] is a high-performance, polyglot runtime environment that
builds upon the Java Virtual Machine [7] and supports multiple programming
languages. It provides advanced optimization capabilities through the Graal com-
piler, including techniques such as partial evaluation. Partial evaluation is an
optimization technique that allows to specialize an interpreter to a specific source
program. This results in a compiled version of the source program that can be
further optimized by the Graal compiler. This approach can lead to significant
performance improvements without requiring language-specific compiler imple-

mentations.

Language implementations in GraalVM are typically built using the Truffle frame-
work [6], which allows developers to define interpreters based on Abstract Syntax
Trees or bytecode interpreters [8] in Java [3]. These interpreters consist of self-
specializing nodes that can rewrite themselves into more specific variants based on
runtime information, such as type information. When, for example, a simple add
operation is executed for the first time, it is built as an AST of uninitialized nodes.
If the operands are integers, the nodes specialize themselves into integer nodes,
which only ‘know’ how to handle integers. With every subsequent execution, these
nodes check the types of their operands. If a new type is encountered, such as a
string, the compiled code is deoptimized and the nodes rewrite themselves into
more generic nodes that can handle both integers and strings, to avoid alternat-
ing between two specialized nodes. The Graal just-in-time compiler utilizes this,
resulting in highly efficient machine code. GraalVM and the Truffle framework
are used to implement a wide range of languages, including WebAssembly. [6, 12]

2.2.2 GraalWasm Architecture and Execution Model

As seen in Figure 2.1, in the context of this thesis, GraalWasm [9] can be di-
vided into three main components: the BinaryParser, the WasmModule and the
WasmFunctionNode.

The BinaryParser is responsible for parsing the WASM binary format as well as
building and validating the WasmModule and its components. It performs abstract
interpretation. This means that it interprets the bytecode based on abstract types
instead of concrete values. Despite Truffle’s focus on AST-based language imple-
mentations, the GraalWasm parser does not build an AST from the WASM code.
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WasmModule
>—)[WasmFunctionNode]

byte code

I

Figure 2.1: Architecture of GraalWasm

Instead, it generates a custom bytecode representation of the module, and this
allows for Truffle-specific optimizations [9]. There is still an AST involved in the
execution of the bytecode, but its only nodes are for entire functions and calls.
Each instruction is encoded in a byte followed by optional immediate values and
if it pushes or pops values from the stack, the BinaryParser pushes or pops the
corresponding types from the stack. However, there are more than 256 instruc-
tions, thus some are encoded with a prefix byte, such as MISC, VEC or ATOMIC [9],
which are not part of the instructions themselves.

The WasmModule is the main container that holds static information of the mod-
ule including the symbol table, imports and exports, as well as the source
code and its call nodes. All of this information is used by the interpreter: the
WasmFunctionNode. It executes the bytecode in a loop, where each instruction is
executed in sequence until the function returns. Contrary to the parser, which
goes through the entire module line by line, the WasmFunctionNode only executes
one function. This allows for more efficient execution, as the Graal compiler can
optimize the entire function as a unit. For each call, the corresponding call node
is retrieved from the module and its execute function is invoked. This, in turn,
executes the call function of the call target, thereby creating an additional stack
frame and executing the function [5].

2.3 Tail-Call Optimization

Tail-Call Optimization [11] (TCO) is a technique used by compilers to optimize
tail calls by reusing the current function’s stack frame instead of creating a new
one for the called function. A tail call — also known as return call — is a function
call that occurs as the final action in a function, meaning that there are no further
computations or operations after the call. TCO utilizes this by manipulating the
call stack and control flow of a program to allow the called function to return
directly to the caller of the current function, without the need for the current
function to return at all.

Figure 2.2 illustrates the control flow of two simple programs: the left without
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frame aJ frame b J frame ¢ J frame a J frame b J

typel a() type2 b() type3 c() typel a() type2 b()
call b call c call b type2 c()
--4 return (&-1-1--1 return -] return_call ¢ > ...

T~ return

Figure 2.2: Abstract example of the control flow of a program without and with
TCO

TCO and the right with TCO. Solid arrows represent calls, while dotted arrows
indicate returns. Without TCO, each function has its own stack frame, return
type, and return address. With TCO, however, functions b and ¢ share the same
stack frame and only function ¢ performs the return. Although frame b appears
larger than frame a when TCO is applied, this is merely a visual adjustment
to accommodate both functions. In reality, the stack values of function b are
discarded and replaced by the parameters of function ¢ during the tail call. For this
to work, the called function must return the same type as the current function, as
shown in the figure. The callee uses the same stack frame as the caller, which allows
for efficient execution of recursive functions without the risk of stack overflows. [10,
11]



Chapter 3
Proposal

In this chapter, we present the proposal [11] for implementing Tail-Call Opti-
mization (TCO) in GraalWasm. TCO allows for efficient execution of recursive
functions without the risk of stack overflows, as it effectively transforms recur-
sive calls into iterative loops. But there are other reasons to implement TCO in
GraalWasm, such as [11]:

m capability to correctly and efficiently implement languages requiring Tail-Call
Elimination.

m compilation of control constructs such as continuations and coroutines.

m compilation and optimization techniques that require TCO.

3.1 Structure

Analogous to normal function calls in WASM, tail calls can be direct or
indirect and are made using the return_call <function_index> and the
return_call_indirect <table_index>, <type_index> instructions, respectively.
While the former directly specifies the function to call, the latter allows for dy-
namic dispatch by specifying a table and an index into that table. The function
to call is determined at runtime by looking up the table entry at the given index,
and the expected function type is specified by the type index |10, 11].

3.2 Validation

The validation of tail calls is crucial to ensure correct usage and to prevent unex-
pected behavior, with the corresponding rules largely mirroring those for normal
calls and returns. To understand the validation rules, we first need to understand
the concept of instruction types in WASM. The notation t] — t; denotes an in-
struction type with parameter types t7 and result types t. Here, t7 and t; denote
sequences of value types (indicated by the *), such as 132 and f64. The symbol
C refers to the module context, which contains information about the module’s
functions, tables, types, and return types. The term expansion of a type refers
to its fully expanded instruction type, without references, aliases, or indirections
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to other type definitions. Furthermore, at and lim denote the address type and
limit of a table, representing the type used as an offset into the table and the
integer type representing the maximum number of entries the table may contain,
respectively. A reference type rt is a type that can refer to an instance of a ref-
erenceable entity, such as a function or an object, and in the context of indirect
return calls, the reference type of a table must be a function reference type [10].
The validation rules for tail calls are as follows [10]:

The instruction (return_call x) is valid with the instruction type
3ty — t; if:

m The function C.funcs|x| exists.

m The expansion of C.funcs|x] is (func t] — t3).
m The result type C.return is of the form t'5.

» The result type t} matches the result type t'5.
m The instruction type t3 — t; is valid.

The instruction (return_call_indirect x vy) is valid with the in-
struction type t3tjat — t; if:

m The table C.tables|x| exists.

m The table C.tables[x| is of the form (at lim rt).

m The reference type rt matches the reference type (ref null func).
m The type C.types|y]| exists.

m The expansion of C.types|y]| is (func tj — t3).

® The result type C.return is of the form t'3.

m The result type t matches the result type t'5.

® The instruction type t3 — tj is valid.

These rules ensure that the function or table index x refers to a valid and well-
formed function or table in the current context, and that the type index y refers
to a valid function type. What is new compared to normal calls is the requirement
that the result types stored in C.return, denoted by t’7, exactly match the result
types tj of the callee. This guarantees that the callee produces exactly the values
that the current function is expected to return. Consequently, once the tail call
is performed, the current function does not need to regain control or perform
any further computation after the callee returns. This allows the current stack
frame to be discarded and replaced by the callee’s frame, enabling proper tail-call
execution [10, 11].

3.3 Execution

The execution of tail calls works as follows: First, the call operands are popped off
the stack and the function to be called is determined. Then, instead of pushing a
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new frame onto the stack, the current frame is cleared and popped off the stack.
Now, the parameters for the called function are pushed back onto the stack and
the execution continues with the standard procedure of a call |1, 11]. However,
the actual implementation of this process in GraalWasm differs greatly from this
description, as we will discuss in Chapter 4.



Chapter 4
Implementation

As mentioned in Chapter 3, the implementation of TCO in GraalWasm differs
greatly from the simple description of the execution process, because GraalVM
does not natively support TCO. A workaround is needed. Fortunately, Esquiv-
ias [2] already implemented TCO for a different language in Truffle, so we can use
their implementation as a reference and adapt it to our needs. In this chapter,
we will describe our approach and the specific changes made to the GraalWasm
codebase to achieve TCO.

4.1 General Approach

In Truffle, calling a function always involves pushing a new frame onto the stack,
which is why we can not execute a tail call as intended. Therefore, we do not
invoke a call at all. Instead, we throw a custom WasmTailCallException containing
the call target and the corresponding function arguments, whenever a tail-call
instruction is executed. A call target is a Truffle runtime object that encapsulates
the root node of an AST and thus an instance of WasmFunctionNode; invoking the
call target executes the corresponding function with a given set of arguments.

The exception is caught by the caller of the current function, meaning in the exe-
cution context in which the current stack frame was originally created. There, the
stored call target and arguments are retrieved, and the target function is invoked.
Since this invocation occurs only after the current function has unwound through
the exception mechanism, the newly created stack frame effectively replaces the
previous one instead of being added on top of it, thereby achieving TCO.

For direct recursive tail calls, we can further optimize the execution by trans-
forming the entire function into a loop. In this case, executing a tail call merely
resets the program counter and stack pointer to their initial positions for the next
iteration, avoiding both additional stack frames and exception handling overhead.

4.2 BinaryParser

In the BinaryParser, the WASM binary format is parsed and validated,
and a bytecode representation of the module is generated. To implement

12
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TCO, we need to add support for the new instructions return_call and
return_call_indirect, which are used to indicate tail calls in WASM [10].
This involves updating the parser to recognize these instructions and generating
the appropriate bytecode representation for them. For this, we added the new
bytecode instructions TAIL_CALL_U8, TAIL_CALL_I32, TAIL_CALL_INDIRECT_US,
TAIL_CALL_INDIRECT_I32 as well as TAIL_CALL_LOOP. These are classified as ex-
ception codes, which means that before every tail-call instruction in the bytecode,
there has to be the MISC flag, announcing a subsequent miscellaneous instruction.
The ‘U8 and ‘I32’ suffixes indicate whether the function index or the type index
and table index fit into an unsigned 8-bit integer or a signed 32-bit integer. We
decided to name them tail calls to better differentiate them from the WASM hi-
nary return call instructions. Thus, in our implementation, the term return call
is used up to the point of bytecode generation, after which they are referred to
as tail calls. The bytecode instructions are internally represented as hexadecimal
values. For example, the TAIL_CALL_US8 instruction is encoded as 0x1E. The WAT
instruction ‘return_call func’ would be represented in the bytecode as follows,
assuming that the function index of ‘func’ is 1:

MISC TAIL_CALL_U8 1
OxFB Ox1E 0x01

After parsing the module’s meta-information, the relevant code section is found
in the readFunction method of the binary parser. Here, a big switch is used
to determine every instruction of a function in a loop. Once an instruction is
identified, it is read, validated and then the corresponding bytecode is generated
for it, similarly to a normal call [5].

For direct tail calls the procedure is as follows: First, the function index of the
called function is read and the function itself is retrieved from the module. Then
the parameter and result types of the called function are checked to ensure they
match the expected types. Finally, the appropriate bytecode is generated for the
tail call. Before the last step, there is a check whether the function return-calls
itself. In this case, the bytecode changes to TAIL_CALL_LOOP with no additional
arguments.

For indirect tail calls, the process is slightly more complex, as the call target is not
known at compile time; however, it does not differ fundamentally from direct tail
calls: We first read the expected function type index, the table index and pop the
function index to call, before validating them. Then we pop the parameter types
off the stack and check whether those and the result types match the expected
ones. Lastly, we push the result types and add an indirect tail call to the bytecode.
Since the call target is not known here, we cannot determine if the function calls
itself and thus, no tail-call loop can be initiated.
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4.3 WasmFunctionNode

Similar to the BinaryParser, bytecode execution is performed in a loop that it-
erates over each instruction, using a large switch statement within the function
executeBodyFromOffset [5|. Once again, the handling of tail calls closely resem-
bles that of regular calls. However, instead of performing the call, an exception
is thrown. Specifically, we created a new WasmTailCallException, containing the
call target and the corresponding function arguments. The process looks as fol-

lows:

For direct tail calls, the function index is read, after which the corresponding
function is retrieved from the WasmModule. The required parameters are then
popped from the stack and stored in an object array that is stored in a new
WasmTailCallException instance together with the call target of the call. Finally,
the exception is thrown.

For indirect tail calls, the expected function type index and the table index are
read. Subsequently, the element index is popped from the stack, and the target
function is resolved from the table. Lastly, the parameters are popped, and the
exception is thrown.

tail call . . normal call
read instruction
execute call
throw
WasmTailCallException

®

update call target and
arguments

exception caught ?

Figure 4.1: Flow diagram for a tail call

The executeDirectCall and executeIndirectCall methods are also part of the
WasmFunctionNode [5]. They are responsible for executing regular calls and for
handling our WasmTailCallException. For a normal (direct) call, the call node
is retrieved from the module and its execute function is invoked. If the called
function throws a WasmTailCallException, it is caught here; its call target and
arguments are then retrieved, and the target is invoked. This creates a new stack
frame, that overwrites the previous one, thereby simulating TCO. Calling the
target could once again throw an exception, in which case the call target and
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arguments are updated and invoked again. This process repeats until no further
WasmTailCallException is thrown, as illustrated in Figure 4.1.

4.3.1 Tail-Call Loops

As mentioned above, we added an additional optimization. If a tail call is a direct
recursive call, meaning that the function calls itself directly, we can rewrite the
function to be executed iteratively instead of recursively. We can thereby improve
the performance of recursive functions by eliminating the overhead associated
with function calls entirely.

We take advantage of the loop iterating over the bytecode instructions in the
executeBodyFromOffset method. When the instruction TAIL_CALL_LOOP is exe-
cuted, the arguments for the tail call are located at the top of the stack. Since the
stack is implemented as an array, these values can be copied into the positions
of the function’s parameters, before being removed. The arguments of the tail
call thus become the parameters of the function. Then the bytecode offset (the
program counter) and the stack pointer are reset, and any local variables are ini-
tialized by pushing their default values onto the stack. This effectively recreates
the function’s initial state and restarts its execution with updated parameters.

For example, consider a simple function countDown(n) that repeatedly calls itself
with n - 1 until n reaches 0. If the function is currently running with n = 5, the
tail call produces the next call countDown(4). Instead of creating a new stack
frame, the argument for the call replaces the current parameter n, and execution
restarts from the beginning of the function with n = 4.



Chapter 5
Evaluation

In order to evaluate our implementation of TCO in GraalWasm, we create unit
tests and benchmarks. We first describe the unit tests created to verify the cor-
rectness of our implementation, followed by the benchmarks designed to measure
its performance. Both the tests and benchmarks are implemented as small WAT
modules.

5.1 Correctness

In addition to the official WasmTestSuite, we created a set of unit tests to validate
the correctness of our TCO implementation in GraalWasm. These tests cover
various scenarios, including direct and indirect tail calls, as well as edge cases
such as self-recursive functions and recursive functions alternating between direct
and indirect calls. Let us consider Listing 5.1, as a simple example of a recursive
direct tail-call test, which is part of our test suite.

(module
(func $count_down (param $n i32) (result i32)
local.get $n
i32.eqz
if (result i32)
local.get $n
else
local.get $n
i32.const 1
i32.sub
return_call $count_down
end

)

(func (export "_main") (result i32)
i32.const 1000000
call $count_down

Listing 5.1: A simple tail-call test example

16
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In this example, the function $count_down tail-calls itself directly. The function
takes an integer parameter n and checks if it is zero (line 3-5). If n is zero, it
returns n (line 6). Otherwise, it decrements n by 1 and tail-calls itself with the
updated value (line 7-11). The main function calls $count_down with the argument
1000000, which would cause a stack overflow without TCO. When we run this
test, we verify that the TCO implementation correctly executes the tail call and
produces the expected result, without causing a stack overflow. Overall, the results
confirm that the implementation behaves in accordance with the specification.

5.2 Performance

To evaluate the performance of our TCO implementation, we created a new set of
benchmarks, designed to compare the performance of the TCO-enabled version of
GraalWasm with a baseline version that does not include TCO, as well as with our
tail-call-loop optimization. Thus, they focus on function calls alone to isolate the
performance impact of TCO. All of them implement the same recursive algorithm,
but with different call patterns:

m direct recursion: the function tail-calls itself directly.

m indirect recursion: two functions alternate between direct and indirect tail
calls.

m iteration: the function tail-calls itself directly, which is executed as a iterative
loop.

We aimed for a large volume of calls in order to measure performance differences
precisely, yet we also needed to avoid stack overflows in the baseline version,
which is why we chose a number of 250 calls for our benchmarks. The stack could
not handle much more than that without TCO. All benchmarks were executed
on OpenJDK 25 within a virtual machine running Ubuntu 24.04.2, hosted on a
Windows 10 system with an Intel Core i5-9400F CPU and 16 GB of RAM. The
evaluation used a locally built development version of GraalVM based on commit
79d8991a270688fe0e7d91663d852d5abahf1416.

In Figure 5.1, we can see the results of our benchmarks, showing a dramatic re-
gression of performance of about 97% with TCO. For direct recursion, the perfor-
mance of TCO is about 27 times worse than the baseline version, and for indirect
recursion, it is about 52 times worse. We suspect that this is due to the overhead
of throwing and catching exceptions, which is necessary to work around the lack
of native TCO support in TrufHe. Furthermore, the heavy focus on function calls
in our benchmarks may have amplified this overhead, as the exception handling
is invoked for every call. This means that developers should carefully consider
whether the benefits of TCO outweigh the performance costs in their specific use
case. However, the performance of the tail-call-loop optimization is significantly
better than the baseline version with an improvement of about 5.7 times, which
shows that it is a viable optimization in any case.
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Figure 5.1: Results of the benchmarks, in operations per second (ops/s)

5.3 Limitations

While our implementation of TCO in GraalWasm is correct and functional, it has
some limitations that should be noted:

m The performance of TCO is significantly worse than the baseline version,
which may limit its practical use in performance-critical applications.

m The tail-call-loop optimization only works for direct recursive functions, and
cannot be applied to indirect recursive tail calls.

m The tests and benchmarks used are synthetic and may not reflect real-world
scenarios.

m The return call instructions cannot be used in the main function of a WASM
program, as it has no caller who could catch the exception thrown by the tail
call.

To mitigate these limitations, future work could focus on optimizing the per-
formance of TCO, and creating more realistic tests and benchmarks that bet-
ter reflect real-world use cases. Unfortunately, applying the tail-call-loop op-
timization to indirect recursive tail calls is impossible, because the call tar-
get is not known at compile time. Lastly, using return call instructions in the
main function can be made possible by using the same logic we used in the
executeDirectCall method of the WasmFunctionNode. This would only require
catching the WasmTailCallException and invoking the call target. Alas, we did
not implement this, as we deemed it to be out of scope for this thesis.



Chapter 6
Conclusion

In this thesis, we have implemented tail-call optimization (TCO) in GraalWasm,
to address the issue of stack overflows in recursive functions and allow for the im-
plementation of languages that rely on tail-call optimization. Our work involved
modifying the binary parser to support the new tail-call instructions, as well as
updating the interpreter to execute these instructions correctly by throwing and
catching exceptions. We created a set of unit tests that show that our imple-
mentation is correct and functional, as it allows for recursive algorithms with
theoretically infinitely many function calls without causing stack overflows.

However, we have also observed a significant performance drop with TCO, which
may limit its use in performance-critical applications. The overhead of throwing
and catching exceptions, which is necessary to work around the lack of native TCO
support in Truffle, is likely the main cause of this regression. Nevertheless, our
tail-call-loop optimization shows that it is possible to achieve better performance
for direct recursive functions, even without native TCO support. In the future,
it would be interesting to explore ways to mitigate the performance overhead
of TCO, such as by finding alternative approaches to implement TCO without
relying on exceptions. Overall, our implementation of TCO in GraalWasm is a step
towards improving the capabilities of the runtime and enabling the execution of
a wider range of languages and algorithms.
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