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Abstract 
 

Java Native Interface (JNI) is a native programming interface that enables interoperability 

between Java code and native code written in languages such as C and C++. It provides only 

limited runtime safety guarantees, meaning that it does not validate function arguments, object 

references, or execution context at runtime. As a result, incorrect usage may lead to undefined 

behavior, crashes or difficult-to-diagnose errors. The OpenJDK HotSpot JVM offers an 

optional runtime validation mechanism -Xcheck:jni to detect common JNI errors. However, 

comparable validation support is currently not available in GraalVM Native Image, which 

makes identifying and debugging JNI-related errors more challenging. 

 

This lack of validation is particularly problematic in GraalVM Native Image, where applications 

are compiled ahead of time into native executables and runtime diagnostics are reduced. 

Because of this, mistakes in JNI code often cause the program to crash at a very low level, 

without clear error messages, which makes debugging very difficult. 

 

The goal of this thesis is to design, implement, and evaluate a validation mechanism for the 

JNI implementation in GraalVM Native Image, based on the principles of -Xcheck:jni. In 

addition, a prototype redesign of the JNI object handle infrastructure was explored to separate 

strong and weak handle storage and to investigate a transition of handle management from 

Java heap memory to native memory, supporting future extensions related to runtime tooling 

and JVMTI functionality. 
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Kurzfassung 
 

Java Native Interface (JNI) ist eine native Programmierschnittstelle, die die Interoperabilität 

zwischen Java-Code und nativem Code in Sprachen wie C und C++ ermöglicht. Sie bietet 

jedoch nur eingeschränkte Laufzeitsicherheit, da sie weder Funktionsargumente noch 

Objektverweise oder den Ausführungskontext zur Laufzeit validiert. Daher kann eine 

fehlerhafte Verwendung zu undefiniertem Verhalten, Abstürzen oder schwer zu 

diagnostizierenden Fehlern führen. Die OpenJDK HotSpot JVM bietet mit -Xcheck:jni einen 

optionalen Laufzeitvalidierungsmechanismus zur Erkennung häufiger JNI-Fehler. Eine 

vergleichbare Validierungsunterstützung ist in GraalVM Native Image derzeit nicht verfügbar, 

was die Identifizierung und Behebung von JNI-bezogenen Fehlern erschwert. 

 

Dieser Mangel an Validierung ist besonders problematisch in GraalVM Native Image, da 

Anwendungen vorab in native ausführbare Dateien kompiliert werden und die 

Laufzeitdiagnose eingeschränkt ist. Daher führen Fehler im JNI-Code häufig zu 

Programmabstürzen auf sehr niedriger Ebene, ohne dass klare Fehlermeldungen angezeigt 

werden, was die Fehlersuche erheblich erschwert. 

 

Ziel dieser Arbeit ist die Entwicklung, Implementierung und Evaluierung eines 

Validierungsmechanismus für die JNI-Implementierung in GraalVM Native Image, basierend 

auf den Prinzipien von -Xcheck:jni. Darüber hinaus wurde ein Prototyp für die Neugestaltung 

der JNI-Objekthandle-Infrastruktur entwickelt, um die Speicherung starker und schwacher 

Handles zu trennen und einen Übergang der Handle-Verwaltung vom Java-Heap-Speicher 

zum nativen Speicher zu untersuchen, um zukünftige Erweiterungen im Zusammenhang mit 

Laufzeitwerkzeugen und JVMTI-Funktionalität zu unterstützen.
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1. Introduction 

Java is a widely used programming language that offers portability, automatic memory 

management, and a high level of safety. However, not all application requirements can be 

satisfied using Java alone. Some applications need access to platform-specific functionality, 

existing native libraries, or highly optimized low-level code. 

To address these limitations, the Java Native Interface (JNI) provides a mechanism that allows 

Java code to interact with native code written in languages such as C and C++. Using JNI, 

Java applications can call native methods and access functionality that is not directly available 

through the standard Java class library. 

JNI is considered dangerous because most JVMs do not validate arguments passed to JNI 

functions at run time [1]. This design choice is motivated by the following reasons [2]: 

• Forcing JNI functions to check for all possible error conditions degrades the 

performance of normal (correct) native methods. 

• In many cases, there is not enough runtime type information to perform such checking. 

 

As a result, incorrect JNI usage may lead to undefined behavior or segmentation faults. To 

avoid these issues, the JNI provides an optional debugging mechanism, the -Xcheck:jni [3][4] 

option, which enables runtime validation of arguments passed to JNI functions. When invalid 

arguments are detected, the JVM reports errors or warnings and may terminate execution. 

However, this mechanism does not guarantee detection of all erroneous cases, and its 

behaviour depends on the specific JVM implementation. Therefore, JNI errors can still remain 

difficult to detect and debug, especially in environments where such validation mechanisms 

are missing or limited. 

Unlike the standard JVM, which interprets bytecode at run time and uses a Just-In-Time (JIT) 

compiler, GraalVM Native Image performs ahead-of-time compilation, which analyses and 

compiles the entire application into a standalone native binary at build time [5][6].  

That results in: 

• Static analysis of reachable code [7], so anything that isn’t known at build time is not 

included in the native binary.  

• No dynamic class loading, no lazy reflection, and no reinterpretation of metadata at 

runtime; the binary includes exactly what was determined at compile-time.  

Because everything must be known ahead of time, native image: 

• Eliminates unused classes and code paths. 

• Must predict all reflection and JNI uses; otherwise, you must manually provide 

metadata.  

 

So, unlike HotSpot’s JVM where you can enable -Xcheck:jni to catch invalid JNI usage 

dynamically, GraalVM Native Image has no built-in dynamic validation checks of JNI 

correctness at runtime. That means JNI code is prone to errors, often resulting in hard-to-
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diagnose crashes and undefined behaviour. This lack of validation decreases robustness and 

developer productivity. This motivates the integration of validation mechanisms directly into 

the Native Image JNI implementation. 

To resolve GraalVM Native Image's lack of runtime diagnostics for JNI usage, this thesis 

extends the existing JNI implementation with an optional validation layer. First, the existing 

JNI implementation in GraalVM Native Image was studied to understand how native code 

interacts with the Java runtime. This included analysing the role of the JNI function table, the 

JNIEnv interface, and how JNI calls are handled inside the SubstrateVM runtime. Second, the 

validation mechanism provided by the HotSpot JVM through the -Xcheck:jni option was 

analyzed. This step helped to identify which types of errors are checked in HotSpot. Based on 

-Xcheck:jni option a similar mechanism for GraalVM Native Image was implemented. Third, 

a wrapper class called ValidatedJNIFunctions was implemented. This class contains the 

same JNI functions as the original implementation, but each function performs validation 

checks before calling the original function. This ensures that invalid parameters can be 

detected early. Fourth, a new option (SubstrateOptions.JNIValidation) was added to allow 

enabling or disabling validation at build time. Depending on this option, the system uses either 

the validated JNI functions or the original ones. This allows validation to be used during 

development without affecting performance in production. Fifth, the implementation of JNI 

object handles in SubstrateVM was examined and partially redesigned. The implementation 

was modified to separate instances for strong and weak handles. This work was intended to 

support a future transition of handle storage from Java heap memory to native memory, which 

is required for more advanced JVMTI functionality. Sixth, the validation functions were tested 

using the SubstrateVM testing framework mx native-unittest [8] and manual test functions 

to verify correctness and ensure that the validation mechanism detects errors while preserving 

normal functionality. Finally, the performance of the implemented validation mechanism was 

measured and evaluated. 
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2. Background 

This chapter provides the technical background required to understand the design and 

implementation of the JNI validation mechanisms. First, the general principles of Java–native 

interoperability are discussed, followed by an overview of the Java Native Interface (JNI) and 

its architecture. Existing validation mechanisms in the HotSpot JVM are then presented that 

serve as the basis for the validation functions implementation. Afterwards, the GraalVM and 

its Native Image technology are introduced, highlighting the differences from traditional JVM. 

Finally, the relevant runtime internals of SubstrateVM, including isolates, entry points, JNI 

function tables, and object handles, are described. 

2.1. Java and Native Interoperability 

The Java Native Interface is a key mechanism that enables the integration of Java 

applications with code written in other programming languages. As part of the Java 

Virtual Machine implementation, it provides a bidirectional interface that enables Java 

code to interact with native code and vice versa [9]. Figure 1 illustrates the position and 

role of the JNI within this architecture. 

 

 
Fig. 1. Role of the JNI. From “The Java™ Native Interface Programmer’s Guide and Specification” by 

Sheng Liang, 1999, 5p. Copyright © 1999 Sun Microsystems, Inc. 

The JNI framework allows native methods to interact with Java objects in the same way 

as in regular Java code. Native methods can create and manipulate Java objects, 

including arrays and strings, and may access objects created on the Java side [10].  

In addition, native methods can invoke existing Java methods directly [10]. In GraalVM 

Native Image, the native-image builder generates dedicated call wrappers for each Java 

method that is configured to be accessible via JNI. These wrappers match the signatures 

of the corresponding JNI functions. Internally, the wrappers perform the transition to Java 

code and back. During this transition, the wrappers adapt the argument list to the target 

Java method’s signature, unbox object handles into Java references, and, if required, box 

return values into JNI object handles before returning them to the native caller. 

This makes it possible to reuse functionality already implemented in Java libraries rather 

than reimplementing it in native code. Furthermore, JNI provides access to several core 

features of the Java programming language from native code. Native methods can throw 

and handle exceptions, query and load Java classes, obtain class metadata, and perform 

runtime type checks [10].  
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The JNI Framework also enables Java applications to invoke functions implemented in 

native code like any other Java method. This is achieved by declaring methods with 

native keyword in Java. For each native declared method, a graph with wrapper is 

generated that performs the transition to native code. During the transition 

the JNIEnv* and the arguments are added, any object arguments in handles are unboxed, 

and in case of an object return type, the returned handle is unboxed.  

The following scenarios demonstrate situations in which the use of Java native methods 

is appropriate [9]. First, native methods may be required when the standard Java class 

library does not provide access to certain platform-specific functionality needed by the 

application. Second, they allow existing libraries implemented in other programming 

languages to be reused and integrated with Java through the JNI. Third, native code can 

be employed to implement performance-critical components where lower-level 

languages, such as C, C++, or assembly, offer improved execution efficiency. 

2.2. Java Native Interface 

The JNI allows Java code that runs within a Java Virtual Machine to operate with 

applications and libraries written in other languages such as C or C++. [9] On the Java 

side, programs run inside the JVM and can call native methods declared using the native 

keyword. These calls are forwarded to the JNI layer, which provides a standard interface 

that allows native code to interact with the JVM. An important part of this interface is the 

JNIEnv, which represents a per-thread function table. Through this interface, native code 

can perform operations such as creating Java objects, calling Java methods, and handling 

exceptions [9]. On the native side, these functions are implemented in shared libraries 

that are specific to the operating system. Native code cannot access the JVM directly and 

must use the JNI interface for all interactions. In this way, JNI clearly separates Java and 

native code while still allowing them to communicate in a controlled and safe way. 

A JNIEnv interface pointer is a pointer to thread-local data, which in turn contains a pointer 

to a function table [10]. Since the JNIEnv is thread-local, each native thread must explicitly 

attach to the JVM before invoking JNI operations and must detach when finished [11]. A 

JNIEnv obtained from one thread must not be used from another thread. Violating these 

constraints can result in undefined behavior or runtime crashes. The JNI function table is 

typically shared across all JNIEnv interface pointers. The JNI function table is implemented 

as an array of function pointers. Each function is accessible at a fixed offset in the table 

through the JNIEnv argument.  The first three slots were historically reserved for potential 

compatibility with the Component Object Model (COM), while additional empty slots allow 

new JNI operations to be inserted in the future without changing the offsets of existing 

functions. [12]. 

The JNI function table defines the set of operations through which native code interacts 

with the Java Virtual Machine. Native methods use the JNIEnv interface to invoke services 

provided by this table rather than directly accessing JVM internals by first obtaining 

a jmethodID that uniquely identifies the target method within a class. Once the jmethodID 

is available, the native code invokes the method through one of JNI call functions, such 

as Call<Type>Method, CallStatic<Type>Method or CallNonvirtual<Type>Method 
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functions. The functions can be grouped into several categories, including class and type 

lookup, method and field access, object creation, reference management, array and string 

manipulation, exception handling, and thread management. Together, these operations 

provide a complete interface for creating and manipulating Java objects, invoking Java 

code, and maintaining correct interaction with the managed runtime. The JNI interface 

pointer is the first argument to native methods. All functions that implement the native 

code receive the JNIEnv interface pointer as their first argument. The second argument to 

a nonstatic native method is a reference to the object and the second argument to a static 

native method is a reference to its Java class. The remaining arguments correspond to 

Java method arguments [11]. 

Native code does not receive Java objects as direct memory pointers. Rather, Java 

objects are represented by JNI via special references known as object handles [9][10]. 

This prevents native code from directly accessing or modifying the object’s memory, which 

helps protect the JVM’s internal structure. This approach is important because the Java 

garbage collector may move objects in memory to optimize performance. The JVM can 

update the internal pointer when an object is moved, and the handle will still refer to the 

right object because native code only uses handles. Local handles are only valid for the 

duration of a native call and only in the caller’s thread, while global handles are valid 

across threads and remain valid until they are destroyed explicitly. The handle 0 

represents NULL [10]. 

However, native code runs outside the JVM’s safety mechanisms, so errors such as using 

invalid references, incorrectly managing local or global references, calling JNI from the 

wrong thread, or using incorrect method signatures can cause crashes, or undefined 

behaviour. For this reason, additional validation and debugging mechanisms are 

important to make JNI usage safer and easier to debug. 

2.3. Java Virtual Machine Tool Interface (JVMTI) 

The JVM Tool Interface (JVMTI) is a programming interface used by development and 

monitoring tools [13]. It provides both a way to inspect the state and to control the 

execution of applications running in the JVM virtual machine [14]. JVMTI is primarily 

intended for advanced tools for profiling, debugging, monitoring, thread analysis, and 

coverage analysis. The JVM can notify a tool when certain events happen. The tool 

registers for the events it is interested in, and the JVM calls the tool back whenever those 

events occur [15]. This event-driven design allows tools to react dynamically to program 

behaviour.  

A program that uses JVMTI is called an agent. A JVMTI agent is a native library, typically 

written in C/C++, that runs inside the same process as the JVM. When the JVM starts, it 

can load this agent as a dynamic library, and once loaded, the JVM provides the agent 

with a special interface pointer, jvmtiEnv*. The environment pointer is a pointer to the 

function table, which is an array of pointers to the JVMTI functions [16]. The agent can call 

JVMTI functions to inspect or control the JVM. Because the agent runs inside the same 

process as the JVM, it has direct and efficient access to the virtual machine’s internal state. 
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JVMTI is considered a low-level interface. Many advanced tools, such as debuggers or 

profilers, either use JVMTI directly or build higher-level abstractions on top of it. Compared 

to JNI, which is primarily used for calling between Java and native code, JVMTI operates 

at a deeper level and focuses on observing and controlling the JVM itself rather than 

enabling application-level interoperability. 

JVMTI provides a large set of native functions that allow agents to inspect and control the 

execution of a Java Virtual Machine. These functions are grouped into categories 

according to their purpose [16]: 

• Memory and Heap Management 

Memory functions provide for the allocation and deallocation of memory used 

by JVMTI functionality and can provide working memory for agents. Heap 

functions allow an agent to inspect and analyse the heap, view the objects in 

the heap and tag these objects. 

• Thread and Stack Inspection 

Thread-related functions allow agents to query and control threads within the 

JVM. An agent can retrieve information about running threads, suspend, 

resume, stop, and interrupt them. Stack Frame functions provide information 

about the stack of a thread. 

• Breakpoints and Execution Control 

JVMTI provides functions to set and clear breakpoints, perform single-step 

execution, and force early return from methods. 

• Class and Method Inspection 

These functions allow agents to retrieve metadata about loaded classes and 

methods. 

• Object and Field Access  

JVMTI includes functions to inspect object fields, monitor field modifications, 

and track field access events. 

• Raw Monitor and Synchronisation Control 

JVMTI provides raw monitor functions, which allow agents to implement their 

own synchronisation mechanisms independent of Java-level monitors. 

• Event Management 

JVMTI operates largely in an event-driven manner. Agents can register for 

events such as method entry and exit, class loading, object allocation, 

exception throwing, thread start and termination, garbage collection start and 

finish. The JVM invokes registered callbacks when these events occur. 

• Capability Management 

The capabilities functions allow you to change the functionality available to 

JVMTI, like which functions can be called, what event can be generated, and 

what functionality these events and functions can provide. 

In GraalVM Native Image, support for JVMTI is currently limited to a subset of the 

functionality available in the standard HotSpot JVM. The implementation is provided within 

the SubstrateVM runtime and focuses on enabling basic monitoring and debugging 

capabilities required by development tools. 
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2.4. JNI Object Handles 

When native code interacts with Java objects through JNI, it does not receive direct 

memory pointers to objects on the Java heap. Instead, JNI uses a word-sized abstraction 

known as object handles that can be passed to JNI functions to access objects indirectly. 

The JNI divides object handles into two categories: local and global handles [17]. 

Local handles are only valid for the duration of a native call and only in the caller’s thread 

[9][10]. They are implemented with a thread-local array of reference objects, where each 

index is the handle value. Each thread has its own local handle table. When a native code 

receives or creates a Java object reference, the object is stored in the next free slot of this 

array. As mentioned earlier, the VM automatically frees all local references of the native 

method after it returns, but programmers may also explicitly delete the local references. It 

may be useful in situations when the programmer no longer needs the local reference and 

allows the object to be garbage collected, which prevents the system from running out of 

memory [2].  

Global handles, in contrast, are valid across threads and native calls until they are explicitly 

freed [10]. When a global reference is deleted, the array entry is set back to null, making 

the slot available for reuse. 

JNI distinguishes between strong and weak references [9]. Local and global references 

are strong and prevent the referenced object from being garbage collected as long as the 

reference exists. In contrast, weak global references do not prevent garbage collection. 

The GC frees the resources of an object referenced by a weak global reference at any 

time, unless that object has a strong reference elsewhere.  

2.5. JNI Validation in HotSpot 

OpenJDK (Open Java Development Kit) is a free and open-source implementation of 

the Java Platform, Standard Edition (Java SE) [18]. It provides the virtual machine 

(HotSpot), the Java Class Library and the Java compiler (javac).  

In addition to the core Java specification, HotSpot provides several diagnostic options that 

can help to identify incorrect uses of native interfaces. The -Xcheck:jni option enables 

JVMs to validate arguments passed to JNI functions [19][20]. If an invalid argument is 

detected, the VM prints a message to the application console or to standard output, prints 

the stack trace of the offending thread, and aborts the VM [3]. When enabled, the JVM 

performs additional runtime checks such as verifying that the JNIEnv pointer passed into 

native functions is valid for the calling thread, that object references (handles) are 

legitimate, that method and field signatures match expected forms, and that local or global 

references are not misused or prematurely freed.  

These checks are specific to the OpenJDK/HotSpot implementation and are not required 

by the formal Java SE specification, so the JVM must be run with the -Xcheck:jni flag to 

enable them. Using these validation mechanisms improves robustness and observability 

of JNI interactions during development and testing, but it also increases the performance 

cost and therefore is typically disabled in production execution. 
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2.6. GraalVM and Native Image 

GraalVM is a high-performance virtual machine and runtime platform for executing 

applications written in Java and other languages. The Graal compiler is an advanced 

compiler written in Java. It provides optimized performance for applications running on a 

JVM through unique approaches to code analysis and optimization. It includes multiple 

optimization algorithms (called “Phases”), such as aggressive inlining, polymorphic 

inlining, and others [21]. GraalVM further includes the Truffle framework [22], a library for 

implementing language interpreters in Java. These interpreters execute programs of other 

languages and rely on the Graal compiler to dynamically optimize frequently executed 

code paths, thereby achieving performance comparable to compiled languages. 

GraalVM Native Image can be used to compile applications ahead-of-time into native 

executables [22]. The executables are smaller, start nearly instantaneously, and consume 

less memory than running the same Java application on a JVM [23]. A native executable 

includes only the code required at run time, that is the application classes, standard-library 

classes, the language runtime, and statically linked native code from the JDK. A native 

executable is created by the native-image and building a standalone binary with native-

image takes place under a “closed world assumption”. First, it performs an analysis of the 

code to determine which classes and methods are reachable during run time. The 

analysis is static [7], so it does not run the application. As a result, all the bytecode in the 

application that can be called at run time must be known at build time. Second, it compiles 

these classes, methods and resources into a binary.  

Small binaries allow fast application startup and low memory footprint, however they come 

at a cost: determining dynamically accessed application elements via static analysis is 

infeasible as reachability of those elements depends on data that is available only at run 

time [24]. Reachability metadata (henceforth referred to as metadata) is required by the 

native-image builder in order to guarantee that the native binary has the required 

dynamically accessed elements. Application consistency and runtime compatibility with 

third-party libraries are ensured by giving the builder accurate and comprehensive 

reachability metadata [24]. 

2.7. GraalVM Native Image 

SubstrateVM is an internal project name for the technology behind GraalVM Native 

Image [25]. It takes a regular Java application and compiles it into native binary. GraalVM 

Native Image does not rely on the traditional JVM at runtime. Instead, it embeds a 

lightweight runtime called SubstrateVM, which provides the minimal services required to 

execute Java applications. These services include memory management and garbage 

collection, thread management, exception handling, class metadata, and support for the 

JNI. The resulting program has faster startup time and lower runtime memory overhead 

compared to a JVM such as HotSpot. 
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Figure 2. GraalVM Native Image Isolate Memory Layout. 

SubstrateVM organizes execution contexts using the concepts of isolates and isolate 

threads, see Fig.2. Isolates are lightweight VM instances based on SubstrateVM with its 

own Java heap and global state [26]. The compiled AOT code is immutable and will be 

used by all isolates. During Native Image generation, objects that are initialized at build 

time are stored in the image heap and embedded directly into the executable. At runtime, 

this image heap is shared among newly created isolates using a copy-on-write (COW) 

mechanism. As long as the data remains unchanged, all isolates reference the same 

physical memory. If an isolate modifies a mutable object or static field, only the affected 

memory pages are copied and become private to that isolate, while the remaining parts 

are shared. This approach enables fast isolate creation with low memory overhead while 

still ensuring isolation of mutable state. Since isolates are lightweight VM instances, 

garbage collection is performed inside different isolates independently.  

The following description refers to the internal implementation of GraalVM Native Image 

as defined in its SubstrateVM source code. Isolate points to runtime data structure for 

an Isolate and IsolateThread points to the runtime data structure for a thread, which is 

associated to some Isolate [27]. Different threads from the same Isolate will have different 

IsolateThread values, but same Isolate value for all attached threads [26]. Since each 

thread must operate within a valid isolate context, runtime checks can verify whether JNI 

calls are executed from correctly attached threads. Consequently, validation of the JNI 

environment often relies on confirming that the current thread corresponds to a valid 

IsolateThread. 

While isolates and isolate threads define the execution context for Java code, native code 

cannot directly access the Java runtime. Instead, a special transition mechanism is 

required. In SubstrateVM, this transition is implemented using methods annotated with 

@CEntryPoint [10][28]. These methods are exposed as native symbols and allow native 

code to call into the Java runtime. When such a method is called, SubstrateVM prepares 

the correct execution environment by attaching the current thread, selecting the correct 

isolate, and setting up the required thread-local state. This makes it possible to safely 

access Java objects and runtime services. Building on this transition mechanism, 

SubstrateVM implements the Java Native Interface through a function table abstraction. 
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Each native method receives a JNIEnv pointer that references a shared table of 

JNIFunctions. Native code does not access the runtime directly but instead calls these 

functions through the table. The function table therefore acts as the central gateway 

between native and managed execution. 

Consequently, the validation mechanisms developed in this work extend the existing JNI 

function table by inserting checks before executing actual content of JNIFunctions, 

ensuring that invalid environments, incorrect thread usage, or malformed object 

references can be detected at runtime. 
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3. Related Work 

As mentioned earlier JNI does not perform comprehensive runtime argument validation, 

which may lead to undefined behaviour or VM crashes. The HotSpot JVM offers the optional 

-Xcheck:jni feature to detect common misuse patterns, although its behavior is 

implementation-specific and not exhaustive [29]. When enabled, -Xcheck:jni verifies the 

correctness of arguments passed to JNI functions and detects common misuse patterns, 

including invalid references, incorrect thread environments, mismatched field or method 

identifiers, and calls performed while exceptions are pending [3]. The JVM stops execution 

and outputs diagnostic data when it finds an error, preventing undefined behaviour. However, 

this validation mechanism is specific to the HotSpot runtime and is not available in GraalVM 

Native Image. Since Native Image relies on the lightweight SubstrateVM runtime, many 

diagnostic features present in traditional JVMs are left out to minimize footprint and startup 

time. As a result, JNI-related errors in Native Image applications are often harder to diagnose. 

The approach presented in this thesis builds upon the principles of -Xcheck:jni and adapts 

them to the SubstrateVM environment. By introducing comparable runtime validation directly 

into the Native Image JNI implementation, this work aims to provide similar debugging support 

while preserving the lightweight nature of the runtime. 

Other JVMs have also included comparable diagnostic features. An analogous -Xcheck:jni 

option is offered by IBM's JVM, for instance, and it does automatic runtime checks to identify 

specification violations such inappropriate thread utilisation, invalid references, or mismatched 

arguments [30]. While the techniques may vary, the aim is similar: to help programmers 

identify incorrect usage of the JNI interface. These methods show that JNI interaction 

validation at run time is a standard procedure used by many JVM implementations. 

Recent empirical studies show that erroneous JNI interactions frequently lead to inconsistent 

and undefined behaviour across different JVM implementations, often resulting in crashes 

rather than structured diagnostics [31]. The study highlights that the handling of invalid JNI 

usage varies significantly between JVMs, and that many errors are not detected proactively 

but instead manifest as low-level failures. These findings highlight the importance of 

systematic runtime validation mechanisms. 

In addition to runtime validation approaches, the JVMTI provides facilities for runtime 

inspection, monitoring, and debugging of Java applications. However, JVMTI primarily 

enables observation and control of JVM state rather than validation of JNI argument 

correctness. Thus, while JVMTI supports advanced tooling capabilities, it does not address 

the problem of detecting incorrect JNI API usage itself. 
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4. Implementation 

This chapter describes the implementation of the proposed improvements to the JNI 

subsystem in GraalVM Native Image. The implementation focuses on two main aspects: the 

integration of a runtime validation mechanism for JNI calls and a prototype modification of the 

JNI object handle to support future extensions related to tooling interfaces. 

4.1. Redesigning JNI Object Handles 

As described in Section 2.7, SubstrateVM is the runtime component of GraalVM Native 
Image that replaces the traditional JVM at execution time. It provides the essential runtime 
services required to execute Java applications as standalone binaries, including memory 
management, garbage collection, thread handling, exception processing, and support for 
the Java Native Interface. Consequently, all JNI functionality in Native Image applications 
is implemented directly within SubstrateVM. 

The implementation presented in this work therefore targets the SubstrateVM runtime, 
specifically the JNI subsystem located in substratevm/src/com.oracle.svm.core. JNI 
operations are exposed to native code through functions annotated with @CEntryPoint and 
are dispatched via the JNIFunctions [32] table referenced by the JNIEnv interface pointer. 
Since all native-to-Java interactions pass through this centralised function table, it provides 
a natural interception point for introducing additional validation logic.  

To integrate validation without modifying the original runtime logic, a new wrapper class 
named ValidatedJNIFunctions was introduced. This class mirrors the structure of the 
original JNIFunctions class and contains wrapper implementations for all JNI entry points 
annotated with @CEntryPoint. Each wrapper method has the same signature and 
annotations as its counterpart in JNIFunctions, ensuring compatibility with the generated 
native entry points. 

Instead of modifying the original JNI implementations, the wrapper methods perform 
validation checks before delegating execution to the corresponding method in 
JNIFunctions. This approach preserves the original runtime behaviour while allowing 
validation to be enabled or disabled in a configurable manner. Depending on the hosted 
option (SubstrateOptions.JNIValidation), the JNI function table is populated either with 
the original JNIFunctions implementation or with the ValidatedJNIFunctions wrapper 
class. 

The validation logic itself is encapsulated in a dedicated helper component named 
JNIValidation. Fig. 3. shows that this class centralizes all argument and state verification 
routines and is invoked by the wrapper methods before delegating to the original runtime 
implementation. 
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Fig. 3. Validation Architecture. 

The implemented validation mechanism focuses on validating critical aspects of JNI 
correctness, including: 

• validation of the JNI environment (JNIEnv), 

• verification of correct thread attachment, 

• validation of object handles, 

• validation of class and throwable types, 

• validation of field and array usage. 

By separating validation logic into a dedicated wrapper layer, the design maintains a clear 
separation between core runtime functionality and optional diagnostic behaviour. 

The JNIValidation class contains a collection of static helper methods that implement 
argument and state checks corresponding to selected rules defined in the JNI 
specification and inspired by the HotSpot -Xcheck:jni implementation. The example 1 
illustrates the validation of object handles. Like the corresponding checks in HotSpot’s 
jniCheck.cpp, the implementation verifies that the handle is not null and refers to a valid 
managed object before it is used. 
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Example 1:  

Object validation in jniCheck.cpp: 

 

Object validation in ValidatedJNIFunctions: 

 

In HotSpot, the function jniCheck::validate_handle verifies whether a given object 
corresponds to a valid JNI handle. It checks whether the reference belongs to one of the 
permitted handle categories (local, global, weak global, or frame handle). If the reference 
is valid, it is resolved to the underlying object. Otherwise, the JVM reports a fatal JNI error. 

In the implemented validation layer for SubstrateVM, this logic was simplified through the 
method validateHandle(JNIObjectHandle handle). Instead of distinguishing between 
specific handle categories, the implementation queries the internal handle type using 
JNIObjectHandles.getHandleType(handle) and verifies that it is not marked as invalid. 
The implementation of both validation functions is shown below in the example 2. 

 

 

 

 

 

oop jniCheck::validate_object(JavaThread* thr, jobject obj) { 

  if (obj == nullptr) return nullptr; 

  ASSERT_OOPS_ALLOWED; 

  oop oopObj = jniCheck::validate_handle(thr, obj); 

  if (oopObj == nullptr) { 

    ReportJNIFatalError(thr, fatal_bad_ref_to_jni); 

  } 

  return oopObj; 

} 

static void validateObject(JNIObjectHandle obj) { 

    if (obj.equal(Word.nullPointer())) return; 

    if (!validateHandle(obj)) failFatally("Bad ref to jni"); 

} 

 

static boolean validateHandle(JNIObjectHandle handle) { 

    JNIObjectRefType handleType = JNIObjectHandles.getHandleType(handle); 

    return !handle.equal(Word.nullPointer()) &&    

          !handleType.equals(JNIObjectRefType.Invalid); 

} 

 



 
 
 
 

15 
 

Example 2: 

Handle validation in jniCheck.cpp: 

 

Handle validation in ValidatedJNIFunctions: 

 

In SubstrateVM, the JNIEnvironment used by native code is internally represented by the 
runtime data structure IsolateThread. The JNI environment pointer passed to native 
functions directly corresponds to the thread-local execution context of the current isolate. 
Consequently, validating the JNIEnvironment is equivalent to validating that the provided 
IsolateThread matches the currently executing thread.  

The SubstrateVM runtime already contains a verification mechanism in 
CEntryPointSnippets.verifyIsolateThread(...), which ensures that C entry points are 
invoked with a correct and properly attached thread context (see Example 3). The 
verification logic performs two essential checks: 

• It ensures that the provided IsolateThread is identical to the thread returned by 
CurrentIsolate.getCurrentThread(). This guarantees that the native call is 
executed on the thread that is currently active in the runtime. 

• It verifies that the thread is properly attached to the VM by checking 
VMThreads.singleton().verifyIsCurrentThread(thread) and 
VMThreads.isAttached(thread). This prevents cross-thread misuse and ensures 
that the thread has been correctly registered with the runtime system. If either of 
these checks fails, the runtime throws a fatal error, indicating that the JNI 
environment or isolate thread was used incorrectly. 

 

oop jniCheck::validate_handle(JavaThread* thr, jobject obj) { 

  if (JNIHandles::is_frame_handle(thr, obj) || 

      JNIHandles::is_local_handle(thr, obj) || 

      JNIHandles::is_global_handle(obj) || 

      JNIHandles::is_weak_global_handle(obj)) { 

    ASSERT_OOPS_ALLOWED; 

    return JNIHandles::resolve_external_guard(obj); 

  } 

  ReportJNIFatalError(thr, fatal_bad_ref_to_jni); 

  return NULL; 

} 

static boolean validateHandle(JNIObjectHandle handle) { 

    JNIObjectRefType handleType = JNIObjectHandles.getHandleType(handle); 

    return !handle.equal(Word.nullPointer()) &&  

   !handleType.equals(JNIObjectRefType.Invalid); 

} 
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Example 3: 

IsolateThread validation in CEntryPointSnippets.java: 

 

Environment validation in ValidatedJNIFunctions: 

 

/** 

 * Verify that the {@link IsolateThread} provided by the user is correct, i.e., the same 

 * {@link IsolateThread} that would be used by a C entry point providing only the 

 * {@link Isolate}. This is a slow check and therefore only done when assertions are 

enabled. 

 */ 

@Uninterruptible(reason = "Thread state not set up yet") 

@SubstrateForeignCallTarget(stubCallingConvention = false) 

private static int verifyIsolateThread(IsolateThread thread) { 

    VMError.guarantee(CurrentIsolate.getCurrentThread() == thread, "Threads must match for 

the call below"); 

    if (!VMThreads.singleton().verifyIsCurrentThread(thread) ||  

!VMThreads.isAttached(thread)){ 

        throw VMError.shouldNotReachHere("A call from native code to Java code provided the  

wrong JNI environment or the wrong IsolateThread. " + 

        "The JNI environment / IsolateThread is a thread-local data structure and  

must not be shared between threads."); 

    } 

    return CEntryPointErrors.NO_ERROR; 

} 

 

static int validateJNIEnv(JNIEnvironment env) { 

    if (env.isNull()) { 

        failFatally("JNIEnv is null"); 

    } 

    IsolateThread thread = (IsolateThread) env; 

    VMError.guarantee(CurrentIsolate.getCurrentThread() == thread, "Threads must match for  

the call below"); 

    if (!VMThreads.singleton().verifyIsCurrentThread(thread) ||  

!VMThreads.isAttached(thread)) { 

        throw VMError.shouldNotReachHere("A call from native code to Java code provided the  

wrong JNI environment or the wrong IsolateThread. " + 

        "The JNI environment / IsolateThread is a thread-local data structure and  

must not be shared between threads."); 

    } 

    return CEntryPointErrors.NO_ERROR; 

} 
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The validation logic implemented in SubstrateVM follow the same semantic checks as the 
HotSpot -Xcheck:jni implementation but are adapted to the architectural differences 
between both runtimes. In HotSpot, validation is performed within the C++ runtime and 
often integrated directly into JNI helper functions that return native pointers. For example, 
the validate_object routine returns nullptr when a null reference is provided and 
reports a fatal error if the handle is invalid. 

For example, in contrast, the SubstrateVM implementation operates on JNIObjectHandle 
abstractions and follows a wrapper-based design in which validation is executed before 
delegating to the original JNI function. So, validation methods do not return values but 
instead perform precondition checks and abort execution immediately if invalid input is 
detected. This leads to slight structural differences in the control flow while preserving the 
same behavioural guarantees. 

Since additional runtime checks introduce overhead, JNI validation should primarily be 
used during development and debugging rather than in production builds. Therefore, the 
validation mechanism was designed to be optional and configurable at image build time. 
To achieve this, a new hosted option (SubstrateOptions.JNIValidation) was introduced. 
Hosted options in SubstrateVM are evaluated during Native Image generation and allow 
selecting different runtime components without incurring run-time branching overhead. 
The initialization of the JNI function tables is performed by JNIFunctionTablesFeature. 
During this step, the feature determines which class provides the JNI entry points. If 
validation is enabled, the function table is populated using the ValidatedJNIFunctions 
wrapper; otherwise, the original JNIFunctions implementation is used. Therefore, 
depending on the configuration chosen, all JNI calls are transparently routed either 
through the validation layer or straight to the original runtime. This method guarantees 
that validation may be turned on for debugging without adding extra overhead or altering 
behaviour when it is turned off. 

4.2. Redesigning JNI Object Handles 

As part of the implementation, a prototype modification of the JNI object handle system 

was developed. Supporting advanced JVMTI features requires a modification of the JNI 

object handle implementation, since object lifetime management and garbage collection 

interaction are critical for tooling capabilities. 

In the current Native Image implementation, object handles are allocated on the Java 

heap. The class ObjectHandlesImpl manages both strong and weak references and stores 

them in Java-managed memory structures. While this design is sufficient for JNI usage, it 

becomes a problem for non-trivial JVMTI functions. JVMTI tools may inspect all objects in 

the heap, track their lifetime, or react to GC events. The JVM’s GC may relocate objects 

in memory during compaction and space reclamation. Because object addresses can 

change, tools cannot rely on direct pointers into heap memory and must work with handles 

instead. However, when handles themselves reside on the managed heap, they are 

managed by the GC. This makes the implementation of advanced JVMTI functions more 

complex or even impossible, because the tool infrastructure depends on the same GC 

memory that it tries to inspect. 

To address this issue, the handle storage was decoupled from Java heap allocation and 

moved to native memory. The ObjectHandlesImpl class was adapted to use the Pointer 
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type instead of Object for storing handle entries. This change reflects the transition toward 

a native memory-based representation of handles instead of storing them as regular Java 

heap objects. Furthermore, the ObjectHandlesImpl class was simplified to serve purely 

as a storage for handles, without distinguishing between strong and weak references. 

Consequently, JNIGlobalHandles would maintain two separate instances of 

ObjectHandlesImpl: one for strong global references and one for weak global references. 

In JNIGlobalHandles, the single global handle table was split into two separate ranges to 

clearly distinguish between strong and weak global references. Instead of using one 

shared ObjectHandlesImpl instance for all global handles, two independent instances 

were introduced: one managing strong global handles and one managing weak global 

handles. So, previously, handle tables were stored on the managed heap, and after the 

handle storage was moved to native memory, these references are no longer visible to 

GC. In GCImpl at locations where blackenThreadLocals() is invoked during garbage 

collection, an additional call was inserted to 

greyToBlackObjRefVisitor.visitObjectReferences(). This call registers the object 

references stored in native handle memory with the GC. So, objects referenced by JNI 

handles remain reachable and are not freed prematurely. 
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5. Testing the JNI Validation Mechanism 

To verify the correctness and stability of the implemented JNI validation mechanism, the 
built-in testing framework of SubstrateVM was used. SubstrateVM provides a test 
infrastructure that allows unit tests to be executed directly inside the Native Image runtime 
environment. These tests can be run using the mx native-unittest [8] command, which builds 
and executes the tests as a native image. The mx native-unittest command performs 
several important steps. First, it builds the SubstrateVM runtime, including the modified JNI 
implementation and the newly added ValidatedJNIFunctions class. Next, it compiles the test 
classes into a native executable using the GraalVM Native Image tool. After that, it runs the 
generated executable, which executes all registered unit tests within the SubstrateVM runtime. 
During execution, the framework reports any test failures, warnings, or runtime errors, 
including those triggered by the newly implemented validation checks. 

This testing approach is particularly useful because it runs the tests in the same environment 
in which JNI functions are normally executed, namely inside the SubstrateVM Native Image 
runtime. As a result, the validation logic is tested under realistic runtime conditions. In addition, 
running the complete SubstrateVM test suite ensures that the introduced validation 
mechanism does not break existing functionality. This confirms that the validation logic is 
correctly integrated and that valid JNI usage continues to work as expected.  

In addition to executing the existing SubstrateVM unit test suite, dedicated manual test cases 
were implemented to explicitly verify the correctness of the arguments passed to validation 
functions. While the native-unittest framework ensures that the overall runtime remains stable 
and that valid JNI usage is unaffected, it does not test incorrect usage scenarios. The 
additional test cases were implemented as Junit tests within the com.oracle.svm.test 
package. Each test constructs a specific misuse scenario and invokes the corresponding 
validation function. The tests expect an IllegalStateException to be thrown when invalid 
usage is detected, which confirms that the validation mechanism correctly aborts execution if 
incorrect parameters were passed.  

For example, one test verifies the detection of invalid object handles. A valid local handle is 
first created using JNIObjectHandles.createLocal(). The handle is then explicitly invalidated 
by calling JNIObjectHandles.deleteLocalRef(). When the invalidated handle is passed to 
validateJNIObjectHandle() function, the validation mechanism correctly detects that the 
handle type is no longer valid and throws an exception.  
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In a second example, test checks type specific validation by passing a non-String object to 
validateString() function. Because the passed handle does not refer to an instance of 
java.lang.String, the function identifies the type mismatch and throws an exception.  

 

The additional manual test cases confirm that the implemented validation routines correctly 
detect various categories of incorrect JNI usage, including invalid object handles, type 
mismatches, and improper reference usage. 

To evaluate the run-time overhead introduced by the validation layer, performance 
measurements were conducted comparing the original JNI function implementations with the 

@Test 

public void testInvalidHandle() { 

    Object obj = new Object(); 

 

    // Create a valid local handle 

    JNIObjectHandle handle = JNIObjectHandles.createLocal(obj); 

 

    // Now delete or invalidate it 

    JNIObjectHandles.deleteLocalRef(handle); 

 

    try { 

        JNIValidation.validateJNIObjectHandle(handle); 

        Assert.fail("Expected validation failure for invalid handle"); 

    } catch (IllegalStateException e) { 

        Assert.assertEquals( 

          "JNI validation failed: JNI handle resolves to null object", 

          e.getMessage()); 

    } 

} 

 

@Test 

public void testValidateStringWrongType() { 

    Object obj = new Object(); 

    JNIObjectHandle handle = JNIObjectHandles.createLocal(obj); 

 

    try { 

        JNIValidation.validateString(handle); 

        Assert.fail("Expected validation failure"); 

    } catch (IllegalStateException e) { 

        Assert.assertEquals( 

                "JNI validation failed: Not a String", 

                e.getMessage()); 

    } 

} 
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validated JNI function implementation. The purpose of this evaluation was to determine the 
additional execution cost caused by argument validation and thread verification. 

The JNI function GetVersion was selected as a benchmark candidate because it is a simple 
JNI function with minimal internal logic. This ensures that the measured execution time 
primarily reflects the overhead introduced by the validation mechanism rather than the 
function’s internal computation. The performance test repeatedly calls the JNI function in a 
loop with many iterations and measures the total execution time using System.nanoTime(). 
Two versions are measured:  

• The original JNI implementation (JNIFunctions.GetVersion) 

• The validated implementation (ValidatedJNIFunctions.GetVersion) 

The execution time difference between these two implementations represents the overhead 
introduced by the validation layer. The test was implemented as a unit test within the 
SubstrateVM test suite and executed using the mx native-unittest command. This ensures 
that the measurements are performed within the Native Image runtime environment, reflecting 
realistic execution conditions. 

 JNIValidation = true JNIValidation = false 

Execution Time in 

ms 

842 911 

822 794 

810 915 

829 786 

880 778 

767 669 

777 650 

887 658 

871 653 

751 656 

Average in ms 824 747 

Table 1: JNI Validation Performance Test. 

The measurements in Table 1 showed an average execution time of 747 ms without validation 

and 824 ms with validation enabled, resulting in an overhead of 77 ms, which corresponds to 

an approximate increase of 10.3%. This overhead is expected, as the validation mechanism 

introduces additional runtime checks before forwarding JNI calls to their original 

implementations. These checks include verification of object handles, thread correctness, and 

argument validity. Despite the measurable increase in execution time, the results demonstrate 

that the validation mechanism achieves its goal of improving robustness and error detection 

while maintaining acceptable performance characteristics. Furthermore, the validation 

mechanism can be selectively enabled or disabled, allowing developers to avoid any 

performance impact in production builds. 
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6. Limitations and Future Work 

While the proposed validation mechanism improves robustness and debuggability of JNI 

interactions in GraalVM Native Image, several limitations remain due to architectural 

constraints of SubstrateVM, the scope of the implementation, and the complexity of full JNI 

validation. 

6.1. Partial Coverage of JNI Validation Semantics 

The implemented validation checks were derived from the OpenJDK HotSpot -

Xcheck:jni mechanism and adapted to the SubstrateVM architecture. However, not all 

validation functions present in HotSpot’s jniCheck.cpp were implemented in 

SubstrateVM. Several validation helper functions remain unimplemented, including:  

• check_pending_exception 

• add_planned_handle_capacity 

• functionEnter 

• functionEnterExceptionAllowed 

• functionEnterCritical 

• functionEnterCriticalExceptionAllowed 

• functionExit 

• check_jni_wrap_copy_array 

• check_wrapped_array 

• validate_jmethod_id 

Due to architectural differences between HotSpot and SubstrateVM, as well as scope 
constraints of this thesis, these checks were not fully implemented. Furthermore, even for 
validation functions that were implemented, the internal checks do not reach the same 
level of completeness like in HotSpot. For example, HotSport’s checkStaticFieldID and 

checkInstanceFieldID functions perform extensive validation steps, including: 

• verifying whether a field ID corresponds to a static or instance field, 

• checking subclass hierarchy compatibility, 

• ensuring that the field exists in the class metadata, 

• validating field type consistency against the expected JNI type. 

In contrast, the SubstrateVM implementation performs only a subset of these checks. 

The implemented validation verifies null references and basic handle correctness but 

does not perform deep metadata inspection. HotSpot implements JNI validation inside its 

C++ runtime, where metadata like field descriptors are directly accessible. With 

SubstrateVM, some of this data is not accessible at run-time, which limits the validations 

that are possible. 



 
 
 
 

23 
 

6.2. Limited Misuse Scenario Coverage 

Although dedicated manual tests were implemented to verify detection of invalid 

arguments, not all incorrect JNI usage scenarios were exhaustively tested. The test suite 

covers selected misuse cases, such as: 

• reuse of invalidated handles, 

• passing incorrect object types, 

• passing primitive arrays where object arrays are expected, 

• incorrect class handle usage. 

However, additional cases such as incorrect method identifiers, mismatched field 

signatures, incorrect exception state handling, or improper reference lifetime management 

were not tested. 

Moreover, the manual misuse tests were executed within controlled unit test scenarios 

rather than through fully integrated native C code. While this approach is sufficient to 

validate the internal validation routines, it does not simulate every possible misuse 

scenario that may occur in external native libraries. 

6.3. Limited Detection of Native Memory Errors 

The implemented validation mechanism focuses on detecting logical misuse of 

parameters passed to JNIFunctions. It does not detect: 

• native memory corruption, 

• buffer overflows in native code, 

• invalid pointer arithmetic, 

• memory leaks in native libraries. 

Such issues require external native debugging tools (e.g., AddressSanitizer, Valgrind) 

and are outside the scope of JNI validation. 

6.4. Limited Performance Evaluation Scope 

The performance evaluation presented in this thesis provides an estimate of the 

overhead introduced by the validation layer. The evaluation was based on a single JNI 

function GetVersion and executed multiple times to measure the relative difference 

between the validated and non-validated implementation. But this approach does not 

represent the full spectrum of JNI operations. More complex JNI functions involving object 

creation, array manipulation, or field access may exhibit different performance results. 

Additionally, the benchmark focuses on repeated invocation of a single function and does 

not simulate realistic application workloads.  
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6.5. Future Work 

Several improvements can be made to extend and strengthen the validation 

mechanism. As mentioned in the section 6.1. future work may include complete 

implementation of the validation routines presented in HotSpot. This would provide closer 

functional parity with the HotSpot -Xcheck:jni mechanism.  

Second, deeper metadata-level checks such as field offset validation, subtype hierarchy 

enforcement, and method signature verification could be implemented if additional runtime 

metadata exposure is introduced in SubstrateVM. 

Third, future work could further explore the redesign of the JNI object handle storage using 

native memory, as this approach may simplify the implementation of advanced JVMTI 

functionality such as heap inspection and object tagging. 

Fourth, a more comprehensive performance evaluation framework could be developed to 

analyse the overhead of validation under realistic workloads and across multiple JNI 

operations. 

Finally, the validation mechanism could be further refined and integrated into the official 

GraalVM SubstrateVM project, making it available to all users as an official debugging 

feature. 

 

 

 

 

 

 

 

 

 

 

 

 



 
 
 
 

25 
 

7. Conclusion  

The Java Native Interface provides an essential bridge between managed Java code and 
native code written in languages such as C and C++. While JNI enables powerful 
interoperability, it also introduces significant risks due to the lack of runtime argument 
validation. Incorrect usage of JNI functions can lead to undefined behaviour, and difficult-to-
diagnose runtime failures. Unlike the HotSpot JVM, which provides the -Xcheck:jni option for 
detecting such errors, GraalVM Native Image previously lacked an equivalent validation 
mechanism. 

The goal of this thesis was to design and implement a validation mechanism for the JNI 
implementation in GraalVM Native Image, improving the robustness and debuggability of JNI 
interactions. To achieve this, a validation layer was introduced into the SubstrateVM runtime, 
which intercepts JNI function calls and performs safety checks before forwarding execution to 
the original implementation. The validation mechanism was implemented by introducing a 
wrapper class, ValidatedJNIFunctions, which integrates into the existing JNI function table. 
This design enables validation of JNI calls without modifying the core implementation of each 
JNI function individually. Additionally, a configurable hosted option was introduced to allow 
validation to be enabled or disabled at build time, ensuring that validation overhead can be 
avoided in production environments. The implemented validation checks include verification 
of JNI environment correctness, thread, object, handle validation, class and throwable 
validation, and validation of field and array access. These checks were inspired by the 
validation mechanisms used in OpenJDK and adapted to the architectural constraints of 
SubstrateVM. The validation mechanism detects incorrect JNI usage early and produces 
meaningful error messages, significantly improving the debuggability of native image 
applications. 

In addition to the validation mechanism, a prototype redesign of the JNI object handle 
infrastructure was implemented. The redesign separates strong and weak handle storage and 
moves handle entries from the Java heap to native memory, simplifying the internal handle 
representation. This modification represents a first step toward supporting more advanced 
JVMTI functions.  

The correctness and effectiveness of the validation implementation were verified using the 
GraalVM Native Image test. Existing unit tests were executed using mx native-unittest to 
ensure compatibility with the runtime. The results demonstrate that the implemented validation 
mechanism successfully improves the safety and reliability of JNI interactions in GraalVM 
Native Image. It enables early detection of JNI misuse, prevents undefined runtime behaviour, 
and provides clearer diagnostics for developers working with native code. Additionally, 
manually implemented tests were introduced to verify the correct behaviour of validation 
functions in the cases with invalid passed arguments. 

To test the performance of the validation mechanism a new test JNIPerformanceTest was 
introduced which repeatedly calls JNI Function many times and captures the execution time 
with enabled/disabled JNIValidation option.  Overall, the performance evaluation confirms that 
the proposed validation introduces an acceptable overhead while improving the safety and 
debuggability of JNI interactions in GraalVM Native Image. 

In conclusion, this thesis successfully extends the GraalVM Native Image JNI implementation 
with a configurable validation mechanism that enhances robustness and debuggability while 
maintaining compatibility with the existing runtime architecture. The approach integrates 
cleanly into the SubstrateVM design and provides a solid foundation for further improvements 
and potential integration into the official GraalVM project. 
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