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Abstract

ECMAScript supports destructuring for arrays and objects; syntax to decompose arrays
and objects into distinct variables in a way that mirrors array and object construction
through literals. However, it lacks a mechanism to achieve this symmetry between ob-
ject construction and destructuring for more complex cases, e.g. for classes with private
members, or when transformation or validation before destructuring is desirable. The
Extractors proposal addresses this by introducing a mechanism to execute user-defined
logic during destructuring. This allows encapsulated transformation and validation of
data in contexts where existing language functionality is not powerful enough.

Currently, no major runtime implements the Extractors proposal, which is in Stage 1 of
the ECMAScript proposal process. However, as the proposal already provides well-defined
semantics, we implemented the proposal in GraalJS, a Java-based JavaScript engine built
on top of GraalVM, to show its feasibility. We extended the parser to recognize the new
syntax, adjusted AST generation to emit a new node for the special Extractors semantics,
and implemented the runtime behavior of this node. Given the proposal’s early stage,
there is no official conformance suite. Therefore, we developed a custom test suite based
on functional requirements derived from the draft specification.

As a result of this work, users of GraalJS can benefit from the Extractors proposal, and
the feasibility of the proposal within a production engine has been demonstrated. It lays
the foundation for future work, both in the context of GraallS, where potential future
iterations of the proposal can now be implemented more quickly, and in the ecosystem
as a whole, which benefits from our test suite.



Kurzfassung

ECMAScript unterstiitzt Destructuring fiir Arrays und Objekte; eine Syntax, die Ar-
rays und Objekte in einzelne Variablen zerlegt und dabei die Konstruktion von Arrays
und Objekten durch Literale widerspiegelt. Es fehlt jedoch ein Mechanismus, um diese
Symmetrie zwischen Objektkonstruktion und Destructuring auch in komplexeren Féllen
zu erreichen, z. B. bei Klassen mit privaten Attributen oder wenn eine Transformation
oder Validierung vor dem Destructuring erforderlich ist. Das Extractors-Proposal adres-
siert dies durch die Einfithrung eines Mechanismus zur Ausfiihrung benutzerdefinierter
Logik wihrend des Destructurings. Dies ermdglicht eine gekapselte Transformation und
Validierung von Daten in Kontexten, in denen die bestehende Sprachfunktionalitét nicht
ausreichend ist.

Derzeit implementiert keine groffe Laufzeitumgebung das Extractors-Proposal, das sich
im ersten Stadium des ECMAScript-Standardisierungsprozesses befindet. Da das Pro-
posal jedoch bereits eine wohldefinierte Semantik bietet, haben wir es in GraalJS, einer
Java-basierten JavaScript-Engine die auf der GraalVM aufbaut, implementiert. Damit
zeigen wir die Umsetzbarkeit des Proposals. Wir haben den Parser erweitert, um die
neue Syntax zu erkennen, die AST-Generierung angepasst, um einen neuen Knoten fiir
die spezielle Extractors-Semantik zu erzeugen, und das Laufzeitverhalten dieses Kno-
tens implementiert. Aufgrund des frithen Stadiums des Proposals gibt es keine offizielle
Conformance-Suite. Daher haben wir eine eigene Testsuite entwickelt, die auf funktiona-
len Anforderungen basiert, welche aus dem Entwurf der Spezifikation abgeleitet wurden.

Als Ergebnis dieser Arbeit kénnen Nutzer von GraalJS vom Extractors-Proposal profi-
tieren, und die Umsetzbarkeit des Proposals im Kontext einer produktiv verwendeten
Engine wurde demonstriert. Dies legt den Grundstein fiir zukiinftige Arbeiten in diesem
Bereich, sowohl im Kontext von GraalJS, wo potenzielle zukiinftige Iterationen des Pro-
posals nun schneller implementiert werden kénnen, als auch im gesamten Okosystem, das
von unserer Testsuite profitiert.



Contents

Abstract

Kurzfassung

1

2

6

Introduction

Background

2.1 ECMAScript and JavaScript . . . . . . . ... oL oo
2.1.1 Selected JavaScript Features . . .. .. .. .. ... ... .....

2.2 ECMAScript Standardization Process (TC39) . . . . ... ... ... ...

2.3 Truffle and the Graal Compiler . . . . . . ... ... ... ... ......

24 GraalJS . . ..

Extractors
3.1 Motivation . . . . . ..o e e
3.2 Core Specification & Semantics . . . . . . .. ... L 0oL

Implementation

4.1 Parser . . . . . . . .
4.2 GraalJSTranslator . . . . . . . . . . . . . e
4.3 InvokeCustomMatcherOrThrow . . . . . . .. . .. . ... ... ......

Evaluation

5.1 Test Suite Extension . . . . . . . . . . . . ... . ... . e
5.2 Selected Found Defects . . . . . . . . . . . ... ... ...
5.3 Considerations on Completeness and Correctness . . . . . . ... .. ...

Conclusion

List of Figures

List of Listings

Bibliography

10
10
12

16
16
18
20

22
22
23
24

26

27

28

29



Chapter 1

Introduction

ECMAScript currently supports destructuring for arrays and objects. The syntax used
to create array and object literals mirrors the syntax used to decompose them:

Arrays Construction uses an ordered list of values; destructuring retrieves them by po-

sition.
const arr = [1, 21; // Construction
const [x, y] = arr; // Destructuring (x =1, y = 2)

Objects Construction uses named properties; destructuring retrieves them by name.

const obj = { a: 1, b: 2 3}; // Construction
const { a, b } = obj; // Destructuring (a =1, b = 2)

However, this symmetry does not consistently extend to user-defined classes and more
complex objects in general. While a class constructor defines a clear path for instance
creation, there is no counterpart for instance destructuring. Without making assumptions
about the internal structure of classes, existing destructuring patterns can’t be used. For
example, a class exposing values only through methods makes destructuring with the
existing mechanisms impossible.

The Extractors proposal [13] adds a third destructuring pattern, introducing the possi-
bility of invoking user-defined logic as part of the destructuring process. For example,
this enables a class to define an inverse operation to its constructor, to be invoked during
destructuring. Consider the class in Listing 1.1, using a hypothetical extractor method
to illustrate the concept®.

Listing 1.1: Class with an extractor instance method, which reverses the constructor.

class Point {
#x; #y; // # prefix denotes private fields
constructor(x, y) {
this.#x = x;
this.#y

y;
}
extractor() {
return [this.#x, this.#y];

3

INote that this class is simplified for clarity and differs from the proposal in how the extractor method
is defined in detail. See Listing 3.1 for an adjusted version.
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By defining how the object should be unpacked, the class is valid in this new destructuring
pattern and we call it an Extractor. Both directions of data flow are now supported:

const point = new Point(13, 37); // Construction
const Point(x, y) = point; // Destructuring (x = 13, y = 37)

The return value of the object’s extraction logic (the extractor method in Listing 1.1)
is used instead of the object itself to supply the values consumed in the destructuring
process.

At the time of writing, the Extractors proposal is at Stage 1 of the TC39 standardiza-
tion process. Production engines typically delay implementation until the specification
stabilizes at Stage 2.7 or 3 [14], since proposals may change significantly in the early
stages. However, we felt that the proposal’s core semantics have stabilized sufficiently to
warrant an initial, experimental implementation. Even if changes may make adaptations
necessary, the produced work should still remain useful as a basis to build on.

The primary contribution of this work is a functional, experimental implementation of
the proposal within the GraalJS engine [2]. GraalJS is built on the Truffle framework [15],
which allows defining AST and bytecode interpreters and provides a DSL to simplify the
specialization of AST nodes. It is based on GraalVM [3], which enables JIT-compilation
of guest languages, such as JavaScript in this case.

The GraalJS pipeline from source code to execution is shown in Figure 1.1. GraalJS uses
two AST representations, at two levels of abstraction: One at the language level (con-
cerned with syntax) and one at the runtime level (concerned with execution behavior).
When GraalJS is given a JavaScript source file, it is first transformed by the parser into
an AST, closely matching the input syntax. This AST is then translated into an AST
of Truffle nodes, which represent actual runtime behavior. The Truffle nodes recursively
execute each other; executing the root node initiates script execution.

+ JavaScript Code :*)[ Parser ]—T[ Translator ]T[Truﬂie Interpreter]

Parser AST Truffle AST

Figure 1.1: GraalJS pipeline from source code to execution, with two edge nodes repre-
senting notable data structures in the process.

The technical work in implementing the proposal encompasses this entire GraallS
pipeline: From modifying the parser to resolve syntactic ambiguities between Extrac-
tors and function calls, to implementing the AST transformations into special Truffle
nodes, and implementing the runtime behavior of the new destructuring pattern. To
ensure correctness in the absence of an official conformance suite, we also developed a
targeted test suite based on functional requirements derived from the draft specification.

The remainder of this thesis is structured to guide the reader from the theoretical foun-
dations to the practical realization of the feature. Chapter 2 establishes the necessary
context regarding JavaScript, the TC39 standardization process, and the architecture
of the GraalJS engine. Chapter 3 details the proposal itself, discussing the motivation
for the feature and deriving functional requirements that an implementation should ful-
fill. Chapter 4 documents the technical challenges encountered in parsing and executing
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Extractors, while Chapter 5 describes the testing methodology and highlights specific
defects discovered during development. Finally, Chapter 6 summarizes the findings and
offers an outlook on future work required as the proposal matures.

Al Usage Declaration
1. GitHub Copilot was used for inline completions during the implementation phase.

2. Gemini 3 Pro was used during the writing process for literature search, initial drafts
and proof-reading.



Chapter 2

Background

This chapter establishes the terminology and technical foundations necessary for under-
standing the implementation of the Extractors proposal. We first clarify the distinction
between the JavaScript language and the ECMAScript standard and review some fea-
tures of modern JavaScript in Section 2.1. We then discuss the standardization process
in Section 2.2, outlining the stages a proposal must traverse before becoming part of the
standard. Finally, we introduce the specific implementation platform used in this thesis:
First Truffle and the Graal Compiler as the basis in Section 2.3, followed by GraalJS in
Section 2.4.

2.1 ECMAScript and JavaScript

A distinction needs to be made between the governing standard called ECMAScript and
the programming language called JavaScript. ECMAScript refers to the formal specifica-
tion (ECMA-262, [12]). JavaScript is the common name for the programming language
described by this standard, with different execution engines such as V8 [16], Spider-
Monkey [11], or GraalJS [2]. These engines may vary in their internal architecture or
performance characteristics' and, as in cases such as this thesis, in their implementation
of various non-standard (or not-yet-standard) features.

JavaScript is the dominant programming language of the web by far. As of 2024, it is
utilized as a client-side programming language by approximately 98.9% of all websites?.
While originally designed for browser-based scripting [17], the advent of runtimes such as
Node.js and embeddable engines such as GraalJS has expanded its utility to server-side
development [1] and embedded devices [4]. As such, it is now among the most widely
used programming languages in the world?.

2.1.1 Selected JavaScript Features

Since some familiarity with JavaScript is required for later sections, a number of specific
features of modern JavaScript will be reviewed [12]. While the language shares some
syntactic heritage with e.g. C and Java, its dynamic nature has motivated some syntax
constructs that may look foreign to developers unfamiliar with the language.

1See e.g. [10] where the same JavaScript code optimizations produce very different performance results
across different engines.

2https://w3techs.com/technologies/details/cp-javascript, accessed December 2025

Shttps:/ /survey.stackoverflow.co/2025 /technology, accessed December 2025, where JavaScript is in the
top 3 for all categories of respondents.
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Property Accessor Syntax Objects can be constructed using the object initializer
syntax, as in

const o= { a: 1, b: 'b", c: { /*x ... %/ } };

The traditional way to access an object’s properties is through the dot notation, as may
be familiar from e.g. Java class members.

o.a; // 1
0.b = 2;

Alternatively, properties can be accessed via the bracket notation, often reserved for array
access in other languages such as Java. This allows arbitrary expressions to be used to
compute the name of the property to be accessed.

o['a'l; // 1

function getPropertyName() { return 'b'; }

o[getPropertyName()] = 2;

Computed Property Names Similar to the bracket notation when accessing proper-
ties, computed property names allow specifying an expression in square brackets that
will be evaluated in place of the property name:

const o = { a: 1, [getPropertyName()]: 'b', ['c']: { /* ... */ } };
o.b; // 'b'
o.c; // { /x ... */ }

Binding and Assignment Binding is the introduction of a new identifier with an as-
sociated value, generally into the current scope. This is in contrast to assignment, which
merely changes a value (e.g. of an existing binding, or of an array value, etc.).

let ident = 'some value'; // Binding: "ident” is introduced into the scope
ident = 'some other value'; // Assignment

function f(a, b, ¢) { /* Binding: "a"”, "b" and "c" x/ }

try { /x ... x/ } catch (err) { /x Binding: "err"” %/ }

Importantly, the Left-Hand Side (LHS) of an assignment may also be a property accessor
(as seen in previous examples), while bindings are more restrictive.

const arr[@] = 'some value'; // Error

Destructuring Syntax The destructuring syntax allows unpacking object properties
and array values into separate variables, mirroring the syntax used to construct them.
It also allows specifying default values and, in the case of object properties, defining an
alternative name for specific variables.

const arr = [ 1, undefined, '3' J;

const [ x, y =2, z 1= arr;

X;y; z; // x=1,y=2,z="3"

const obj = { a: 1, b: 'b', c: undefined };

const { a, b: newNameForB, c¢c = 3 } = obj;

a; newNameForB; c; // a = 1, newNameForB = 'b', ¢ = 3

While these examples demonstrated binding destructuring, assignment destructuring is
also possible, with the same viable assignment targets.

let x, y = { value: undefined }, z = [1;
[ x, y.value, z[0] ] = arr;
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Symbols & Well-Kknown Symbols Symbols are JavaScript primitives that are guar-
anteed to be unique (other primitives include e.g. number or undefined). The Symbol
built-in object provides a constructor which returns such symbol primitives, optionally
associated with a name.

const x = Symbol();
const y = Symbol('foo'); // with x !==y
const z = Symbol('foo'); // with y !==z

The Symbol built-in has a number of static properties, all of them Symbols, which are
called well-known Symbols. These properties are defined by the specification, and al-
low developers to customize the language’s behavior. For example, if an object has a
Symbol.hasInstance method, this method will be used in instanceof checks against it.

// object that pretends that everything is an instance of it
const impostor = {
[Symbol.hasInstance](instance) {
return true;

3
b
'a' instanceof impostor; // true
1 instanceof impostor; // true

[1 instanceof impostor; // true

Iterators & Iterables An object is iterable if it implements a method identified by
the well-known Symbol.iterator which returns an iterator object. This iterator must
implement a next() method that returns a result object with value and done properties.

const iterable = {
[Symbol.iterator]() {

let i = 0;

// Returns an iterator

return {

next() {

if (i < 2) return { value: i++, done: false };
return { value: undefined, done: true };

1

3
This protocol is utilized in many places instead of just accepting arrays, such as in

for...of loops, or as the Right-Hand Side (RHS) in array destructuring.

for (const x of iterable) { /x 0, then 1 %/ }
const [a, b, c] = iterable; // a =0, b =1, ¢ = undefined

2.2 ECMAScript Standardization Process (TC39)

The evolution of the ECMAScript standard is managed by Technical Committee 39
(TC39) of Ecma International [14]. TC39 is composed of experts from different fields
and organizations, including the major browser vendors Google, Mozilla, Apple, and
Microsoft.

New language features must pass through a stepwise development process before being
added to the official standard. This process is designed to “provide guidelines for evolving
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a language addition from an idea to a fully specified feature” [14] and encompasses five
stages:

Stage 0 serves as a space for exploring ideas without strict technical requirements. Gen-
erally, non-members will create proposals at this stage and refine them until a com-
mittee member takes over the development of the feature.

Stage 1 signifies that the proposal is under consideration by the committee, but there
is still work to be done in designing the solution. At this stage, major changes are
still possible, but an initial specification text including key algorithms and semantics
is in place.

Stage 2 proposals have a narrowed solution space, and committee members refine the
specification text until it is seen as complete at Stage 2.7. In addition, Stage 2.7
represents the point at which the comprehensive test suite (Test262) is expected to
be extended to cover the feature.

Stage 3 signals that the solution is complete and ready for production-grade implemen-
tations by engines. Changes are only expected in response to feedback from these
implementations.

Stage 4 is reached if there are at least two independent implementations by major ven-
dors that pass the acceptance tests. At this point, the feature is expected to be
included in the next edition of the standard.

2.3 Truffle and the Graal Compiler

The Truffle Language Implementation Framework [5, 15] is a system for building pro-
gramming language interpreters. It uses a unique architectural approach allowing for high
performance with comparatively little effort on the side of the language implementor. A
language implementor parses code into an Abstract Syntax Tree (AST) of Truffle Nodes.
The implementors can then create specializations of AST nodes based on input types and
other properties, e.g. providing specializations of an Add Node to both handle addition
of integers and concatenation of strings. At runtime, nodes can replace themselves with
specializations matching the input types.

Listing 2.1 is an example of such a node, with specializations for the cases where both
operands are either longs, Strings, or BigIntegers. Note the performance-oriented spe-
cialization on longs: if an overflow occurs, Math.addExact throws a ArithmeticException
and Truffle rewrites the node to a more generic (and less performant) form*. In addition
to specializations based on parameter types, guards can be used to provide custom con-
ditions that determine which specialization should be selected at runtime, such as the
isString(left, right) guard that ensures the string specialization is only used when
both operands are strings.

Additionally, the Graal Compiler (a Just-In-Time compiler for the JVM [6]) has infor-
mation about the AST of Truffle Nodes, and can provide better peak performance by
selectively transforming parts of the program into compiled code at runtime [18]. It does
this through a process called Partial Evaluation [18], where stable parts of the AST
(i-e. nodes which are not expected to re-specialize) are compiled to optimized machine
code.

4We use BigInteger for simplicity in the example, but for the specialization to work it would need
to be a wrapper that handles conversion from long to BigInteger.
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Listing 2.1: Specializations of a sample Add Truffle Node.

@Specialization(rewriteOn = ArithmeticException.class)

public static long doLong(long left, long right) {
return Math.addExact(left, right);

}

@Specialization(guards = "isString(left, right)")

public static String doString(Object left, Object right) {
return left.toString() + right.toString();

}

@Specialization(replaces = "dolLong")

public static BigInteger doBigInteger(BigInteger left, BigInteger right) {
BigInteger result = add(left, right);
return new Biglnteger(result);

2.4 GraaldS

The implementation platform for this thesis is GraalJS, an ECMAScript-compliant engine
developed by Oracle Labs [2]. GraalJS is implemented in Java and built using the Truffle
framework (see Section 2.3). It serves as the modern successor to previous Java-based
JavaScript engines, namely Rhino (Mozilla, [9]) and Nashorn (OpenJDK, [7]). Because
GraalJS runs on the JVM, it can share memory and object references directly with a
host Java application without the serialization overhead typically associated with Foreign
Function Interfaces [19]. An overview of the relevant subset of the GraalJS pipeline from
source code to execution is given in Figure 1.1.

The first component we consider is the Parser®, which converts input JavaScript code
into an intermediary AST. The produced AST Nodes are language-focused, repre-
senting JavaScript constructs as they appear in the source. For example, this AST
might contain Nodes representing function calls as CallNodes—i.e. someFunction(a) as
CallNode(someFunction, a)—without considering specific semantics such as special be-
havior for certain functions.

Following this, a Translator component® converts this AST into another AST made up of
executable Truffle Nodes. As opposed to the intermediary AST produced by the Parser,
the Truffle AST is now execution-focused; its Nodes represent actual operations that are
executed at runtime. For example, a CallNode will be transformed to one of several more
specific Nodes depending on the content. For example, super(), import(), eval() and
Extractors are each parsed as a CallNode, but since each of them needs special runtime
behavior they get translated into different Truffle Nodes.

These Truffle Nodes specify their own runtime behavior as member functions (option-
ally with multiple specializations as discussed in Section 2.3) and are executed by
calling one of the member functions. For example, at runtime, a Node resulting from
import('some-module.js') will load the file at the given path as a module, while a

Shttps://github.com/oracle/graaljs/blob/master/graal-js/src/com.oracle.js.parser/src/com/oracle/js/
parser/Parser.java

Shttps://github.com/oracle/graaljs/blob/master/graal-js/src/com.oracle.truffle.js.parser /src/com/
oracle/truffle/js/parser/GraalJSTranslator.java


https://github.com/oracle/graaljs/blob/master/graal-js/src/com.oracle.js.parser/src/com/oracle/js/parser/Parser.java
https://github.com/oracle/graaljs/blob/master/graal-js/src/com.oracle.js.parser/src/com/oracle/js/parser/Parser.java
https://github.com/oracle/graaljs/blob/master/graal-js/src/com.oracle.truffle.js.parser/src/com/oracle/truffle/js/parser/GraalJSTranslator.java
https://github.com/oracle/graaljs/blob/master/graal-js/src/com.oracle.truffle.js.parser/src/com/oracle/truffle/js/parser/GraalJSTranslator.java
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Node resulting from eval('hello world') will initiate execution of its arguments as
JavaScript code.



Chapter 3

Extractors

As introduced in Chapter 1, the Extractors proposal adds a new kind of destructuring
form alongside array and object destructuring.

const [y] = [x1; // Array destructuring
const {y } ={ x3; // Object destructuring
const Foo(y) = x; // Extractors

Any object is considered an Extractor, viable for usage in this new pattern, if it has a
certain method that describes how it should be extracted. An example of such an object
was given in the form of a class in Listing 1.1. However, this example class was simplified
in two important ways:

m The actual proposed method name is Symbol.customMatcher, as opposed to
extractor, a new well-known Symbol introduced as part of the proposal.

m The extractor method was an instance method. In the actual proposal the Extractor
itself needs to have the method; i.e. if the class itself should be usable as an Extractor,
as opposed to instances of it, the method needs to be static.

A version of this example where these simplifications were undone, i.e. one which follows
the proposal exactly, can be seen in Listing 3.11.

This chapter goes into more detail on the goals of this proposal, the syntax, and the
semantics. We begin by discussing the motivation behind the proposal in Section 3.1.
Following this, we lay the groundwork for the implementation by elaborating on the core
specification and semantics in Section 3.2, laying out the functional requirements we will
later use in the evaluation phase.

3.1 Motivation

As illustrated in Chapter 1, there is an asymmetry between the mechanisms used to
create data structures and those used to consume them. In this section, we will go into
more detail on why existing mechanisms are insufficient, and how this is addressed by
the proposal. Consider the case where a point is given in the form of a plain JavaScript
Object, and it should be destructured. This is possible with object destructuring.

const simplePoint = { x: 13, y: 37 };
const { x, y } = simplePoint; // x === 13, y === 37

But if points are given in the form of a class where e.g. property values are private,
destructuring is no longer possible

INote that a computed property name is necessary to define a property name as a Symbol; see Sec-
tion 2.1.1.

10
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Listing 3.1: Adjusted version of Listing 1.1, using the proposed method name and making
it static.

class Point {
#x; #y; // # prefix denotes private fields

constructor(x, y) {
this.#x = x;
this.#y = y;

3

static [Symbol.customMatcher](subject) {
return [subject.#x, subject.#y];
3
3

const point = new Point(13, 37);
const Point(x, y) = point; // calls Point[Symbol.customMatcher](point)

const point = new Point(13, 37);
const { x, y } = point; // x, y === undefined

The Point class could define a view method to keep its internals opaque but still allow
access in this context, which can then be used for further destructuring.

const point = new Point(13, 37);
// assume that this returns an array [x, y]
const [x, y]l = point.components();

But this is not as powerful because it is not valid in all binding situations, unlike de-
structuring. For example, while the plain point object permitted destructuring in function
parameters, this is not possible with a view method.

function f({ x, y }) { /*x x and y available %/ } // f(simplePoint)
function f(point.components()) { /* ... %/ } // Error!

The closest one could get with such a view method on the opaque Point class would
either:

m require polluting the function body with parameter-handling logic:

function f(point) {
const [x, y] = point.components();
// ...

3

® or, require misusing default parameters:

function f(point, [x, y] = point.components()) {
/] ...

3
f(point); // Equivalent to f(point, undefined);

This would work by accepting a second parameter, which callers should always leave
undefined. In that case the default value for that parameter will always be evaluated.



3 Extractors 12

The proposal addresses this by introducing a mechanism to allow developers to define a
special method on arbitrary objects, the result of which will be used for destructuring.
With the addition of this method we can write

function f(Point(x, y)) { /x ... =/ }

which is just as expressive as destructuring of plain objects, but backed by user-defined
logic. With this addition, the proposal allows for destructuring-time:

m Validation, through the ability to verify that a subject (the object being destructured)
conforms to specific constraints before attempting extraction.

m Transformation, by giving the capacity to convert complex objects (e.g., a custom
class) into simple array and object representations (usually the constructor argu-
ments) seamlessly during binding or assignment.

m Encapsulation, enabling views into an object’s state without exposing its internal
storage layout, even in contexts where a regular method call would not be syntacti-
cally valid.

3.2 Core Specification & Semantics

Given the proposal’s early stage in the TC39 process, details in the specification are still
subject to change. For this reason, we will outline functional requirements that need to
be fulfilled for an implementation of the proposal, rather than overly focusing on formal
specification details.

Extractor patterns First, we will consider the syntactic requirements of Extractors
themselves. An Extractor pattern consists of a qualified name and a parenthesized list of
elements. The following is a list of functional requirements in regard to this syntax:

m The Extractor name may be an identifier reference (optionally specifying this or
super), as in

const this.Foo(y) = x;
It may also contain object property accesses (including array accesses), as in
const Foo[0].Bar(y) = x;

m The parenthesized list may contain everything that an array destructuring pattern
may also contain, which depends on whether it is a binding or assignment context
as described in Section 2.1.1. This means that in binding patterns the elements must
be simple identifiers:

const Point(x, y) = p;
const Point(obj.x, arr[@]) = p; // Error!

While in assignment patterns they may e.g. contain object property accesses:

Point(x, y) = p;
Point(obj.x, arr[0]) = p;

Importantly, this includes other, nested Extractors.

const Line(Point(x1, y1), Point(x2, y2)) = line;
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Next, we will consider requirements around where Extractor patterns are valid. Specifi-
cally, they are valid in all binding and assignment patterns (i.e. in all places where e.g.
array destructuring would also be valid). Nevertheless, also because these requirements
are later used to ground the evaluation in Chapter 5, we will formulate more explicit
requirements around the integration into existing syntax.

m Extractors must be integrated into the existing assignment and binding patterns such
that statements such as

const Foo(y) = x; // Binding
Foo(y) = x; // Assignment

are valid.
m They must also be valid as function parameters, as found in

e function declarations and expressions

function draw(Point(x, y)) { /x ... x/ }
const f = function draw(Point(x, y)) { /* ... x/ };

e arrow functions (whose parameters must be parenthesized to avoid ambiguity
with function calls)

const f = (Point(x, y)) =>{ /* ... *x/ };
e object methods; class constructors and setters

class Shape {

set center(Point(x, y)) { /* ... */ }
constructor(Point(x, y)) { /> ... */ }
draw(Point(x, y)) { /* ... %/ }

3

const obj = { method(Point(x, y)) { ... } 3};

m They must be valid in iteration statements
for (const Point(x, y) of pointList) { /* ... */ }
for await (const Point(x, y) of pointStream) { /x ... %/ }
for (const Key(k) in object) { /x ... %/ }

for (let Point(x, y) = start; /* ... x/) { /* ... %/ }
m They must be valid in catch clauses
try { /x ... x/ } catch (ErrorExtractor(error)) { /x ... x/ }

m But they must not be valid outside of assignment (assignment expressions) and bind-
ing (variable declarations, function parameters, ...) patterns, where they would ei-
ther be meaningless or invite confusion with regular function calls.

m Extractors may appear inside destructuring patterns, but not as a rest element (last
line in the following example).

const [Point(x, y)] = listOfPoints;
const { center: Point(x, y) } = shape;
const [...Point(x, y)] = iterable; // Error

Extractor runtime semantics Extractors behave analogously to array destructuring
at runtime, both in binding and assignment contexts. The major difference is that array
destructuring already starts with an iterable to be destructured (the subject), whereas
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Extractors need to first transform the subject into an iterable using the user-defined
[Symbol.customMatcher] method.

This transformation is specified in the InvokeCustomMatcherOrThrow(matcher, subject)
abstract operation®, an overview of which is given in Figure 3.1. Abstract operations are
internal algorithms defined in the ECMAScript specification to specify the semantics of
language constructs in a reusable form, but they are not directly exposed to user code.

const | Foo | (y) = E;

const Foo = {

not an Object .- [Symbol.customMatcher](subject) {
TypeError <€ R /...
\" }
\ R

[ f = Foo[Symbol.customMatcher] ]’

undefined i i
TypeError < ’_____equlvalent to f(x) with

\ 4 Y ¥
[result = f.call(Foo, x)]-""

TvbeError <€ not an Object ’for consistency with e.g.
yp A <" array destructuring etc.

Y )
[return iterator over result]- """"

Figure 3.1: Flowchart of the InvokeCustomMatcherOrThrow Abstract Operation, where
Foo is an Extractor and x the subject.

In precise terms, where matcher is the Extractor, i.e. the Foo in const Foo(y) = x;, and
subject the RHS:

1. If matcher is not an Object, throw a TypeError.
2. Let f be matcher[Symbol.customMatcher]?; if it is undefined throw a TypeError.

3. Let result be f.call(matcher, subject); if it is not an Object, throw a TypeError.
(The call method of function instances calls the respective function with the first
argument as its this value, and passes on the remaining arguments.)

4. Return an iterator over result. (Since array destructuring also works with an iterable
as the value to be destructured, this ensures consistency.)

Given these semantics, an Extractor statement such as
const Foo(y, z) = x;
may be equivalently reformulated to the array destructuring assignment

const [y, z] = InvokeCustomMatcherOrThrow(Foo, x);

2Tt should be noted that InvokeCustomMatcherOrThrow also takes a third argument, that is not
mentioned here. The specification notes that there isn’t yet a consensus on whether or not it is
needed. While we implemented it to align with the current specification, we leave it out here to avoid
confusion.

3Note that the bracket property accessor syntax is necessary here; see Section 2.1.1.
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and further, leaving out edge case and error handling and inlining the call,
const [y, z] = Foo[Symbol.customMatcher].call(Foo, x);

However, while this reformulation as a function is convenient as a demonstration of the
runtime semantics, it should be noted that it cannot cover the entire usage space of the
Extractors proposal. For example, it cannot represent Extractors in binding contexts
that are not variable declarations, such as function parameters or the catch clause.



Chapter 4

Implementation

This chapter details the technical realization of the Extractors proposal within the
GraalJS engine. The implementation touches multiple layers of the engine’s architec-
ture: the parser, the AST translator, and the runtime execution nodes. We first describe
the parser modifications required to disambiguate Extractors from function calls in Sec-
tion 4.1. Next, we examine the translation process that converts the Parser AST nodes
into executable Truffle nodes in Section 4.2. Finally, we cover the runtime behavior,
specifically the InvokeCustomMatcherOrThrow operation that drives the extraction logic
in Section 4.3.

4.1 Parser

The primary challenge in parsing Extractors is syntactic ambiguity. To a parser, an
Extractor pattern such as Foo(a, b) is syntactically identical to a function call. In
standard ECMAScript, a function call is not a valid LHS expression for an assignment
(e.g., f(O = x throws a ReferenceError). With this proposal, however, such expressions
become valid assignment and binding targets. Notably, we chose not to introduce a new
Parser AST Node for Extractors, but to re-use the existing node already being parsed for
function calls. There is no ambiguity—an Extractor will never appear in a place where
a function call would have also been valid.

Assighment To accommodate Extractors in assignment expressions, e.g. Foo(a,
b, ¢) = x where a, b and c are existing identifiers, we need to modify the
verifyAssignment(lhs, op, rhs) method in the Parser. This method is responsible for
parsing expressions of the form {1hs} {op} {rhs}, where op is one of the various assign-
ment operands (=, +=, ...). When the Parser encounters a function call node (CallNode)
as the LHS of a regular assignment, it no longer immediately rejects it. Instead, the
Parser treats a CallNode on the LHS as the start of a destructuring pattern.

The validation of destructuring assignments is handled in verifyDestructuringAssign
mentPattern, which previously only accepted array and object literals and was thus also
extended to handle CallNodes. An overview of the existing process with these modifica-
tions is given in Figure 4.1. Note that this doesn’t consider parsing of the RHS, since
no relevant adjustments were necessary to accommodate Extractors. The primary mod-
ification was to VerifyDestructuringPatternNodeVisitor, a construct which validates
destructuring patterns by recursively visiting nodes and their children. It rejects with an
error when an unhandled node type is visited (previously e.g. CallNodes) or when the
visitation logic throws (when the node is handled but invalid in the current context). We
modified it to also handle CallNodes, recursively handling the “parameters” in the same

16
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way elements of an array or object literal (for the other destructuring forms) would be
handled.

verifyAssignment(lhs, op, rhs)

if op is a regular assignment and lhs is an an object
node or an array literal node or a function call node

verifyDestructuringAssignmentPattern(lhs)

!

VerifyDestructuringPatternNodeVisitor

i

—>» handle object node

—>» handle array literal node v
—>» handle function call node —>» handle list of nodes

\4

handle other nodes. ..

Figure 4.1: Tllustration of the relevant parsing logic flow for assignments, adjustments
highlighted in cursive.

Variable Declarations Similar modifications were required to support Extractors in
variable declarations, as in const Foo(x) = vy;. Previously, the relevant parsing
method (variableDeclarationList) would parse the LHS of a variable declaration using
bindingIdentifierOrPattern, which expected either a simple identifier or a standard
destructuring pattern (an array or object literal). We loosened this constraint to parse
the broader leftHandSideExpression, which includes CallNodes.

In subsequent parsing steps, parsing proceeds very similarly to an assignment expression.
In particular, VerifyDestructuringPatternNodeVisitor, as seen in Figure 4.1, is used
again, allowing for logic re-use.

Other Bindings As elaborated in Section 3.2, Extractors are valid in all binding situ-
ations, not just in variable declarations. All bindings support destructuring, and as such
eventually go through VerifyDestructuringPatternNodeVisitor, where our changes will
take effect.

Nevertheless, the parse functions for the catch clause of a try statement, and function
parameter bindings required additional adjustments as they each had additional checks
before delegating to the destructuring pattern parse logic. In both cases, the checks were
similar to the following;:

if (currentTokenIsIdentifier()) {
// parse an identifier as the parameter
// e.g. a in f(a, b, ¢)
} else {
// parse a destructuring pattern, which may start either with [ or {
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// e.g. [c]l in f{ a, b }, [cD)
3

Since destructuring patterns can now also start with an identifier, lookahead checks! were
implemented to differentiate between the start of a binding identifier and a destructuring
pattern in these contexts, replacing the simple current token check.

Feature Flag Given the experimental nature of the proposal, support for Extractors
was implemented as an opt-in feature at the parser level, disabling the new behavior
by default. This ensures that the new syntax does not interfere with parsing in default
environments that do not expect it.

The configuration is exposed as a GraalJS option with the name js.extractors. The
method of setting or changing these options depends on the manner in which GraallJS
is invoked. When used from Java Code using GraalVM’s Polyglot API [§], a Context? is
used to represent the global state of languages, including language-specific options:

Context context = Context.newBuilder("js")

.option("js.extractors”, "true")
.build();
context.eval("js", "/x JS code using Extractors goes here %/");

From there, options are propagated downwards to the respective components of the
engine. In this case, the Parser needs to act on the option:

1. The option is defined in JSContextOptions.
2. From there it is passed through JSLanguageOptions into JSParserOptions.

3. Finally, it is consumed by GraalJSParserHelper to construct a ScriptEnvironment,
which then serves as the source of truth for the Parser’s capabilities.

The flag is then used as a strict guard: modifications that permit previously invalid
syntax—e.g. allowing CallNodes in the LHS—are ignored unless this flag is explicitly set.

4.2 GraalJSTranslator

Once the AST is parsed and verified, as described in Section 4.1, the GraalJSTranslator
converts it into a tree of executable Truffle nodes. While the Parser needed several mod-
ifications to handle assignments and the various binding types, this logic is consolidated
in the Translator: All relevant code paths (regular assignment, variable declaration, . ..)
end up relying on a single method, transformAssignment, to handle the assignment of
a value to a (potentially new) reference. There is thus no need to differentiate between
binding and assignment contexts here.

An overview of the transformAssignment method, with changes highlighted, is given
in Listing 4.1. The required changes were minimal since the method primarily delegates
transformation to other methods, based on the tokenType of the LHS. Given that Extrac-
tors are parsed as CallNodes, we extended the relevant switch case with a disambiguation
to handle these nodes in particular, and then delegated transformation to a new method,
transformAssignmentExtractor.

IThe parser generally looks only at the current token in the input, consuming it in the process. But
disambiguating certain language constructs may necessitate inspecting more of the (future) input
without consuming it.

2https:/ /www.graalvm.org/sdk/javadoc/org/graalvm/polyglot /Context.html
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Listing 4.1: Simplified representation of the transformAssignment method of
GraalJSTranslator, transforming a node of the Parser AST into a
Truffle Node.

TruffleNode transformAssignment(ParserNode lhs, TruffleNode assignedValue) {
switch (lhs.tokenType()) {
case ARRAY:
return transformDestructuringArrayAssignment(lhs, assignedValue);
case OBJECT:
return transformDestructuringObjectAssignment(lhs, assignedValue);
case IDENT:
if (lhs instanceof CallNode) {
return transformAssignmentExtractor(lhs, assignedValue);
} else {
return transformAssignmentIdent(lhs, assignedValue);
3
break;
/] ...

The core logic of transformAssignmentExtractor is straightforward and represented
in Listing 4.2. We pass this method a CallNode, which usually contain a func-
tion and a number of arguments. In our case, the “function” is an Extractor object
(extractor on Line 2, converted to a Truffle node with the transform method) and
the arguments (args on Line 3) are variables to be assigned to. Next, on Line 5, a
InvokeCustomMatcherOrThrowNode is created from the Extractor object and the assigned
value; as per convention, this is done through a factory method. This node behaves as
outlined in Section 3.2, calling the [Symbol.customMatcher] method on the Extractor
object, with the assigned value as the argument, and evaluates to the result of that call.
This invokeCustomMatcherOrThrowNode is then used as the source iterator for array de-
structuring on Line 6, with the arguments of our fake function (the Extractor) as the
assignment target.

Listing 4.2: Simplified representation of the core logic in the transformAssignmentExt
ractor method of GraalJSTranslator.

TruffleNode transformAssignmentExtractor(CallNode coverCallNode, TruffleNode
< assignedValue) {
final TruffleNode extractor = transform(coverCallNode.getFunction());
final List<ParserNode> args = coverCallNode.getArgs();

final TruffleNode invokeCustomMatcherOrThrowNode =

— factory.createInvokeCustomMatcherOrThrow(extractor, assignedValue);
return this.transformDestructuringArrayAssignment(args,

<, invokeCustomMatcherOrThrowNode) ;
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The transformDestructuringArrayAssignment method called on Line 6 then proceeds
to handle the assignment as if it were regular array destructuring. A high-level view of
the method is given in Listing 4.3. It iterates through the LHS (extractor) and RHS
(assignedValue) elements pairwise, generating assignment nodes for each pair. Notably,
while the LHS is an array of expressions that are known at compile-time (Line 4) the RHS
is a runtime iterator and thus runtime nodes are needed to iterate through it (Line 5).
In the case of the call from transformAssignmentExtractor, this would be the iterator
returned by the InvokeCustomMatcherOrThrowNode.

Listing 4.3: Simplified representation of the transformDestructuringArrayAssignment
method of GraalJSTranslator.

TruffleNode transformDestructuringArrayAssignment(List<ParserNode> elements,
< TruffleNode assignedValue) {
final List<TruffleNode> initElements = new TruffleNode[elements.size()];
for (int i = 0; i < elements.size(); i++) {
final ParserNode lhs = elements.get(i);
final TruffleNode rhs =
«, factory.createlteratorGetNextValue(assignedValue);
initElements[i] = transformAssignment(lhs, rhs);

b

return factory.createBlock(initElements);

4.3 InvokeCustomMatcherOrThrow

The runtime behavior is encapsulated in the InvokeCustomMatcherOrThrowNode, which
is emitted for assignments involving Extractors as seen in Section 4.2. This node im-
plements the specific algorithm defined in the proposal for retrieving and executing the
custom matcher, described in Section 3.2. The InvokeCustomMatcherOrThrowNode con-
tains only a single specialization, the core of which is seen in Listing 4.4. As opposed to
previous sections, this is now runtime code: The method accepts JavaScript Objects as
arguments (and not e.g. Parser or Truffle nodes, as previously encountered) and returns
an IteratorRecord (a runtime representation of the JS objects making up an iterator).

The property Symbol.customMatcher is accessed from the matcher object, ensuring it’s
a function, on Line 2. This is done through getCustomMatcherNode, which is defined
in the constructor as GetMethodNode.create(Symbol.SYMBOL_CUSTOM_MATCHER), where
SYMBOL_CUSTOM_MATCHER is a property that was added to the global Symbol object. On
Line 12 this method is then executed with the matcher object as the this-value, and the
subject as the sole argument. The result is expected to be iterable, and an iterator over
it is then returned on Line 14.

It should be noted that this implementation contains a deviation from the specifica-
tion® concerning the behavior when the object does not have a [Symbol.customMatcher]
method. In current standard ECMAScript, when evaluating the assignment f() = x, a
ReferenceError is thrown. However, in non-strict mode, the function f is called before

3See e.g. discussion in issue https://github.com/tc39/proposal-extractors/issues/34 (accessed Decem-
ber 2025)
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Listing 4.4: Simplified representation of the only specialization on InvokeCustomMatch
erOrThrowNode.

IteratorRecord invokeCustomMatcherOrThrow(Object matcher, Object subject) {
final Object f = this.getCustomMatcherNode.executeWithTarget(matcher);
if (f == Undefined.instance) {

if (this.isStrict) {
throw Errors.createTypeError(”"matcher does not have
— Symbol.customMatcher method”);

} else {
this.callNode.executeCall(Undefined. instance, matcher);
throw Errors.createReferenceError(”cannot assign to function
- call");

}

final var result = this.callNode.executeCall(matcher, f, subject);

return getIteratorNode.execute(result);

throwing the error. The Extractors proposal (as currently specified) would change this
behavior, since f() = x would be parsed as an Extractor statement, and f would never be
called regardless of strict vs. non-strict mode. This could break legacy code that relies on
side-effects from the function call. As suggested in the linked discussion, our implemen-
tation thus behaves differently depending on mode. In strict mode, a ReferenceError is
thrown immediately, as per the specification (see Line 5). In non-strict mode, we execute
the call as a standard function first (see Line 7), preserving potential side-effects. Note
that the implementation shown here is incomplete, it doesn not pass on the original this
context or the arguments—since this is a developing topic we chose to only sketch a
potential solution.



Chapter 5

Evaluation

Since the official ECMAScript conformance suite did not cover the Extractors proposal at
the time of writing, we extended the already existing GraalJS JSSimpleTestSuite! with
a number of tests related to Extractors. An overview of this effort is given in Section 5.1.
In the interest of providing value to future implementors in this area, we describe some
defects we found and fixed during implementation in Section 5.2. Finally, we provide some
considerations on the completeness and correctness of the implementation in Section 5.3,
cautioning that the implementation is based on a best-effort alignment with a proposal
that may still contain ambiguities or change significantly.

5.1 Test Suite Extension

The Extractors tests primarily consist of 7 distinct test files, comprising more than 100
test blocks with over 300 individual assertions. The goal of splitting the tests into separate
groups as files is to isolate and test distinct layers of the implementation: parsing (syn-
tax), resolution (identifiers and scopes), and execution (matcher invocation and iterator
protocol).

Parser Verification (syntactic-validity.js) Verifies the acceptance of Extractors in
all valid pattern contexts, including for-await-of loops, catch clauses, and recursive
compositions (e.g., Pair(Pair(...))). Negative testing is implemented via eval to ensure
strict rejection in expression positions—such as template literals, typeof operands, and
new expressions—preventing grammar drift (~74 assertions).

LHS Semantics (binding-and-assignment.js) Validates the behavioral differences
between binding declarations and assignment patterns. Tests confirm that const/let
create new block-scoped bindings, whereas assignment patterns require valid LHS tar-
gets (including globalThis, computed properties, and symbol keys). The suite also covers
scoping constraints (throwing ReferenceError for out-of-scope access) and default value
application (~64 assertions).

Identifier Resolution (expression-resolution.js) Tests the resolution of ex-
tractor identifiers. This covers simple identifiers, deep member chains (e.g.,
ns.module.Extractor), contextual references such as super.Extractor, and computed
property names using array indices or dynamic expressions (~31 assertions).

Thttps://github.com/oracle/graaljs/tree/master /graal-js/src/com.oracle.truffle.js.test /js
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Core Protocol (runtime-invoke-matcher.js) Tests the InvokeCustomMatcherOrThrow
operation against the specification requirements: the extractor must be an object,
Symbol.customMatcher must be a function, and the return value must be iterable. It
verifies that insufficient elements result in undefined bindings, surplus elements are ig-
nored, and the matcher is invoked exactly once per extraction (~63 assertions).

Receiver Semantics (receiver-parameter.js) Checks the propagation of the
receiver argument to the custom matcher. Tests confirm that the object on which
the extractor is accessed is passed correctly, enabling access to instance state (including
private fields such as #field) and methods in both static and instance contexts (~25
assertions).

Iterator Lifecycle (runtime-evaluation-cleanup.js) Tests iterator consumption and
the invocation of the return() method.

It verifies that cleanup is triggered during partial consumption, empty patterns, and er-
rors within next() or binding initialization, ensuring resource release in both assignment
and loop contexts (~45 assertions).

Negative Paths (error-handling.js) Validates error propagation and side-effect or-
dering. Specifically, it confirms that assigning to a standard function call triggers a
ReferenceError only after the function execution (preserving side effects) and validates
TypeError generation for invalid matcher returns (~11 assertions).

Specification README As part of informally explaining Extractors, the README?
of the Extractors proposal repository contains a number of examples. While most of
the previously mentioned tests rely on the author’s understanding of the specification to
establish correctness, these examples provide a more authoritative view®. We identified
three such complete examples and included them in the test suite.

5.2 Selected Found Defects

During the implementation of Extractors, a test-driven development style was generally
followed, so during development most bugs in the code were found by automated tests as
opposed to manual testing. Nevertheless, we want to highlight some of these bugs as they
both demonstrate the rigor of the implemented testing suite and uncover some subtle
details about GraalJS’ internal workings.

Array Destructuring When an Extractor was nested within an array pattern (e.g.,
const [Pair(x, y), a, bl = [p, 1, 2]), the values bound to subsequent variables (a and
b) were incorrect: a received 2 instead of 1, and b became undefined. The root cause lay in
the GraalJSTranslator. The transformAssignmentExtractor method received the RHS
as a IteratorGetNextValueNode when called as part of translating array destructuring.

2https://github.com/tc39/proposal-extractors/blob/main/README.md

3Tt must be noted that at the time of writing many of the examples in the README are in fact
subtly wrong. These discrepancies were identified by the author in https://github.com/tc39/proposal-
extractors/issues/32 (accessed December 2025) and have been acknowledged by committee members
as incorrect.
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In the generated Truffle AST, this node was evaluated twice within the generated block—
once by the primary logic in InvokeCustomMatcherOrThrowNode and once more to preserve
the “assignment evaluates to RHS” behavior.

Since that node is stateful (advancing the underlying iterator), this caused the iterator to
consume an extra element silently. The issue was resolved by enforcing the materialization
of the RHS into a temporary variable to be used instead, ensuring the iterator is advanced
exactly once per element.

Extractor Bindings Scoping Variables declared within an Extractor pattern were in-
correctly visible in the enclosing scope, violating block-scoping rules. For example, in a
statement such as const Foo(x) = y, the variable x should be strictly scoped to the
block. However, initial versions of the implementation allowed x to leak, being accessible
in enclosing scopes.

The root cause was that the Extractor parsing logic initially bypassed the standard bind-
ing registration process. It failed to register the extracted identifiers as new declarations
in the parser’s symbol table (skipping the internal method, declareVar, responsible for
this). Consequently, these identifiers were treated as references to existing variables rather
than new bindings. The issue was resolved by unifying the logic, handling both standard
destructuring patterns and Extractors the same way, ensuring that they behave the same
in this regard.

5.3 Considerations on Completeness and Correctness

As the Extractors proposal is currently at Stage 1, there is no official specification con-
formance test suite (Test262) available to verify the implementation. Consequently, the
correctness of this implementation relies heavily on the author’s interpretation of the draft
specification, particularly the informal functional requirements outlined in Section 3.2.
Additionally, it is important to note that proposals at this stage may still contain ambi-
guities or under-specified behaviors (some instances of this were already discussed prior);
in such cases and in general, the tests and requirements reflect a best-effort alignment
with the perceived intent of the proposal.

The test suite described in this chapter was thus constructed using a two-fold approach
designed to ensure functional coverage without the overhead of e.g. formal verification
methods. This does not attempt to be a comprehensive test suite, but rather a pragmatic
approach to ensure that the implementation is correct and complete in regards to the
functional requirements we outlined previously.

Requirement-Driven Tests The primary source for test cases was the set of func-
tional requirements derived in Section 3.2. We translated each of these requirements into
(usually multiple) concrete test scenarios.

For example, the requirement that “Extractors must be valid as function parameters”’
expands to roughly 100 lines of tests. See Listing 5.1 for a selection that demonstrates
the kind of tests that are used.

lterative Development In addition to the requirements-based tests, the suite was ex-
panded iteratively as part of a Test-Driven Development process. As individual compo-
nents were implemented (such as the parser modifications or the runtime code), ad-hoc
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tests were written to immediately verify their behavior. This was in particular based on
the selection of examples provided in the proposal README.

Listing 5.1: Selection of test cases for the requirement that “Extractors must be valid as

function parameters”. Note that this is an incomplete excerpt.

VAT

function declFunc(Pair(x, y)) {
return x + y;
3
const result = declFunc(new Pair(5, 6));
assertSame(11, result);

const exprFunc = function(Pair(x, y)) {
return x * y;

b

const result = exprFunc(new Pair(7, 8));

assertSame (56, result);

const arrowFunc = (Pair(x, y)) => x - vy;
const result = arrowFunc(new Pair(10, 3));
assertSame(7, result);

*/




Chapter 6

Conclusion

This thesis detailed the requirements analysis, implementation, and evaluation of the
ECMAScript Extractors proposal within the GraalJS engine. The work allows developers
to benefit from the proposal in a production-grade engine.

A primary challenge lay in the parser, which had to be adapted to accept “function calls”
in assignment and binding contexts. This required significant adjustments to the existing
parsing logic, despite the comparatively simple grammar changes in the specification. On
the runtime side, we implemented a custom node to map the proposal’s semantics, using
Graal’s self-optimizing node architecture.

To verify correctness in the absence of an official specification test suite, we developed
a custom suite based on the functional requirements we derived from the draft. This
testing effort proved fruitful in uncovering a number of bugs, two of which we highlighted
in particular.

Looking ahead, this implementation must evolve alongside the standardization process.
As the proposal matures to Stage 2 and beyond, official Test262 compliance tests will
become available, necessitating further validation against the finalized specification. Ad-
ditionally, future efforts should focus on performance, which was considered out of scope
at this early stage.
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