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Abstract

Abstract

Data-flow analysis is a common technique employed in optimizing compilers to infer
properties of a program at compile time. Although perfect evaluation is fundamen-
tally undecidable according to Rice’s theorem, useful results can be achieved trading
precision of the analysis for computational efficiency.

This thesis presents a novel framework for performing optimistic data-flow anal-
ysis in the Sea of Nodes program representation of GraalVM. Based on previous
work on Lazy Sparse Conditional Constant Propagation, we adapted and expanded
the underlying data-flow analysis algorithm, to allow the framework to handle more
general and complex analysis domains. One major goal building this framework is,
to preserve LSCCP’s lazy iteration property, which means, we want to leave large
parts of the graph unevaluated. Specifically, we want skip evaluating parts that do
not contribute to the analysis in a meaningful way. Another major goal is for the
framework to not require a total order of nodes, because calculating such an order
for the Sea of Nodes is a costly operation. However, this combination of a lack of
global order for general data-flow nodes in the Sea of Nodes program representation
and lazy iteration, poses unique difficulties our framework needs to overcome, to
allow for fast and precise analysis.

Additionally, our framework borrows the concept of widening from abstract in-
terpretation to support highly useful domains like the domain of ranges, which are
significantly more complex than regular data-flow analysis domains. Furthermore,
our framework aims to seamlessly integrate reachability analysis into the data-flow
analysis, to allow for increased precision for very little extra effort on the side of the
user of the framework.

To allow for quick and easy implementation of new data-flow analysis domains,
our framework provides a simple and flexible Java interface, which allows reusing
preexisting data-flow analysis code in new domains. Over the course of this thesis,
three distinct analysis domains were implemented to show the versatility and capa-
bilities of our framework. Finally, this thesis presents evaluations of two of those
three domains.
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Kurzfassung

Kurzfassung

Datenflussanalyse ist eine in optimierenden Compilern häufig angewandte Technik,
um schon während dem Übersetzen Programmeigenschaften abzuleiten. Nach dem
Satz von Rice ist eine perfekte Auswertung solcher Eigenschaften zwar unentschei-
dbar, jedoch können durch Aufgabe von etwas Präzision in der Analyse effizient
nützliche Ergebnisse erzielt werden.

Diese Arbeit beschreibt ein neues Framework für optimistische Datenflussanalyse
in der Sea of Nodes Programmrepräsentation, wie sie in GraalVM verwendet wird.
Der der Lazy Sparse Conditional Constant Propagation zugrunde liegende Algo-
rithmus wurde für dieses Framework angepasst und erweitert, um allgemeinere und
komplexere Analysedomänen handhaben zu können. Ein Hauptziel dieser Arbeit ist,
ohne Totalordnung der Knoten in der Sea of Nodes Repräsentation auszukommen,
da das Berechnen einer solchen einen großen Berechnungsaufwand darstellen würde.
Ein weiteres Kernziel ist, die Eigenschaft der „lazy iteration“, bekannt aus LSCCP,
für das Framework beizubehalten. Jedoch bereitet diese Kombination aus fehlender
Totalordnung für Knoten und lazy iteration neuartige Probleme, die es für dieses
Framework zu Überwinden gilt.

Um nützliche Domänen, wie zum Beispiel die Domäne der numerischen Intervalle,
die eine höhere Komplexität als herkömmliche Datenflussanalysedomänen aufweist,
anwenden zu können, bedient sich das Framework des Konzepts des „widening“, das
ursprünglich aus dem Gebiet der Abstrakten Interpretation stammt. Überdies inte-
griert das Framework für den Nutzer möglichst transparent eine Analyse bezüglich
Erreichbarkeit von Kontrollflusspfaden, um für möglichst wenig Mehraufwand in der
Analysedomänendefintion eine spürbare Verbesserung der Präzision im Ergebnis zu
erzielen.

Um eine möglichst simple Definition der Analysedomäne zu erlauben, stellt das
Framework ein Java Interface bereit, wodruch bereits bestehende Codeinfrastruk-
tur zur Datenflussanalyse einfach weiter verwendet werden kann. Zu Demonstra-
tionszwecken wurden drei Domänen mit unterschiedlicher Komplexität implemen-
tiert. Abschließend präsentiert diese Arbeit Benchmarkdaten zu zwei dieser drei
Domänen.
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Introduction

1 Introduction

Data-flow analysis is a common technique employed in optimizing compilers. It is
used to infer properties of values in the program at compile time. Though generally
an incomputable problem [Sakharov, 2025], many interesting data-flow facts are
obtainable when trading precision for a improvement in computational complexity.
Data-flow analysis is used, among other things, to avoid computing values at run
time that can be computed ahead of time at compile time. Additionally, it can help
eliminate control-flow paths that will never be executed.

Graal IR (Graal Intermediate Representation), the program representation used
in the compiler of GraalVM, already has data-flow analysis mechanisms built in, but
none them can do optimistic data-flow analysis through nodes that are not closely
tied to control-flow like branches or operations with side effects. This thesis aims
to build a framework, to easily do optimistic data-flow analysis on Graal IR, and
do so while minimizing the analysis time by only evaluating parts of the program
so that we might actually be able to infer constraints for. We call this property
lazy iteration. It was first introduced as part of Lazy Sparse Conditional Constant
Propagation [Aigner et al., 2024], which is a precursor to the framework built for
this thesis.

First, Section 3 describes the interface to define an arbitrary data-flow analysis
domain for use in the framework. Since the entire Graal compiler is written in
Java, we simply chose to provide a Java interface, instead of developing a domain
specific language. Having the full power of the Java programming language at hand
also allows the user to easily implement complex mechanisms and interface with
preexisting infrastructure in the Graal compiler.

Section 4 then goes over the details of the framework. The combination of oper-
ations in Graal IR not being ordered (other than direct dependency relations) with
lazy iteration does introduce significant difficulties. Throughout this section we at-
tempt to claw back as much of an order for the program as possible, while finding
other workarounds for unorderable nodes. The framework not only does optimistic
data-flow analysis but also includes evaluation of reachability for control-flow edges
seamlessly with very little input of the domain implementer. Additionally, the frame-
work allows for additional data-flow information created by diverging control-flow
paths, like for example a variable a being constant in the true branch of if (a ==
1). Finally in Section 4.7, a step by step example is given, of how the framework
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Introduction

conducts its analysis for a simple example containing a constant, only provable by
optimistic analysis.

In tandem with the framework, three different domains were implemented to
show the capabilities and versatility of the framework (Section 5). Namely, the do-
main of constants to show a very simple domain, the domain of ranges to show a
more complex numeric domain fully utilizing preexisting data-flow analysis mecha-
nisms, as well as the domain of pentagons, which include symbolic information that,
for example, the value of a variable x is strictly smaller than the value of another
variable y at a given point in the program.

Finally this thesis concludes with benchmarks done to test if the given data-flow
analyses actually are effective in Section 6.

2 of 77 Christoph Aigner 09-2025



Background

2 Background

This section provides an insight into Graal IR, the program representation this
framework is built for. Additionally, it gives an overview of the mathematics behind
the algorithm used. Finally, we take a look at previous work on lazy sparse condi-
tional constant propagation [Aigner et al., 2024], which lays the foundation for this
framework, and was also re-implemented on top of this framework as part of this
thesis.

2.1 GraalVM
GraalVM1 is a high-performance polyglot virtual machine. It executes programs
written in Java, other languages that compile to JVM bytecode, and any other pro-
gramming language implemented using GraalVM’s Truffle language implementation
framework2. All input languages are transformed into a uniform internal represen-
tation and compiled to high-performance native code by the GraalVM compiler.
GraalVM supports both just-in-time (JIT) and ahead-of-time (AOT) compilation
of JVM languages.

2.2 Program Representation
This section explores the basics of the graph-based intermediate program represen-
tation used in the GraalVM Compiler’s intermediate representation, called Graal
IR [Duboscq et al., 2013]. To better illustrate the concepts used, we introduce the
following example.

Listing 1 shows a small example method written in Java. Here we first set a local
variable x to 1, then a loop is executed for some amount of iterations determined
by the method’s input values, and if x would ever not be equal to 1 we would set
x to 2. While Section 4.7 will be diving into the exact semantics of this code, the
current section will only show how, this piece of code is represented within the Graal
compiler.

1https://www.graalvm.org/
2https://www.graalvm.org/latest/graalvm-as-a-platform/language-implementatio

n-framework/
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1 public static int constantLoop(int a, int b) {
2 int x = 1;
3 do {
4 if (x != 1) {
5 x = 2;
6 }
7 a--;
8 } while (a <= b);
9 return x;

10 }

Listing 1: Conditional constant propagation example loop.

2.2.1 Static Single Assignment Form

Graal IR represents a given program in static single assignment (SSA) form. The
core idea of SSA is, that every variable in the entire program is assigned at exactly
one place. The following explanation is based on [Brandis and Mössenböck, 1994].

1 public static int constantLoop(int a0, int b0) {
2 int x0 = 1;
3 do {
4 int x1 = Φ(x0 , x3);
5 int a1 = Φ(a0 , a2);
6 if (x1 != 1) {
7 int x2 = 2;
8 }
9 int x3 = Φ(x1 , x2);

10 int a2 = a1 - 1;
11 } while (a2 <= b0);
12 return x3;
13 }

Listing 2: Example from Listing 1 in static single assignment form.

Listing 2 shows the example introduced in Listing 1, now transformed into SSA
form. Each time a variable is reassigned, a new variable is created. In the case of
Listing 2 line 10, corresponding to Listing 1 line 7, the computation uses the previous
assignment to a and generates a new variable a2, which replaces a in subsequent
usages (i.e. Listing 2 line 11) until the next write.

Introducing control-flow to the equation complicates things significantly. At the
point below the if condition inside the loop, different assignments to x can reach
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there, namely the value x had before the condition (if x != 1 is false), or the
assignment x = 2 inside the true-branch. At the point of the control-flow merge,
a new assignment is generated with a so-called Φ function on the right-hand side.
These Φ functions have as many inputs as there are control-flow paths merging at
this point. It selects the input which corresponds to the path, that execution of the
program has taken to reach the Φ function.

The start of the loop is similar in the sense that at this point the control path
entering the loop and all jumps back to the start of the loop are merged into one.
Therefore, if a value is assigned in the body of the loop, a Φ function is generated
for it at the start of the loop, represented by lines 4 and 5 in Listing 2.

SSA form only retains essential data dependencies and therefore allows for sim-
pler reasoning about variables, since each variable in this program representation is
only ever assigned at one singular point in the program, eliminating the need for
def-use chains for data-flow analysis [Wegman and Zadeck, 1991].

2.2.2 Graal IR

Graal IR is based on the Sea of Nodes concept [Click, 1995]. This IR represents a
program as a directed graph. Each node in the graph represents an operation. Edges
between the nodes represent data and control dependencies. Nodes are doubly-
linked, meaning from each node we can iterate efficiently both over its inputs and
its usages.

Figure 1 Shows the previous example (Listing 1 and Listing 2) in a simplified
version of Graal IR. The graph can be split into two distinct parts. One part
that represents control-flow and that is strictly ordered, and another part mainly
representing data-flow, which is only ordered by data-flow dependencies.

control-flow edges only exist between so-called fixed nodes that must be strictly
ordered because they have side effects (e. g., memory writes or method calls) or be-
cause they represent control-flow transfers (branches, operations raising exceptions,
or control-flow merge points). Fixed nodes are represented using rounded corners
and red, orange or yellow color. Red represents control-flow splits and merges, while
orange denotes other control-flow nodes. For other fixed nodes, yellow is used (e.g.
in Figure 8). Control-flow edges are represented by downwards-facing red dashed
arrows. General associations are represented by a black arrow.

All other nodes are floating nodes that are only constrained by data-flow depen-
dencies. Floating nodes that are not connected via dependencies are not ordered
with respect to each other. Floating nodes are not assigned to any particular basic
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LoopExitLoopEnd
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association edge

data-flow input edge

Figure 1: Simplified Graal IR graph for the example in Listing 2

block. Such nodes are represented using sharp corners and a blue to gray color. Dark
blue nodes like Φ nodes are floating nodes that are closely related to control-flow.
Grey nodes represent constants or parameters of a given function, while all other
floating nodes are colored light blue. Data-flow dependencies are represented by a
light blue arrow with a hollow arrow head. For simplicity of the graph, the constant
1 input for the not-equal node and the subtract node were pulled into these nodes,
to avoid additional edges to the constant 1 node.

Loops in Graal IR are always reducible, i.e. have a single loop entry. Graal
IR uses a LoopBegin node to represent this entry point. Exits from the loop are
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represented as LoopExit nodes, and back-edges are represented by LoopEnd nodes.
Two-way control-flow splits are represented as If nodes (multi-way Switch nodes
are also available). The merging of control-flow paths except loop backedges is
represented as Merge nodes.

The data-flow analysis framework described in this thesis expects the graph to
be in loop-closed SSA form [Pop and Cohen, 2022]. This means that an extra node
is added at the LoopExit that represents a value flowing out of the loop, i.e. the
Proxy(x′) node. Although not required, this allows for optimization of the fixed
point algorithm as described in Section 4.4.3.

Graal IR allows for quick calculation of a control-flow graph, which associates all
fixed nodes to control-flow blocks (denoted with a green dotted outline). For final
code generation and for certain optimizations, the GraalVM compiler computes a
full schedule of the graph which assigns all nodes, including floating nodes, to blocks
and imposes a strict order on them. Scheduling is an expensive operation, so most
optimizations should work without a schedule. Therefore, this data-flow analysis
framework is built to work without such a schedule, which comes with a unique set
of complications the framework needs to deal with.

2.2.3 Graal Stamps

The Graal compiler also includes mechanisms to reason about pure data-flow. This
system is called the Stamp system. Stamps are containers that store a value’s data
type as well as information about which possible values a given node can produce
at run time.

The Graal compiler provides different stamps for each type of value. Any stamp
can either be empty, which represents an impossible value, or unrestricted which
means, that no special data-flow information is available. The easiest type of stamps
are booleans. They can only have the constant values true and false in addition
to empty and unrestricted. Reference stamps contain the Java-type of the given
value, as well as flags if the given value can be or actually is null. This leads to the
fact that the only constant for reference values representable within stamps is the
constant null.

Floating point values are represented as a range between a possible minimum
and maximum value. Additionally, floating point number stamps include a flag if
a given floating point value can be NaN. The most complex stamp is the integer
stamp. Not only does it provide a range just like floating point stamps, but also a
flag if it can be zero, as well as information about which bits may or must be set.
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2.3 Existing Analysis Framework in Graal
The Graal compiler already defines a data-flow analysis framework which is used
for example for partial escape analysis [Stadler, 2015]. Escape analysis checks if
an object is accessible outside the allocating method or thread, in order to perform
optimizations like scalar replacement, stack allocation or lock elision. Partial Escape
analysis improves on that by not following an all-or-nothing approach, but rather
determining if the object only escapes on an unlikely branch. If so, the compiler can
perform aforementioned optimizations on the fast path while making sure an actual
object is used wherever one escapes.

For an object to escape, there need to be side effects, which are denoted by
fixed nodes. Therefore, the data-flow analysis framework developed for partial es-
cape analysis is built for analyzing fixed nodes only. This framework traverses the
graph in strict reverse postorder (top down, mimicking the direction of execution
flow [Cooper and Torczon, 2004]) which is easily computable for fixed nodes. But
many data-flow analyses (like for example constant propagation, see Section 5.1)
want to reason about data-flow that does not necessarily have external side effects.
Additionally, when working with floating nodes, one does not have easy access to a
total order to traverse the nodes in. The new framework described in this thesis is
centered around analyzing data-flow through floating value nodes.

2.4 Data-Flow Analysis
Data-flow analysis is a common technique employed in optimizing compilers. It can
infer properties of values in the program at compile time. This, for example, is
used to avoid computing values at run time that can be computed ahead of time
at compile time. Additionally, it can help eliminate control-flow paths that will
never be executed. This section introduces basic theory of data-flow analysis that
the framework presented in this thesis relies on. Furthermore, custom nomenclature
used in the framework is introduced. Almost all data-flow analyses are based on
the same mathematical theory, namely using one simple algorithm to calculate fixed
points over lattices whose elements represent abstractions of the set of all possible
values that can occur at run time.

The perfect goal of data-flow analysis is to calculate a set of all possible values or
combinations of values that can appear at each point in the program. This though is
generally an undecidable problem as Rice’s Theorem shows [Sakharov, 2025]. There-
fore, each analysis domain strikes a balance between precision, finding an approx-
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imation for this perfect result that includes as little extra values as possible, and
computational complexity.

2.4.1 Lattices

The following definitions for lattice and complete lattice are modeled after the stan-
dard definitions like the ones found in [Nielson et al., 1999].

Definition 1 (Lattice). An algebraic structure L = ⟨L,⊑,⊔,⊓⟩ is called a lattice
if the following properties hold:

1. ⊑ is a partial order on the set L

2. ⊔ calculates a least upper bound for its inputs such that
x ⊔ y = r =⇒ x ⊑ r ∧ y ⊑ r

and r is the least value satisfying this implication.

3. ⊓ calculates a greatest lower bound for its inputs such that
x ⊓ y = r =⇒ r ⊑ x ∧ r ⊑ y

and r is the greatest value satisfying this implication.

4. a ⊑ b =⇒ a ⊔ b = b and a ⊑ b =⇒ a ⊓ b = a

Additionally, L is closed under ⊔ and ⊓. Both operations are associative, commu-
tative and idempotent. Usually, ⊔ is called join and ⊓ is called meet.

The operations ⊔ and ⊓ can be written as binary operations producing a scalar
element. They can also be written as a prefix operator to a set, indicating that a
scalar common bound for all elements in the set is calculated.

Due to naming clashes in the implementation of the framework, we use the names
merge and strengthen for join and meet instead. These names were chosen because
we define the partial order ⊑ (“stronger or equal”) as a measure of the strength of
given information. Stronger information places more restrictions on a value, thereby
making the set of possible values that can appear at run time smaller. The merge
operation is applied when two control-flow paths merge, possibly weakening the
calculable information. The operation strengthen is applied at diverging control-
flow paths, restricting, or strengthening a given value further in accordance with the
branching condition.

09-2025 Christoph Aigner 9 of 77



Background

Definition 2 (Complete Lattice). A lattice L = ⟨L,⊑,⊔,⊓,⊤,⊥⟩ is called a com-
plete lattice if there exist ⊤ and ⊥ in L such that:

1. ∀x ⊆ L :
⨆︁
(x ∪ {⊤}) = ⊤

2. ∀x ⊆ L : ⨆︁(x ∪ {⊥}) = ⊥

and furthermore all subsets of L must have a common upper and lower bounds in L

meaning:

3. ∀x ⊆ L :
⨆︁

x ∈ L

4. ∀x ⊆ L : ⨆︁x ∈ L

Our framework uses domains in the form of a complete lattice to perform data-
flow analysis. In the framework we call ⊥ unevaluated and ⊤ unrestricted.
Usually, data-flow analysis is described to calculate ascending traces through the
lattice [Nielson et al., 1999, Fähndrich and Logozzo, 2010, Martin, 1998]. To keep
consistency with preexisting data-flow analysis tools in Graal and the work of
[Wegman and Zadeck, 1991], on which LSCCP, a precursor to this framework, is
based, this framework inverts the lattice. This means, unevaluated is the “top-
most” element, and the framework computes descending traces. This change in ori-
entation is purely in nomenclature. The orientation of the lattices is also reflected
in figures showing lattices in this thesis.

Lattice of Possible Values To show what such a lattice could look like visually,
let us introduce the lattice for analyzing a variable that could take on 3 different
values (x, y, and z) at runtime. We define this lattice V = ⟨P({x, y, z}),⊆,∪,∩}⟩.
As our base set for the lattice we take the powerset of {x, y, z}, while for the rest we
use standard set operations. In this context, the empty set forms the unevaluated
element, while the full set {x, y, z} (meaning, all values are possible) forms the
unrestricted element.

Figure 2 shows the lattice defined earlier. Here we can see the empty set at the
top and the full set at the bottom. The relations are defined by set inclusion. Edges
implied by transitivity (e.g. from the empty set directly to {x, y}) are omitted for
visual clarity. If there exists an edge from an element a to another element b, then
this means that a is stronger than b.
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{ x, y, z }

{ x } { y } { z }

{ x, y } { x, z } { y, z }

Figure 2: Example lattice of 3 possible states.

Lattice of Constants One of the simplest lattices used in data-flow analysis is the
lattice of constants. This lattice is simply formed by an unevaluated element, an
unrestricted element and in the middle a layer, in which all constants live. Figure 3
shows this simple layout. Again the transitive edge directly from unevaluated to
unrestricted is omitted for visual clarity.

unrestricted

1 20. . . . . .

unevaluated

Figure 3: Simple lattice for the domain of constants.

Lattice of Ranges So far, we have only looked at simple, shallow lattices. But
data-flow analysis may be interested in more complex, deep lattices, like for example
the lattice of ranges. For this lattice, we take the set of all possible ranges defined
by a numeric lower and upper bound. In a very similar fashion to the lattice of
three possible states earlier, the relation is defined by the fact if a given range
is contained within another. The merge operation is defined as the union of two

09-2025 Christoph Aigner 11 of 77



Background

ranges, taking the lowest lower bound and the highest upper bound for the result.
The strengthen operation is defined as a range intersection, taking the highest
lower bound and the lowest upper bound for the resulting range. If the lower bound
is ever greater than the upper bound, the range represents the unevaluated element.
The unrestricted element is a range including all possible values.

unevaluated

unrestricted

1 20. . .

[0, 1] [1, 2]. . .

. . .

. . .

. . .

. . .

Figure 4: Deep lattice for the domain of ranges.

Figure 4 shows such a lattice of ranges. As indicated by the nodes “...”, this
lattice not only stretches far to either side, but is also extremely tall. This can
cause troubles when using such lattices in data-flow analysis, as will be explained in
Section 4.2.1.

Lattice of Strict Upper Bounds To introduce one more lattice that will be used
over the course of this thesis, we look at the lattice of strict upper bounds. This
lattice imposes restrictions on a given variable by associating it with a set of strict
upper bounds, meaning a set of variables that are strictly greater than the given
variable.

In this lattice, stronger information means more restrictions imposed on a vari-
able. Therefore, ⊑ is defined as the superset or equals relation. Assuming a system
with three live variables, the lattice represented as a graph would look like the exact
inverse of the lattice of three possible values from Figure 2 (i.e. flipping all edges).
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The set of all variables is obviously an impossible value, since it includes the variable
this value is associated with and a variable cannot be a strict upper bound to itself.
Therefore, we interpret this value as the strongest element. The weakest element
is the empty set, because it does not impose any restrictions on a given variable.
The operations strengthen and merge are also defined inversely to the lattice of
three possible values. This leads to the formal definition of the lattice of strict upper
bounds for a system with three variables x, y, and z as S = ⟨P({x, y, z}),⊇,∩,∪⟩.

2.4.2 Fixed-Point Algorithm

Data-flow analyses in general calculate their result using one simple iterative fixed-
point algorithm. Elements (statements, single operations, etc.) of the program are
evaluated using an idempotent, monotone transfer function until any further applica-
tions of the transfer function do not change the result anymore [Nielson et al., 1999].
Such a final result is called a fixed point.

The result of the analysis is an abstract value, a description of a set of possible
values that can occur at run time, for each point in the program. Such abstract
values are represented by elements in a complete lattice that represents the given
analysis domain. The iterative nature of the fixed-point algorithm means, for each
point in the program the algorithm calculates a trace through a given lattice. A
trace in this context is a series of lattice values, where the last value is part of the
fixed point found by the analysis.

Generally, using the nomenclature introduced earlier, each trace calculated by
the algorithm starts at the unevaluated element, the strongest element in the lattice
representing an empty set of possible values occurring at run time, and continues
with gradually weaker values until a fixed point is reached. The proclaimed goal of
data-flow analysis is, that the strongest possible fixed point is found for each point
in the program, but this may not always be feasible or even possible. For exam-
ple consider a deep lattice (e.g. the lattice of ranges from Figure 4) that contains
monotone traces of excessive, or even infinite length. Iteratively stepping through
the entire trace would not be feasible. Therefore, our data-flow analysis framework
borrows the widening operation from abstract interpretation. This operation allows
the analysis to skip significant parts of the trace, enabling reasonably fast termina-
tion. Although this possibly skips the best fixed point and may therefore reduce
precision, it is a necessary evil to maintain monotonicity throughout the analysis
and to ensure timely termination of the fixed-point algorithm.
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Example Trace To graphically illustrate, how such a trace through a lattice is
formed, let us introduce a small example, where we have a value that can theoreti-
cally take on exactly three states, but can be proven to only take on two of these at
run time.

1 var v = XYZEnum.Z;
2 for (int i = 0; i < 1000;i++) {
3 // analyze ‘v’ here
4 v = swapXZ(v);
5 }

Listing 3: Example loop for a trace though a lattice.

Listing 3 shows a loop in which a variable v has a type, which consists of the
values X, Y, and Z. This is just a theoretical example assuming Java Enums to be
not null. In each iteration, v flips between Z and X and never has the value Y at the
start of the loop. Recall, that data-flow analysis tries to find possible values that
can occur at specific points in the program. In this example, we look at the variable
v at the start of the loop, as indicated by the comment in Listing 3. For analysis,
we use the lattice of three possible states as defined earlier in Figure 2.

{ x, y, z }

{ x } { y } { z }

{ x, y } { x, z } { y, z }

Figure 5: Trace though a shallow lattice.

The belief of what possible values v can take on at the given program point
changes throughout the analysis. This is shown as a trace through the analysis
lattice like shown in Figure 5. Here we can see, that initially the element starts out
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as unevaluated. In the first iteration, we weaken this belief to include the value
Z, in the second iteration, we again weaken this belief to the set of possible values
that includes both Z and X. This is then found to be a fixed point, and the analysis
finishes, forming the trace for v at the given program point, as shown in Figure 5.

This trace is purely theoretical. The actual state of the analysis only holds the
last lattice element of the trace for each program point. Additionally, for loop begins
the length of the given trace is stored to help with widening heuristics as shown in
Sections 3.1 and 4.2.1.

Traces themselves are always monotone, meaning, they start at the top and only
ever descend through the lattice. This is important to ensure termination.

2.4.3 Control-Flow Sensitivity, Optimism and Pessimism

As [Wegman and Zadeck, 1991] showed, adding control-flow sensitivity to data-flow
analysis, can increase the precision of analyses. The aim for the framework pre-
sented in this thesis is to include an analysis for reachability of control-flow edges as
transparently for the user as possible, to allow for the associated increase in precision
without incurring much extra work on the user of the framework.

Additionally, [Wegman and Zadeck, 1991] separate optimistic and pessimistic
analyses. Pessimistic analyses start at the most general (i.e. weakest) assump-
tion for each program point and iteratively refine the analysis state until a fixed
point is reached. Such analyses can be stopped at any point and a valid, but maybe
not optimal, result can be obtained. Optimistic analyses on the other hand start
with the strongest possible assumption for each program point, which is a possi-
bly incorrect solution, and gradually weaken the assumption until a fixed point is
reached. Therefore, optimistic analyses need to run the fixed point algorithm to
conclusion to ensure correctness of the result. But in turn, optimistic analyses may
produce better fixed points as [Wegman and Zadeck, 1991] showed in the domain of
constants.

Listing 1 shows such an example where optimistic analysis can find a fixed point
that cannot be found by pessimistic analysis. Effectively, to find that x is a constant
1, one needs to know that the statement x = 2; on line 7 is unreachable. But to
find that x = 2; is unreachable, one needs to know that x is constant 1. Pessimistic
analysis cannot break this cyclic dependency, while optimistic analysis initially as-
sumes that x is constant 1 and then checks this assumption. It is easy to recognize,
that in general, optimistically assuming loop variables to never change throughout
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the loop may be an incorrect assumption and we must complete the full optimistic
analysis to obtain a valid result.

In their sparse conditional constant propagation algorithm, the optimistic as-
sumption allows for easy integration of control-flow analysis. Since calculating a
merge of any value with unevaluated results in the original value, they can leave
unreachable control-flow paths unevaluated and they will not affect the result.

Our framework employs optimistic data-flow analysis, but due to lazy iteration
inherited from LSCCP [Aigner et al., 2024], handling of merges is significantly more
complex. This is discussed in Section 4.1.1.

2.4.4 Data-Flow Analysis Examples

Finally, our framework is based on Lazy Sparse Conditional Constant Propagation
(LSCCP) [Aigner et al., 2024] and is inspired by the Program Analysis Generator
(PAG) [Martin, 1998]. Another notable framework for data-flow analysis on which
one of the domains implemented for this thesis (i.e. the domain of pentagons) was
described first is Clousot [Fähndrich and Logozzo, 2010].

Lazy Sparse Conditional Constant Propagation The framework presented in
this thesis is based on LSCCP introduced in [Aigner et al., 2024]. It is a highly
purpose-built data-flow analysis leveraging the domain of constants. The underly-
ing fixed-point algorithm is an early version of the one implemented in this frame-
work. The analysis domain is a very simple lattice, consisting of only three tiers,
unevaluated, a middle tier where all constants live, and unrestricted.

The main new advancement introduced in LSCCP is a property of the fixed point
algorithm called lazy iteration. It allows the analysis to only evaluate parts of the
program that may actually contribute to the analysis result in a meaningful way
(i.e. not only ever being evaluated to unrestricted). Experiments showed that
this property of the algorithm allows the analysis to reach the same result as full
evaluation of the program by only evaluating 20.5% while an overwhelming majority
of the program is actually reachable. Our framework retains this property of lazy
iteration in the fixed point algorithm implemented for it.

Program Analysis Generator The framework presented in this thesis was inspired
in part by the Program Analysis Generator introduced in [Martin, 1998]. PAG is a
tool that allows for quick and easy implementation of data-flow analyses for C and
Fortran90 compilers. It is based on the theory of data-flow analysis and abstract

16 of 77 Christoph Aigner 09-2025



Background

interpretation, utilizing a similar iterative fixed-point algorithm to calculate traces
though lattice-shaped analysis domains.

PAG introduces its own expressive domain-specific language called “data type
definition language” (in short DATLA) in which users specify types and sets they
want to reason about in the form of a lattice. Additionally, the author introduces a
second DSL called FULA, used to specify the transfer function for use in the analysis.
The specification of the analysis domain by the user in DATLA and FULA is then
compiled into a standalone analyzer that can be used in compilers.

The analysis domain definition for the framework implemented for this thesis
(see Section 3) takes inspiration from PAG. Instead of a specific DSL, a Java in-
terface is provided that the user must implement. This allows for the use of any
preexisting Java types in the framework, as well as for the full expressivity of Java
when implementing the transfer function.

Clousot Another notable framework used for data-flow analysis is Clousot pre-
sented in [Fähndrich and Logozzo, 2010]. It is an abstract interpretation framework
for Microsoft’s Common Intermediate Language. Built to do static contract check-
ing, it can be can also be used for data-flow analysis as shown for the domain of
pentagons in [Logozzo and Fähndrich, 2008].

There it is used to prove array bounds checks using a carefully designed data-
flow analysis domain that consists of a combination of intervals and symbolic strict
upper bounds. For this, a similar analysis was implemented in our framework, to
show the adaptability to symbolic information (see Section 5.3).
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3 Analysis Domain Definition

1 public interface AnalysisDomainDefinition <T> {
2 T unevaluated(ValueNode node);
3 T unevaluated(T elem);
4 T unrestricted(ValueNode node);
5 T unrestricted(T elem);
6

7 T merge(T x, T y);
8 T strengthen(T x, T y);
9

10 T transfer(ValueNode node , Map <ValueNode , T> state );
11

12 boolean [] splitReachability(ControlSplitNode split ,
13 Map <ValueNode , T> state );
14 T[][] calcInferableValues(ValueNode node ,
15 Map <ValueNode , T> state );
16

17 void widen(PhiNode [] phis , List <Integer > reachable ,
18 Map <ValueNode , T> state , T[] result , int evalCnt );
19 }

Listing 4: Simplified AnalysisDomainDefinition<T> interface.

Listing 4 shows a simplified version of the interface used to define analyses for the
data-flow analysis framework. The type parameter T captures the type of the lattice
elements. This interface is intended as a collection of stateless functions, defining
an analysis domain.

This interface not only provides the basic lattice functionality (Section 3.1), but
also additional functions allowing the framework to reason about arbitrary opera-
tions (also known as the transfer function Section 3.2), reachability of control-flow
branches (Section 3.3), and inferring additional information in specific control-flow
branches (Section 3.4).

3.1 Lattice Operations
At the top of Listing 4, there are methods for retrieving the associated unevaluated
and unrestricted lattice elements for any nodes or lattice elements.

Although theoretically all possible values live in a singular large lattice like in
Figure 6, the framework allows the user to split this large lattice into many smaller
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floating point

numbers
integers true false

booleans

unevaluated

unrestricted

Figure 6: Unified example lattice.

sub-lattices, depending on the type of node, like in Figure 7. For example, nodes
producing logic values, such as comparisons, will only ever produce an output in the
very small sub-lattice containing unevaluated, true, false, and unrestricted.
This splitting of the lattice by type eases the use of the lattice elements, while
making no difference mechanically, since the node type constrains its output to
always fall into one singular sub-lattice. If the user wants a singular unified lattice
for all values, they may return their global unevaluated and unrestricted elements
respectively, disregarding the method’s parameter.

To complete the basic lattice, the AnalysisDomainDefinition interface also
contains the operations merge and strengthen, as explained in Section 2.4.1. The
merge operation is used to determine the "is weaker than" relationship between two
values. If the result of the merge is equal to exactly one input, this input is deter-
mined to be the "weaker" of the two inputs. Given the same inputs, strengthen
must yield a result equal to the other input, making that one the "stronger" element.

For complex analysis domains represented by deep lattices, a widening operation
is required to ensure timely termination of the analysis. This is done by skipping
large parts of the trace through the lattice. Section 4.2.1 goes more into detail on
the behavior of this operation. The inputs to this operation may look daunting at
first, but they are actually pretty simple. The array of Φ nodes contains all Φ nodes
at the start of a single loop. The list of integers contains all indices of all incoming
control-flow edges considered reachable by the framework. These indices correspond
to the indices of inputs to the given Φ nodes.
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true false

unevaluated

unrestricted

unevaluated unevaluated

unrestricted unrestricted

floating point

numbers
integers booleans

Figure 7: Split example sub-lattices.

Some weakly-relational analysis domains benefit from knowing about other Φ

nodes that are located at the same control-flow merge. Therefore, the widen opera-
tion processes all Φ nodes at the start of a loop at once. The full interface also offers
a similar controlFlowMerge operation to process all Φ nodes at a given control-flow
merge at once. By default, this operation just merges all reachable input values for
each Φ node independently.

The widen operation also takes the current analysis state, defined by a readonly
map, linking nodes to lattice elements describing their possible output values. Ad-
ditionally, the widen operation receives an array of preliminary results, originating
from a controlFlowMerge operation and a count of how often the given loop has
already been evaluated. The widen operation is expected to update the preliminary
result with its results. The count parameter can be used in heuristics, for example
to only start widening after 3 evaluations of the loop.

3.2 Transfer Function
The above definitions of lattice operations only allow the framework to reason about
assignments and their associated data-flow. Since operations like additions may also
generate usable and important information for an analysis, the interface specifies a
transfer function to allow the framework to reason about arbitrary operations.
This method takes the target node defining the operation (e.g. addition) and a
readonly state of the analysis.
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The node given as a parameter not only defines the type of operation, but also
allows the user to retrieve the input values for the operation by querying the state
with the inputs of the given node.

The most important condition that the transfer function must satisfy to uphold
monotonicity is:

Considering unevaluated inputs to be unrestricted:
∀x1, y1, x2, y2 : x1 ⊑ x2 ∧ y1 ⊑ y2 =⇒ f(x1, y1) ⊑ f(x2, y2)

In this example, f is a transfer function for some generic binary operation with
inputs x1, y1, x2, y2. Given ever weaker inputs (inputs 1 being stronger or equal to
inputs 2), the result of the transfer function applied to inputs 2 must also be weaker
or equal to the transfer function applied to inputs 1.

Generally, this condition ensures that, given the trace of all inputs obeys mono-
tonicity, the trace of all operation nodes the user wants the framework to reason
about (defined by the result of the transfer function) also obeys monotonicity.

The need to interpret unevaluated inputs as unrestricted stems from the
fact that the framework leaves parts of the graph that may never generate useful
information unevaluated, saving computational effort by only evaluating relevant
parts of the graph (see Section 4.1). This optimization does introduce problems
with monotonicity, since nodes may produce weak results when not all their inputs
are evaluated, but may produce stronger values later, when the analysis passed all
inputs. Section 4.5 shows how the framework can deal with this problem, while still
ensuring that the underlying fixed-point algorithm terminates.

3.3 Connecting the Reachability Analysis
The framework not only analyses data-flow, but also simultaneously does reachabil-
ity analysis. Doing this simultaneously allows for greater precision in the analysis
results than running pure data-flow analysis and reachability analysis separately
[Wegman and Zadeck, 1991]. To allow the framework to reason about reachability
of control-flow branches, the user needs to provide the framework with the informa-
tion if particular control-flow branches are reachable, given the current state of the
data-flow analysis.

This is achieved via the splitReachability function. It receives a control split
node (e.g. an if node) to evaluate, as well as the current state of the data-flow
analysis, and returns an array of boolean values indicating which successor edges of
the given control split node may be reachable.
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While the framework internally uses a very simple lattice structure to track
reachability of control-flow edges (see Section 4.3), similar to data-flow, the user only
needs to return a boolean value. The value false denotes that, given the current
state of the analysis and despite assuming the control split node to be reachable, the
out going control-flow edge is unreachable. The value true denotes that (given the
current statue of the analysis and assuming the control split node to be reachable)
the out-going control-flow edge may be reached by execution flow.

3.4 Control-Flow Branch Specific Information
Conditions that lead to control-flow splits, like for example a check if x < 10, may in-
troduce additional data-flow information that is only applicable in a specific control-
flow branch of the program. In the given example, we could infer, that, in the true
branch associated with this condition, x is less than 10, but this is not true for the
false branch. The framework is equipped with measures to handle such conditions
generating additional information.

The method calcInferableValues allows the user to specify that some condi-
tions may generate such additional information. It receives the node denoting the
condition in question as well as the current state of the analysis. The result of this
method does not concern the result of the given node, but instead gives additional
information about its inputs. The return value is a table describing the additional
applicable information for each input of the given node in each following control-flow
branch.

To better describe the functionality of calcInferableValues, let us consider
the simple example containing a branching condition in Listing 5. Here we have a
simple branching code example, that uses one of the variables of the condition in
both of its branches. Figure 8 shows the data-flow for this example. Both Use nodes
take y as input. The If node depends on the less-than condition that takes both x

and y as inputs.
Given the analysis state in Table 1 where we only know that 10 ≤ x ≤ 15, we

can infer additional information for both usages of y using calcInferableValues,
which is expected to return Table 2 as a result. This table denotes, that we cannot
infer any new information about x, neither in the true nor in the false branch,
because y is still unevaluated. This is described by the unrestricted values for
both branches for x.
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But for y we can, using the condition, infer that in the following true branch
y > min(x) must be true, and in the false branch y ≤ max(x) must hold. This is
expressed by the ranges y ∈ (10,∞) and y ∈ (−∞, 15], respectively.

The user only needs to return such a table describing the additional information
for the given condition’s inputs in each branch. Crucially, they are not required to
search for the corresponding usages or branch begins themselves by traversing the
graph from the less-than node, which would be the input to calcInferableValues
in this example. The framework takes care of this internally.

1 if (x < y) {
2 // y > x here
3 use(y);
4 // ...
5 } else {
6 // y <= x here
7 use(y);
8 // ...
9 }

Listing 5: Simple branching example.

If

BeginBegin

Use Use

x y

Figure 8: Graph for Listing 5.

Node Evaluation State
x [10, 15]

y unevaluated
< unevaluated

Table 1: Example state of the analysis.

x y
true unrestricted (10,∞)

false unrestricted (−∞, 15]

Table 2: Example result of calcInfer-
ableValues.
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4 The Data-Flow Analysis Framework

This section describes the inner workings of the data-flow analysis framework devel-
oped for this thesis. Generally, the framework represents a generic implementation
of the fixed-point algorithm many other data-flow analysis and abstract interpreta-
tion frameworks use (see Section 2.4.2). This allows the framework to reason about
any domain implemented using the AnalysisDomainDefinition interface presented
in Section 3.

The exact fixed-point algorithm features some changes to the basic approach
presented earlier to accommodate programs in a Sea of Nodes representation, in
which floating nodes do not have a total order. Section 4.4 shows how the work list
for the fixed-point algorithm in the framework is equipped to handle this missing
order.

Additionally, the lazy iteration property introduced in Lazy Sparse Conditional
Constant Propagation [Aigner et al., 2024] has also been implemented for this frame-
work. Finally, to not trouble the user of the framework, it is equipped with a simple
interface to handle reachability analysis internally, based on information from the
given data-flow analysis domain.

To allow for more complex domains, the framework does not impose the restric-
tion on domains to have a shallow finite lattice. Rather, it takes the concept of
widening from abstract interpretation to allow the analysis to skip ahead in the
iteration of the fixed-point algorithm, to ensure the calculated traces through the
lattice are of finite length despite the lattice being infinite. This framework does
not support complementary narrowing to keep the complexity of domains and the
framework itself at bay.

Big Picture The goal of this framework is to only evaluate parts of the graph that
may produce interesting data-flow information, leaving the rest of the graph uneval-
uated. This is done to minimize the execution time of the analysis. Therefore, we
use a work list in which nodes are queued up on demand, if there is a chance to find
interesting (better than unrestricted) information. This though, in combination
with Graal IR being inherently unordered, introduces significant complications as
will be presented in Section 4.1. Section 4.4 will introduce an order, vaguely re-
sembling the natural program order, for the work list to mitigate these problems.
Sections 4.2 and 4.5 will deal with these problems for nodes for which we cannot
find a proper order in the work list. Finally, in Section 4.7 we will step through
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an example analysis to show the work list, as well as some of the workarounds for
unorderable nodes in action.

4.1 Lazy Iteration
The algorithm implemented in this framework has a property we call lazy itera-
tion. It was first introduced in the paper about Lazy Sparse Conditional Constant
Propagation [Aigner et al., 2024].

Lazy iteration aims to minimize analysis time of the graph by only lazily iter-
ating over the parts of the graph relevant for finding non-unrestricted values while
maintaining full precision for the analysis. This is one major advancement of this the-
sis over previous versions of the standard conditional data-flow analysis fixed-point
algorithm, which evaluates the entire (reachable portion of) the graph like for exam-
ple used in normal conditional constant propagation [Wegman and Zadeck, 1991].
For example, considering a reachable statement x = y.f + z.f;, normal data-flow
analysis in, for example, the domain of constants would evaluate both reads and the
addition without gaining any relevant information (i.e. information that is stronger
than unrestricted). All evaluations yield an unrestricted result. Lazy iteration al-
lows the framework to skip these evaluations entirely, because they neither produce
new information on their own (evaluating a conversion from integer to floating point
without any additional context would for example yield the new information that
the result cannot be NaN), nor are there any restrictions flowing into this calculation
that need propagating. Therefore, the framework leaves such parts of the program
unevaluated.

Leaving parts of the graph unevaluated means that the analysis needs to deal
with unevaluated values as inputs for nodes. Crucially, it cannot assume that com-
plete information will ever be available for currently unevaluated inputs. This is,
because nodes are only queued up for evaluation on demand. If no information
will be available in the future, it is because there is no relevant information to be
gained from this branch of data-flow, necessitating this input to be taken as un-
restricted. But the given node will not be reevaluated unless one of its inputs,
maybe one previously unevaluated, is updated with new information.

Thus, an analysis needs to discern whether an input is unevaluated because the
analysis has simply not reached it yet, or because this input will never generate a
relevant value and will therefore never be evaluated throughout the analysis.
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4.1.1 Evaluating Control-Flow Merges in Lazy Iteration

As mentioned in Section 2.4.3, our data-flow analysis framework employs optimistic
analysis, in the sense that any trace through a given lattice always starts at un-
evaluated, the strongest element. Usually in analyses which evaluate the graph
in strict order of execution flow, unevaluated inputs to control-flow merges mark
inputs currently assumed to be unreachable. This is not the case for lazy iteration.
As discussed, unevaluated inputs could just be unrestricted inputs in disguise
which will never be evaluated, so we need to obtain the knowledge explicitly, which
is usually given implicitly in optimistic analysis otherwise.

Assuming a perfect top-down evaluation of the graph, we do have separate
reachability information for straight-line control-flow merges to reason if the given
unevaluated input is reachable but does not contribute any information to the
analysis, or if it is unevaluated because it is unreachable. Therefore, we can re-
construct the missing information by taking all unevaluated reachable inputs as
unrestricted, and all unreachable inputs as unevaluated.

On loop begins, even with perfect top-down evaluation not all inputs are evalu-
ated. That is, the inputs associated with back-edges are not evaluated on the first
evaluation of the given loop begin. Here, the back-edges are unevaluated in stan-
dard optimistic analysis and do not affect the initial merge operation for the loop
begin. To accurately reconstruct the information about the control-flow merge’s
inputs in standard optimistic analysis, we take the control-flow edge entering the
loop in the same way as any straight line merge and any back-edges as initially un-
evaluated. We call this “evaluating a control-flow merge or Φ node optimistically”.

Then the analysis iterates over the entire loop, treating the loop begin in the
same way as any other control-flow merge in subsequent iterations. This gradually
weakens the result until a fixed-point is reached. Therefore, upon first evaluation of
a loop begin, the framework interprets all back-edges as unreachable, to allow for
the same precision improvement as in standard optimistic analysis.

All other control-flow merges, i.e. straight-line merges or loop begins that have
been evaluated at least once before, can be evaluated pessimistically (meaning we
take any unevaluated reachable input as unrestricted) without losing precision.
Here, since we assume a perfect top-down order of evaluation, we can conclude for
unevaluated but reachable inputs that they were skipped in the analysis, due to
not contributing any additional information, leading to unevaluated but reachable
inputs to be interpreted as unrestricted.
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reachable unreachable
unevaluated unrestricted unevaluated

[0, 5] [0, 5] unevaluated
unrestricted unrestricted unevaluated

Table 3: Interpretation of a Φ nodes inputs, dependent on reachability

Table 3 shows this pessimistic interpretation for control-flow merges. All inputs
that are considered to be unreachable are interpreted as unevaluated, regardless
of the actual believed value of the input. This is, because unreachable inputs may be
evaluated, because floating nodes producing these inputs cannot easily be attributed
exclusively to the unreachable branch, requiring them to be evaluated. Looking at
the reachable column of Table 3, we can first see that, like mentioned earlier,
unevaluated inputs are interpreted as unrestricted. All other values, no matter
whether they are concrete values like the range [0, 5] or unrestricted are taken as
is.

Section 4.4 will go into detail on how we can find, not a perfect top-down order
for the program in a Sea of Nodes representation, but a close enough approximation
to still allow for the same reasoning given in this section.

4.2 Monotonicity and Termination
As discussed in Section 2.4.2, the fixed-point algorithm traverses the lattice of a
given analysis domain for each point in the program in a strict monotone fashion.
Since each such trace through the lattice is sure to have a finite length, as per the
domain definition, termination of the analysis is ensured if the transfer function is
monotone.

Nevertheless, the combination of lazy iteration and the lack of a total order of
nodes introduces considerable difficulties for the transfer function. As an example,
consider an addition with inputs x and y, where x is currently unevaluated and
y is currently assumed to be the constant 1. The transfer function has no way of
deciding if x is unevaluated because either the analysis has simply not reached it
yet but will be assigned a value later on, or because this branch of data-flow will
never produce a value. If there was a total order of nodes, the transfer function
would know that it is the latter.

The question now is, should the transfer function return unevaluated and leave
possible conclusions on the table, or should it give the result unrestricted, which
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would be correct if no further information will be found for x? Although initially
unintuitive, the framework expects the transfer function to return unrestricted
here. This violates monotonicity in the sense that

∃x1, y1, x2, y2 : (x1 ⊑ x2 ∧ y1 ⊑ y2) ∧ add(x1, y1) ⊐ add(x2, y2)

namely with x1 = unevaluated, y1 = {1}, x2 = {2}, y2 = {1}. This violates
monotonicity generally, but since an analysis transition from unevaluated straight
to unrestricted does not yield any extra information, since we can just interpret
unevaluated as unrestricted, the framework keeps the state at unevaluated,
restoring monotonicity and thereby ensuring termination. This allows for the clause
“considering unevaluated inputs to be unrestricted” when talking about uphold-
ing monotonicity in the transfer function.

However, this does not cover the case when one unevaluated input may cause
a result other than unrestricted. For example, consider the expression x >>> y,
i.e. an unsigned shift to the right of x by y bits. Now assume again that x is
currently unevaluated and y is currently constant 1. Since we shift by 1, we are
sure to clear the sign bit and can therefore conclude the result of this operation to
be non-negative. This does provide a significant information gain over unevaluated
and we cannot apply the same trick as presented earlier. Section 4.5 will present a
solution that does not lose precision and still ensures termination, despite violating
monotonicity.

4.2.1 Widening

In deep and complex lattices, like for example in the domain of ranges (see Figure 4),
the analysis needs to be able to skip ahead to ensure that the traces through the
lattice are of finite and efficiently computable length.

1 int cnt = 0;
2 while (cnt < 1_000_000) {
3 // analyze ‘cnt ’ here
4 // ...
5 cnt ++;
6 }

Listing 6: Simple counted loop.

Consider for example analyzing a very simple counted loop like Listing 6 in the
domain of ranges. In the first iteration of evaluating the loop, the range for cnt at
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the start of the loop is [0, 0]. In the second iteration, we broaden the range to [0, 1],
in the third to [0, 2] and so on. To reach a fixed-point without widening, we would
need to step through a million iterations of the given loop. To shorten the trace
and ensure timely termination of the analysis, we can widen the range after 3 steps
to only restrict cnt to be non-negative (i.e. the range [0, max]). This skips a large
part of the long trace. Reevaluating the loop with this range, we see that this is a
fixed-point and the analysis terminates.

This obviously looses precision, since the reached fixed-point [0, max] for cnt at
the start of the loop is weaker than the optimal fixed-point [0, 999.999]. But this is
a necessary tradeoff to ensure timely termination of the analysis.

The framework tracks the evaluation count of merges with back-edges (i.e. loop
begins). As mentioned in Section 4.1.1, since this framework implements optimistic
data-flow analysis, the first time such a control-flow merge is evaluated, it is done in
an optimistic fashion. All remaining times, this merge is evaluated pessimistically.
To allow for widening on pessimistic evaluations, the framework passes the control-
flow merge in question as well as the evaluation count to the widen defined in the
domain definition. This passes the responsibility of finding an appropriate heuristic
for the given domain to the user of the framework who has a better understanding
of the needs of the given domain.

4.3 Control-Flow Sensitivity
Recalling Listing 1, this loop is the motivating example for doing reachability anal-
ysis alongside data-flow analysis, and demonstrates that such a combination can
be greater than the sum of its parts, as presented in [Wegman and Zadeck, 1991].
This is the reason why our framework integrates reachability analysis with normal
data-flow analysis.

Furthermore, while data-flow is tracked on a per-node basis, which is possible
without losing precision because the graph is in SSA form, we cannot do the same
for CFG blocks as shown in [Wegman and Zadeck, 1991]. Therefore, the framework
tracks reachability per CFG edge.

Usually, reachability analysis is done via a flag associated with each control-flow
edge. Our framework instead tracks reachability in the form of a lattice in a fashion
very similar to data-flow. Figure 9 shows this minimal lattice. Its strongest value
is UNKNOWN, while its weakest value is REACHABLE. This is done to enable the same
lazy iteration we introduced for data-flow analysis also for control-flow analysis.
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UNKNOWN

REACHABLE

UNREACHABLE

Figure 9: Lattice of reachability for CFG edges.

The transfer function in this “domain of reachability” is very straight forward. It
takes in CFG blocks and computes reachability values for all successor edges. First,
like in data-flow analysis, we interpret all UNKNOWN input values as REACHABLE. Then,
if all inputs are UNREACHABLE, the result is also UNREACHABLE. If at least one input
is REACHABLE we return REACHABLE for a singular successor edge of a block. For
control splits we need to make a further distinction to obtain a result. In this
case, the framework queries the splitReachability function of the given domain
definition, to decide the results for the outgoing branches. If a successor branch is
considered unreachable by the analysis domain given the current state of the data-
flow portion of the analysis, the reachability transfer function returns UNREACHABLE,
else it returns REACHABLE.

4.4 Top-Down Evaluation of the Graph
As established in Section 2.2.2 and Section 2.3, we do not have a total order of nodes
in which we can traverse the graph. This complicates graph traversal significantly.
This section first lays out the problem and then presents the various solutions needed
to circumvent the need for a total order of nodes.

Consider the very simple example from Listing 7 and its corresponding Graal
IR graph Figure 10. This piece of code just contains a provable condition 1 == 2
followed by a control-flow merge where the constant values 3 and 4 from the true-
and false-branch of the condition respectively flow together.

Looking at the graph, the Φ node and the equals node, they are both floating
nodes and therefore have no order with respect to each other. The intuitive order to
analyze this graph would be top-down in the direction of the control-flow, but this
order is not guaranteed.
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1 int x;
2 if (1 == 2) {
3 x = 3;
4 } else {
5 x = 4;
6 }
7 // Phi(x)

Listing 7: Simple provable control-flow
merge.

If

BeginBegin

Merge Phi( )

C(3) C(4)

C(1) C(2)

Figure 10: Graph for Listing 7.

If we now for example were to evaluate the Φ node before the equals node, not
all inputs of the Φ node were evaluated. Crucially, the reachability information
is missing and since we are dealing with lazy iteration, we cannot tell, if we are
missing the reachability information because there will never be any restriction on
reachability, or if we just did not evaluate it beforehand. In this case we could only
restrict the result for the Φ node to Φ(x) ∈ {3, 4}. But since we, at this point in
the analysis, do not know if we will receive reachability information, we cannot skip
evaluating the Φ node without losing precision.

If we now evaluate the equals node afterwards, we conclude that its result is
false and therefore, the true-branch becomes unreachable, leading us to reevaluat-
ing the Φ node. If we now evaluate the Φ node, we get Φ(x) ∈ {4} which is stronger
than the previous result. This violates monotonicity and, if loops are present in the
program, might lead to the analysis never terminating. If we would circumvent this
issue by just calculating the merge of the previous and the current value, we would
uphold monotonicity but lose precision.

In perfect top-down evaluation order, we could be sure that, if there is no reach-
ability information during the evaluation of the Φ node, there will never be reacha-
bility information, because the given branch was skipped due to lazy iteration.
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4.4.1 Finding an Order

Even though we do not have a total order of nodes, we can find an order for some
nodes of the graph, which allows us to approximate a top-down evaluation of the
entire graph to a high enough degree, that we can circumvent the problem presented
above.

B1

B2 B3

B4

B5

B6

0

1

2

3

4

B0

5

Figure 11: Base priority metric for CFG of Figure 1.

Graal IR allows for quick calculation of a control-flow graph, which contains only
fixed nodes. Recalling Figure 1, none of the floating nodes are marked as belonging
to a specific CFG block. For the control-flow graph however, we can find a metric
for ordering its blocks. Figure 11 shows only the CFG for Figure 1 where each block
is associated with a numerical priority. A higher numerical value in this context
causes the block to be evaluated later in the analysis.

The given metric is essentially, a slightly modified version of the minimal visit
depth [Cooper and Torczon, 2004] of a given CFG block. The start block is given a
value of 0, while each other block is given a value of 1 higher than the largest value
of any predecessor, ignoring backedges. The slight modification to this minimal visit
depth under reverse post order traversal is, that a block constituting a loop exit, is
given a value 1 higher than the deepest block in the associated loop. This is to push
evaluation of any block depending on values from inside the loop to a point where
the previous loop has been fully evaluated.

If two blocks have the same priority value, they are not ordered with respect to
each other. They do not have any dependencies between them and can therefore be
evaluated in arbitrary order. This metric, however, only provides a gross approxi-
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mation of a top-down evaluation of nodes, since floating nodes are not associated
with any CFG block.

Some floating nodes, most crucially Φ nodes, do have a very clear connection to
the control-flow graph, enabling ordering of these nodes.

4.4.2 Priority Classes

Still, this general approximation of a top-down order for some nodes is not enough.
To improve the approximation, an ordering of nodes within a block is needed. There-
fore, to determine the actual priority of a node for scheduling, we have to include
some notion of intra-block priority.

Inferred Begin Body RescheduleControlReschedule Inferred... ...

Base Priority 

Figure 12: Calculation of specific priority value.

Figure 12 illustrates this ordering within a block, which has a base priority value
of n. Generally, all floating nodes which cannot be associated with a specific block
in the CFG are scheduled with a priority value of −1. Nodes that are either fixed or
can be easily associated with fixed nodes can be grouped into 5 classes, depending
on their function in the graph. Keeping in mind that a higher numerical value leads
to the given node being evaluated later, the final scheduling priority of a node can
be calculated by taking the base priority of the associated CFG block times 5 and
adding the numeric value of its priority class within a block.

Inferred represents a class for nodes that denote additional information about in-
flowing values in the given branch. Section 4.6 will elaborate on the exact semantics
and use of these nodes. For the purpose of ordering nodes within a block, it suffices
to say that, since such nodes provide information on values flowing into the current
block, we need to evaluate these nodes first. This gives the Inferred class a numeric
value of 0.

Begin Φ nodes merge values flowing into the current CFG block from incoming
branches. This means that these nodes are at the very start of a block and usages
of them inside the given block might depend on the values of such nodes. Similarly,

34 of 77 Christoph Aigner 09-2025



The Data-Flow Analysis Framework

Proxy nodes that mark values flowing out of a loop are at the start of a block, and
are therefore scheduled in Begin together with Φ nodes.

Nodes at the start of a block are always independent from each other and can
be evaluated in any order. Therefore, we can schedule all of these nodes with the
same priority, namely in the class Begin which has the numeric value of 1.

Body Generally for data-flow analysis, our framework does not distinguish between
floating and fixed nodes. The Body priority class acts as a catch-all for any fixed
nodes within a CFG block, that are not scheduled in another priority class. Such
nodes may depend on Φ nodes or Proxy nodes at the start of the block. Therefore,
the Body priority class has a numeric value of 2.

We do not order fixed nodes in the main body of the block with respect to each
other, even if they have data-flow dependencies to each other. We essentially treat
such nodes like floating nodes. These fixed nodes are only scheduled with priority
to reduce the need for reevaluation of fixed nodes by delaying their evaluation until
nodes known to be higher up in the graph and which they might depend on, had a
chance of being evaluated.

Control represents a priority class for everything that is control-flow related. The
last fixed node in a block is always scheduled in this class, representing the associated
CFG block for control flow analysis. When evaluating such a last node, first we do
all calculations relating to data-flow. Then we move on to calculating reachability
information for the control-flow edges leading to successors. To ensure that control-
flow analysis for out-flowing edges is only performed after the entire block has been
evaluated, the priority class Control has a numeric value of 3.

Reschedule As discussed in Section 4.1.1, Φ nodes at the start of the loop need
to be reevaluated after the entire loop has been processed. Additionally, if a Φ node
has been updated, the analysis should delay its reevaluation until the rest of the
loop has had a chance to be processed in full. The Reschedule priority class with its
numeric value of 4 is so late in the order, that the entire block, including out-going
control-flow, has been evaluated before, effectively placing nodes scheduled in this
class in the evaluation order at the very start of the next block.

To reschedule a loop Φ node after the associated loop, the framework finds the
deepest block in the loop and places the loop Φ node in its Reschedule priority class.
This ensures that it the node is scheduled after the entire loop but before any block
exiting the loop.
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4.4.3 Applying this Order

By giving all nodes that do not fall into any of the given priority classes a default
priority of −1, we now have a general order in which we can evaluate the graph
approximately in top-down order. Because we still encounter problems caused by
the combination of lazy iteration and the inherent unorderedness of Graal IR (as
explained in Section 4.2) we need further mechanisms do deal with them, which are
explained in Sections 4.2 and 4.5.

As mentioned in Section 4.1.1, to process unevaluated inputs of control-flow
merges correctly in lazy iteration, we need to be sure that all unevaluated but
reachable inputs will not contribute to the analysis in any meaningful way and
can therefore be interpreted as unrestricted. A prefect top-down evaluation does
guarantee that, but so does this approximation. Therefore, we can use this newfound
order of priorities in our work list. Additionally, all nodes scheduled with the same
priority are evaluated in a first-in-first-out order. This effectively makes the work list
a priority queue. Section 4.7 shows in detail, how this ordering effects the analysis
in practice.

When applying this new-found order to the work list, we effectively split the
data-flow portion of the graph into multiple parts. Since the only data-flow cycles
in Graal IR are back-edges of loops, which are handled using Φ nodes at the start
of the loop, the remaining sub-graphs are all acyclic. Excluding the special case of
optimistically evaluating a control-flow merge at the start of a loop, all nodes on
which a given Φ node can depend on lie higher up in the graph. When evaluating a
loop begin optimistically, the inputs associated with back-edges are assumed to be
unreachable and therefore do not have any effect.

All floating nodes (recall, all such nodes are scheduled with priority -1), all of
which might lie higher up in the graph, as well as all nodes scheduled with priorities
that lie higher up, have a lower numeric priority value than the given Φ node, thereby
ensuring that they will be evaluated before the Φ node. This enables us to apply
the argument from Section 4.1.1, even when using this approximation of a top-down
order instead of a perfect top-down order. Φ nodes that are located at the same
control-flow merge do not have any dependencies on each other since each Φ node
represents an individual value. These nodes do not need to be strictly ordered with
respect to each other.

Proxy Nodes While evaluating loops, the fixed-point algorithm may iterate over
the given loop multiple times with initial results being too optimistic. Since Graal
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IR is in loop-closed SSA form, we have a Proxy node, that is tied closely into control-
flow, for each value exiting the loop. To avoid spilling intermediate results for loop
values to nodes below the loop, Proxy nodes are scheduled in the Begin priority class.
This optimization avoids having to reevaluate all of the nodes for all intermediate
results that might occur while evaluating the loop.

Node Patterns As will be shown in Section 5.3, it might sometimes be advanta-
geous to not only evaluate each node in the graph separately, but to group multiple
nodes into a pattern for evaluation. The framework offers an interface to register
such node patterns. This causes the last node in the given pattern to be sched-
uled with its appropriate priority, every time an input to the pattern (not only to
the last node) is changed. The transfer function for the given node has then the
responsibility to evaluate the full pattern, not only the given node.

4.5 Resetting
In Section 4.2 we discussed how to handle simple data-flow nodes like additions
during lazy iteration and despite the lack of a total order of nodes if they have
unevaluated inputs. An addition is a simple example in this context, because in
the domain of ranges its transfer function does not produce a result stronger than
unrestricted if any of its inputs are not evaluated yet (recall Section 4.2).

An example for an operation that does produce a stronger than unrestricted
result despite having an unevaluated input is the unsigned right shift operation (writ-
ten as >>>). Figure 13 shows the computation (2 * 3) >>> 1. The multiplication
in Figure 13 only serves as a computable sub-expression that may be evaluated after
the unsigned right shift. The intuitive order of evaluation would be to first calculate

*

>>>

C(1)

C(3)C(2)

Figure 13: Graph for a compound unsigned right shift expression.
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the result for the multiplication and only after that evaluate the unsigned right shift.
But due to the lack of a total order of nodes in the graph, we cannot guarantee such
an order.

If the analysis were to evaluate the unsigned right shift operation from the ex-
ample in Figure 13 before the multiplication, we would have the situation that we
want to calculate transfer>>>(unevaluated, {1}). These inputs are guaranteed to
never produce a negative output, since shifting any integer to the right by 1 without
sign extension clears the sign bit, thereby producing a non-negative value.

If the transfer function for the unsigned right shift operation would now return
the best possible result, namely the range [0,∞), monotonicity will inevitably be
broken after the multiplication at its left-hand input is evaluated to a constant 6.
In that case, the transfer function would conclude that the result of the unsigned
right shift operation is a constant 3, which is a stronger result than the range [0,∞),
which was calculated earlier.

On the other hand, if the transfer function initially just returns unrestricted
and waits with producing a conclusive output until all inputs are evaluated, the
analysis might lose precision if for example the left-hand input to >>> never gets
evaluated due to lazy iteration.

To solve this without losing precision, the framework allows breaking monotonic-
ity under very strict circumstances. Monotonicity for a node may only be broken
if a previously unevaluated input has now become evaluated. This can only be the
case if the transfer function for a node returns a stronger-than-unrestricted result,
even though not all of its inputs are evaluated. In such a case, if monotonicity is
indeed violated, the framework resets the affected node, as well as all its usages.
This means that the affected node and all subsequent transitive usages of this node
are set to unevaluated and the newly calculated result for the given node is pulled
into the analysis state. Reevaluation of all nodes that were reset will occur naturally
via the framework’s internal work-list if needed.

The AnalysisDomainDefinition interface provides an optional method to track
how many relevant inputs of a given node are currently evaluated. This allows
the framework to fully handle resetting internally. Resetting allows for the extra
condition “considering unevaluated inputs to be unrestricted” when thinking
about monotonicity of the transfer function as seen in Section 3.2.
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4.5.1 Termination Despite Resetting

Violating monotonicity in this way requires some reasoning why termination of the
underlying fixed-point algorithm is still ensured.

Graal IR has a special node called “conditional node” representing a ternary ex-
pression in Java (i.e. condition ? trueValue : falseValue) without generating
explicit control-flow. This node has the same issues with unevaluated inputs as the
unsigned right shift discussed earlier. Therefore, resetting conditional nodes is some-
times required. If both value inputs to the conditional node are evaluated, but not
the condition, the transfer function for this node may produce a non-unrestricted
result with which monotonicity might be violated later during the analysis.

Conditional

C(1) C(2)

C(0)

Figure 14: Circular data-flow pattern.

Figure 14 features such a conditional node. Additionally, it contains a (fictional)
circular data-flow pattern. Such circular patterns only containing floating nodes
are impossible in Graal IR. This example is only given to demonstrate, that fully
unordered circular data-flow would present challenges for resetting. Analyzing this
example piece of a graph, we may start at the conditional node. Since its condition,
the greater equals node, has not been evaluated yet, we can only restrict the possible
output values of the conditional node to c ∈ {1, 2}.

Following that, we now can evaluate the greater equals node and since both 1
and 2 are greater or equal to 0, we can conclude that the return value for this node
is always true. When now reevaluating the conditional node from earlier, we come
to the conclusion that, with effectively true ? 1 : 2, the result of this expression
is always a constant 1.

But this constant 1 is a stronger result than the previous set of possible values
{1, 2}, therefore the conditional node as well as all of its transitive usages, which
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include the greater equals node, are reset. This leaves us back at square one, where
the result of the conditional node can only be restricted to the set {1, 2}. Here, the
analysis would run into an infinite loop, which would cause the analysis to never
terminate.

Luckily, the only data-flow back-edges permitted by Graal IR are at Φ nodes
located at loop begins, which are scheduled with priority. This means, a pattern
as seen in Figure 14 cannot appear in Graal IR. As mentioned in Section 4.4.3,
evaluating all Φ nodes in strict top-down order effectively splits the data-flow portion
of the graph into smaller acyclic subgraphs, in which this perpetual cycle of resetting
can never occur.

Looking at the broader image reveals that resetting is only necessary when an
input of a node that was already evaluated gets evaluated later. Since the order
in which we evaluate control-flow merges (and thereby Φ nodes) ensures that all
dependencies (i.e. inputs) of a given Φ node are evaluated before a result for the
Φ node is determined. This strictly rules out the condition necessary to require a
reset. Therefore, we can conclude that resetting never affects Φ nodes directly.

In addition to that, Φ nodes also cannot be affected transitively, because due to
monotonicity of the transfer function and the order of nodes imposed in the work-
list, all dependencies are sure to have stabilized upon the first evaluation of a Φ

node.

4.5.2 Complexity of Resetting

Resetting, in theory, introduces an exponential complexity to the analysis. Take
for example the worst case, a sequence of nodes which all produce a stronger than
unrestricted output even if not all inputs are evaluated.

As a concrete example, Figure 15 presents a sequence of decrement nodes in the
domain of strict upper bounds. In the domain of strict upper bounds, each node
is annotated with a set of nodes which the result of the given node is sure to be
lower than, thereby forming strict upper bounds to the given node. A set of strict
upper bounds is weaker, if it is a subset of the other given set (recall Section 2.4.1).
Given, a decrement cannot underflow (e.g. by using Math#decrementExact in Java)
the result of the decrement always has its input as well as all upper bounds of that
node as its strict upper bounds. In Figure 15 nodes are annotated with short names
to the left, and the optimal final set of upper bounds on the right. For example,
dec2 < {const(5), dec1} encodes the fact that the output of the second decrement
node (dec2) is strictly less than the output of both const(5) and dec1.
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C(5)

Figure 15: Chain of decrements.

Since all decrement nodes are floating, we cannot impose a general order upon
them. Let us now explore a theoretical worst case ordering, in which the chain of
decrement nodes from Figure 15 could be evaluated. If the analysis would start at
the lowest node (i.e. dec3), the transfer function would return the set {dec2} as its
upper bounds, even though its input has not been evaluated at this point in the
analysis. Now the analysis may continue with dec2, evaluating its upper bounds
to the set {dec1}. This may now trigger a reevaluation of dec3, which would now
result in the set {dec1, dec2} (dec3’s input, as well as all of the upper bounds of that
input), which is stronger than the initial result, resulting in dec3 being reset.

Continuing this chain of thought, an evaluation of dec1 will trigger a reevaluation
of dec2, which will trigger a reset of nodes 2 and 3. If then instead of dec2, dec3 is
evaluated, reevaluating the previously reset dec2 will trigger another reset of dec3.
Expanding this example further, it is easy to see that by always taking the worst
possible order of evaluations, an exponential amount of evaluations is needed until
a fixed point for this graph pattern is found.

This exponential time complexity, however, does not materialize in practice,
because the work-list evaluates nodes scheduled with the same priority (in this case
all -1, recall Section 4.4.3) in a strict First-In-First-Out order, which inhibits this
worst case ordering of nodes.

The worst case ordering in practice would be as follows: First, we evaluate
dec3 with upper bound {dec2}. Then we evaluate 2 with upper bound {dec1},
causing a reset of dec3. Then, since an input changed, we schedule dec3. Then we
evaluate dec1 with upper bound {const(1)}, resetting and scheduling dec2. Then
we evaluate dec3, again with upper bound {dec2}. Reevaluating dec2 with upper
bounds {const(1), dec1} leads to dec3 being reset and scheduled. Finally, we evaluate
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dec3 again with upper bounds {const(1), dec1, dec2}. In this chain of decrement
nodes, assuming the worst order possible, we evaluate the first decrement once, the
second decrement twice and the third decrement three times. This pattern continues,
causing the maximum amount of evaluations of nodes in such a chain to be

∑︁n
k=1 k,

where n is the node count of the chain. This is a Gauss sum which can be calculated
by n(n+1)

2
, revealing a quadratic worst case complexity in practice.

However, most nodes do not produce a meaningful output without having all in-
puts evaluated and therefore need not be reset at all. Additionally, when scheduling
usages of nodes (e.g. constant nodes), they are scheduled (and therefore evaluated)
in the order of their insertion into the graph. Since the graph is built top-down ini-
tially, this resembles a very crude approximation of a top-down order. This causes
even the quadratic worst case complexity to usually not appear when analyzing
programs.

4.6 Control-Dependent Inferences
Branching of control-flow may bring opportunities to refine the gathered information
about a node even further by considering the additional restrictions that a branching
condition may bring for a value in a special control-flow path.

1 void example(int a) {
2 if (1 < a) {
3 // ...
4 } else {
5 // ‘a <= 1’ here
6 use(a);
7 }
8 use(a);
9 }

Listing 8: Example of inferable information in a false branch.

In Listing 8, due to the branching condition 1 < a, we can infer that the integer
a at the usage in the false branch could be restricted to the interval a ∈ (−∞, 0].
However, this information does obviously not hold for any usage outside of the false
branch guarded by the condition that generates the inferable information, like for
example the usage in Listing 8 on line 8.
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In general, the additional information generated by a branching condition in the
true and false cases respectively is applicable to all usages of either input of the
condition that are dominated by the respective true or false branch.

4.6.1 How to Represent an Inference

Our framework internally tracks the values on a per-node basis because each node
generates exactly one value that flows to all its usages, but with control-flow-
dependent inferences we have additional data-flow information, that is only ap-
plicable to some selected data-flow edges of a node. For example in Listing 8 the
additional information a ∈ (−∞, 0] is not applicable for all usages of a, but only for
the edge from a to the usage inside the false branch.

If

BeginBegin

P( )C(0)

Infer 

Use

Use

Merge

Start

Figure 16: Example of an inference node in the graph for Listing 8.

In order to not have to track information for all data-flow edges separately,
the framework inserts a special Inference node into the graph that represents the
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additional information. Figure 16 shows such a node that contains the inferable
information from Listing 8 discussed earlier.

All usages of the original node (in this example the parameter node a) to which
this information is applicable are then changed to use this inference node instead
of the original node. In Figure 16, only the first usage of a lies within the false
branch, therefore only its input is reconnected to the newly inserted inference node.
The second usage just stays as it is.

Semantically, inference nodes are no-ops and do not change the actual run-time
value of the input. They simply represent additional data-flow information that
is used to strengthen the result of its input node during data-flow analysis. This
transfer function only uses standard lattice operations (namely the strengthen
operation), and is therefore implemented in the framework internally. The user
does not have to implement special reasoning for inference nodes.

Graal already implements a node that represents additional data-flow informa-
tion in a very similar way to how this new inference node works. However, since this
so-called "Pi-node" only represents Stamps, we opted to implement our own version
of this node, allowing any possible representation of data-flow information.

Inference nodes in general rely on a specific graph shape, which needs to be
maintained for the analysis to correctly update the additional information if needed.
Namely, the input of the inference node must always be a direct input of the condi-
tion that generated the given inference node. Section 4.6.3 will show why this shape
is important and how it is preserved.

4.6.2 Where to Insert an Inference

In Figure 16, the first usage of the parameter a is obviously dominated by the
Beginfalse node. If, instead of a fixed node, the usage of a in the false branch
would be an addition. This domination relationship would suddenly be far less
obvious, since floating nodes are not directly associated with any control-flow block.

To still find floating usages that are dominated by the respective branch, the
framework needs to calculate a rough approximation of a latest-possible schedule
for floating nodes and has to calculate domination based on this approximation.

To check if a given usage is dominated by the respective branch begin, the frame-
work employs the following algorithm: If the usage is a fixed node, or some other
node connected to the CFG, domination can easily be checked via the associated
CFG block. If a usage is entirely floating, it is seen as dominated in a latest-possible
schedule, if all of its transitive usages are dominated by the given branch begin.
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Therefore, the algorithm continues recursively through transitive usages, until it ei-
ther arrives at floating nodes without any usages (in which case the original usage
is considered to not be dominated), or domination can be checked via a connection
to the CFG. If the usage is a Φ node, domination is not checked for the Φ node
itself, but rather the incoming branch associated with the data-flow edge the algo-
rithm took to arrive at the Φ node. Since a node may be used on multiple positions
in a Φ node, each data-flow edge arriving at a Φ node is checked for domination
individually.

Usually, only few transitive usages have to be checked to check domination. Data-
flow often quickly runs into fixed nodes, through proxy nodes, or is merged in a Φ

node, at which point a connection to the CFG is present, allowing for domination
checks. Additionally, the search of transitive usages is done using a breadth-first
approach. Data-flow that has many branches usually has a usage of low depth that
is not dominated by the target branch, thereby leading to quick termination of this
check.

Such insertions are also only done for usages of inputs to branching conditions,
not for all floating nodes in general. These inferences are also subject to lazy iter-
ation, meaning, if there is no information to be gained, they are not done and this
domination check is skipped entirely.

The framework only does this costly calculation at most once for each branching
condition. All subsequent attempts of adding additional inferable information access
the results of the previous calculation via a cache. Also, per inference (i.e. per
combination of input to the branching condition and subsequent branch) only at
most one inference node is ever inserted into the graph. All usages dominated by
the given branch are reconnected to use this inference node instead of the original
node.

4.6.3 How to Maintain an Inference

When an inference node is first inserted, its additional information usually depends
on the input of the branching condition which is not a direct input of the inference
node. For example, in Figure 16, the additional information a ∈ (−∞, 0] for the
parameter a is caused by the fact that the left-hand input to the branching condition,
where a is the right-hand input, is a constant 0.

In this example, since the left-hand input is a constant, the belief about the
possible values of this constant node will not change throughout the analysis. But if
this was for example a loop variable, which is initially too optimistically believed to
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be the constant 0, and the associated lattice value is weakened later to for example
the range x ∈ [1, 10], the additional information of the inference node for a needs to
be updated accordingly.

The framework takes care of that by reevaluating, what information can be in-
ferred, every time an input to the condition that may generate additional information
changes. This new information is then inserted into the graph at the appropriate po-
sition. If an old inference node is found at that position, the information contained
in this node is updated.

Looking at Figure 16, to find and correctly weaken the additional information if
the lattice element for the left-hand input of the less-than node ever was to change,
the correct graph shape is crucial to find the previously inserted node. Namely, the
old inference node at the branch in question must be a direct usage of the input to
the generating condition the additional information is for. If this structure is ever
broken, the old inference node may not be found if the initial inference is proven
to be too optimistic. This would lead to incorrect additional data persisting in the
graph, possibly producing an incorrect result.

We will now see an example where this correct graph shape is broken and thus
causes problems. To preface this, the example presented is a purely hypothetical.
In case we were to break the graph shape like here, we would simply skip inserting
the breaking inference node, preserving the correct shape.

Listing 9 shows a simple loop where the variables x and y are initially 1 and 5.
Inside the loop, there is first a condition c that is used twice. Then there are two
nested if-statements, both involving the parameter a and possibly generating addi-
tional information for this parameter. Finally, there is another if-statement using
the condition c again. This creates the situation, that the inference generated at
the inner if-statement using condition c (i.e. the lower inference node in Figure 17)
is dominated by the outer Beginfalse node, but the generating condition c (i.e. the
node representing y > a in the top right of Figure 17) is not.

Figure 17 shows the body of the loop from Listing 9. At the start of the analysis,
both inference nodes seen in this figure are not yet present. They are only inserted
throughout the analysis to represent additional data-flow information.

The analysis starts by optimistically assuming x to be 1 and y to be 5. Since the
two greater-than nodes are not ordered with respect to each other, we assume for
this example that the node y > a is evaluated first. This causes the lower inference
node seen in Figure 17 to be inserted, because the Use node is dominated by the
lower Beginfalse. The current additional data-flow information for the parameter a
here is [5,∞).
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1 int x = 1;
2 int y = 5;
3 while (random ()) {
4 boolean c = y > a;
5 if (!(x > a)) {
6 if (!c) {
7 use(a);
8 }
9 }

10 if (!c) {
11 // ...
12 }
13 // ...
14 y = random ();
15 }

Listing 9: Double infer-
ence pattern with condition
reuse.

If

BeginBegin

P( )y

Infer 

Use

If

BeginBegin

Infer 

x

Merge

If

Figure 17: Broken graph shape for an inference node.
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Then the other greater-than node is evaluated. This causes the additional infor-
mation a ∈ [1,∞) to be inserted into the outer false branch. In Figure 17, this is
represented by the upper inference node. Crucially, only the lower inference node is
dominated by the upper Beginfalse, not the condition y > a, because this condition
has an additional usage lower down, which is not dominated by the given branch.
Therefore, the new inference node is only inserted into the other inference node and
not into the condition generating this other inference.

This now breaks the condition, that the input of any inference node must be
a direct input to the condition generating the given inference node. Recall, this
graph shape is needed to maintain the lower inference node accordingly throughout
the rest of the analysis. Looking at the lower inference node in Figure 17, its
input (i.e. the newly inserted inference node) is not a direct input of its generating
condition y > a. Continuing the analysis, in the next iteration of the loop, y is not
assumed to be constant 5 anymore due to the random assignment at the bottom of
the loop in Listing 9. This invalidates the additional information inserted earlier.
This causes the framework to look for old inferences caused by the condition y > a,
which now need correction. Since the lower inference node, which was caused by the
given condition, is no longer a direct usage of any inputs of the condition, it is not
found and therefore its additional information is not corrected. The, now proven
too optimistic, additional information a ∈ [5,∞) stays in the graph, producing an
incorrect result.

This shows how we can break the graph for existing inference nodes by inserting
new inferences. The solution taken in our framework is that new inferences that
would be a direct input of another preexisting inference node are only inserted, if,
despite inserting this new node, the graph shape for the preexisting inference node
is preserved. In Figure 17 this would mean, that the upper inference node is not
inserted because this insertion would break the graph shape for the lower inference
node.

Not inserting all possible additional information obviously leads to a decrease in
precision. However, tests on the Java standard library and various benchmark suites
showed, that graph patterns, like presented in Figure 17 (breaking the graph shape
for inferences), are quite rare. Therefore, our framework simply does not insert an
inference that would lead to such a breakage instead of implementing a vastly more
complex solution that does not rely on graph shapes.
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4.6.4 Why We Can Insert Inferences

Nodes for which additional information is found, may already have been used to
evaluate any of its usages. At the point of the usage, inserting an inference provid-
ing additional information may look like an input becoming stronger. This clearly
violates monotonicity, but restricting ourselves to only inserting inferences into un-
evaluated usages would cause the analysis to miss a lot of possible precision.

To circumvent this problem with monotonicity, we again turn to resetting, just
as described in Section 4.5 for monotonicity issues caused by lazy iteration and the
inherent disorder of the Sea of Nodes program representation. Effectively, when
inserting an inference into an already evaluated usage, this and all subsequent eval-
uated nodes are reset. To be able to do this safely, an explanation is needed why
we will never run into a situation where we reset back-edges, reachability analysis
or control-flow merges.

Due to the top-down evaluation described in Section 4.4, we can say that, if the
branching condition that generates the inference is a floating node, it is sure to be
evaluated before reachability analysis commences past the point where the inference
node will be inserted. The same argument applies to the evaluation of control-flow
merges. If the branching condition is a fixed node, possibly integrated into the
control split node like for example a switch node, we can still say that the location
where the new inference node is inserted lies later in the priority list because it is in
the next block below the block of the control split that causes the inference.

Finally, we need to consider loops. New inferences will only ever be inserted
during the first evaluating iteration of a loop. This is because during the first
evaluation, due to the initial optimistic assumption for loop values (see Section 4.1.1)
and monotonicity of the transfer function, the loop values are at their strongest
assumption throughout the analysis. If the strongest possible information present
during the first iteration of evaluating a loop does not constitute inferable additional
information, weaker information present during subsequent iterations of evaluating
the given loop will not create new inferences. During the first iteration of loop
evaluation, back-edges are sure to be unevaluated. For reachability analysis and
control-flow merges, the same argument as for straight-line code can be made.

This allows for us to conclude that circumventing monotonicity when inserting
inferences using resetting is possible and safe.
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Step Node Evaluation result Work List (after)

0 (initial) -1: C(1), C(2)
1 C(1) 1 -1: C(2), ̸=1, -1, 6: Phi(x)
2 C(2) 2 -1: ̸=1, -1, 6: Phi(x), 16: Phi(x′)
3 ̸=1 UNRESTRICTED -1: -1, 6: Phi(x), 16: Phi(x′)

4 -1 UNRESTRICTED -1: 6: Phi(x), 16: Phi(x′)

5 Phi(x) 1 -1: ̸=1, 16: Phi(x′), 24: Phi(x)
6 ̸=1 true 8: If(B1), 16: Phi(x′), 24: Phi(x)
7 If(B1) (B1 → B2) UNREACHABLE 13: Begin(B2), 16: Phi(x′), 24: Phi(x)
8 Begin(B2) (B2 → B4) UNREACHABLE 16: Phi(x′), 18: If(B4), 24: Phi(x)
9 Phi(x′) 1 18: If(B4), 24 Phi(x), 26: Proxy
10 If(B4) 24: Phi(x), 26: Proxy
11 Phi(x) 1 26: Proxy
12 Proxy 1 28: Return
13 Return

Table 4: Work list states throughout the example run.

4.7 Simple Example Analysis
Having discussed the internals of the framework, we can now take a deeper look at
the initial conditional constant example from Listing 1, to see how the framework
performs the fixed-point analysis. Revisiting this example, we can see that, to prove
that x is constant 1, we need to known that the statement x = 2; is unreachable,
but to find that x = 2; is unreachable, we need to known that x is constant 1.

For this example analysis, we take the simplest domain, namely the domain of
constants. The lattice for this domain consists of an UNEVALUATED element, a layer
of elements representing all constants, and an UNRESTRICTED element. Figure 20
shows a visual representation of this lattice. The analysis is done on the Graal IR
graph from Figure 1. Table 4 contains the states of the work list, including the
nodes’ scheduling priorities, throughout this example analysis. Recall Section 4.4.3,
the work list is constructed as a priority queue.

Steps 0–2 First we start by adding the two constant nodes C(1) and C(2) to the
work list with priority -1, which, recalling Section 4.4, is the default priority value for
any floating node. Now we remove C(1) from the work list, set its value to a constant
1 and schedule all its usages. The inequality and subtract nodes are scheduled with
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priority -1 (recall that for brevity the usage of C(1) in these nodes was not indicated
by edges, but rather as part of the node), while Phi(x) is scheduled with priority 6
(= 1 ∗ 5 + 1). Evaluating C(2) similarly causes its value to be set to a constant 2,
and its usage Phi(x′) is scheduled with priority 16 (= 3 ∗ 5 + 1).

Steps 3–4 Evaluating the previously scheduled inequality and subtract nodes
yields UNRESTRICTED. Each of these nodes has one UNEVALUATED and one constant
input. Evaluation results in an unknown value which, in accordance with Section 3.2,
is calculated to be UNRESTRICTED. The framework though does not pull this value
into the analysis state because it would not result in any information gained but
inhibit further discoveries (recall Section 4.2). Because this does not change the
lattice values for these nodes, their usages are not scheduled.

Step 5 Next in the queue is Phi(x). As explained in Section 4.1.1, we optimistically
assume the second input of Phi(x) to be UNREACHABLE and propagate the constant
1 through this node. To check this assumption later on, we reschedule Phi(x) with
priority 24 (= 4 ∗ 5 + 4). Because we lowered the value of Phi(x), all its usages
will be scheduled, causing the inequality and Phi(x′) to be scheduled. Since Phi(x′)

already exists in the work list, it is not inserted a second time.

Step 6 The next node to be evaluated is the inequality node. This node now
has two constant inputs and can be evaluated to a constant true, scheduling the
associated If node with priority 8 (= 1 ∗ 5 + 3).

Steps 7–8 Evaluating the If node scheduled right before, we see that the false
branch of this condition is unreachable because of the constant true input. There-
fore, we set the edge from B1 to B2 to UNREACHABLE (recall, for reachability, the
framework also uses a very simple lattice Figure 9). To progress the reachability
analysis, we schedule the Begin node of B2 with priority 13 (= 2 ∗ 5 + 3) to rep-
resent the entire CFG block, because, although it is a Begin node, it is also the
last fixed node in the given CFG block (recall Sections 4.3 and 4.4.2). This node
is immediately removed from the work list and since the only predecessor edge is
UNREACHABLE, the successor edge from B2 to B4 is also marked as UNREACHABLE and
the If node at the end of B4 is scheduled with priority 18 (= 3 ∗ 5 + 3) to repre-
sent B4 for reachability analysis. Additionally, Phi(x′) at the start of B4 would be
scheduled if it were not already in the work list, because changing the reachability
of any input to a given Φ node counts as changing an input.
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Step 9 Now Phi(x′) is the next node to be evaluated. Its inputs are the constant 2
as its first input and as its second input Phi(x), which was optimistically evaluated
to the constant 1 earlier. However, the first input value is considered UNREACHABLE
because it corresponds to the CFG edge from B2 to B4, therefore the constant 1
from the second input can be propagated. We would schedule its usage (i.e. the loop
Phi(x) with priority 6), but because it is already in the work list with priority 24,
we do not reschedule it. The second usage of Phi(x′) is the Proxy node which gets
scheduled in its loop exit block with priority 26 (= 5 ∗ 5 + 1, see Section 4.4).

Step 10 The next node to be evaluated is the If node at the end of the basic
block B4. B4 is considered reachable because it does not exclusively have UN-
REACHABLE edges as predecessor edges (the edge from B3 to B4 is UNKNOWN (the
top lattice element of the reachability lattice in Figure 9) which is interpreted as
REACHABLE, similar to how UNEVALUATED values are treated in the transfer function,
see Section 4.3). This in combination with the UNEVALUATED input coming from
the greater-equal node results in both successor edges being considered reachable,
resulting in no change to their associated reachability lattice element.

Step 11 Then Phi(x) is reevaluated to check if the previous optimistic assump-
tion for this node still holds. Both incoming control-flow edges are UNKNOWN and
therefore considered reachable, but both inputs to Phi(x) are also associated with
a constant 1. Therefore, evaluating this node pessimistically using a standard lat-
tice merge operation, this node is calculated to be constant 1, which confirms our
optimistic assumption made earlier and the value of Phi(x) is not updated in the
analysis state.

Steps 12–13 The next node to process is the Proxy node which propagates its
input constant 1, resulting in the Return node to be scheduled with priority 28
(= 5 ∗ 5 + 3), since it is the last node in its CFG block. The fact that there is no
reachability propagation to be done for this node does not matter, since nodes sched-
uled for reachability reasons are also evaluated for data-flow before any reachability
analysis is done. Finally, the Return node is processed. Since it does not produce a
value and has no successors in the CFG, it is not analyzed further, thereby leaving
the work list empty.

End This concludes the analysis for conditional constants. Since the work list
is empty, a fixed point has been found. We found four nodes (Phi(x), inequality,
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Phi(x′) and the Proxy node) that can be replaced with constants at their usages.
Additionally, we found two CFG edges (B1 to B2, B2 to B4) and one basic block
(B2) to be unreachable. These can be eliminated from the CFG.

Figure 18 shows the graph after replacing the found constants and removing
the control flow found to be unreachable. This graph still contains a loop, which
is removed by later optimization phases of the Graal compiler, resulting in a very
simple return 1; as seen in Figure 19.

Start

LoopBegin

If

LoopExitLoopEnd

Return

Phi ( )

C(1)

P( )

P( )

B0

B1

B2
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Figure 18: Optimized conditional constant graph.
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Figure 19: return 1;
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5 Domain Examples

As part of this thesis, we developed implementations for three different domains us-
ing our analysis framework to show its versatility. The first implementation was the
domain of constants, which surpassed in precision our previous lazy sparse condi-
tional constant propagation [Aigner et al., 2024] only due to the framework’s ability
to calculate inferred values for control-flow branches. The second implementation,
the domain of ranges, was chosen to demonstrate the capability of our framework to
work with deep lattices. For the last implementation, a weakly-relational domain,
namely the domain of pentagons first presented by [Logozzo and Fähndrich, 2008],
was chosen to demonstrate the framework’s ability to handle symbolic domains as
well as a combination of multiple domains.

Framework Constants Ranges Pentagons

Lines of Code 1576 462 479 810

Table 5: Lines of code for the framework and the domains.

The goal of our framework is to allow for easy implementation of data-flow
analysis domains. Table 5 shows the pure lines of code for the framework and each
for implemented domain. All blank lines as well as all comment lines were removed
from this total. Here we can see that most of the complexity is contained within the
framework. If one uses very simple, or even preexisting containers to store data-flow
information, as is the case for the domain of constants and the domain of ranges,
the lines of code required to build a powerful analysis are very few. Additionally, the
domain definitions contain significant amounts of very simple code for basic lattice
functionality. The domain of pentagons contains its own definition of a lattice
element and is therefore significantly longer, but still far below the number of lines
in the framework.

5.1 Domain of Constants
First, one of the simplest data-flow analysis domains is the domain of constants.
In its pure form, the underlying lattice consists of a globally strongest unevalu-
ated element, a globally weakest unrestricted element and a layer of all possible
constants next to each other between those two. This lattice is considered simple
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because, with its three levels, it is very shallow. Therefore, any monotone trace
through this lattice is at most of length 3.

unevaluated

unrestricted

C(int) NaN null0

 NaN !null

C(float) falsetrue

Figure 20: Extended lattice of constants implemented using the framework.

The lattice implemented for this thesis adds an additional layer (see Figure 20).
Some constants in this lattice are declared to be “special”, namely the number 0
for integers, the value NaN (as per the IEEE 754 definition of floating point val-
ues [IEEE, 1985]) for floating point numbers and the constant null for references.
Boolean values do not have such a “special” constant. The node “C(int)” in Figure 20
represents any integer constant. Similarly “C(float)” stands for any floating point
constant. The additional layer contains a non-special value, restricting a value to be
anything but the declared special value for the given type. This layer was introduced
because zero and null checks are generally very common, so tracking information
regarding that is useful.

Without inferences, this implementation for the framework achieves the same
precision with lazy sparse conditional constant propagation [Aigner et al., 2024].
However, our framework does include inferences (the implementation effort for which
is minimal) and thus achieves even better precision.

Comparing the original LSCCP implementation to this new implementation us-
ing our framework, the complexity of the new implementation is significantly lower.
The original monolithic implementation that contains both the fixed-point algo-
rithm code, the work list and the domain of constants itself is about 2k lines of
code. Additionally, significant implementation complexity arises from the fact that
all separate elements are intertwined and highly tailored to the specific needs of
conditional constant propagation. In contrast, the new implementation using our
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framework only contains a clean implementation of just the domain of constants,
which only accounts for 462 lines of code, including inferences. The entire complex
but reusable part of the code now lives inside the framework, which significantly
reduces the effort needed to add new analyses.

5.2 Domain of Ranges
The Graal compiler’s Stamps form a complete lattice. An “empty” Stamp represents
the unevaluated domain element in our framework, while an “unrestricted” Stamp
represents the homonymous. Using the full power of Graal’s Stamps effectively
extends the lattice used in the domain of constants (Figure 20). Each type (booleans,
references, floating point numbers and integers) form their own sublattices.

Boolean values form a simple lattice of constants with just the two constant
values true and false in addition to the global bounds. The types tracked in the
reference Stamps also form a lattice with the additional information if a given value
can be or is actually null extending the underlying type lattice.

For floating point values, numeric upper and lower bounds are tracked, forming
a standard lattice of ranges. Additionally, using Stamps we can track if floating
point values are NaN, which simply extends the lattice further. The most com-
plex sublattice is formed by the integer Stamps. This is due to the fact that for
integers not only a range is tracked but also if a given value is not zero and which
bits may or must be set. Still, the amount of information contained in integer
stamps is a very natural extension to the domain of ranges, similar to DisIntervals
by [Fähndrich and Logozzo, 2010].

Surprisingly, despite the vastly increased precision over the domain of constants,
the implementation for the entire domain of stamps (essentially the domain of ranges
with additional information), only consists of 479 lines of code, only 17 lines more
than the domain of constants. This shows that the framework does indeed succeed
in providing a low barrier to implement new and possibly complex data-flow analysis
domains.

5.3 Domain of Pentagons
The third analysis domain implemented as a part of this thesis, is the domain of pen-
tagons, first introduced in [Logozzo and Fähndrich, 2008]. It was chosen because it
is a weakly-relational domain. The defining feature of the family of weakly-relational
domains is, that they contain symbolic information of relations of pairs of values to
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each other. Fully relational domains may include more complex symbolic relations,
which include more than two values per piece of information. Such relations are
obviously more precise but they are also more costly do compute [Minè, 2007].

Additionally, the choice of pentagons as the symbolic domain to implement was
taken to show, that the framework can handle domains that are combinations of
simpler domains. In this case, the domain of pentagons is a combination of the
domain of ranges and the domain of strict upper bounds with improvements on the
widen operation (in the paper called join), sacrificing a bit of precision for improved
evaluation performance [Logozzo and Fähndrich, 2008].

Figure 21: Pentagonal approximation of possible value combinations.

The domain of pentagons is so named, because when representing an approxi-
mation of all possible combinations of two values like in Figure 21, it takes the form
of a 5-sided polygon. Figure 21 shows a point cloud, where each point represents a
possible combination of values that the variables x and y can hold at a given point in
the program. If we only were to store a lower and an upper bound per variable, we
can approximate this point cloud with a rectangle. Adding the symbolic constraint
y < x, we can further refine this approximation of the point cloud. This effectively
cuts off one corner of the rectangle, which yields the pentagonal shape shown in
Figure 21. We write p(y) = ⟨[5, 20]; {x}⟩ to represent the fact that, at the given
point in the program, y is at least 5, at most 20 and strictly less than x.

This means, a lattice element in the domain of pentagons contains a range for
each value, as well as a set other values, marking strict upper bounds of a given
value. Listing 10 shows a code pattern, that can be optimized using the domain of
pentagons. Inspecting the first branching condition, one can see that in the false
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1 public static int simplePentagon(int x, int y) {
2 if (!(x < y)) {
3 x = 3;
4 y = 5;
5 }
6 // prove the following condition:
7 if (x < y) {
8 return 11;
9 } else {

10 return 12;
11 }
12 }

Listing 10: Simple snippet optimizable by pentagonal analysis.

branch, the parameter y is sure to be a strict upper bound of the parameter x.
To find that, the symbolic portion of the pentagons is needed. In the true branch,
where y is not a strict upper bound of x, both variables are set to values where the
relation x < y is restored. To prove this relation, the numerical part of pentagons.

Combining these two sub-domains at the control-flow merge after the first if-
condition, the analysis can find, that at this point x < y holds. With this, the
second condition can be proven to be true and this entire method can be reduced
to just the statement return 11;.

5.3.1 Motivating Example for the Domain of Pentagons

Listing 11 shows a vastly more complex example of a code pattern optimizable using
the domain of pentagons. This binary search example is the motivating example in
the paper first describing the domain of pentagons [Logozzo and Fähndrich, 2008].
This code also forms the implementation of Arrays#binarySearch in the Java Stan-
dard Library. Importantly, the array bounds check at line 7 can be proven to succeed
and can thus be optimized away. Informally, using the domain of pentagons to an-
alyze this piece of code, we can infer 0 ≤ index < array.length at line 7, which
allows us to eliminate the implicit array bounds check.

Generally, this piece of code is a standard implementation of binary search. It
takes a sorted array of integers and returns either the index of the value to be
searched, or some negative value (ensured by bit-wise inverting the non-negative
value lower at the end of the method). The target value is searched by maintaining
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a possible range of indices (denoted by lower and upper) and probing the middle
of this range by calculating the arithmetic mean on line 5.

1 public static int binarySearch(long[] array , long value) {
2 int lower = 0;
3 int upper = array.length - 1;
4 while (lower <= upper) {
5 int index = (lower + upper) >>> 1;
6 // the bounds check for this array acceses is provable:
7 long number = array[index ];
8 if (value == number) {
9 return index;

10 }
11 if (number < value) {
12 lower = index + 1;
13 } else {
14 upper = index - 1;
15 }
16 }
17 return ~lower;
18 }

Listing 11: Motivating Binary Search example from [Logozzo and Fähndrich, 2008].

This calculation is special in the sense that it is safe, despite possible overflows
of the addition due to the unsigned right shift operation. Since both inputs are non-
negative, we can interpret the inputs to the addition as 31-bit unsigned integers.
Adding two 31-bit unsigned integers yields a 32-bit unsigned result. The unsigned
shift right acts as an unsigned division by 2, reducing the bit-size from 32 back to
31. This result is then again a signed non-negative 32-bit integer that lies between
the two inputs of the addition. For that reason, if both inputs to the addition are
non-negative, all strict upper bounds shared by both inputs of the addition can be
taken as strict upper bounds of this entire calculation.

To analyze this example in detail, a closer look at the Graal IR graph for this
example is needed. Figure 22 contains the part of the graph relevant for proving the
array bounds check on line 7 of Listing 11. For visual simplicity, for both subtractions
as well as the addition at the bottom and the unsigned shift right, the constant 1
is integrated into the node instead of cluttering the graph with additional data-flow
edges from all of these nodes to the constant node 1, similar to the constant 0 node
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LoopBegin

If

Begin

len( )

Phi ( ) Phi ( )

C(0)

>>> 1

LoopExit

If

Infer  ;

{len( )}

ExceptionBegin

Infer  

Figure 22: Relevant part of the Graal IR graph for the example in Listing 11.

written as “C(0)”. To be able to distinguish between the two decrement nodes in
the graph, we write “-1(1)” and “-1(2)” with subscripts.

The begin of the while loop in the original example is denoted by the LoopBegin
node in Figure 22. At this control-flow merge, the back edge from the bottom
of the loop and the control-flow path first entering the loop flow together. This
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Node 1st Iteration 2nd Iteration 3rd Iteration

len(array), with ID: L ⟨[0, max]; ∅⟩
−1(1) ⟨[−1, max-1]; {L}⟩
Phi(upper) ⟨[−1, max-1]; {L}⟩ ⟨[−1, max-1]; {L}⟩ ⟨[−1, max-1]; {L}⟩
Phi(lower) ⟨[0, 0]; ∅⟩ ⟨[0, max]; ∅⟩ ⟨[0, max]; ∅⟩
Inferu ⟨[0, max-1]; {L}⟩
Inferl ⟨[0, 0]; {L}⟩ ⟨[0, max-1]; {L}⟩
+ ⟨[−1, max-1]; {L}⟩ unrestricted

>>> 1, with ID: S ⟨[0, max-1]; {L}⟩ ⟨[0, max-1]; {L}⟩
−1(2) ⟨[−1, max-2]; {L, S}⟩
+1 ⟨[1, max]; ∅⟩
|<| true

Table 6: Node states throughout the example run.

is also the place where the Φ nodes for the two loop variables lower and upper
reside. Below those is first the lower-than condition (which is the inverted lower-
equal loop condition present in the original loop). Then these loop variables are
used in the addition and the unsigned shift right to calculate their middle point.
Finally, an unsigned lower-than check (written as “|<|”) is done to ensure that the
array access with the result of the unsigned shift right is safe. To clear this check,
the checked signed value needs to be both non-negative and also lower-than the
given non-negative upper bound. Using the domain of pentagons, this check can be
proven to be true and can be optimized away.

Highlighted in the graph is the pattern of addition, followed by the unsigned
shift right. For the analysis to correctly find that the result for this pattern is both
non-zero and lower than the length of array, this pattern must be evaluated in full,
instead of the usual single node approach. The framework does provide an interface
to register such node patterns that are to be evaluated in full (see Section 4.4.3).
The result of such patterns is then associated with the last node in the pattern,
which in this case is the unsigned shift right node.

Having explained the semantics of the graph in Figure 22, we can now look at
an exemplary evaluation of this graph to see how the analysis discovers the array
bounds check to be true. Table 6 contains a list of nodes relevant for this evaluation.
Notably, the state of the loop exit condition is not of interest in this example. It
cannot be proven by pentagons and its only use here is to generate the inference
node for lower. Therefore, this node is omitted from the table. As mentioned earlier,
the lattice elements are represented as tuples containing a range of possible values,
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as well as a set of nodes that form strict upper bounds to the given node. The
elements of this set are IDs corresponding to other nodes of the table. For example,
⟨[−1, max-2]; {L, S}⟩ for the node −1(2) means, that the result of the node −1(2) is
at least -1, at most Integer.MAX_VALUE minus 2, and is strictly smaller than the
result of the nodes with ID L (also known as ‘len(array)’) and with ID S (‘>>> 1’).
The numeric upper bound for this node is Integer.MAX_VALUE-2, which is written
as max-2 in the table because it is easier to read than 2147483645. Domain elements
representing boolean constants are written as the corresponding boolean values.

Initialization The analysis starts at all points in the graph where new data-flow
information is produced. In this case, these points are the constants 0 and 1 (recall,
the constant 1 is pulled into the nodes for visual clarity of the graph), as well as the
node representing the length of the array and the less-than node (the node repre-
senting the loop exit condition). The constants are evaluated to be the respective
constant with an empty set of upper bounds (the node C(0) is evaluated to ⟨[0, 0]; ∅⟩),
while the node representing the array length is evaluated to be non-negative (i.e.
⟨[0, max]; ∅⟩).

The less-than node is evaluated because it may generate useful additional in-
formation. At this point, the only information inferable by this node is, that in
the true branch, Phi(lower) would constitute a strict upper bound to Phi(upper).
Since Phi(upper) is not used in the true branch (i.e. outside the loop), no inference
is generated.

First Iteration of Loop Evaluation To simplify the example, we will ignore un-
orderedness and evaluate the graph in a strict top-down fashion. First, if a non-
negative value is decremented (in node −1(1)) the calculation cannot overflow and
the original node therefore forms a strict upper bound to this node, resulting in the
value ⟨[−1, max-1]; {L}⟩ for this subtraction.

Both Φ nodes at the start of the loop are initially evaluated optimistically, mean-
ing they get the values of their first inputs, namely ⟨[−1, max-1]; {L}⟩ for upper and
⟨[0, 0]; ∅⟩ for lower. Now the lower-than node not contained in the table is evaluated
again. In the false branch upper ≥ lower holds. This means that all strict upper
bounds of upper (i.e. len(array)) as well as the upper bound of upper’s range also
apply to lower. Therefore, we insert the node Inferl into the graph with the ad-
ditional information ⟨[min, max-1]; {L}⟩. Furthermore, the lower bound for lower’s
range applies to upper, leading to the insertion of the node Inferu with the informa-
tion ⟨[0, max]; ∅⟩. Evaluating these two inference nodes, we can strengthen the values
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of the Φ nodes with this newly found information to ⟨[0, max-1]; {L}⟩ for Inferu and
⟨[0, 0]; {L}⟩ for Inferl.

Then the arithmetic average pattern consisting of an addition and an unsigned
shift right is evaluated as such. On a per node basis, the addition (since lower is
currently believed to be constant 0) does not change higher. The unsigned shift
right node receives the result for both, the unsigned shift right node as well as the
pattern. From the pure unsigned right shift we can conclude, that the lower bound
for the result range is 0. From the pattern, we can infer that, given the fact that
both inputs of the addition are non-negative, the upper bound is the larger upper
bound of the ranges flowing into the addition, which results in the range [0, max-1].
Additionally, because both inputs to the addition are non-negative, any strict upper
bounds shared between them are strict upper bounds of the result of the pattern.
Since we do not have less-or-equal relations (only strict upper bounds) in the domain
of pentagons, we cannot encode the information lower ≤ higher. This would be
needed for all upper bounds of higher to be usable. Therefore, only shared strict
upper bounds are guaranteed to be strict upper bounds of the pattern. This results
in the pentagon ⟨[0, max-1]; {L}⟩ for the unsigned shift right node.

Finally, we can evaluate the targeted unsigned lower-than node which represents
the array bounds check. Since both inputs are non-negative and the right-hand
input (i.e. len(array) forms a strict upper bound for the left-hand input (>>> 1),
we can conclude, that the result is always true. The second decrement node simply
shifts the interval of the unsigned shift right node by 1, because it cannot overflow,
as well as obtaining >>> as a new strict upper bound in addition to len(array). This
yields the result ⟨[−1, max-2]; {1, 8}⟩. Since the increment also cannot overflow in
this case, we can simply shift the input range, but here we need to drop the strict
upper bounds, yielding ⟨[1, max]; ∅⟩.

Second Iteration of Loop Evaluation Now, in the second iteration of evaluating
the loop, we start with reevaluating the control-flow merge at the top of the loop.
This means that both Φ in the graph are evaluated. For Phi(upper), merging both
inputs ⟨[−1, max-1]; {L}⟩ and ⟨[−1, max-2]; {L, S}⟩, we can conclude that the eval-
uation results remain the same as during the first iteration. Merging all inputs for
Phi(lower), we can see that its range changes to [0, max].

This new range for Phi(lower) subsequently propagates through Inferl, which
causes the per-node result for the addition to become unrestricted, since an over-
flow can no longer be ruled out. Still, the result for the entire pattern, and therefore

64 of 77 Christoph Aigner 09-2025



Domain Examples

for the unsigned shift right, remains the same as in the first iteration of evaluating
the loop.

Third Iteration of Loop Evaluation The third iteration of loop evaluation only
consists of the loop begin, and thereby Phi(upper) and Phi(lower), being re-checked.
Since none of the inputs have changed, the results stay the same. Now the work list
of the analysis is empty and a fixed point has been reached. Crucially, the unsigned
lower-than check representing the array bounds check is still true in this fixed point
the analysis found.

Conclusion This example shows a real-world calculation where data-flow analysis
in the domain of pentagons actually finds a constant branching condition, that can-
not be found by a simpler, non-relational approach. The proof for the array bounds
check though relies on a lot of intricacies and constructive interaction between the
two underlying domains of pentagons, namely ranges and strict upper bounds, espe-
cially with ranges providing crucial information that the increment and decrement
at the bottom of the loop cannot overflow, allowing for better data-flow analysis.

5.3.2 Future Work Relating Pentagons

As the binary search example shows, evaluating node patterns as such instead of
restricting data-flow analysis to only analyze singular nodes at a time can allow for
more precise analysis. The framework currently requires the user to register patterns
beforehand. This means to schedule the last node of the pattern whenever an input
to the pattern that may not be connected to this last node changes. In the specific
case of the binary search in Figure 22, any change to the inputs of the addition,
causes the unsigned shift right node to be scheduled in order to reevaluate the entire
pattern.

But this approach needs pattern checking every time any node changes which
can become fairly expensive if there are multiple complex patterns. An approach
for future work to reduce the cost of patterns could be a lazy detection. In this case,
the only time, pattern detection would happen, is when the unsigned shift right is
evaluated the first time. If this node is the output of a pattern, all pattern inputs
that are not direct inputs of the given node are stored in a map, which is then queried
when new nodes are scheduled instead of doing pattern detection. This may reduce
precision slightly, since the pattern output may never be evaluated, and therefore the
pattern would never be found, but generally, this approach is considerably cheaper
than eagerly detecting patterns.
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Working on the domain of pentagons, a weakly-relational domain, it seems like
the Sea of Nodes representation of Graal IR does not lend itself well to relational
data-flow analysis. This comes from the fact that, since most nodes are floating
and have no strict order other than direct dependencies, there is no notion of a
“program point” or named variables. Therefore, relationships between any two nodes
in the graph may be relevant. To find out, which ones are actually relevant, one
would need to analyze the program for live variables, which is a difficult and costly
task. Additionally, tracking variables through control-flow merges, and preserving
relationships like for example strict upper bounds, is a non-trivial task in the Sea
of Nodes. Future work will analyze how to properly do relational data-flow analysis
on this inherently unordered program representation in an efficient manner.
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6 Evaluation of Examples

We evaluated the implementations for lazy sparse conditional constant propagation
(see Section 5.1) and the extended domain of ranges on the Renaissance benchmark
suite3. We call the extended domain of ranges the “domain of full Stamps”, because
it utilizes the full power of Graal IR’s Stamp system (see Section 5.2). For this, two
new optimization phases were built into the Graal compiler that carry out the given
data-flow analysis and then replace all nodes found to be constant in the graph, as
well as remove all control-flow branches found to be unreachable.

The system used for testing runs Ubuntu 24.04 on an Intel 11th Gen Intel Core
i7-1165G7 processor equipped with 64GB of RAM. A command line switch was built
into GraalVM to disable the newly implemented phases in order to test the baseline
as well as the implementation of LSCCP and the domain of Full Stamps on the same
build. For each benchmark, warm-up runs were executed, followed by timed runs
which contributed to the final result. The per-benchmark default number of warm-
up and timed runs specified by the Renaissance benchmarking harness were used
in this evaluation. In an effort to reduce the effect of noise, the entire benchmark
suite was executed 8 times for all configurations. Runs for all three configurations,
baseline, LSCCP, and Full Stamps, were carried out alternately to increase fairness.
The tested version branched off from the closed-source Oracle GraalVM for JDK 25
master branch on May 25th, 2025. At the time of writing, the domain of pentagons
is able to prove the binary search example in Listing 11, but is not benchmark-ready
yet. Therefore, no benchmarks for this domain are listed here.

Figure 23 shows the arithmetic mean over the results of the 8 runs carried out
for the 21 different benchmarks contained in the Renaissance benchmark suite that
are supported on the testing platform. The numeric results used to construct this
chart can be found in Table 7. The execution time is shown relative to the baseline,
which is indicated by the red dashed line at 1. Neither LSCCP nor the domain
of full stamps introduces any significant performance regressions. The worst result
over all benchmarks is LSCCP at “log-regression”. Here LSCCP performed about
1% worse than the baseline, which can be attributed to fluctuations of benchmark
results. This is because the aforementioned optimization phases do not introduce
any new control-flow or calculations, they only remove nodes proven to be constant
from the graph.

3https://renaissance.dev/
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Since the Graal compiler already applies a fully pessimistic analysis using the
Stamp system within its canonicalization steps, there are no large gains in over-
all performance to be made through the introduction of control-flow sensitivity
and inferences. But still, these new analyses do show quite significant impacts
on some benchmarks of the Renaissance suite. Looking at Figure 23 we can see that
especially for “naive-bayes” and “par-mnemonics” sizable speedups were achieved.
LSCCP achieved a speedup of 5.7% for “naive-bayes” and “par-mnemonics”, while
the analysis utilizing the full capability of Graal’s Stamps achieved a speedup of 5%
for “par-mnemonics” and 7.1% for “naive-bayes”.

On average over all benchmarks, LSCCP achieved an improvement in execution
time of 1.5%, while Full Stamps achieved an even greater speedup of 2.1 % over the
entire Renaissance benchmarking suite.
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7 Conclusion and Future Work

In this thesis, we presented a novel data-flow analysis framework, which runs on
an unscheduled version of a Sea of Nodes program representation. Additionally,
it features the same lazy iteration property first introduced in Lazy Sparse Condi-
tional Constant Propagation [Aigner et al., 2024], which allows the analysis to skip
irrelevant parts of the program and still arrive at the same result as a full evaluation.

The inherent unorderedness of Graal IR in combination with unevaluated parts of
the graph due to lazy iteration leads to significant problems dealing with unevaluated
inputs. This is because, without an order, we cannot decide if a given input is
unevaluated, because the analysis deemed this data-flow branch to be irrelevant,
or because the analysis simply did not reach this branch yet due to unorderedness.
Throughout Section 4 we tried to claw back as much of an order as possible to be
able to exclude the possibility that a branch is unevaluated due to unorderedness and
only is unevaluated if it is irrelevant. However, this only works for critical points
like control-flow merges, reachability analysis and other data-flow that is closely
connected to control-flow. For unorderable floating nodes (which are most of the
calculations), we employ additional strategies like not jumping from unevaluated
to unrestricted (which does not represent any gain in information). Additionally,
if this is not enough, we can reset nodes if the default assumption, that unevaluated
inputs are irrelevant (and therefore unrestricted), does not hold.

In Section 4, we also discussed how the framework integrates reachability analysis
seamlessly into the data-flow analysis to increase precision. Furthermore, we showed
how additional data-flow information created by control-flow branches is represented
and maintained throughout the analysis.

In Section 3, we looked at how we can represent a data-flow analysis domain.
This is done via a fairly simple interface that users must implement. To test this
interface and to build optimizations for the Graal compiler, we implemented 3 differ-
ent analysis domains. The simplest one is the domain of constants (see Section 5.1).
This was done as a stepping stone to the second implemented domain, namely the
domain of ranges (see Section 5.2). This domain was also extended further by adding
more information, like for example which bits may or must be set in integers. This
effectively lifts the domain of ranges to, what we call, the domain of full Stamps
because it now takes advantage of the entire capabilities of Graal’s Stamp system.
Finally, we implemented the domain of pentagons, to show that the framework can
also handle symbolic information like x < y.
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At the start of Section 5 in Table 5, we can see that our framework succeeds in
the sense that implementing new and complex domains using the framework only
takes a few hundred lines of code, a lot of which is simple glue code to marry the
Java class representing a lattice element to the framework.

Future Work As discussed in Section 5.3.2, the absence of absolute program points
(due to the Sea of Noes not being ordered) seems to not lend itself well to relational
analysis, like for example the domain of pentagons. More work is needed to further
refine the framework to properly handle such domains, possibly even adapting the
domain of pentagons to better fit the program representation.

Further future work will focus on evaluating how much extra evaluation effort is
incurred by the need to evaluate nodes multiple times due to missing inputs. Possibly
we could impose further ordering within the work list to at least approximate a top-
down evaluation of floating nodes. One approach for this could be to calculate
different negative priorities for floating nodes based on the order of insertion into
the graph. This could help, because the graph is built in a top-down fashion, so this
insertion order vaguely resembles a top-down order.
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Raw Benchmark Data

Baseline LSCCP Full Stamps
akka-uct 8356.43ms 8302.91ms 8107.14ms
als 5418.61ms 5360.23ms 5309.05ms
db-shootout 4394.07ms 4377.27ms 4363.54ms
dec-tree 726.75ms 719.79ms 727.29ms
dotty 749.70ms 745.68ms 738.94ms
finagle-chirper 1957.94ms 1940.09ms 1930.19ms
finagle-http 3133.41ms 3118.41ms 3113.97ms
fj-kmeans 3005.02ms 2978.10ms 2999.26ms
future-genetic 941.12ms 943.64ms 941.37ms
log-regression 1204.78ms 1217.30ms 1179.98ms
mnemonics 1234.71ms 1228.12ms 1225.88ms
naive-bayes 1192.67ms 1124.45ms 1108.35ms
neo4j-analytics 1451.01ms 1431.48ms 1442.52ms
par-mnemonics 1153.18ms 1086.73ms 1096.30ms
philosophers 1797.65ms 1808.92ms 1787.06ms
reactors 9266.86ms 9297.50ms 9162.10ms
rx-scrabble 81.37ms 80.61ms 80.06ms
scala-doku 685.55ms 649.49ms 665.44ms
scala-kmeans 137.16ms 136.38ms 137.45ms
scala-stm-bench7 996.54ms 986.46ms 980.64ms
scrabble 229.68ms 231.62ms 229.49ms

Table 7: Numeric results on Renaissance Benchmark suite.

Table 7 shows the results of the benchmarks in the Renaissance benchmark suite
achieved by baseline, the extended domain of constants from Section 5.1 and the
domain of full stamps from Section 5.2. The shown result is the arithmetic mean
over 8 runs of the given configuration. These results were used to construct the
chart in Figure 23.

09-2025 Christoph Aigner 73 of 77



Listings

List of Figures

1 Simplified Graal IR graph for the example in Listing 2 . . . . . . . . . 6
2 Example lattice of 3 possible states. . . . . . . . . . . . . . . . . . . . . 11
3 Simple lattice for the domain of constants. . . . . . . . . . . . . . . . . 11
4 Deep lattice for the domain of ranges. . . . . . . . . . . . . . . . . . . . 12
5 Trace though a shallow lattice. . . . . . . . . . . . . . . . . . . . . . . . 14
6 Unified example lattice. . . . . . . . . . . . . . . . . . . . . . . . . . . . 20
7 Split example sub-lattices. . . . . . . . . . . . . . . . . . . . . . . . . . 21
8 Graph for Listing 5. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
9 Lattice of reachability for CFG edges. . . . . . . . . . . . . . . . . . . . 31
10 Graph for Listing 7. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
11 Base priority metric for CFG of Figure 1. . . . . . . . . . . . . . . . . . 33
12 Calculation of specific priority value. . . . . . . . . . . . . . . . . . . . 34
13 Graph for a compound unsigned right shift expression. . . . . . . . . . 37
14 Circular data-flow pattern. . . . . . . . . . . . . . . . . . . . . . . . . . 39
15 Chain of decrements. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41
16 Example of an inference node in the graph for Listing 8. . . . . . . . . 43
17 Broken graph shape for an inference node. . . . . . . . . . . . . . . . . 47
18 Optimized conditional constant graph. . . . . . . . . . . . . . . . . . . 53
19 return 1; . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53
20 Extended lattice of constants implemented using the framework. . . . . 56
21 Pentagonal approximation of possible value combinations. . . . . . . . . 58
22 Relevant part of the Graal IR graph for the example in Listing 11. . . . 61
23 Results for the Renaissance benchmark suite. . . . . . . . . . . . . . . . 69

74 of 77 Christoph Aigner 09-2025



Listings

List of Code Snippets

1 Conditional constant propagation example loop. . . . . . . . . . . . . . 4
2 Example from Listing 1 in static single assignment form. . . . . . . . . 4
3 Example loop for a trace though a lattice. . . . . . . . . . . . . . . . . 14
4 Simplified AnalysisDomainDefinition<T> interface. . . . . . . . . . . 19
5 Simple branching example. . . . . . . . . . . . . . . . . . . . . . . . . . 24
6 Simple counted loop. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29
7 Simple provable control-flow merge. . . . . . . . . . . . . . . . . . . . . 32
8 Example of inferable information in a false branch. . . . . . . . . . . . 42
9 Double inference pattern with condition reuse. . . . . . . . . . . . . . . 47
10 Simple snippet optimizable by pentagonal analysis. . . . . . . . . . . . 59
11 Motivating Binary Search example from [Logozzo and Fähndrich, 2008]. 60

List of Tables

1 Example state of the analysis. . . . . . . . . . . . . . . . . . . . . . . . 24
2 Example result of calcInferableValues. . . . . . . . . . . . . . . . . 24
3 Interpretation of a Φ nodes inputs, dependent on reachability . . . . . . 28
4 Work list states throughout the example run. . . . . . . . . . . . . . . . 50
5 Lines of code for the framework and the domains. . . . . . . . . . . . . 55
6 Node states throughout the example run. . . . . . . . . . . . . . . . . . 62
7 Numeric results on Renaissance Benchmark suite. . . . . . . . . . . . . 73

List of Definitions

1 Definition (Lattice) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9
2 Definition (Complete Lattice) . . . . . . . . . . . . . . . . . . . . . . . 10

09-2025 Christoph Aigner 75 of 77



References

References

[Aigner et al., 2024] Aigner, C., Barany, G., and Mössenböck, H. (2024). Lazy
sparse conditional constant propagation in the Sea of Nodes. In Ertl, M. A.
and Kirsch, C. M., editors, Proceedings of the 21st ACM SIGPLAN International
Conference on Managed Programming Languages and Runtimes, MPLR 2024,
Vienna, Austria, 19 September 2024, pages 2–13. ACM.

[Brandis and Mössenböck, 1994] Brandis, M. M. and Mössenböck, H. (1994). Single-
pass generation of static single-assignment form for structured languages. ACM
Trans. Program. Lang. Syst., 16(6):1684–1698.

[Click, 1995] Click, C. (1995). Combining Analyses, Combining Optimizations. PhD
thesis, Rice University.

[Cooper and Torczon, 2004] Cooper, K. D. and Torczon, L. (2004). Engineering a
Compiler. Morgan Kaufmann.

[Duboscq et al., 2013] Duboscq, G., Stadler, L., Würthinger, T., Simon, D., Wim-
mer, C., and Mössenböck, H. (2013). Graal IR: An extensible declarative interme-
diate representation. In 2nd Asia-Pacific Programming Languages and Compilers
Workshop (APPLC´13).

[Fähndrich and Logozzo, 2010] Fähndrich, M. and Logozzo, F. (2010). Clousot:
Static contract checking with abstract interpretation. In Beckert, B. and Marché,
C., editors, Formal Verification of Object-Oriented Software - International Con-
ference, FoVeOOS 2010, Paris, France, June 28-30, 2010, Revised Selected Pa-
pers, volume 6528 of Lecture Notes in Computer Science, pages 10–30. Springer.

[IEEE, 1985] IEEE (1985). IEEE standard for binary floating-point arithmetic -
IEEE standard 754-1985. Beuth.

[Logozzo and Fähndrich, 2008] Logozzo, F. and Fähndrich, M. (2008). Pentagons:
a weakly relational abstract domain for the efficient validation of array accesses.
In Wainwright, R. L. and Haddad, H., editors, Proceedings of the 2008 ACM
Symposium on Applied Computing (SAC), Fortaleza, Ceara, Brazil, March 16-
20, 2008, pages 184–188. ACM.

[Martin, 1998] Martin, F. (1998). Pag–an efficient program analyzer generator. In-
ternational Journal on Software Tools for Technology Transfer, 2(1):46–67.

76 of 77 Christoph Aigner 09-2025



References

[Minè, 2007] Minè, A. (2007). Weakly Relational Numerical Abstract Domains. PhD
thesis, LIENS - Laboratoire d’informatique de l’école normale supérieure.

[Nielson et al., 1999] Nielson, F., Nielson, H. R., and Hankin, C. (1999). Principles
of program analysis. Springer.

[Pop and Cohen, 2022] Pop, S. and Cohen, A. (2022). Loop tree and induction
variables. In Rastello, F. and Bouchez-Tichadou, F., editors, SSA-based Compiler
Design, pages 123–133. Springer.

[Sakharov, 2025] Sakharov, A. (2025). Rice’s theorem. From MathWorld – A Wol-
fram Resource. https://mathworld.wolfram.com/RicesTheorem.html.

[Stadler, 2015] Stadler, L. (2015). Partial Escape Analysis and Scalar Replacement
for Java. PhD thesis, Johannes Kepler University Linz.

[Wegman and Zadeck, 1991] Wegman, M. N. and Zadeck, F. K. (1991). Con-
stant propagation with conditional branches. ACM Trans. Program. Lang. Syst.,
13(2):181–210.

09-2025 Christoph Aigner 77 of 77

https://mathworld.wolfram.com/RicesTheorem.html

	Abstract
	Kurzfassung
	Introduction
	Background
	GraalVM
	Program Representation
	Static Single Assignment Form
	Graal IR
	Graal Stamps

	Existing Analysis Framework in Graal
	Data-Flow Analysis
	Lattices
	Fixed-Point Algorithm
	Control-Flow Sensitivity, Optimism and Pessimism
	Data-Flow Analysis Examples


	Analysis Domain Definition
	Lattice Operations
	Transfer Function
	Connecting the Reachability Analysis
	Control-Flow Branch Specific Information

	The Data-Flow Analysis Framework
	Lazy Iteration
	Evaluating Control-Flow Merges in Lazy Iteration

	Monotonicity and Termination
	Widening

	Control-Flow Sensitivity
	Top-Down Evaluation of the Graph
	Finding an Order
	Priority Classes
	Applying this Order

	Resetting
	Termination Despite Resetting
	Complexity of Resetting

	Control-Dependent Inferences
	How to Represent an Inference
	Where to Insert an Inference
	How to Maintain an Inference
	Why We Can Insert Inferences

	Simple Example Analysis

	Domain Examples
	Domain of Constants
	Domain of Ranges
	Domain of Pentagons
	Motivating Example for the Domain of Pentagons
	Future Work Relating Pentagons


	Evaluation of Examples
	Conclusion and Future Work
	Appendix
	References

