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Abstract

A domain-specific language (DSL) is a language developed for and tuned to a specific domain.
Two main types of DSLs are distinguished: external DSLs, which require an external development
system and execution engine, and internal DSLs, which are embedded in a host language. In this
thesis, the language features of the two programming languages Kotlin and Scala are analyzed
and compared with respect to the support of internal DSLs. The comparison is performed based
on three case studies: The first case study implements a DSL for specifying the behavior of state
machines. The second case study shows the implementation of a DSL for combinator parsers. The
third case study deals with Exposed, a DSL developed by JetBrains that provides operators for
creating SQL statements. For the first two case studies, DSLs in both languages are implemented
and compared. In the last case study, the existing DSL in Kotlin is analyzed and a similar DSL is

created in Scala.

The comparison shows that both languages have powerful but rather different features for
creating DSLs. This leads to specific styles of how DSLs are created in the respective languages,
and trying to implement a DSL in one language in the same way in the other language often
proved difficult or impossible. By the case studies, the thesis works out how the languages
features of the two languages can be used for DSL building, shows their limitations, shows how
equal problems are solved in the two languages and qualitatively compares the power of the two

languages for DSL building.

iii
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Kurzfassung

Eine domaénenspezifische Sprache (DSL) ist eine Sprache, die fiir eine bestimmte Domaéne
entwickelt wurde und auf diese abgestimmt ist. Es werden zwei Haupttypen von DSLs
unterschieden: externe DSLs, die ein externes Entwicklungssystem und eine
Ausfiihrungsmaschine benétigen, und interne DSLs, die in eine Hostsprache eingebettet sind. In
dieser Arbeit werden die Spracheigenschaften der beiden Programmiersprachen Kotlin und Scala
im Hinblick auf die Unterstiitzung von internen DSLs analysiert und verglichen. Der Vergleich
wird anhand von drei Fallstudien in beiden Sprachen durchgefiihrt: In der ersten Fallstudie wird
eine DSL zur Spezifikation des Verhaltens von Zustandsautomaten implementiert. Die zweite
Fallstudie zeigt die Implementierung einer DSL fiir Kombinator-Parser. Die dritte Fallstudie
befasst sich mit Exposed, einer von JetBrains entwickelten DSL, die Operatoren zur Erstellung
von SQL-Anweisungen bereitstellt. Fiir die ersten beiden Fallstudien werden DSLs in beiden
Sprachen implementiert und verglichen. In der letzten Fallstudie wird die bestehende DSL in

Kotlin analysiert und eine dhnliche DSL in Scala erstellt.

Der Vergleich zeigt, dass beide Sprachen iiber méachtige, aber sehr unterschiedliche Features zur
Erstellung von DSLs verfiigen. Dies fiihrt zu spezifischen Stilen, wie DSLs in den jeweiligen
Sprachen erstellt werden, und der Versuch, eine DSL in einer Sprache auf die gleiche Weise in der
anderen Sprache zu implementieren, erwies sich oft als schwierig oder unmdoglich. Anhand von
Fallstudien wird erldutert, wie die Sprachfeatures der beiden Sprachen fiir eine DSL-Erstellung
genutzt werden konnen, es werden ihre Grenzen aufgezeigt, es wird gezeigt, wie dieselben
Probleme in den beiden Sprachen gelost werden konnen, und es wird ein qualitativer Vergleich

der Leistung der beiden Sprachen bei der DSL-Erstellung vorgenommen.
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1. Introduction

A Domain-Specific Language (DSL) is a language that is designed for a given class of problems,
called a domain [1]. There are two types of DSLs, external DSLs and internal DSLs. The external
DSL needs its own development environment and must be executed by its execution engine [1].
On the other hand, an internal DSL is written in a general-purpose language, i.e., the DSL uses the
same syntax as the host language [2]. Moreover, a DSL program can be developed in the same

development environment as the host language.

Examples of host languages which support internal DSLs are Scala and Kotlin. In fact, Scala and
Kotlin are specifically designed for DSL buildings [2, 3]. Their language features enable designing
DSLs, which show similar complexity as usually only known from external DSLs. However, the
internal DSLs built in those languages have the advantage to be embedded into the host language.
In particular, the type system of the respective languages, allow creating DSLs that are type-safe.
This has the advantage that the compiler of the respective language prevents using the DSL in an

unintended way.

In this thesis implementation of DSLs in Scala and Kotlin are analyzed and compared. This is done
by presenting and comparing the implementations of several case study DSLs in Scala and Kotlin.
Scala and Kotlin provide different but comparable features for DSL building. As a final goal of

this thesis these different features will be evaluated in respect to their power for DSL buildings.

The following case studies have been used for comparison: The first case study shows how the
language features of Scala and Kotlin are used for building a DSL for modeling state behavior of
control components. The second case study is about combinator parsers. A combinator parser is
an internal DSL that allows parsing an input file and returning a result. The DSL provides
combinator operators which are similar to the meta operators of EBNF, ie. sequential
composition, optional, alternative, and repetitive combinations [4]. The last case study is the
internal DSL Exposed developed in Kotlin by JetBrains. The Exposed DSL provides operators for
building SQL statements [5]. In this case study, first the existing DSL in Kotlin is analyzed and
then a similar DSL in Scala is created. However, as the Exposed DSL in Kotlin is a complex system,

only a small core of the DSL is implemented in Scala.
The thesis is structured as follows:

* In Chapter 2. an introduction to DSL is presented. The differences between an internal
and external DSL are explained and well-known example DSLs are described.

* Chapter 3. will present the DSL for the state machines.

* Then, Chapter 4. will show the case study of the combinator parsers.

* In Chapter 5. the case study of the Exposed DSL is presented.
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* Chapter 6. contains the comparison between the language features of Scala and Kotlin for
building DSLs

e Finally, Chapter 7. concludes the work with a summary and important findings.
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2. Domain specific languages

A Domain-Specific Language (DSL) is a language that is optimized for a given class of problems,
called a domain [1]. It is based on abstractions that are closely aligned with the domain for which
thelanguage is designed [1]. There is a distinction between internal and external DSLs. An internal
DSL is embedded into the host language. An external DSL needs its own development system and

execution engine.

2.1. External DSLs

An external DSL is not embedded into the host language which means it needs to be executed by
an external program [1]. This external program is an execution engine [1]. For building execution
engines there are two main approaches: translation (aka. generation or compilation) and
interpretation [1]. Generation can be e.g., Java code, that is then used as a library in another Java
program. Like general-purpose languages like C and Java, the source text in the DSL can be
compiled into machine code or directly executed by an interpreter. A well-known external DSL is
Structured Query Language (SQL) [6]. The database management system is the execution engine
for an SQL query. The query itself is interpretated. The following query gives an example and

later will serve for comparison:

SELECT Cities.name, COUNT(Users.id)
FROM Cities
JOIN Users
ON Cities.id = Users.city_id
GROUP BY Cities.name
ORDER BY COUNT(Users.id) DESC
LIMIT 1

To support development of external DSLs several workbenches exist [7, 8]. The OMG’s Meta-
Object Facility [9] defines a standard for DSL workbenches. The Eclipse Modeling Framework
(EMF) implements the standard and consist of three parts [7]. The core EMF framework includes
a meta model (Ecore) [7]. An Ecore meta model can be described by an UML class diagram. From
the meta model a class system is generated which includes a reflective API and an XML
serialization [7]. Another part of EMF is EMF.Edit. It provides reusable classes for building editors
for EMF models [7]. These classes also include content and label provider classes and other
convenience classes for displaying models [7]. Another part of EMF is EMF.Codegen which is a
facility for creating code artifacts from an EMF model [7]. Thus, the editor can be customized for

the needs of the model and generation of code [7].

The Meta Programming System (MPS) is a workbench developed by JetBrains for developing
DSLs [8, 10]. It both supports the creation of internal (see Section 2.2. ) and external DSLs as well
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as extending an existing language [10]. They provide an editor that enables the creation and usage
of DSLs that use, besides plain text editors, graphs, math notations, diagrams, and forms [10].
Text-based DSLs that are created with this tool can be integrated into IDEs with syntax
highlighting, code completion, and refactoring [10].

2.2. Internal DSLs

Unlike external DSLs, which have their own independent syntax, internal DSLs are part of
programs written in a general-purpose language and thus use the same syntax [2]. Thus, an
internal DSL is no separate language, but rather a particular way of using the main language while
retaining the main advantages of DSLs with an independent syntax [2]. For example, Exposed is
an internal DSL for creating SQL queries. It is also one of the case studies in this thesis. For
comparison with the external SQL query example from above, the following code is Kotlin code

using the internal DSL Exposed:

(Cities innerJoin Users)
.slice(Cities.name, Count(Users.id))
.selectAl1()

.groupBy(Cities.name)
.orderBy(Count(Users.id), DESC)
Limit(1)

Listing 1 shows an example of Jetpack Compose DSL for Android Uls [11]. It is a DSL from
JetBrains that is also available for desktop and web to create fast and reactive graphical user
interfaces (GUI) [12]. The Kotlin language features used in this example are all covered in this
thesis. The main idea is to construct the GUI with composable functions. A composable function
is a function using other composable functions. For example are Card, Column, Image,
AnimatedVisibility, and Text are composable functions. Comparing the Figure 1 with the
Listing 1, shows that the nested composable functions are directly represented in the GUI. The
Card creates the rectangle with rounded corners. The Column arranges the child elements from
top to bottom. The Image displays the image from the resources. The AnimatedVisibility
reveals the Text element when expanded is true and hides the Text when expanded is false.
Whenever the state of expanded changes the child elements of the composable functions tree is
re-rendered. This makes the GUI very fast and efficient, only the elements that are affected update

its content.

@Composable
fun JetpackCompose() {
Card {
var expanded by remember { mutableStateOf(false) }
Column(Modifier.clickable { expanded = !expanded }) {
Image(painterResource(R.drawable. jetpack_compose), null)
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AnimatedVisibility(expanded) {
Text(
text = "Jetpack Compose",
style = MaterialTheme.typography.h2

Listing 1: Jetpack Compose example with state variable (taken from [11])

Figure 1 shows the result of the two states of the Boolean expanded variable. The default value of

expanded is false, which is provided by the creation of the state variable with mutableStateOf

0]0

function.

Jetpack
Compose

Figure 1: Jetpack Compose example with different expanded state (taken from [11])

Assert] is an example of an internal DSL in Java. It is a Java library for creating assertions [13].
Listing 2 shows an Assert] example [13]. The advantage is the way of how the assert statements
are constructed and error messages are created [13]. The DSL uses convenience methods for

common tasks for writing Unit test.

import org.junit.jupiter.api.Test;
import static org.assertj.core.api.BDDAssertions. then;

public class AssertJExample extends AbstractAssertionsExamples {
// the data uvsed are initialized in AbstractAssertionsExamples.
@Test
public void withAssertions_examples() {
// then methods come from BODAssertions.then static
then(frodo.age) .isEqualTo(33);
then(frodo.getName()).isEqualTo("Frodo").isNotEqualTo("Frodon");

then(frodo) .isIn(fellowship0fTheRing);
then(frodo) .isIn(sam, frodo, pippin);
then(sauron) .isNotIn(fellowshipOfTheRing);

then(frodo) .matches(p -> p.age > 30 && p.getRace() == HOBBIT);
then(frodo.age).matches(p -> p > 30);
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Listing 2: AssertJ example (taken from [13])

A well-known DSL in Scala is specs2, which is a DSL for creating specifications of functional
requirements [14]. Listing 3 shows specs2 example [14]. The DSL provides language constructs

for specifying assertions in a way which are similar to natural language.

import org.specs2.mutable._
class HelloWorldSpec extends Specification {
override def is =
SZII nn

This is a specification for the 'Hello world' string

The 'Hello world' string should

contain 11 characters $el1
start with 'Hello' $e2
end with 'world' $e3

def el = "Hello world" must have size 11

def e2 = "Hello world" must startWith("Hello")

def e3 = "Hello world" must endWith("world")

Listing 3: Specs2 example (taken from [14])
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3. Case Study: State Machine

This case study shows first how Scala DSL features can be used for creating a state machine. Then

possibilities that are available in Kotlin for creating a DSL similar to the DSL in Scala is presented.

A state machine describes a system with a set of states and a set of transitions [15]. A state has a
label that identifies it [15]. A transition is a function that takes a state and an input and/or a

condition and returns a new state [15].

In the following the concrete state machine serves as a running example. This example is a control
component for a tank with liquids. The component has three variables. The level represents the
filling level of the tank. The inflow variable controls how much liquid flows into the tank. The
stop variable is a Boolean that stops the inflow, so no liquid is flowing into the tank. The tank

constantly loses liquid, thus the level decreases when inflow is turned off.

In Figure 2 the state machine is shown. The starting state is FILLED. If the level falls below the
EMPTY_LEVEL threshold, the system changes to the EMPTY state. Immediately after that the inflow
is opened and the system changes to FILLING state. During the FILLING state, inflow can be
stopped by signal stop at any time and the system changes to STOPPED state, i.e., there is no liquid
filled in the tank. If the inflow is opened again, the system switches back to the FILLING state.
When the tank is above the FULL_LEVEL threshold, the system changes to the FILLED state and

closes the inflow.

[level < EMPTY_LEVEL]

FILLED

[true] /
inflow = INFLOW

[level >= FULL_LEVEL]/
inflow=0.0

FILLING

['stop] /
inflow = 0.0 | inflow = INFLOW

STOPPED

Figure 2: State machine for afilling level of a tank

3.1. Scala

In the following the implementation of the DSL for state machines in Scala is presented. Listing 4
shows the implementation of the LevelControl class implementing the state machine from

7
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Figure 2. The example shown in Listing 4 should serve as a demonstration on how to use the state
machine DSL. A detailed explanation about all the Scala DSL features used in this example

follows.

The three variables level, stop, and inflow are used as input and trigger the transitions in the
state machine. The states of the state machine are represented by an enumeration object States.
In the constructor of the LevelControl class, the behavior of the state machine is constructed. The
inState method tests the current state of the state machine. Transitions are defined by the on
method. It defines a transition condition and a transition action. With the nextState method the
target state of the state transition is defined. The example created with the Scala DSL corresponds

to the example shown in Figure 2.

object States extends Enumeration {

type States = Value

val EMPTY, FILLED, FILLING, STOPPED = Value
}

class LevelControl(var level: Var[Double], var stop: Var[Boolean],
var inflow: Var[Doublel])
extends StateModel[States](States.values.toArray, States.FILLED) {

private val FULL_LEVEL = 1060
private val EMPTY_LEVEL = 10
private val INFLOW = 10

inState(States. EMPTY)

.on(condition = true) {
inflow() = INFLOW
nextState(States.FILLING)

}

inState(States.FILLING)

.on(stop()) {
inflow() = 0.0
nextState(States. STOPPED)

}

.on(level() >= FULL_LEVEL) A{
inflow() = 0.0
nextState(States.FILLED)

}

inState(States.FILLED)

.on(level() < EMPTY_LEVEL) {
nextState(States. EMPTY)

}

inState(States. STOPPED)

.on(!stop()) {
inflow() = INFLOW
nextState(States.FILLING)

}

Listing 4: Implementation of the state machine described in Figure 2
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The DSL is implemented by the class StateModel and the inner classes State and Transition.
Figure 3 represents the class structure as a class diagram. The implementation of this class

diagram can be seen in Listing 6.

The StateModel class is generic and has a type parameter for the set of states. This type parameter
has a type constraint. It must be a subtype of Enumeration#Value, which is the base type for all
enumeration values in Scala. The constructor parameters require an array of all possible states
and the initial state. The StateModel implements the Action trait shown in Listing 5, which
means it has an execute method. With the execute method, the transitions of the state machine
are executed, it will transit into the next state if any of the transition conditions are met, otherwise

it will remain in the current state (see Listing 6).

trait Action {
def execute()

}

Listing 5: Action trait

The property stateMap maps the enumeration states to the internal State objects. The current

property defines the current state in the state machine.

The constructor builds the stateMap by associating an enumeration value with a new instance of
the State class. Then the current state is set by using the initial state provided by the constructor
parameter. The inState method returns the State object associated by the enumeration as a key
in the stateMap. The nextState method updates the current property by the state provided in
the parameter and the stateMap. The execute method implementation of the State class iterates
over the list of transitions. If a transition condition is true, then the transition action is

executed.
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@ Action @ Transition

© condition: () => Boolean
© action: () => Unit

© execute(): Unit

d v

/ ~
~
L ~
© )
StateModel[S] ~
> S5,
O stateMap: Map[S, State] @
O states: Array[S] R State
O initial: S " . i,
L a :

& current: State transitions: List[Transition]
@ StateModel(states: Array[S], initial: S) © on(condition: => Boolean)(action: => Unit): State

O inState(state: S). State
O nextState(state: S). Unit

Figure 3: State machine Scala class diagram

The on method and Transition class are the core part of the DSL. They use the following Scala
DSL features:

* Function type

* By-name parameter

* Multiple parameter lists
* Symbol as identifier

®»  Infix notation of method calls

These features will be explained by using our running example in the following (cf. Figure 2 and

Listing 4).

class StateModel[S <: Enumeration#Value](states: Array[S], initial: S)
extends Action {
private var stateMap: Map[S, State] = HashMap()
protected var current: State = _

for (s <- states) {
stateMap = stateMap + (s -> new State())
}

current = stateMap(initial)

override def execute(): Unit = current.execute()
def inState(state: S): State = stateMap(state)
def nextState(state: S): Unit = {

current = stateMap(state)

b

class State extends Action {
private var transitions: List[Transition] = List()

10
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override def execute(): Unit = {
var found = false
for (tr <- transitions if !found) {
if (tr.condition()) A{
tr.action()
found = true
}
}
}

def on(condition: => Boolean)(action: => Unit): State = {
transitions = transitions.::(Transition(() => condition, () => action))
this

}

private case class Transition(condition: () => Boolean, action: () => Unit)

Listing 6: StateModel class with inner classes State and Transition

Function types:

A function type is the type for a lambda expression [3]. The DSL feature function type is used in
the Transition class. The type of properties condition and action are function types. The
following trait shows the type of a function object with one parameter.

trait FunctionO[+R] {

def apply(): R
}

It defines one method called apply. The parameters (if any) and return type are generic in a
function type. The apply method has a special meaning in Scala. As an example, Listing 7 shows
an implementation of such an apply method. The apply method in the Var class just returns the
internally stored value. Listing 4 shows the usage of the apply method for the conditions in the
on method call. For example, in the following application of property level, which is a Var, the

apply method is implicitly called by just using parentheses after their identifier:

on(level() >= FULL_LEVEL)
which is equivalent to the following application, where apply is written explicitly:

on(level.apply() >= FULL_LEVEL)
The two calls are equivalent and show that the apply method can also be called explicitly. Listing
6 shows that same usage in the execute method. The condition and action properties call their
apply methods implicitly.
By-name parameters:

11
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A by-name parameter is lazily evaluated [3]. This means the expression for the actual parameter
that is provided is not evaluated but inserted when calling the method. The code of the parameter
will be evaluated when the parameter itself is used within the called method. A common use for
this feature is to use the expression as the body of a lambda i.e., so the code is only evaluated
when executing the lambda. The on method as shown in Listing 6 uses by-name parameters. These
by-name parameters are used for creating the function objects for the Transition object. The
evaluation of the condition and action properties takes place in the execution method of the

State class.

Multiple parameter lists:

Scala also supports multiple parameter lists, for a method [3]. This feature is often used in
combination with a trailing by-name parameter. Because the last parameter list can be written
with braces instead of rounded brackets. The last parameter can be written like a code block. This
is demonstrated by the application of on from Listing 4. Method on has two parameter lists (cf.
Listing 6), the second being a by-name parameter for the code block to be executed when the
condition in the first parameter triggers. The two parameters are provided in two parameter lists:

inState(States. £/PTY)

.on(condition = true)({

inflow() = INFLOW

nextState(States.FILLING)
13

However, the parentheses of the second parameter list can be omitted:

inState(States. EMPTY)
.on(condition = true) {
inflow() = INFLOW
nextState(States.FILLING)
}

Symbols as identifiers:

Symbol as identifier is the next feature used in the on method as shown in Listing 6. In Scala

identifiers can be symbols [3] and in fact the double colon ": :" is a method name.

It follows a summary of the on method behavior. The parameters condition and action are lazily
evaluated and encapsulated inside of lambdas and stored into a Transition class instance. This

Transition instance is stored in the transition list.

Infix notation of method calls:

12
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To initialize the stateMap an additional Scala DSL feature is used, i.e., infix notation of method calls.
Every method that has one parameter can also be called in infix notation [3]. This means the

method identifier is in between the called object and the parameter.

Often infix notation is used together with methods which use symbols as names. A prominent
example from the library is the method named with symbol " ->". This arrow " ->" method creates
a tuple type, e.g.,

1->"'a'
creates a pair

(1, 'a')
In our DSL implementation, a "+" method is implemented for Map and creates a new map that

includes the provided element. The application of the "+" method is demonstrated in the

following. First, the method is called using the dot notation:

for (s <- states) {
stateMap = stateMap.+(s.->(new State()))

hy

Now, the infix notation is used:

for (s <- states) {
stateMap = stateMap + (s -> new State())

I
Update method:

The Scala special method apply is used in a function type [3]. The Var class that encapsulates a
generic value, not only implements an apply method previously explained, but also an update

method. In Scala the update method has also a special meaning. It can be called as an assignment.

Listing 4 shows a usage by the inflow property. Comparing with the implementation in Listing
7, you can see that the INFLOW or 0.0 is the input parameter of the update method. Like the apply
method the update method can be called implicitly and explicitly. This is the call of the method
as usual:

inflow.update(0.0)

This application of update written as an assignment looks the following:

inflow() = 0.0

class Var[T](private var value: T) {
def apply(): T = value

13
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def update(v: T): Unit = {
value = v
}
}

Listing 7: Var class

3.2. Kotlin

For Kotlin four different variants are pursued which use different DSL features. These
implementations are based on classes as shown in Figure 3. But each StateModel class and
LevelControl class implementation uses a different language feature of Kotlin. The goal is to

implement a similar DSL as the Scala version.

3.2.1. Variant 1: Var with get and set

The first variant also uses a Var class like the Scala implementation for the state machine variables,
level, stop, and inflow. Listing 8 shows that the state machine variables use get to retrieve the
value and set to update the value in the Var object. Listing 8 implements exactly the state machine
from Figure 2. The methods inState, nextState and on are analogous to those in the Scala

implementation.

enum class States {
EMPTY, FILLED, FILLING, STOPPED
}.

class LevelControl(var level: Var<Double>, var stop: Var<Boolean>,
var inflow: Var<Double>)
: StateModel<States>(States.values(), States.FILLED) {
companion object {
private const val FULL_LEVEL = 100
private const val EMPTY_LEVEL = 10
private const val INFLOW = 10.0
}

init {
inState(States. EMPTY)

.on({ true }, {
inflow.set(INFLOW)
nextState(States.FILLING)

B

inState(States.FILLING)

.on({ stop.get() }, {
inflow.set(0.0)
nextState(States. STOPPED)

B

.on({ level.get() >= FULL_LEVEL }, {
inflow.set(0.0)
nextState(States.FILLED)

1D
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inState(States.FILLED)
.on({ level.get() < EMPTY_LEVEL }, {
nextState(States. EMPTY)
1))
inState(States. STOPPED)
.on({ !stop.get() }, {
inflow.set (INFLOW)
nextState(States.FILLING)
B

Listing 8: Implementation of the state machine described in Figure 2

The DSL is created by the class StateModel and the nested classes State and Transition (see
Listing 9). The StateModel class is generic. The generic type must be of type Enum. The constructor
parameters require an array of all possible states and the initial state. StateModel implements the
Action interface, which means it can be executed to transit into the next state if a state transition
condition is met. The implementation of the constructor, inState, nextState, and execute
methods is (almost) equivalent to the Scala implementation in Listing 6. The difference in Kotlin
is that the HashMap and ArrayList are mutable collections, while Scala works with immutable

collections. Further details to Kotlin specific syntax follow.

open class StateModel<S : Enum<S>>(states: Array<S>, initial: S) : Action {

private val stateMap = HashMap<S, State>()
private var current: State

init {
for (state in states) {
stateMap[state] = State()
}
current = stateMap[initial]!!

b

override fun execute() {
current.execute()

}
fun inState(state: S): State = stateMap[state]!!

fun nextState(state: S) {
current = stateMap[state]!!

b

class State : Action {
private val transitions = ArraylList<Transition>()

override fun execute() {
for (transition in transitions) {
if (transition.condition()) {
transition.action()
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break
}
}
}

fun on(condition: () -> Boolean, action: () -> Unit): State {
transitions += Transition(condition, action)
return this

by

private class Transition(val condition: () -> Boolean, val action: () -> Unit)

Listing 9: StateModel class with nested classes State and Transition

Starting from top to bottom each important Kotlin syntax from Listing 9 is explained. A class in
Kotlin is final by default [2]. The keyword open makes a class open for inheritance [2]. You can
see in Listing 8 that LevelControl inherits from StateModel. In Kotlin you can make a type
constraint to require Enum type. An Enum in Kotlin is generic which makes the type constraint in
StateModel type safe. The keywords val and var in Kotlin have the same meaning as in Scala,
i.e., they introduce declarations of immutable and mutable variables [2]. A constructor parameter
in Kotlin is declared with val or var and then is also a property of the class. Otherwise, the
constructor parameter can only be used in the constructor which is introduced by the init
keyword. Kotlin has no keyword new, which means a constructor is called by only using the class

name. Listing 9 shows how HashMap and State objects are created.

The first big difference in Kotlin and Scala DLSs is that Scala allows symbols as identifiers and
Kotlin does not. In contrast, Kotlin has a fixed set of operators that can be overloaded. Three of

them are used in Listing 9.

e The indexed access operator [16] using square brackets [...] are implemented by
implementing get and set functions.

¢ One of the augmented assignment operators [16] using plus equals "+=" is implemented
by function plusAssign.

e The invoke operator [16] corresponds to the apply method in Scala, i.e., can be invoked

on an object without explicitly writing the function invoke.

To define an operator, they keyword operator needs to be used [2]. The name of this function
must be exactly the function for the operator you want to use, e.g., function plusAssign for the
operator "+=". The following examples show how the implementation of an operator function

looks like that are used in Listing 9.
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Indexed access operator:

The indexed access operator uses brackets to call the function get or set [16]. It works like the
operator you can use for an array to read or write a single element of the array with an index. The
class Map serves as an example of the operator functions get and set. The following class Map

demonstrates the operator functions get and set:
class Map<K, V> .. {

operator fun get(key: K): V {
return getValue(key)
}

operator fun set(key: K, value: V) {
putValue(key, value)
}

. .

The Map stateMap in the following example uses the operator functions get and set explicitly:

init {
for (state in states) {
stateMap.set(state, State())
}

current = stateMap.get(initial)!!

hy

but they can also be called implicitly:

init {
for (state in states) {
stateMap[state] = State()
}

current = stateMap[initial]!!

hy

Augmented assignment:

Another operator function is used in Listing 9, namely plusAssign [16]. This operator function
is called by using the symbol "+=". On the left side of this symbol is the class and on the right side
the parameter of the operator function. For demonstration the ArraylList class is used as an

example:
class ArraylList<T> .. {

operator fun plusAssign(element: T) {
add(element)
}
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To add a Transition to the transitions ArraylList (ct. Listing 9) this syntax can now be used:

transitions += Transition(condition, action)

It is also possible to use the function:
transitions.plusAssign(Transition(condition, action))

Invoke operator:

The invoke operator function is similar to the Scala apply method. Like in Scala the function type
is a functional interface with one method. In the case of Kotlin it is an invoke operator function.
In Kotlin a function type is declared the same way as in Scala except the arrow symbol is different.
Scala uses "=>" and Kotlin uses "->". The implementation of function type that only returns a
value but has no parameters is defined as follows:

interface Function0<T> {
operator fun invoke(): T

hy

Where Boolean and Unit are the generic type T for the condition and action in Listing 9. The
execute function of the State class in Listing 9 calls the invoke operator without writing it. The
variables condition and action are both function types. The explicit using of the invoke

operator function looks like this:

override fun execute() {
for (transition in transitions) {
if (transition.condition.invoke()) {
transition.action.invoke()
break
}
}
}

The invoke function can be omitted:

override fun execute() {
for (transition in transitions) {
if (transition.condition()) {
transition.action()
break
}
}
¥

Lambda syntax:

One thing left to note in Listing 8 is, how to define a lambda in Kotlin. The on method of the State

class has two function type parameters. To provide the parameter alambda can be used. A lambda
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in Kotlin is defined by a block of code using curly braces [2]. Since lambdas are lazily evaluated,
the Kotlin implementation works the same way as the Scala implementation, which used by-name

parameters.
An example of a function type and a lambda is given in the following:

val extractAge: (Person)->Int = { person -> person.age }
val personAge: Int = extractAge(Person("Peter", 35))

In the first line, a variable extractAge is declared, which has function type Person to Int. A
lambda is used for assigning a value. In the second line, a variable personAge is declared, which
is of type Int. The variable extractAge is called like a function with a Person object as the

parameter.

3.2.2. Variant 2: Property getter and setter

In the second variant the three control variables are put into a separate ControlVar class (see
Listing 10). The three variables of the state machine are defined as mutable properties. This way
the control variable can be used internally and externally for value updates. The StateModel

class implementation is the same as in the previous approach.

class ControlVar(var level: Double, var stop: Boolean, var inflow: Double)

class LevelControl(private val control: ControlVar)
. StateModel<States>(States.values(), States.FILLED) {
companion object {
private const val FULL_LEVEL = 100
private const val EMPTY_LEVEL = 10
private const val INFLOW = 10.0
¥

init {
inState(States. EMPTY)

.on({ true }, {
control.inflow = INFLOW
nextState(States.FILLING)

b

inState(States.FILLING)

.on({ control.stop }, {
control.inflow = 0.0
nextState(States. STOPPED)

b

.on({ control.level >= FULL_LEVEL }, {
control.inflow = 0.0
nextState(States.FILLED)

b

inState(States.FILLED)

.on({ control.level < EMPTY_LEVEL }, {
nextState(States. EMPTY)

b

inState(States. STOPPED)
.on({ !'control.stop }, {
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control.inflow = INFLOW
nextState(States.FILLING)
i)

Listing 10: Implementation of the state machine described in Figure 1

3.2.3. Variant 3: Lambdas with receivers

The third variant uses a unique language feature of Kotlin which is called lambdas with receivers
[2]. Comparing Listing 11 with Listing 10 shows that inside of the action lambdas the control
variable is not needed to access the three state machine variables. In fact, the control variable is
used in the constructor of the StateModel but not inside of the action lambdas. The StateModel

class and all inner classes had to be modified for this to work.

class LevelControl(private val control: ControlVar)
: StateModel<States, ControlVar>(States.values(), States.FILLED, control) {
companion object {
private const val FULL_LEVEL = 100
private const val EMPTY_LEVEL = 10
private const val INFLOW = 10.0
}

init {
inState(States. FMPTY)

.on({ true }, {
inflow = INFLOW
nextState(States.FILLING)

B

inState(States.FILLING)

.on({ stop }, {
inflow = 0.0
nextState(States. STOPPED)

1))

.on({ level >= FULL_LEVEL %}, {
inflow = 0.0
nextState(States.FILLED)

1))

inState(States.FILLED)

.on({ level < EMPTY_LEVEL }, {
nextState(States. EMPTY)

1D

inState(States. STOPPED)

.on({ !stop }, {
inflow = INFLOW
nextState(States.FILLING)

B

Listing 11: Implementation of the state machine described in Figure 2
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Listing 12 shows the StateModel class that had to be modified for using lambdas with receivers.
The StateModel now defines an additional class parameter control of generic type C. The type
of control will be used as a receiver type for the lambdas and function types for the parameters

of the on function. What a receiver type is will be explained below.

In the example in Listing 11 the type of control is of type ControlVar. The control variable is
a property of the StateModel class so it can be used by the inner classes. Kotlin strictly
differentiates between an inner class and a nested class. The State and Transition class were
defined as nested classes in the previous variants. Only if the inner keyword is used the class will

be an inner class and has access to the outer classes” properties and functions.

The most important part of the Listing 12 is the on function and Transition class.

open class StateModel<S : Enum<S>, C>(states: Array<S>, initial: S,
private val control: C) : Action {

private val stateMap = HashMap<S, State>()
private var current: State

init {
for (state in states) {
stateMap[state] = State()
}
current = stateMap[initial]!!

}

override fun execute() {
current.execute()

}
fun inState(state: S): State = stateMap[state]!!

fun nextState(state: S) {
current = stateMap[state]!!

}

inner class State : Action {
private val transitions = ArraylList<Transition>()

override fun execute() {
for (transition in transitions) {
if (control.(transition.condition)()) {
control. (transition.action) ()
break
}
}
}

fun on(condition: C.() -> Boolean, action: C.() -> Unit): State {
transitions += Transition(condition, action)
return this

h
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private inner class Transition(val condition: C.() -> Boolean,
val action: C.() -> Unit)

Listing 12: StateModel class with inner classes State and Transition

The parameters of the on function and the properties of the Transition class use function types
with receiver. The type definitions of these parameters and properties look like this:

C.() -> Boolean
c.() -> Unit

The type of a function type with receiver, additionally to the parameter types, defines a receiver
type. A function type with receiver type can be called on a receiver object [2]. The variable control
is the receiver object used in the execute function (see Listing 12). The execute function calls the

condition as follows:

control. (transition.condition) ()

The condition of Transaction is called on the control variable. The receiver type C of the
function types from condition and action is the same receiver used for the lambdas with
receivers in Listing 11. A lambda with receiver has access to its receiver by using this:

inState(States. EMPTY)

.on({ true }, {
this.inflow = INFLOW

nextState(States.FILLING)
3]

The receiver in both lambdas of the on function call is the control object. The keyword this can
be omitted:

inState(States. EMPTY)
.on({ true ¥}, {
inflow = INFLOW
nextState(States.FILLING)
D)

3.2.4. Variant 4: Property delegate

The fourth variant uses another unique language feature of Kotlin, which is called property delegate
[2]. It allows delegating getting and setting a property to a delegate object. Listing 13 shows that
the properties inflow, level, and stop can be used like normal properties. However, they are
implemented by delegates. Property inflow, level, and stop are implemented by delegate
objects pumpOutput, levelInput, and stopOutput, respectively. These delegate objects are of

22



JXU

JOHANNES KEPLER
UNIVERSITY LINZ

type Var. All get and set access operations are delegated to getValue and setValue calls of their

respective delegate objects. The StateModel class implementation is the same as in Listing 9.

class LevelControl(levelInput: Var<Double>, stopOutput: Var<Boolean>,
pumpOutput: Var<Double>)
: StateModel<States>(States.values(), States.FILLED) {

private var inflow: Double by pumpOutput
private var level by levellnput
private var stop by stopOutput

companion object {
private const val FULL_LEVEL = 100
private const val EMPTY_LEVEL = 10
private const val INFLOW = 10.0

}

init {
inState(States. EMPTY)
.on({ true }, {
inflow = INFLOW
nextState(States.FILLING)
b
inState(States.FILLING)
.on({ stop }, {
inflow = 0.0
nextState(States. STOPPED)
b
.on({ level >= FULL_LEVEL }, {
inflow = 0.0
nextState(States.FILLED)
b
inState(States.FILLED)
.on({ level < EMPTY_LEVEL %}, {
nextState(States. EMPTY)
b
inState(States. STOPPED)
.on({ !stop }, {
inflow = INFLOW
nextState(States.FILLING)
b

Listing 13: Implementation of the state machine described in Figure 2

Listing 14 shows the implementation of the Var class. The operator functions getValue and
setValue are used for delegating the setter and getter from delegated properties. Which means
using the setter of inflow in Listing 13 by assigning 0.0 to it, will delegate this call to the
setValue operator function. The type of the delegated property is defined by the type of the

operator function getValue and setValue. In the case of the Var class this is the generic type T.
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class Var<T>(private var value: T) {

operator fun getValue(thisRef: Any?, property: KProperty<x>): T {
return value

}

operator fun setValue(thisRef: Any?, property: KProperty<*>, value: T) {
this.value = value
}
}

Listing 14: Var class implementation with operator functions getValue and setValue
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4. Case Study: Combinator Parser

A combinator parser is an internal DSL for parsing text files in a typed way [4]. The DSL provides
operators similar to EBNF, i.e., it has operators for defining sequence of elements, alternatives,

optional elements, repetition of elements as well as sematic actions.
As a running example for the case study, JavaScript Object Notation (JSON) is used.

Listing 15 shows the JSON syntax in EBNF. The goal was to have a DSL which has a similar syntax
as EBNF. Additionally, the DSL allows to define semantic actions.

Object = "{", [ Member, { ",", Member } 1, "}" ;
Member = StringlLiteral, ":", Value ;
Value = Object | Array | Number | StringLiteral | "null" | "true" | "false" ;
Array = "[", [ value, { ",", Value } 1, "1" ;
Listing 15: JSON syntax in EBNF
4.1. Scala

In the following the implementation of the DSL for combinator parser in Scala as described in [3]
is presented. Listing 16 shows an example implementation of a parser that parses JSON with the
DSL described later. The methods obj, member, value, and array return parsers that parse the
same text as the EBNF describes in Listing 15. The symbols "~", "~>", and "<~" represent a
sequence of parsers. The differences between them are regarding the semantic action, that will be
explained later. An alternative is represented as an " |", which is the same symbol as in EBNF.
The usage of the repsep method for the obj and array parser parses the same text as Object and
Array in the EBNF in Listing 15. The example in Listing 16 uses all operators mentioned before

except the sematic actions, which will be introduced later.

class JSON extends JavaTokenParsers {
def obj: Parser[List[Any]l] = "{" ~> repsep(member, ",") <~ "}"
def member: Parser[Any] = stringLiteral ~ ":" ~ value
def value: Parser[Any] = (obj | array
| stringLiteral | floatingPointNumber

| "null" | "true" | "false")

def array: Parser[List[Any]] = "[" ~> repsep(value, ",") <~ "]"

Listing 16: Combinator parser DSL example describing JSON (taken from [3])
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Figure 4 shows a class diagram of the parser combinator implementation. Parser is the interface
for parser objects. It defines a generic type parameter T, which is the type of the result. A
combinator parser has an apply method that accepts text input and returns a Result object with
generic parameter T. The next property of Result contains the rest of the text that is not yet parsed
by the parser. This next property is needed because a parser consists of multiple other parsers
that just parses parts of the full input text. Success is a Result that contains the generic property
result defined by the DSL. Failure is also a Result that contains an error message about a
parsing error. An error can occur if the input text does not have the structure defined by the

combinator parser DSL.

Input

@ Parser(T] apply(String) @Resulz‘{T]
- O next: String

© apply(in: String): Result[T]

@Successm @Failure [Nothing]

O result: T O message: String

Figure 4: Structure of combinator parser

Listing 17 shows the structure described in Figure 4. The Parser trait does not directly define the
apply method, it is inherited by the function type.

trait Result[+T] {
val next: String
}
case class Success[+T](result: T, next: String) extends Result[T]
case class Failure(message: String, next: String) extends Result[Nothing]
trait Parser[+T] extends (String => Result[T]) { .. }

Listing 17: Structure of combinator parser implementation

The core part of the combinator parser is to parse tokens. A token is character sequence. White
spaces between tokens are skipped. Otherwise, all tokens would need to be one after the other
without any white spaces in between. In combination with operators a complex parser can be

created from simpler ones.
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First, with the simplest example is started, by parsing the token "x":

val xParser: Parser[String] = accept("x"
val xR: Result[String] = xParser("xyz")
println(xR)

In the first line, a variable xParser is declared which is of type Parser[String]. The accept
method creates a Parser[String] that accepts only the string "x". In the second line, a variable
xR is declared which is of type Result[String]. By applying the text "xyz" to the xParser a
Success[String] is returned. The parsing succeeded because the input text "xyz" starts with an

"x" and the xParser accepts "x". The console output shows the Success result:

Success(x,yz)

The result property of Success is "x" and the next property is "yz".

Listing 18 shows the implementation of the accept method. The parameter s of accept is the
token to parse. The parameter in of apply is the input text. The accept method returns an
anonymous class implementing the Parser trait. The apply method of the Parser returns either
Failure or Success asa Result. An empty input text results into Failure as well as if the
input text is not starting with the token. If nothing fails, then the token is accepted, and the next
property of Success is the rest of the input string. To keep it simple this implementation of accept

does not skip white spaces. It just reads character after character.

def accept(s: String): Parser[String] = {
new Parser[String] {
def apply(in: String): Result[String] = {
if (in.isEmpty) return Failure("Input is Empty", in)
else if (!in.startsWith(s)) return Failure(s + " not matched", in)
else return Success(s, in.substring(s.length))
}
}
}

Listing 18: accept method implementation

The sequence operator accepts first the left and then the right parser. The operator is represented
by the "~" symbol. For readability the sequence operator is used in infix notation. A parser that

accepts the sequence xyz looks like the following:

val xyzParser = agccept("x") ~ accept("y") ~ accept("z"

The first call of the sequence operator creates a parser of type Parser[(String, String)]. That
parser accepts the sequence xy. The second call of the sequence operator creates a parser of type
Parser[((String, String), String)].The xyzParser then accepts the sequence xyz. Calling

the xyzParser with the input text "xyz" looks like the following:
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val xyzR = xyzParser("xyz")
printin(xyzR)

The result of the xyzParser is a Success which can be seen in the console output:

Success(((x,y),2),)

Listing 19 shows the implementation of the sequence operator. The variable leftParser is an
alias for this. This alias is needed because of the anonymous class implementation of the Parser
trait inside of the "~" method shadows the this. From the example before the leftParser is the
parser that accepts "x" and the rightParser is the parser that accepts "y", considering the first
call of the method "~". For the sequence to succeed the left parser needs to be evaluated first. If
the parsing was successful, then with the right parser is continued. The right parser is evaluated
with the rest of the left parser. If the parsing of the left parser or the right parser fails, then the
sequence failed. A successful parsing of the sequence returns a tuple that contains the result of the

left parser and the right parser.

trait Parser[+T] extends (String => Result[T]) {
leftParser: Parser[T] =>

def ~[U](rightParser: => Parser[U]): Parser[(T, U)] = {
new Parser[(T, U)] {
def apply(in: String): Result[(T, U)] = {
leftParser(in) match {
case Success(left, leftRest) => rightParser(leftRest) match {
case Success(right, rightRest) =>
Success((left, right), rightRest)
case f2@Failure(_, _) => f2
}
case fl@Failure(_, _) => f1

Listing 19: sequence operator implementation

Implicit conversion:

To create a more readable DSL the Scala language feature implicit conversion is used [3]. This

language feature makes it possible to call the sequence method "~" on string literals:

accept("x") ~ accept("y") ~ accept("z")
IIXII ~ llyll ~ IIZII

val xyzParser
val xyzParser

The first line shows the sequence method "~" as shown before and serves as a comparison to the

second line. In the second line the string literals are implicitly converted to Parser[String],
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which makes it possible to call the method "~". This implicitly conversion needs to be defined

with a conversion method:

implicit def toStringParser(s: String): Parser[String] = accept(s)

The implicit keyword is needed to enable implicit conversion for the method toStringParser.
The compiler will look for a method that has a String as input and a Parser as output. The
method toStringParser matches this requirement. Then the compiler applies the method

toStringParser to the string literals "x", "y", and "z".
The conversion method toStringParser can also be called explicitly as it is just a method:

val xyzParser = "x" ~ "y'" ~ 'Uz"
val xyzParser = toStringParser("x") ~ toStringParser("y") ~
toStringParser("z")

In the second line the toStringParser is called for each of the string literals "x", "y", and "z"

which converts each of them into a Parser[String].

The alternative operator accepts either the left or the right parser, like an xor operator. The code
below shows that the created parser accepts either "u" or "v" followed by "y":
val u_Or_vyParser: Parser[(String, String)] = ("u" | "v") ~ "y"

val u_Or_vyResult = u_0Or_vyParser("uy")
printin(u_Or_vyParser)

In the first line a variable u_Or_vyParser is declared which is of type Parser[(String,
String)]. In this case the alternative operator returns a Parser[String]. In the second line a
variable u_0Or_vyResult is declared. The input text "uy" is called on the u_0Or_vyParser and the

result is assigned to u_0r_vyResult. The console output of the third line is the following:
Success((u,y),)
The result is the successfully parsed sequence uy.

Listing 20 shows the alternative operator implementation. First the left parser is evaluated. If it
fails, the right parser is evaluated. The result of the right parser evaluation is then returned. If the

left parser succeeds the result of the left parser evaluation is returned.

def |[U >: Tl(rightParser: => Parser[U]): Parser[U] = {
new Parser[U] {
def apply(in: String): Result[U] = {
leftParser(in) match {
case s@Success(_, _) => s
case Failure(_, _) => rightParser(in)
}
}
}
}
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Listing 20: Alternative operator implementation

Listing 21 shows the final result of the JSON parser using the operators described before and new

ones that are briefly described in the following.

The obj parser has the generic type map of String and Any. The method "~>" creates a parser
that is a sequence of two parsers where only the result of the right parser is used. The repsep
method takes two parsers as a parameter. The repsep creates a parser that parses a sequence of
the left parser where the second parser is a parser for the separator between elements parsed by
the left parser. Thus, the sequence starts and ends with the left parser. The result of this sequence
is a list of the result of the left parser. Thus, the first call of the method "~>" in the obj parser
returns a parser of a list of pairs of String and Any, because the member parser returns a parser
with generic type of pair of String and Any. The method "<~" creates a parser that is a sequence
of two parsers where only the result of the left parser is used. As a result, the method "<~" returns
the parser that the previous call of repsep created. With the semantic action method """ the
result of a parser can be mapped to another result. This creates for the obj parser a parser of

generic type map of String and Any out of the list of pairs of String and Any.

The member parser creates a parser with generic type of pair of String and Any. The first call of
the method "~" parses a sequence of string literal and the colon " : ". The second call of the method
"~" parses the sequence from the previous parser and the value parser. To extract the string literal
and value from the nested pairs in the semantic action, the "~" case class in infix notation is used.
The semantic action method "~*" of member parser then creates a parser with generic type of pair

of String and Any.

The value parser creates a parser with generic type Any. The first call of the alternative method
"|" creates a parser that parses the obj parser or the arr parser. The second call of the alternative
method " | " creates a parser that parses either the previous parser or a string literal. The following

calls of "|" create a parser parsing either the previous parser and the right parser.

The arr parser creates a parser analogous to the obj parser but using a list of value parsers

instead of a list of member parsers.

class JSON extends JavaTokenParsers {

def obj: Parser[Map[String, Any]l = "{" ~> repsep(member, ",") <~ "}" AA
(a => Map() ++ a)

def member: Parser[(String, Any)]
stringlLiteral ~ ":" ~ value "
{ case name ~ ":" ~ value => (name, value) }

def value: Parser[Any] = (
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obj

arr

stringlLiteral

floatingPointNumber A7 (_.toDouble)
"null" A* (_ => null)

"tpue" AM (_ => true)

"false" A (_ => false)

)

def arr: Parser[List[Any]] =
n[n ~> r‘epsep(value, ||,||) <~ ||]||

Listing 21: Full implementation of JSON Parser (taken from [3])

4.2. Kotlin

In the following the implementation of the DSL for combinator parser in Kotlin is presented. The
idea was to use the Scala implementation as a model for the Kotlin implementation. The structure
is similar but not equal and needs to be explain explicitly. Listing 22 shows an implementation of
a JSON parser by using the combinator parser DSL explained later. The obj parser
implementation is almost equal to the Scala implementation except for not using symbols as
identifiers. The same applies for the member parser. The value parser had to be built differently
because Kotlin has no by-name parameter. The alternative is using function types in combination
with lambdas. Kotlin has no implicit conversion but to achieve a similar result extension functions

are used. The explanation of extension functions follows.

class JSON : JavaTokenParsers {
val obj: Parser<List<Any>> get() =
"{" seqgr repsep(member, ",") seql "}"

val member: Parser<Any> get() =
stringlLiteral seg ":" seq value

val value: Parser<Any> get() = { obj } air { arr } altr
{ stringlLiteral } alit { floatingPointNumber } alt
{ accept("null") } air { accept("true") } altEnd
{ accept("false") }

val arr: Parser<List<Any>> get() =
"[" segr repsep(value, ",") segl "]"

Listing 22: JSON parser built with combinator parser DSL

The basic class structure of the Kotlin implementation is equal to the Scala implementation. Listing
23 shows the Kotlin implementation of the Result and Parser interfaces as well as Success and

Failure classes. Notable differences to the Scala implementation are:
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e Kotlin uses out for covariant type parameters instead of the "+" in Scala.
e The reference to the leftParser is defined with a property, there is no this alias in Kotlin

e The Parser interface is a functional interface by using the fun keyword

Details to the keyword fun for interfaces follows. This section was about the basic structure of the
DSL. There are many more differences in the operators. Detailed explanation to the differences

follow.

sealed interface Result<out T> {
val next: String

}

data class Success<out T>(val result: T, override val next: String)
: Result<T>

data class Failure(val message: String, override val next: String)
: Result<Nothing>

fun interface Parser<out E> : (String) -> Result<E> {
private val leftParser: Parser<E> get() = this

Listing 23: Structure of combinator parser implementation

The implementation of the accept function in Listing 24 in Kotlin is basically the same as in Scala,
cf. Listing 18. The syntax for creating an anonymous class of the token parser is different. In Kotlin
the function type interface uses the invoke operator function, in contrast to the Scala apply

method.

fun accept(s: String): Parser<String> =
object : Parser<String> {
override fun invoke(input: String): Result<String> {
if (input.isEmpty()) return Failure("Input is Empty", input)
else if (linput.startswith(s)) return Failure(input + " not matched", input)
else return Success(s, input.suvbstring(s.length))
¥
¥

Listing 24: Implementation of accept function

The sequence operator in Kotlin is defined by the seq function. It uses infix keyword to make it
usable in infix notation. The code below shows that the seq function can also be called normally
with dot notation. As in the Scala DSL the sequence operator accepts a sequence of left and right

parser:

val xyzParserl
val xyzParser2

accept("x") seq accept("y") seq accept("z"
(accept("x").seq(accept("y"))).seq(accept("z"))
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val xyzR = xyzParserl("xyz")
printin(xyzR)

In the first line a variable xyzParserl is declared, which is of type Parser. The two calls of the
seq function create a parser that accepts the sequence xyz. In the second line a variable
xyzParser? is declared, which is of type Parser. The seq function is called in dot notation and
creates the same parser as in the first line. In the third line a variable xyzR is declared, which is of
type Result. The input string for the parser xyzParserl is "xyz". As in Scala the sequence

operator creates a pair. The parsing succeeds and the console prints as follows:

Success(result=((x, y), z), next=)

Listing 25 shows the implementation of the seq function as well as the Parser interface. The
Parser interface is defined as functional interface by using the fun keyword. In Kotlin an interface
can only be implemented with a lambda if the interface is functional i.e., defined with the fun
keyword. The Parser interface has only one abstract function being the operator function invoke

that is inherited by the function type String to Result<E>.

The seq function definition uses the infix keyword to enable the infix notation to be used. The
seq function defines and returns a Parser by providing a lambda. The when expressions are
exhaustive because the Result interface is defined as sealed interface. Otherwise, an else case
needs to be added in the when expression. The leftResult in the first when expression is smart
casted to the type that is checked with the is operator. In Kotlin a smart cast, is a class cast that is
applied automatically after using the is operator in a condition, such as when and if. The code is
highlighted green when smart casting is applied. For example, if the leftResult is of type

Failure then the message property of the Failure class can be directly accessed.

fun interface Parser<out E> : (String) -> Result<E> {
private val leftParser: Parser<kE> get() = this

infix fun <S> seq(rightParser: Parser<S>): Parser<Pair<g, S$>> {
return Parser { input ->
when (val leftResult = leftParser(input)) {
is Failure -> Failure(leftResult.message, input)
is Success -> when (val rightResult = rightParser(leftResult.next)) {
is Failure -> Failure(rightResult.message, input)
is Success -> Success(leftResult.result to rightResult.result,
rightResult.next)

Listing 25: seq function implementation
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Extension function:

Because there is no implicit conversion in Kotlin the best option is to use extension functions [2].
Like function types with receivers an extension function has a receiver type. An extension function
is called on a receiver object. Like lambdas with receivers, inside of an extension function the
receiver object can be accessed with the keyword this. To call the seq function on a String, an
extension function is created where the receiver type is of type String:

infix fun <R> String.seq(rightParser: Parser<R>): Parser<Pair<String, R>> =
accept(this) seq rightParser

This extension function definition of seq internally uses the base implementation of seq. To have
the same functionality as in Scala with implicit conversion, all possible combinations of String
and Parser need to be created. Parser with Parser is the base implementation, String with
Parser is described above, left to define are Parser with String:

infix fun <L> Parser<L>.seq(rightParser: String): Parser<Pair<L, String>> =
this seq accept(rightParser)

and String with String:

infix fun String.seq(rightParser: String): Parser<Pair<String, String>> =
accept(this) seq accept(rightParser)

With these three additional extension functions defined above all combinations of String and
Parser are created for the seq operator. Analogous to the seq function the seqr function and

seql function need an extension function with receiver type String and Parser, respectively.

Listing 26 shows the implementation of the alt operator. In Kotlin there is no by-name parameter.
But in the JSON example not all alternatives can be evaluated immediately otherwise there will
be an endless loop of evaluation. As alternative to by-name parameter the function type is used.
To chain the alternatives together with infix notation the function type is used as receiver type for
the extension function, as parameter and as return type. This means that all parsers that use

alternatives need to be inside a lambda.

infix fun <R, L : R> (() -> Parser<L>).alt(rightParser: () -> Parser<R>)
() -> Parser<R> {
val leftParser = this
return {
Parser { input ->
when (val leftResult = leftParser()(input)) {
is Success -> leftResult
is Failure -> rightParser() (leftResult.next)
}
}
}
}
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Listing 26: alt operator implementation

Because the result of the alt function is a function type and not a Parser an additional function
is needed that returns a Parser and extends ()->Parser<L>. This function is called altEnd.
Listing 22 shows that the value parser calls at the end of the alt function call chain the altEnd

function.

Listing 27 shows the full implementation of the JSON parser by using the combinator parser DSL
of Kotlin. The map function is the semantic action operator. The Any? is a special type in Kotlin.
Kotlin is built to be null safe. That means that all types must not be null and null can’t be assigned.
To make a type nullable (i.e., assigning null is valid) a "?" needs to be added at the end of the
type name. That means for instance that the key of the obj map can never be null. On the other
hand, the values of this map can be null. To call map on a String another extension function was

created that works analogous to the implementations of seq extension functions.

class JSON : JavaTokenParsers {

val obj: Parser<Map<String, Any?>> get() =
"{" segr repsep(member, ",") seql "}" map { it. toMap() }

val member: Parser<Pair<String, Any?>> get() =
stringlLiteral seg ":" seq value map { it.first.first to it.second }

val value: Parser<Any?> get() = { obj } ait { arr } alt
stringlLiteral } alt

floatingPointNumber } alt

"null" map { null } } alt

"true" map { true } } altEnd

"false" map { false } }

P R Er By

val arr: Parser<List<Any?>> get() =
"[" segr repsep(value, ",") segl "1"

Listing 27: Full implementation of JSON Parser
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5. Case Study: Exposed

Exposed is an internal Kotlin DSL for SQL statements [5]. All operations the DSL provides are
type-safe [5]. It is developed by JetBrains and is one of the bigger projects of an internal DSL in
Kotlin [5]. JDBC is used to access the data base. Thus, it supports many databases like H2, Oracle,
MySQL, SQLite and more [5]. For the time of writing this thesis the version 0.28.1 of Exposed is

used.

5.1. Kotlin

In the following the implementation of the Exposed DSL in Kotlin is presented. First, a table
schema is defined as a singleton that is then used for creating select, insert, update, and delete

statements.

5.1.1. Create table statement

To create a table the structure needs to be defined first. Listing 28 shows how to define the
structure of a table using the Exposed DSL. Like in Scala object in Kotlin creates a singleton. The
Users and Cities object inherit from Table. The Table class provides functions for creating
Column objects, such as varchar and integer. The function varchar creates a Column with type
parameter being String. The function integer creates a Column with type parameter being Int.
The Table class has a list of all columns that keeps track of created columns. The Table class
provides more functions such as references, nullable and autoIncrement that modify a
columns properties. The references function creates a foreign key constraint. Because a Column
is always created as non-null by default, with the function nullable a Column can be made
nullable. The function autolncrement enables auto increment for integer columns. The
PrimaryKey class takes another Column as reference to mark that column as primary key. More

details on the functions and how the data of Table and Column is structured follows.

object Users : Table() {
val id = varchar("id", 10)
val name = varchar("name", length = 50)
val cityId = (integer("city_id") references Cities.id).nullable()
override val primaryKey = PrimaryKey(id, name = "PK_User_ID")

by

object Cities : Table() {
val id = integer("id").auvtolIncrement()
val name = varchar("name", 50)
override val primaryKey = PrimaryKey(id, name = "PK_Cities_ID")

by

Listing 28: Cities and Users table definition (taken from [5])

36



JXU

O
Listing 29 shows the class Table with the functions used to create the columns and modify their
properties. The Table class is defined as open class, because the DSL expects the user to create
objects for tables as shown in Listing 28. The integer function only takes a name as parameter
and creates a Column with type parameter being Int. This name parameter is used for the actual
column that is created in SQL. The varchar function has a name parameter, that has the same
purpose as for the integer function. The length parameter of the varchar function represents
the maximal length of a String for this column, like in SQL. The autoIncrement function can be
called on any non-null Column but should only be used for integer columns, because of the way
it’s implemented. The references function can be called on a Column and takes another Column
as a reference. The type constraint makes sure the types of the columns are comparable, which in
practice means that columns created with the same DSL function can be referenced. The nullable

function converts any Colum with a non-null type into a Column with a nullable type.

open class Table(name: String = "") : ... {

fun integer(name: String): Column<Int> = ...

fun varchar(name: String, length: Int, ... ):
Column<String> = ...

fun <N : Any> Column<N>.autoIncrement(...):
Column<N> = ...

infix fun <T : Comparable<T>, S : T, C : Column<S>> C.references(ref:
Column<T>): C = ...
fun <T : Any> Column<T>.nullable(): Column<T?> = ..

Listing 29: Table class definition (taken from [5])

Figure 5 shows the object structure created by the DSL specification from Listing 28. Column
objects are stored in a list when they are created by varchar and integer functions. Each Column
has a property columnType which describes the details of the SQL type. A VarCharColumnType
has a colLength property of type Int which represents the length of a varchar in SQL and a
nullable property of type Boolean. The references function created a ForeinKeyConstraint
object, which has a target property that references the id column of the Cities table and a from
property that references the cityId column of the Users table. The nullable function just sets
the nullable property of the columnType of cityId column to true. The autoIncrement function
created a AutoIncColumnType as columnType of the id column of the Cities table and replaced
the IntegerColumnType that was created by the integer function before. The
AutoIncColumnType has a property delegate that references the replaced columnType.
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Cities : Table : ForeignKeyConstraint Users : Table
tableName = "Cities" tableName = "Users"

ﬁnsm primaryKey columns[0] target \from “foreignKey columns[Z]l»columns[U] columns(1]

:Column Primanyke - Column - Column :Column :Column

name = "name" TR name = "id" S name = "id" name ="name"

foreignKey = null name=Fr_.ser_ foreignKey = null name = "eity_i fareignKey = null foreignKey = null

[coumnType columnType columnType /caumnType &olumrﬂype
| - YarCharColumnType | IntegerColumnType delegate AutolncColumnType IntegerColumnType | - varCharColumnType | | - YarCharColumnType |

colLength = 10 colLength = 50
nullable = false nullable = false

collLength = 50
nullable = false

nullable = false autolncSeq ="Cities_id_seq" nullable = tiue

Figure 5: Table Cities and Users created objects

From the object structure created from the DSL program, SQL statements can be created by using;:

SchemaUtils.create(Users, Cities)

Listing 30 shows the output that was created by the DSL. There are some default settings such as
a table is by default “CREATE ... IF NOT EXISTS” and a reference is by default “ON DELETE
RESTRICT” and “ON UPDATE RESTRICT”. Otherwise, all data of the object structure of Figure
5 created by the DSL is reflected in the create table statement. The foreign key constraint for the
cityId column of Users table has an auto generated name FK_USERS_CITY_ID_ID.

CREATE TABLE IF NOT EXISTS CITIES (
ID INT AUTO_INCREMENT,
"NAME" VARCHAR(50) NOT NULL,
CONSTRAINT PK_Cities_ID PRIMARY KEY (ID))

CREATE TABLE IF NOT EXISTS USERS (
ID VARCHAR(10),
"NAME" VARCHAR(50) NOT NULL,
CITY_ID INT NULL,
CONSTRAINT PK_User_ID PRIMARY KEY (ID),
CONSTRAINT FK_USERS_CITY_ID_ID FOREIGN KEY (CITY_ID) REFERENCES CITIES(ID)
ON DELETE RESTRICT ON UPDATE RESTRICT)

Listing 30: Create table statement generated by the DSL

Listing 31 shows the implementation of the integer and varchar functions that create columns
for the defined table as well as the general internal structure of the Table class. The Table class
inherits the columns property from the ColumnSet abstract class. The Table class uses a private
property _columns for storing the created columns. The tableName property is either taken from
the constructor parameter name or constructed with reflection from the inheriting class. The
function addColumn adds a Column to the receiver object, the mutable list of Column objects, if the
name property of that Column is unique. Otherwise, an exception DuplicateColumnException is

thrown. The registerColumn function takes a name of type String and a type of type
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IColumnType as parameters. The parameters are used to construct a Column object that is then
added to the _columns list with the addColumn function. The integer function calls the
registerColumn function and uses the IntegerColumnType class for the column type. The
varchar function calls the registerColumn function and uses the VarCharColumnType class for

the column type.

abstract class ColumnSet : .. {
abstract val columns: List<Column<x>>

,

open class Table(name: String = "") : ColumnSet(), .. {
open val tableName: String = if (name.isNotEmpty()) name else ..
private val _columns = mutablelist0f<Column<*>>()
override val columns: List<Column<*>> get() = _columns

private fun MutablelList<Column<*>>.addColumn(column: Column<*>) {
if (this.any { it.name == column.name }) {
throw DuplicateColumnException(column.name, tableName)
}
this.add(column)
}

fun <T> registerColumn(name: String, type: IColumnType): Column<T> =
Column<T>(this, name, type).also { _columns.addColumn(it) }

fun integer(name: String): Column<Int> =
registerColumn(name, IntegerColumnType())

fun varchar(name: String, length: Int, ..): Column<String> =
registerColumn(name, VarCharColumnType(length, ..))

Listing 31: integer and varchar DSL functions in Table class (taken from [5])

Listing 32 shows the definition of the references function. It creates a relationship between two
columns, the receiver type Column, and the parameter ref Column. This relationship is
represented with the ForeignKeyConstraint class. Figure 5 shows an example how
ForeignKeyConstraint is connected to the two columns that are related. The type constraint for
the references function means that the column type of both columns needs to be comparable.
Which in practice means that columns created with the same DSL function can be referenced.
Listing 28 shows an example with both Column objects of type Column with type parameter being
Int. Intis comparable with other Int, which meets the requirements for this type constraint. The
parameters of the second references function provide more options for the foreign key

constraint which are not explained in this thesis.
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open class Table(name: String = "") : ColumnSet(), .. {
infix fun <T : Comparable<T>, S : T, C : Column<S>> C.references(
ref: Column<T>
): C = references(ref, null, null, null)

fun <T : Comparable<T>, S : T, C : Column<S>> C.references(
ref: Column<T>,

): C = apply {
this.foreignKey = ForeignKeyConstraint(
target = ref,
from = this,

Listing 32: references DSL function in Table class (taken from [5])

Listing 33 shows the definition of the nullable function. A Column created by the integer
function and varchar function is of a non-null type. The inherited nullable property from
IColumnType is false by default. Which means the value null can’t be assigned to a variable of
type Column. Because in Kotlin null can only be assigned to a nullable types. A Column objects
generic type needs to be of type nullable to assign null. To assign a value to a Column the
functions insert and update are used, explanation to these two functions follows. This way the
Kotlin type system prevents misuse of the DSL. The function nullable returns a copy of the
original Column that has then a nullable type. With the function replaceColumn the original
Column is removed from the Table objects _columns list property and the new Column with

nullable type is added.

open class Table(name: String = "") : ColumnSet(), .. {
fun <T : Any> Column<T>.nullable(): Column<T?> {

val newColumn = Column<T?>(table, name, columnType)
newColumn.foreignKey = foreignKey
newColumn.defaultValueFun = defaultValueFun
@Suppress("UNCHECKED_CAST")
newColumn.dbDefaultValue = dbDefaultValue as Expression<T?>?
newColumn.columnType.nullable = true
return replaceColumn(this, newColumn)

by

fun <TColumn : Column<*>> replaceColumn(oldColumn: Column<*>,
newColumn: TColumn): TColumn {
_columns.remove(oldColumn)
_columns. addColumn(newColumn)
return newColumn
I
2

Listing 33: nullable DSL function in Table class (taken from [5])
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As shown above, the functions explained above create a data structure that is then used for SQL
statement building. Listing 34 shows the main function of the program that produced the console
output of Listing 30. The logger creates the console output when executing the create function
of the SchemaUtils object. The connect function of the Database object makes a connection to
the database. The connect string, user and password is needed for the database access. The
driver is a predefined string by the DSL. By calling the connect function of the Database object
the TransactionManager is setup correctly before executing any transactions. The
TransactionManager is a class that handles the communication with the database. The
implementation of the TransactionManager is not explained any further in this thesis. The

transaction function creates a new Transaction that can be used inside of the lambda.

fun main() {
Database.connect("jdbc:h2:mem:test", driver = "org.h2.Driver", user = "root",
password = "")

transaction {
addlogger(StdOutSqlLogger)

SchemaUtils.create(Users, Cities)
}
}

Listing 34: Create tables main function

Listing 35 shows the implementation of the create function of SchemaUtils. The current
Transaction is used for further communication with the database. The execStatements
function executes the list of statements created by the createStatements function. The
createStatements function creates a list of the SQL statement string for the database to process,
like the ones in Listing 30. The createStatements function uses the tables parameter to create
a create table statement for each Table object and returns them as a list of String objects. First
the function checks if the tables even have elements to process. If not, it returns an empty list.
The function sortTablesByReferences sorts the Tab'le objects to create them in order. The order
matters because a reference to a table that does not yet exist cannot be created. The important part
of the createStatements function is the table.ddl property. It creates the SQL create statement

strings. Details to the creation of the statement strings follow.

object Schemaltils {

fun <T : Table> create(vararg tables: T, inBatch: Boolean = false) {
with(TransactionManager.current()) {
execStatements(inBatch, createStatements(xtables))
commit ()
currentbDialect.resetCaches()
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}
}

fun createStatements(vararg tables: Table): List<String> {
if (tables.isEmpty())
return emptylist()

val toCreate = sortTablesByReferences(tables. tolist()).filterNot
{ it.exists() }
val alters = arraylList0f<String>()
return toCreate. flatMap { table ->
val (create, alter) = table.ddl.partition { it.startsWith("CREATE ") }
val indicesDDL = table.indices. flatMap { createIndex(it) }
alters += alter
create + indicesDDL
} + alters

Listing 35: create and createStatements functions in SchemauUtils object (taken from [5])

Listing 36 shows the dd1 property that calls the createStatement function that creates the SQL
create table statements. The Table class inherits from the DdlAware interface that defines the
createStatement function. The variable foreignKeyConstraints is a list of all
ForeinKeyConstraint objects from the Column objects of the Table. The createStatement
function uses a StringBuilder to build the SQL statement string. First "CREATE TABLE " is
added to the build string. Then "IF NOT EXISTS " is added if it supported by the connected
database. The currentDialect is determined by the connect function that is called in Listing 34.
Each SQL dialect has its own syntax, and the differences are reflected in the DatabaseDialect
interface. Details to the DatabaseDialect interface follow. The identity of the current
Transaction is the name of the Table. After that the columns are defined, that are enclosed in
parentheses. First the type and name of all columns are added to the build string. Then if the table
has a primary key defined the primary key constraint it added to the build string. If foreign key
constraints are defined, i.e.,, the foreignKeyConstrains list is not empty the foreign key
constraints are joined and added to the build string. The createStatement function finally
returns the createTable string. The parts left out are not relevant for understanding the basics of
the DSL, that is why there are lists joined together in the return statement of the

createStatement function.

open class Table(name: String

"") : ColumnSet(), DdlAware {

val ddl: List<String> get()

createStatement()

override fun createStatement(): List<String> {
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val foreignKeyConstraints = columns.mapNotNull { it.foreignKey }

val createTable = buildString {
append("CREATE TABLE ")
if (currentbDialect.supportsIfNotExists) {
append("IF NOT EXISTS ")
}
append(TransactionManager.current().identity(this@Table))
if (columns.isNotEmpty()) {
columns.joinTo(this, prefix = " (") { it.descriptionDdl() }

if (isCustomPKNameDefined() || columns.none { it.isOneColumnPK() }) {
primaryKeyConstraint()?.let { append(", $it") }

}

if (... && foreignKeyConstraints.isNotEmpty()) {
foreignKeyConstraints.joinTo(this, prefix = ", ", separator = ", ")
{ it.foreignKeyPart }

¥

append(")")

return .. + createTable + ..

Listing 36: createStatement function in Table class (taken from [5])

5.1.2. Insert statement
The insert function creates a SQL insert statement and executes it. Like the SQL create statement
that was built by the create function of the SchemalUtils object the insert function needs to be

executed in a transaction lambda.

Listing 37 shows how to insert a row into a table. The insert function is an extension function
with receiver type T, where T has to be a subtype of Table (cf. Listing 38). The Cities table is
used as a receiver object for the insert function. The type of the parameter body of the insert
function is a function type with receiver, where the receiver is of type T. The receiver object in the
lambda with receiver for the body parameter is the Cities table. The first and only parameter of
the body function type is of type InsertStatement. The InsertStatement inherits an operator
function set from the UpdateBuilder, that takes a Column and a String as input. Therefore, it

can be used to refer to the InsertStatement and use the set operator and call it with the name
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Column of Cities and the String literal "Munich". Because the insert function returns a
InsertStatement object the get operator function can be used that is defined in the

InsertStatement to receive the value of that Column.

The Table in the type constraint in the insert function is Cities in this example. This table is
also the receiver type of the insert extension function and the receiver type of the body
parameter. This allows to directly reference the name property of Cities table inside of the
lambda. The parameter body uses the InsertStatement class as its only parameter for the
function type. This means the alias it refers to that class. The set operator function is called when
"assigning” the String literal "Munich" into the name column. Before the InsertStatement is
returned form the insert function the query is executed. More details on the execution
implementation follows. The InsertStatement object is then returned from the insert function
and the get operator function is called with the id Column of Cities Table. The get function

returns the id value from the recently inserted row and assigns it to the munichId variable.

fun main() {
Database.connect("jdbc:h2:mem:test", driver = "org.h2.Driver", user = "root",
password = "")

transaction {
val munichId = Cities.insert {
it[name] = "Munich"
}[Cities.id]
}
}

Listing 37: Insert builder for Cities table

Listing 38 shows an overview of the structure of the classes described before.

fun <T:Table> T.insert(body: T.(InsertStatement<Number>)->Unit)
: InsertStatement<Number>

open class InsertStatement<Key:Any>(..) : UpdateBuilder<Int>(..) {
Enfix operator fun <T> get(column: Column<T>): T

F

abstract class UpdateBuilder<out T>(..): Statement<T>(..) {

open operator fun <S> set(column: Column<S>, value: S)

Listing 38: Class structure of insert method (taken from [5])
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Figure 6 shows the object model of the InsertStatement object that is returned from the insert
function in Listing 37. The target property of the InsertStatement is the Cities table. The
values map has entries where the keys are of type Column and the values are the value that the
user has inserted. In the example from Listing 37 the name column of the Cities table is the key

and "Munich" is the value.

‘InsertStatement

type = INSERT
targetslo\ues
Cities : Tahle MapEntry
tableName = "Cities" L
value} "Munich"
_columns[1]
: Column columnType - VarCharColumnType

name ="name" colLength = 50
foreignKey = null nullable = false

Figure 6: Insert statement objects

The logger reports the insert statement string:

INSERT INTO CITIES ("NAME") VALUES ('Munich')

This insert statement reflects exactly what is described in the DSL in Listing 37.

The insert function calls at the end before the return of the InsertStatement an execute
function that is called on the current Transaction. The execute function then calls indirectly the
prepareSQL function, which is the function that creates the insert statement string. The

prepareSQL function looks like the following:
override fun prepareSQL(transaction: Transaction): String {

return transaction.db.dialect.functionProvider.insert(...)

hy

The transaction has access to database specific implementations defined by the dialect property.
A detailed explanation on the involved classes for this return statement in function prepareSQL

follows.

Figure 7 shows the class structure that is used by the prepareSQL function of the
InsertStatement class. The prepareSQL function accesses the dialect property via the db
property of the Transaction. What type db has is not further explained because it is not relevant

for the examples. The dialect property is of type DatabaseDialect. But the dynamic type is
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H2Dialect because the H2 database is used for the examples that showcase the DSL. The
VendorDialect does not add anything important and is only included for correctness of the class
diagram. The DatabaseDialect has a property name of type String, a property
dataTypeProvider of type DataTypeProvider, and a property functionProvider of type
FunctionProvider. The DataTypeProvider class defines the SQL strings for the column types.
For example, the function integerType returns the String "INT". The createStatement
function previously explained needs this information to create SQL strings for the Column
description in create table statements. The function supportsIfNotExists is also used by the
createStatement function mentioned before to construct the create table statement SQL string.
The FunctionTypeProvider class has a standard implementation of the insert, update, and
delete functions. The insert function defines the "INSERT INTO " string thatis used for creating
an SQL insert statement string. The H2Dialect class uses these standard implementations on top

of its vendor specific implementation.

@) DpatabaseDialect

@ FunctionProvider| py—— @ DataTypeProvider

append("INSERT INTO ") - O dataTypeProvider: DataTypeProvider return "INT" H
L © insert(...): String O functionProvider: FunctionProvider = /‘1

e @ integerType(): String” [

@ update(...): String ° e
@ delete(...): String © supportslfNotExists(): Boolean Extiype(oting

@ createDatabase(name: String): String

?

(©) mserstatement © aDiect (&) vendorbialect

© prepareSQL(transaction: Transaction): String

Figure 7: Vendor specific SQL implementation class diagram

5.1.3. Select statement

The select function in Exposed DSL, has a unified way for building queries that is also used by
the update and deleteWhere function. Listing 39 shows an example of how to use the select
function. The insert function call is the same as in Listing 37. Like the insert function the
select function can be called on a Table. The query part is built by operators such as eq in this
example. The return type of the select function is Query which inherits from Iterable with type
parameter being ResultRow. The single function is an extension function of Iterable which
returns exactly one element or throws exception if there are more elements or none. The
ResultRow class has an operator function get implemented to retrieve the value of a Column.

Further details on Query, eq, and ResultRow follow.

transaction {

val munichId = Cities.insert {
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it[name] = "Munich"
}[Cities.id]

val nameOfMunichCityId = Cities.select {
Cities.id eg munichId
}.single()[Cities.name]

¥

Listing 39: Select DSL function example

The following query string is generated by the DSL described in Listing 39:

SELECT CITIES.ID, CITIES."NAME" FROM CITIES WHERE CITIES.ID =1

The select statement produced selects all columns of table Cities and has a WHERE clause that

reflects the parameters of the eq function call in the select function.

Figure 8 shows the classes that are involved in the select function call. The select function can
only be called on a FieldSet. ColumnSet inherits from FieldSet, which means a Table is a
FieldSet. That is why the select function can be called on Table objects. The architecture
created with Table, ColumnSet, and FieldSet is also used by joins, which will be explained in
Section 5.1.6. . The FieldSet interface defines a list of Column objects that are involved in a select
statement. The where parameter of the select function is of type function type. The receiver type
of this function type is SqlExpressionBuilder. The SqlExpressionBuilder object defines
extension functions such as the eq function. When calling the select function the lambda with
receiver applied for the where parameter provides access to the eq function. The eq function can
be called on an ExpressionWithColumnType. A Columnis a ExpressionWithColumnType as well
as an Expression (cf. Figure 9). The generic type of the Column must be equal the parameter t of
the eq function. For example, the Column id of the Cities Table has generic type Int and the
munichId is of type Int (cf. Listing 39). The eq function then returns an object of type 0p having
generic type Boolean. This Op object can then be used as a return value for the where parameter
lambda of the select function. The details to the implementation of 0p class follow. The return
type of the select function is Query. A Query object is constructed with a FieldSet and an Op
having generic type Boolean. Like the InsertStatement class the Query class also has a
prepareSQL function. This function creates the SQL query string from the FieldSet, Op, and other
configurations made by the functions 1imit, orderBy, groupBy, withDistinct, and count. The
execution of the query starts when calling the operator function iterator that is inherited by the
Iterabtle interface through the SizedIterable interface. In Listing 39 the function single calls
the iterator function indirectly. The ResultRow class has an operator function get defined.
Because a Column is an Expression a Column can be used to retrieve the value of the Column in

that row that was queried. A Query is also a Statement. This relationship is needed for the
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execution of the Query in a Transaction. But explaining Transaction is out of scope of this

thesis.
(= i
®.'rerab.'e N
i ‘ResultRow (:)
@ 1SqlExpressionBuilder @ Sizediterable htrnom ResultRow
0 infix <T> ExpressionWithColumnType<T>.eq(t: T): Op<Boolean> © operator <T> get(c: Expression<T>): T
/
© Query
«Objecty © Query(set: FieldSet, where: Op<Boolean>?) © Statement
SqlExpressionBuilder © prepareSQL(transaction: Transaction): String
© count(): Long
O limit(n: Int, offset: Long): Query
5\ © orderBy(vararg columns: Pair<Expression<*>, SortOrder>). Query
\ © groupBy(vararg columns: Expression<*>). Query
N © withDistinct(value: Boolean): Query
\
\ i
N /
N Vs
\ ’
N /
«Filex»
Querieskt

O FieldSet.select(where: SqlExpressionBuilder .()->Op<Boolean>) : Query

Figure 8: Query DSL class diagram

The select function requires an Op with type parameter being Boolean to build a query. In the
following the definition of the Op class is explained. Figure 5 shows the class diagram of the
Expression class and related classes. This is the Op class mentioned above (cf. Figure 8). The
actual Op created in the eq function is of type EqOp. The EqOp class requires two parameters of
type Expression. A Column is an ExpressionWithColumn type and an Expression. Because the
eq function takes a value of type T as a parameter this value needs to be wrapped into an
Expression. How this works is out of scope of this thesis. The important part is that the eq
function can construct a EqOp with a Column and a value wrapped as an Expression. The EqOp
inherits from the abstract class Comparison0p. The super constructor in EqOp is called where
opSignis "=". The Comparison0p overrides the toQueryBuilder function that is inherited by the
abstract class Expression to build the SQL String for the comparison. The prepareSQL function
of the Query class then uses this SQL String from the Comaprison0p to construct the WHERE part
in the SQL query.
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@ Expression

© toQueryBuilder(gueryBuilder: QueryBuilder)
1 1

@ExpressionWithCo\umnType o

T i
@Column @Op
exprl |expr2

I
I
|
|
I @ ComparisonOp
I
| O expr1: Expression<*>
Il O expr2: Expression<*>
Il O opSign: String
I
I
I
|
|
|
I @ EqOp
I
! © EqOp(expri: Expression<*>, expr2: Expression<*>)
I
I
[
[
1
«Filex
Querieskt
© FieldSet select(where: SqlExpressionBuilder ()->Op<Boolean>) : Query

Figure 9: Expression DSL class diagram

5.1.4. Update statement
The update function has a query and an update part. First the rows that need to be updated are

selected. This is done the same way as for the select function. The update part is implemented

like the insert function. Listing 40 shows an example of the update function. First a city and a

user are created. Then, the user is selected by the id column of Users table. Finally, the name and

cityId of this user is updated.

transaction {

= Cities. insert {

val munichId

it[name] = "Munich"

}[Cities.id]

Users. insert {
it[id] = "alex"
it[name] = "Alex"
it[cityId] = null

}
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Users.update({ Users.id eg "alex" }) {
it[name] = "Alexey"
it[cityId] = munichId
}
}

Listing 40: Update DSL function example

For example, the update statement from Listing 40 creates the following SQL statement:

UPDATE USERS SET "NAME"='Alexey', CITY_ID=1 WHERE USERS.ID = 'alex'

The Users table is updated by NAME "Alexey" and CITY_ID 1, selecting the user with the id

Ila'LeXII

Listing 41 shows the update function as well as the UpdateStatement class. The update function
is a combination of the select function and insert function. The where parameter works the
same way as in the select function, except in the update function it is optional. The body
parameter works the same way as in the insert function. Like the InsertStatement, the
UpdateStatement inherits from the UpdateBuilder which defines an operator function set. The
UpdateStatement class is also a Statement, which means it can be executed in a Transaction
and overrides the prepareSQL function. Like the InsertStatement class the implementation of
the function prepareSQL also calls a functionProvider specific to the current active

DatabaseDialect. The function prepareSQL then creates the SQL update string.

fun <T:Table> T.update(where: (SqlExpressionBuilder.()->0p<Boolean>)? = null,
1imit: Int? = null, body: T.(UpdateStatement)->Unit): Int

open class UpdateStatement(..): UpdateBuilder<Int>(..) {
override fun prepareSQL(transaction: Transaction): String {

return transaction.db.dialect.functionProvider.update(..)

Listing 41: Class structure of update statement (taken from [5])

5.1.5. Delete statement
The deleteWhere function has only a query part. The query is built like the select function.
Listing 42 shows an example of the deleteWhere function. A user "Something" is created and

then queried with the 1ike operator and deleted.

transaction {

Users. insert {
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it[id] = "smth"
it[name] = "Something"
it[cityId] = null

}

Users. deletellhere { Users.name 1ike "%thing" }

¥

Listing 42: deleteWhere DSL function example

For example, the delete statement from Listing 42 creates the following SQL statement:

DELETE FROM USERS WHERE USERS."NAME" LIKE '%thing'

All users in the Users table with the NAME that ends with "thing" will be deleted.

Listing 43 shows the structure of the deleteWhere function as well as the DeleteStatement class.
The parameters of the deleteWhere function 1imit and offset are optional. The parameter op
works the same way as in the select function. The deleteWhere function returns the number of
rows deleted. The DeleteStatement is a Statement and overrides the preprareSQL function.
Like the InsertStatement class the implementation of the function prepareSQL also calls a
functionProvider specific to the current active DatabaseDialect. The function prepareSQL

then creates the SQL delete string.

fun Table.deleteWhere(limit: Int? = null, offset: Long? = null,
op: SqlExpressionBuilder.()->0p<Boolean>): Int

open class DeleteStatement(..): Statement<Int>(..) {
override fun prepareSQL(transaction: Transaction): String =
transaction.db.dialect.functionProvider.delete(..)

Listing 43: Class structure of the delete statement (taken from [5])

5.1.6. Joins

A JoinisaFieldSet, like a Table is (cf. Figure 10). This shows the purpose of the FieldSet class
in the architecture of the Exposed DSL. Listing 44 shows an example of a join that actually looks
similar to a SQL query. In contrast to the SQL equivalent of this query the Exposed DSL removes
the unnecessary description of the foreign key relationship of Cities and Users. The slice
function works like the SELECT part in a SQL select statement. The slice function takes a list of
Expression objects that should be included in the select statement. A Column is an Expression
as well as the Count class. The slice function returns a ColumnSet. The selectAll function can
be called on a FieldSet and returns a Query with the where parameter being null. This means

the Query selects all columns. The groupBy, orderBy, and 1imit functions are all members of the
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Query class described in Section 5.1.3. . Further details on the internal structure of how joins work

follows.

(Cities innerJdoin Users)
.slice(Cities.name, Count(Users.id))
.selectAl1()

.groupBy(Cities.name)
.orderBy(Count(Users.id), DESC)
Llimit (1)

. forEach { printin(it) }

Listing 44: Inner join example

The example shown in Listing 44 generated the following query string (with manual line breaks

for better readability):

SELECT CITIES."NAME", COUNT(USERS.ID)
FROM CITIES

INNER JOIN USERS

ON CITIES.ID = USERS.CITY_ID

GROUP BY CITIES."NAME"

ORDER BY COUNT(CITIES.ID) DESC

LIMIT 1

Figure 10 shows the structure of the Join class that is produced by the innerJoin function used
in the example in Listing 44. The slice function can be called on a Join because the Join class is
a ColumnSet. The important part here is that Join and Table are both ColumnSets. They both
implement the abstract function describe from ColumSet. As described in Section 5.1.3. the
function that generates the SQL query strings is called prepareSQL. The prepareSQL function is
implemented by the Query class. A FieldSet has the property source of type ColumnSet. The
function prepareSQL calls describe function through the property source of FieldSet of the
Query class. In the case of a ColumnSet thatis a Join the describe function of that Join adds the

additional SQL string needed to build a join.
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Querieskt

«Filex @ FieldSet

O fields: List<Expression<*>>

© FieldSet selectAll(): Query O source: ColumnSet

@ ColumnSet

O columns: List<Column<*>>

© innerJoin(other: ColumnSet): Join
© slice(vararg columns: Expression<*>): FieldSet
© describe(s: Transaction, queryBuilder: QueryBuilder)

(©)Join (©) Table

Figure 10: Join class structure

5.2. Scala

For creating a Scala DSL similar to the Exposed Kotlin DSL, several challenges have to be met. A
serious problem was to deal with the nullable and non-nullable values. Because Scala does not

support nullable types. As an alternative, the Option type is used.

Listing 45 shows the definition of the Users and Cities table. The cityId is of type
Column[Option[Int]] to create a type safe optional column value. The primaryKey is by default
nullable because it is not a requirement to define it. In Scala the primaryKey is of type
Option[PrimaryKey]. The methods references, nullable, and autoIncrement are defined

inside of an implicit class.

object Users extends Table() {
val id = varchar("id", 10)
val name = varchar("name", length = 50)
val cityId = (integer("city_id") references Cities.id).nullable()
override lazy val primarykKey = Some(PrimaryKey(name = "PK_User_ID", id))

by

object Cities extends Table() {
val id = integer("id").autoIncrement()
val name = varchar("name", 50)
override lazy val primaryKey = Some(PrimaryKey(name = "PK_Cities_ID", id))

hy
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Listing 45: Cities and Users table definition

Listing 46 shows a comparison of the Kotlin and Scala implementation of the nullable and
autoIncrement functions / methods. The first two lines are the definitions in Kotlin and the

ImplicitColumnAny class is the Scala implementation.

Because Scala does not have extension functions, implicit conversion is used. To simulate an
extension function a Column is implicitly converted into another type that implements the
nullable and autoIncrement methods. An implicit class combines these two steps into one. The
constructor parameter self of the ImplicitColumnAny class can be compared to the receiver
object in an extension function in Kotlin. This way the methods nullable and autoIncrement
are limited to the scope to the Table class and the inheriting classes, like the Kotlin

implementation of the extension functions.

The function nullable and autoIncrement have the same receiver type as in Kotlin. Because of

this, only one implicit class is needed for the methods nullable and autoIncrement.

fun <T : Any> Column<T>.nullable(): Column<T?>
fun <N : Any> Column<N>.autoIncrement(idSegName: String? = null): Column<N>

implicit class ImplicitColumnAny[T <: Any]l(val self: Column[T]) {
def nullable(): Column[Option[T]]
def autoIncrement(idSeqName: Option[String] = None): Column[T]
¥

Listing 46: nullable and autolncrement comparison with Kotlin (taken from [5])

Listing 47 shows a comparison of the Kotlin extension function references and the implicit class
of the references method in Scala. For some unexplainable reason the Scala compiler does not
allow to create the same constraints as in Kotlin. When defining the constraints as in Kotlin, the
Scala compiler cannot infer the return type anymore. That is why the self constructor parameter
is not of type C that extends Column<S> but the Column[S] itself. Ordering in Scala is equivalent

to Comparable in Kotlin.

infix fun <T : Comparable<T>, S : T, C : Column<S>> C.references(ref: Column<T>)
: C

implicit class ImplicitTableColumn[T: Ordering, S <: T](val self: Column[S]) {

def references(ref: Column[T]): Column[S]

Listing 47: references comparison with Kotlin (taken from [5])
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Because Scala has no function type with receiver type, a different approach has to be pursued in
Scala. Listing 48 shows an example of using the insert method, as well its definition and the
structure of InsertStatement and UpdateBuilder classes. The UpdateBuilder uses the Scala
update method to have a similar functionality as the operator function set. Because the lambda
applied for the insert method parameter does not have a receiver object like in Kotlin, the object
Cities must be specified to access the name Column. In the Kotlin DSL only name is sufficient
because the receiver object is the Table Cities. The InsertStatment class defines an apply

method like Kotlin that uses an operator function get for the same purpose.

transaction { transaction =>
val munichId = Cities.insert {
_(Cities.name) = "Munich"
}(Cities.id)
}
object Queries {
def insert(body: InsertStatement[AnyVal] => Unit): InsertStatement[AnyVall
}
class InsertStatement[Key <: Any]l(.) extends UpdateBuilder[Int](..) {
def apply[T](column: Column[T]): T
}

abstract class UpdateBuilder[+T](..) extends Statement[T](.) {

def update[S](column: Column[S], value: S): Unit

Listing 48: insert statement example and related classes

The advantage of Scala over Kotlin is that symbols can be used for identifiers, which makes the
building of WHERE parts of a query more readable. The two lines of code below this section show

that instead of using eq and greater, which both are a Comparison0p with the respective opSign

"="and ">", the symbols "===" and ">" are used in the Scala implementation. In Scala the single
assign symbol "=" can’t be used as an identifier. Implicit conversion does not work with the
equality symbol "==", which leads to the decision with the triple equal symbol "===". The head

method does not have parameters, it just returns the first element of an Iterable, which is a
ResultRow in the case of the example. The ResultRow class defines an apply method that takes
an Expression as a parameter, like in the Kotlin implementation of the ResultRow class with the
operator function get.
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Cities.select(Cities.Zd === munichId).head(Cities. name)
Cities.select(Cities.zid > 0).head(Cities. name)

In the first line all cities with the id equal to munichId are selected. Then the first element of the
Iterable of ResultRow objects is taken with the head method and the value of the name column
is returned by the apply method of ResultRow. In the second line all cities with the id greater

than 0 are selected. Then the value of the name column of the first ResultRow is returned.
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6. Comparison of Features

This section serves as an overview of all the features used in the case studies of both Scala and
Kotlin. The features are compared in the way of how they can be used in a DSL. For completeness,
the declarations of the methods/ functions are also shown. The examples shown are mostly taken

from the case study examples.

Operator overloading

Scala can use almost all symbols as identifiers and does not need any special syntax to overload
an operator such as "+". Kotlin has a restricted set of operators that can be overloaded. This feature

is used e.g. in Scala in Section 4.1. and in Kotlin in Section 3.2.1.

Scala Kotlin

def ~[U]l(p: Parser[U]): Parser[(T, U)]
def +(p: Point): Point operator fun plus(p: Point): Point

val x: Point = pl1 + p2 val x: Point = pl + p2

Function object

Scala and Kotlin can both implement a function application operator for an object. In Scala this is
done by defining a method with the name apply. In Kotlin it must be an operator function with
the name invoke. This DSL feature is completely equal in both languages. This feature is used

e.g., in Scala Section 4.1. and in Kotlin Section 4.2.

Scala Kotlin
def apply(in: String): Result[T] operator fun invoke(st: String):
Result<T>
xParser("xyz") xParser("xyz")

Access operators

Scala uses parentheses and Kotlin brackets for getter and setter functions. In Scala zero parameters
can be used but Kotlin needs at least one parameter. This feature is used e.g., in Scala Section 5.2.

and in Kotlin Section 5.1.2.
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Scala Kotlin

def update[S](column: Column[S], open operator fun <S> set(

value: S): Unit column: Column<S>, value: S)
def apply[T](column: Column[T]): T infix operator fun <T> get(

column: Column<T>): T
val munichId = Cities.insert { val munichId = Cities.insert {
_(Cities.name) = "Munich" it[name] = "Munich"

}(Cities. id) }[Cities.id]

Implicit conversion

The feature implicit conversion is only available in Scala. Implicit conversion can be either done
for a method (used in Section 4.1. ) or a class (used in Section 5.2. ). In Kotlin extension functions
are a way to emulate this behavior and make a similar user experience for the user of the DSL. In
some cases, the translation is one to one, with no difference at all (e.g., Section 5.2. ). In some cases,
like in Section 4.2. many extension functions are required for emulating the behavior of a single

implicit conversion.

Scala Kotlin

implicit def toStringParser(s: String): Parser[String] = accept(s)

val xyzParser: Parser[((String, String), String)] = "Xx" ~ "y" ~ "z" Not supported

Extension function

The feature extension function is only available in Kotlin. In Scala this feature can be emulated by
using implicit conversion for the receiver type of the extension. This is essentially a one-to-one
translation. Although from experience with the Scala compiler, it can’t handle as complex generic
constraints as the Kotlin compiler, which lead to type inference issues in the case study Exposed.

This feature is used in Section 4.2. and in Section 5.1.

Scala Kotlin

infix fun String.seq(rightParser: String)
: Parser<Pair<String, String>> =

Not supported
PP accept(this) seq accept(rightParser)

infix fun <R> Parser<R>.seq(rightParser: String)
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: Parser<Pair<R, String>> =
this seq accept(rightParser)

val xyzParser: Parser<Pair<Pair<String, String>, String>>
= IIXII Seq llyll Seq llzll

By-name parameter

The feature by-name parameter is only available in Scala. In Kotlin an adequate alternative is the
combination of function types and lambdas. Although the DSL usage will look different because

of the curly braces needed for the lambda definition.

Scala Kotlin

def | [U >: T1(q: => Parser[U]): Parser[U]

def value: Parser[Any] = (obj | array
| stringLiteral | floatingPointNumber Not supported
| "null" | "true" | "false")

Lambda with receiver

The feature lambda with receiver is only available in Kotlin. There is no alternative in Scala. It is

used e.g., in Section 5.1.2. .

Scala Kotlin

fun <T:Table> T.insert(body: T.(InsertStatement<Number>)->Unit)
: InsertStatement<Number>

1 munichId = Cities.insert {
it[name] = "Munich"
}[Cities.id]

Not supported ¥2

Property delegate
The feature property delegate is only available in Kotlin. There is no alternative in Scala. It is used

in Section 3.2.4. .
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Scala Kotlin

operator fun getValue(thisRef: Any?, property: KProperty<*>): T
operator fun setValue(thisRef: Any?, property: KProperty<*>, value: T)

Not supported private var inflow: Double by pumpOutput

inflow = INFLOW
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7. Conclusion

A Domain-Specific Language (DSL) is a language that is designed for a specific domain. While
external DSLs require their own development systems, internal DSLs are built embedded in a host
language. In last time with the appearance of powerful languages like Scala and Kotlin, internal
DSLs became increasingly popular. In this thesis implementation of DSLs in Scala and Kotlin have

been analyzed and compared.

The comparison was carried out by implementing and comparing several case study DSLs in Scala
and Kotlin. The case study state machine shows a DSL built in Kotlin and Scala for modeling state
behavior of control components. The second case study is about combinator parsers, which allows
building parser for parsing an input files and returning a result. The last case study is the DSL
Exposed developed by JetBrains for building SQL statements.

Scala and Kotlin both provide a set of language constructs supporting DSLs, however, they differ
significantly. A language feature which have Scala as well as Kotlin is to call an object like a
function. Operator overloading is another language feature for DSL. Scala allows arbitrary
operator symbols as method names, while Kotlin is limited to a small set of operators. Access
operators are also used in DSLs. Scala is more general as it allows getter and setter methods with
arbitrary parameters, while getters in Kotlin need at least one parameter. The symbols for these
operators are also different in the respective language. Implicit conversion is a unique feature in
Scala that Kotlin does not have, but Kotlin provides extension functions which have similar
expressive power. On the other side, extension functions are not available in Scala® but with
implicit conversion similar results can be achieved. A unique language feature of Scala is by-name
parameters. However, with Kotlin lambdas with the special syntactical notations, similar effects
can be achieved. Then, two unique language features of Kotlin function type with receiver and

property delegates. For these two language features there are no alternatives in Scala.

The language feature lambdas with receiver provided by Kotlin has shown to be extremely
powerful and versatile. It is a fundamental element in every Kotlin DSL. In combination with

extension functions powerful DSLs like the Exposed DSL and Jetpack Compose are made possible.

As a conclusion, it is certainly the case that both languages provide very powerful features for
building DSLs and both languages have been used for industrial-size DSLs. However, I personally

prefer Kotlin as general-purpose language. It really is a pleasure to build DSLs in Kotlin.

1 This concerns Scala 2, the Scala version considered in this thesis. The new version Scala 3 now
also provides extension methods.
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Moreover, Kotlin allows to build useful wrappers for traditional Java libraries with Kotlin
extension functions. Scala on the other side, is really complex and it provides a lot for features for
building DSLs. However, Kotlin has a better support in the fields I am interested in and that is

way I personally prefer Kotlin.
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