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Abstract

Compiler construction is a fundamental part of computer science education, requiring
students to apply concepts from formal languages, algorithms, data structures and hard-
ware architectures. At Johannes Kepler University (JKU), compiler construction is taught
using MicroJava, a simplified educational version of the Java programming language. A
compiler construction course should teach students the fundamental concepts of modern
compiler pipelines, including parsing, intermediate representations, and optimizations,
in easily comprehensible lectures. However, the existing curriculum at JKU relies on
a single-pass compiler architecture, whereas most contemporary real-world compilers
utilize multi-pass architectures and Intermediate Representations (IRs), such as Abstract
Syntax Trees (ASTs).

Therefore, this thesis presents a case study on adapting the compiler construction course
to use an AST-based, multi-pass compiler. As part of the curriculum overhaul, we imple-
mented a multi-pass MicroJava compiler and comparatively evaluated our new compiler
against the existing single-pass compiler. Additionally, we created a framework to easily
write new unit tests to test the structure of the AST. Furthermore, we designed teaching
concepts and materials centered around AST visualization.

The integration of an AST-based architecture modularizes the compilation process, en-
abling educators to divide the curriculum into more tangible, easily testable steps. Ul-
timately, the modernization of the compiler construction course enhances student com-
prehension, demonstrates a clearer separation of concerns, and establishes a seamless
foundation for integrating advanced compiler construction topics, such as optimizations,
into the curriculum.
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Kurzfassung

Compilerbau ist ein zentraler Bestandteil des Informatikstudiums, der von Studierenden
erfordert, Konzepte formaler Sprachen, Algorithmen, Datenstrukturen und Rechnerar-
chitekturen anzuwenden. An der Johannes Kepler Universität (JKU) wird Compilerbau
mithilfe von MicroJava, einer vereinfachten, an den Unterricht angepassten Version der
Programmiersprache Java, unterrichtet. Ein Compilerbaukurs soll Studierenden die grund-
legenden Konzepte moderner Compilerabläufe, darunter das Parsen, Zwischenrepräsen-
tationen (Intermediate Representations, IRs) und Optimierungen, in leicht verständlichen
Unterrichtseinheiten beibringen. Allerdings basiert der Unterricht an der JKU auf einer
Einpassarchitektur, während in der Praxis die meisten modernen Compiler Mehrpassar-
chitekturen und IRs, wie etwa Abstrakte Syntaxbäume (Abstract Syntax Trees, ASTs),
verwenden.

Deshalb präsentiert diese Arbeit eine Fallstudie über die Umstellung des Compilerbau-
kurses auf einen AST-basierten Mehrpasscompiler. Im Rahmen der Überarbeitung des
Compilerbaukurses implementierten wir einen Mehrpasscompiler für MicroJava und
verglichen unseren neuen Compiler mit dem existierenden Einpasscompiler. Weiters
erschufen wir ein Framework zum einfachen Erstellen von neuen Testfällen, um die AST-
Struktur zu testen. Außerdem entwickelten wir Unterrichtskonzepte und Materialien mit
Schwerpunkt auf AST-Visualisierungen.

Die Integration einer AST-basierten Architektur modularisiert den Compilierungsvor-
gang, was es den Lehrenden erlaubt, den Unterrichtsplan in mehrere kleine, einfach zu
testende Schritte zu teilen. Letztenendes verbessert die Modernisiserung des Compilerbau-
kurses das Verständnis der Studierenden, verdeutlicht das Prinzip der klaren Trennung
der Zuständigkeiten und bildet eine nahtlose Grundlage für die Integration erweiterter
Compilerbauthemen, wie etwa Optimierungen, in den Unterricht.
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1. Introduction

Compilers are fundamental tools in software engineering, transforming high-level pro-
gramming code into low-level machine code. Hence, teaching the construction of com-
pilers is essential to any computer science program [1]. Compiler construction education
aims to deepen students’ understanding of formal languages, algorithms, data structures
and hardware architectures. A common approach to achieve this is to have students
implement a compiler for a simplified programming language. At Johannes Kepler Uni-
versity (JKU), instructors use the educational teaching language MicroJava [1] to explain
the concepts of compilers. MicroJava is, as the name suggests, a simplified version of the
programming language Java, only containing features relevant to the compiler construc-
tion course. The course covers the essential parts of compiler construction, from the theory
of formal languages and lexical analysis to code generation [2].

However, the current structure of the compiler construction course comes with educational
drawbacks. The current course relies on the use of a single-pass compiler. While a single-
pass compiler lends itself to be used in teaching due to the simple architecture of the
compiler, most contemporary real-world compilers, such as javac [3], GCC [4], or Clang [5],
are multi-pass compilers. Multi-pass compilers make use of Intermediate Representations
(IRs) such as Abstract Syntax Trees (ASTs) to decouple and modularize the compilation
phases, allowing for better separation of concerns and easier follow-up with advanced
topics such as optimizations.

Adapting the current course to use a multi-pass compiler requires a complete overhaul of
the curriculum. Nevertheless, modernizing the compiler construction course opens up
new possibilities. Instructors can make use of the modularity of an AST-based compiler
and split the teaching progression into smaller, more tangible steps, helping students
better understand the inner workings of a compiler. Furthermore, the AST can be used
to visualize the compilation process at different phases. Finally, the multi-pass compiler
allows educators to integrate advanced topics into the compiler construction course.

1



1. Introduction

This thesis presents a case study on the integration of an AST-based, multi-pass MicroJava
compiler into the compiler construction course. Specifically, this thesis makes the following
core contributions:

• The implementation of an AST-based multi-pass MicroJava compiler (Section 4),
including a comparative evaluation between the single-pass compiler and our multi-
pass compiler using static analysis methods (Section 5).

• The conception of a framework that allows for the easy creation of unit tests testing
the AST of the multi-pass compiler (Section 6).

• The design of teaching material centered around the visualization of ASTs (Section 7).
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2. Background

In this section, we describe the technical background of compilers and the structure of the
existing compiler construction course at JKU. In Section 2.1, we explain the theoretical
foundation of compilers for imperative programming languages. Section 2.2 describes the
MicroJava programming language and its environment as it existed before this thesis. In
Section 2.3, we display the current state of compiler construction education at JKU.

2.1. Compilers

A compiler is a tool that translates a source (programming) language into a target language
(often executable machine or byte code) [6]. As almost all software is written in one or
more programming languages and executed on devices such as computers, vehicles, or
industrial machines, compilers have become a core tool of software engineering. Many
well-known programming languages are compiled languages, such as C [7], Java [8], or
Rust [9].

A tool that is similar to a compiler is the interpreter. Both compilers and interpreters
are tools to process languages. Interpreters, however, take a source program as well as
user input and directly execute the statements of the program together with the input,
producing program output instead of machine or byte code [6]. Interpreted programs are
usually slower than compiled programs but offer increased ease of use to the user, as the
written source program can be directly executed [1]. Examples of interpreted languages
are Perl [10], Python [11], or Ruby [12].

There are many variants and hybrids of compilers and interpreters, such as Just-In-Time
(JIT) compilers [13]. However, in this thesis, we will only focus on the tools that are used
with the MicroJava programming language.

3



2. Background

Lexical
analysis

Syntax
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Semantic
analysis

IR generation Optimization
Code

generation

Figure 2.1.: Common phases in a compiler.

2.1.1. Compiler Phases

The process of compilation consists of multiple phases [6]. Each phase analyzes or trans-
forms the original source program. In the following, we describe phases commonly found
in compilers based on the phases in Figure 2.1. However, not all compilers include all
phases, and not all compilers have the same structure.

The first phase is the lexical analysis, during which the characters of the source file are
read and grouped into logical units called tokens. A token consists of an abstract symbol
describing the kind of the token, such as "number," "identifier," or "plus," as well as
information specific to the individual token, e.g., the constant value of a number token or
the name of an identifier [6].

The stream of tokens produced during the lexical analysis is then passed onto the next
phase, the syntax analysis. Here, the compiler checks whether the sequence of tokens
adheres to the syntactic rules of the grammar [6].

The syntax analysis is followed by the semantic analysis. Here, all semantic requirements
are verified using context-sensitive information from the previous phase and the symbol
table. In statically-typed languages, type checking is one of the tasks of the syntax analysis
phase, where the compiler checks that the types of operands are compatible or performs
type coercions. For example, the expression 1 + "2" might be a semantically invalid
expression in some languages due to the differing types, while other languages might
coerce one of the operands to another type to allow the addition of the two values [6].

During compilation, the compiler might generate one or multiple intermediate representa-
tions (IRs). An IR is an abstraction of the source program and is used to efficiently perform
operations such as analyses or optimizations of the program [6]. One form of IR is the
syntax tree, which many compilers produce during the syntax analysis and use for the
semantic analysis [6].

4



2. Background

One of the most important steps of the compilation are optimizations. The source program
can be optimized during multiple phases. Most commonly, optimizations are performed
on IRs after the semantic analysis. Many production compilers are heavily optimized to
improve run time, memory usage, and storage size of the target output [6].

In the end, the compiler generates output in the target language, usually in the form of
machine or byte code. The result of this final transformation can be executed on the target
machine [6].

2.1.2. Compiler Passes

A compiler pass is a logical unit that groups together multiple compiler phases [6]. The
organization of phases in passes is language- and implementation-specific. Commonly,
compilers are categorized as either single-pass (or one-pass) compilers or multi-pass
compilers [1].

Single-pass compilers perform the entire compilation in one pass over the source program.
The compiler does lexical, syntax, and semantic analysis as well as code generation for
each token generated from the read characters. Single-pass compilers have a simpler
structure and compile faster than multi-pass compilers. However, single-pass compilers
only allow for limited optimization [1].

Multi-pass compilers use multiple passes to transform the source program, creating one
or multiple IRs in the process. A common variant is the two-pass compiler, consisting
of a frontend and a backend [6]. The frontend performs lexical, syntax, and semantic
analysis and produces an IR. This IR is then used by the backend to generate target-
specific machine code. This architecture allows the easy adaptation of a compiler for
multiple target machines, as only the back-end needs to be rewritten. Additionally,
frontends for different source languages can be used with backends using the same IR.
Furthermore, performing optimizations is significantly easier with IRs compared to the
source program [14].

One downside of multi-pass compilers is the increased compile time. However, many
modern production compilers are willing to accept this increase in compile time as a
trade-off for the higher optimization potential, leading to improved performance during
run time [1].

5



2. Background

2.1.3. Intermediate Representations

An intermediate representation (IR) is the result of a transformation during the compilation
process. The compiler produces IRs to easily optimize the source program and transform
the program into a representation suitable for the following phase [15].

There are many different kinds of IRs, used by compilers during specific phases. The
choice of the IR(s) used in a compiler depends on the purpose of the IR(s) during the
compilation.

A syntax tree is a common form of IR. Syntax trees represent the syntactic structure of the
source program. Syntax trees are constructed based on a grammar combining terminal
symbols and non-terminal symbols. The derivation of an input sentence of the grammar
always starts at a non-terminal start symbol and ends with a terminal symbol. E.g., given
the Backus Naur form (BNF) [16] grammar of Listing 1 for representing simple arithmetic
expressions and the input sentence 1 + 2 * 3, a syntax tree shows how the input sentence
can be derived using the grammar. Concrete syntax trees (CSTs) contain all non-terminal
symbols used to derive a terminal symbol from a start symbol, as seen in Figure 2.2a.
Meanwhile, Figure 2.2b shows an abstract syntax tree (AST), which only contains terminal
symbols in the form of operators as inner nodes and operands as leaf nodes [1]. ASTs are
often used as high-level IRs in the first phases of the compilation to analyze the syntax
and perform early optimizations.

Expr = Term | Expr "+" Term.
Term = Factor | Term "*" Factor.
Factor = number | "(" Expr ")".

Listing 1: BNF grammar for simple arithmetic expressions.

Further examples of IRs include control flow graphs, dominator trees, def-use chains, and
three-address code, many of which are used in combination during compilation [6, 17].
However, only ASTs are relevant in our thesis. Therefore, we refrain from going into detail
about other IRs.

6
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(a) Concrete syntax tree.
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number *
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(b) Abstract syntax tree.

Figure 2.2.: Syntax trees for the input sentence 1 + 2 * 3.

2.2. MicroJava

This section describes the MicroJava programming language. MicroJava is used as the
teaching language for the compiler construction course at Johannes Kepler University.

2.2.1. Language

The MicroJava language [1] is inspired by the Java programming language [8], although
MicroJava is simpler than Java feature-wise. A MicroJava program is contained in a single
file. A program may have global static variables, constants, classes, and methods. All
identifiers must be declared before they are used, and all global static variables, constants,
and classes must be declared prior to the methods. Listing 2 shows a small example
program written in MicroJava. The program named Fib has three global variables prev1,
prev2, and cur, and a method main containing various statements.

7



2. Background

1 program Fib
2 int prev1, prev2, cur;
3 {
4 void main() {
5 prev1 = 0; prev2 = 1; cur = 0;
6 while (cur < 20) {
7 cur = prev1 + prev2;
8 print(cur); print(' ');
9 prev1 = prev2; prev2 = cur;

10 }
11 }
12 }

Listing 2: Example MicroJava program printing the first 20 Fibonacci numbers.

The following list details further important language features [1]:

• MicroJava uses a nominal type system (two types are equal if the types have equal
names) with static type checking (all type checks take place during compile-time).

• MicroJava distinguishes between two kinds of types: primitive types and reference
types. There are two primitive types: integers (int) and ASCII characters (char).
Variables and constants with primitive types hold the value directly. Reference types
are the types of (one-dimensional) arrays and classes. Variables with reference types
hold an address to the object on the heap.

• Global constants must have a primitive type.

• Classes may only have fields; class methods are not supported.

• Methods may have parameters and local variables. Local variables must be declared
before the method body. The return type of a method must either be a primitive type
or void. A program must include a method called "main" without parameters and
with the return type void, which is the entry point of the program during execution.

• There exist three predefined methods: chr(i) (converts an int to its char representa-
tion), ord(ch) (converts a char to its integer representation), and len(arr) (returns
the length of an array).

• Names defined in a scope hide equal names defined in outer scopes, including
predefined names.

8



2. Background

2.2.2. Compiler

In the exercises of the compiler construction course at JKU, students build their own
compiler to understand compiler construction. The MicroJava compiler constructed by
the students as well as the reference solution are written in Java. We use the reference
solution of the compiler construction course as the starting point for this thesis.

The compiler is a single-pass compiler. The scanner converts the source program into a
stream of tokens and passes the stream to the parser. The parser does syntax analysis,
semantic analysis, and code generation in one pass over the stream of tokens, as shown in
Figure 2.3. During parsing, the parser builds a symbol table, which keeps track of scopes
and definitions.

In case the source program contains errors, the compiler reports the first error and hides
subsequent errors according to an error distance. The error distance is a heuristic metric
that assumes that a certain number of subsequent errors are likely caused by one initial
error [1]. To avoid overwhelming the user with a flood of errors, the compiler does not
show subsequent errors until a number of tokens equal to or greater than said error
distance has been parsed successfully. The MicroJava compiler uses an error distance
of 3, meaning that 3 valid tokens need to be parsed after an error until the next error is
reported.

As the compiler is a simple teaching compiler for an introductory compiler construction
course, the compiler does not perform any optimizations. In the same pass as the analyses,
the compiler produces code instructions in the form of byte code, which are stored in a
binary file with the file extension "obj."

2.2.3. Virtual Machine

The MicroJava virtual machine [1] (VM) is an interpreter that executes MicroJava byte code
and is similar to the Java Virtual Machine (JVM) architecture-wise. The fully implemented
MicroJava VM is provided to the students of the compiler construction course to run and
debug the byte code produced by the students’ compilers.

9
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Compiler
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Figure 2.3.: Simplified structure of the single-pass MicroJava compiler.

The MicroJava VM is a rather simple VM:

• The VM uses a custom, compact instruction set consisting of 57 instructions. The
instructions themselves are one byte large; the operands of the instructions may be
one to four bytes large.

• The VM uses an expression stack to store intermediate results of operations.

• Objects allocated on the heap of the VM cannot be removed and live until the
termination of the VM, as there is no mechanism to manage memory in the form of
manual memory management (e.g., free() in C) or garbage collection.

2.2.4. Testing Environment

The compiler comes with an extensive test suite to test the compiler as students progress
with the construction of the compiler. The test suite uses JUnit1 as testing framework and
is split into multiple test classes. Each subsequent assignment in the compiler construction
course details which test classes must pass. However, passing all tests is not a guarantee
that the student receives full points for an assignment. In the end, the graders of the

1https://junit.org/
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2. Background

assignment decide the grade, also taking errors that cannot automatically be tested for
into account.

The test suite uses three approaches to test the compiler:

• Compile a program with errors and assert that the actual list of compile errors is
equal to the expected list.

• Compile a program without errors, run the program using the VM, and assert that
the actual program output is equal to the expected output.

• Compile a program without errors, convert the symbol table into a list of strings,
and assert that the actual list of strings is equal to the expected list.

2.3. Compiler Construction Education

The compiler construction course at JKU [2] is structured into a lecture and an accompany-
ing exercise. The lecture provides a theoretical foundation of compiler construction. The
exercise applies the knowledge practically by having students implement a compiler. The
course follows the progression of the construction of a compiler from the beginning to the
end. The lecture is structured into nine chapters:

1. Overview: introduction to course, motivation, outline, formal grammars.

2. Lexical analysis: scanner, regular grammars, finite automata.

3. Syntax analysis: context-free grammars, pushdown automata, recursive descent,
error handling.

4. Semantic connection: attributed grammars.

5. Symbol table: objects, scopes, types.

6. Code generation: MicroJava VM, operands, expressions, jumps.

7. Bottom-up syntax analysis: LR grammars, symbol table minimization.

8. Object orientation and further topics.

9. Compiler generators: examples.
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2. Background

The design of the teaching material builds upon the MicroJava language and the single-
pass MicroJava compiler as example language and compiler. Figure 2.4 shows a presenta-
tion slide from the lecture. The design uses differently colored text boxes to visually group
presentation elements. Descriptions use a serif typeface, while examples and source code
use a sans-serif typeface.

8

Beispiel
ATG zur Verarbeitung von Deklarationen

VarDecl
= Type

IdentList
";" .

IdentList
= ident

{ "," ident
} .

(. Struct type; .)

(. Struct type; String name; .)
(. Tab.insert(name, type); .)
(. Tab.insert(name, type); .)

<↑type>
<↓type>

<↑name>
<↑name>
<↓type>

Wird folgendermaßen in Parsercode umgesetzt

private static void VarDecl() {
Struct type;
type = Type();
IdentList(type);
check(semicolon);

}

private static void IdentList(Struct type) {
String name;
check(ident); name = t.str;
Tab.insert(name, type);
while (sym == comma) {

scan();
check(ident); name = t.str;
Tab.insert(name, type);

}
}

ATGs sind kürzer und
lesbarer als Parsercode

Figure 2.4.: Presentation slide about attributed grammars.

One important teaching component of the compiler construction course are Attributed
Grammars (ATGs). ATGs are a notation to describe compilation processes [1]. ATGs consist
of (1) Extended Backus-Naur Form (EBNF) syntax rules (productions), (2) attributes to
pass data between the productions, and (3) semantic instructions. Figure 2.4 highlights
an example usage of ATGs in the yellow text boxes and how the ATG translates to actual
compiler source code in the blue boxes.
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3. Overview

In this section, we outline the architecture of the multi-pass compiler, the structure of the
AST, and the concept for the new teaching material.

3.1. Compiler

As the main focus of this thesis, we changed the original MicroJava compiler to an AST-
based, multi-pass compiler. Figure 3.1 shows the simplified architecture of the multi-pass
compiler.

The lexical analysis of the scanner is identical to the single-pass compiler. The parser,
however, was altered significantly. The entire semantic analysis and code generation were
removed, which leaves the parser with only the syntax analysis. Instead, the parser now
generates an AST. The AST functions as a symbol table and is used to semantically analyze
the program and to generate the final byte code.

Other classes also had their size reduced where the functionality of the class was moved
to the AST. Certain classes, such as the class Tab, which contained the symbol table, were
completely removed.

The usage of the compiler remained unchanged. The compiler takes a MicroJava source
file and compiles the program into a byte code file. This byte code file can then be executed
by the virtual machine or decoded for debugging purposes using the decoder. One notable
result of our project is that our multi-pass compiler produces the exact same byte code as
the single-pass compiler for all MicroJava programs that we tested our compiler with.
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3. Overview

Compiler

Source code
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Byte code
const_1
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Figure 3.1.: Architecture of the multi-pass compiler.

3.2. Abstract Syntax Tree

The AST consists of various kinds of nodes. In total, there exist 40 node classes and
interfaces. The interface Node is the root of the node hierarchy; all other nodes extend or
implement the Node interface. The remaining 39 nodes are categorized into 3 packages, as
seen in Figure 3.2: decl, expr, and stmt.

• The decl package contains nodes that represent declarations, types, or scopes and
is arguably the structurally most complicated package, due to many classes imple-
menting multiple interfaces.

• The expr package consists of expression nodes, as well as nodes representing condi-
tions. In MicroJava, there is no Boolean type. Therefore, Boolean expressions can
only occur as conditions of if and while statements [1].

• The stmt package contains all statement nodes of MicroJava.
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3. Overview

<<package>>
stmt

<<package>>
expr

<<package>>
decl

<<interface>>
Node

[...] [...] [...]

Figure 3.2.: High-level hierarchy of AST nodes.

3.3. Testing Environment

The implementation of the AST requires changes to the existing testing environment.
Certain test cases do not pass anymore due to the structural changes to the compiler.

On one hand, our multi-pass compiler reports specific semantic errors at different positions,
as the AST cannot preserve all line and column numbers relevant for all errors. On the
other hand, the AST does not use an error distance to hide multiple subsequent errors
caused by one issue in the source program. Therefore, our multi-pass compiler reports
errors at slightly different locations and reports more semantic errors than the original
compiler.

Furthermore, new test cases have to be created for testing the AST. Our goal is to automat-
ically assert whether the AST produced by the student’s compiler is equal to the expected
AST. Two nodes are equal in our case if the nodes have equal types, specific fields of the
nodes have equal values, and the nodes have equal children.

3.4. Teaching Material

We designed a concept for teaching material for the compiler construction course covering
the new additions to the compiler. The concept consists of a visualization design for ASTs
and compiler phases. We present our new concept by transforming existing presentation
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3. Overview

slides from the compiler construction course to slides using our concept, integrating ASTs
into the teaching material.

We also use elements of our teaching concept throughout this thesis to show the suitability
of our concept for visualizing explanations even outside a teaching context. Figure 3.3
gives an overview of the meaning of the visual elements of our design concept.

Statement or expression node

Declaration node

Child edge

Declaration or type (resolving) edge

... Node annotation

Figure 3.3.: Legend of AST graphical elements.
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4. Abstract Syntax Tree

The integration of the AST into the MicroJava compiler is the largest and main contribution
of this thesis. This section describes the structure of the AST and its nodes in Section 4.1,
followed by a guide through the life of an AST in our compiler, from the construction of
the AST in the parser (Section 4.2) over the semantic analysis (Section 4.3) to the final code
generation (Section 4.4).

4.1. Structure

Most nodes of the AST correspond to a production or an alternative of a production of the
MicroJava grammar found in the Appendix. This correspondence closes the gap between
the MicroJava grammar and the implementation of the MicroJava compiler. Table 4.1
shows the correspondence between the AST nodes and the MicroJava grammar.

The AST makes heavy use of Java’s object-orientation features to create an inheritance
structure. A node of the AST is an instance of a class implementing one or more interfaces
of the node hierarchy.

The Node interface is the root of the node inheritance hierarchy. Node declares two methods:
token() to retrieve the Token that represents this node, and verify() to perform the
semantic analysis. The Node interface is extended by seven other interfaces in three
packages seen in Figure 4.1. Node classes do not directly implement the Node interface;
instead, classes implement one or more sub-interfaces of Node. Section 4.1.1, Section 4.1.2,
and Section 4.1.3 describe the three packages and their node classes implementing the
aforementioned interfaces in detail.
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4. Abstract Syntax Tree

Class or interface Corresponds to
Node -
TypeNode -
DeclNode -
ScopeNode -
ArrayTypeNode Type = ident "[" "]".
ClassDeclNode ClassDecl = "class" ident "{" { VarDecl } "}".
ConstDeclNode ConstDecl = "final" Type ident "=" ( number | charConst ) ";".
MethodDeclNode MethodDecl = ( Type | "void" ) ident "(" [ FormPars ] ")" ...
NoTypeNode -
PrimitiveDeclNode -
ProgramNode Program = "program" ident { ConstDecl | VarDecl | ...
UniverseNode -
UnresolvedTypeNode -
VarDeclNode VarDecl = Type ident { "," ident } ";".
StatementNode -
AssignNode Statement = Assignop Expr ";".
BlockNode Statement = Block. Block = "{" { Statement } "}".
BreakNode Statement = "break" ";".
CallNode Statement = Designator ActPars ";". Factor = Designator ActPars.
IfNode Statement = "if" "(" Condition ")" Statement [ "else" Statement ].
IncrementNode Statement = Designator ( "++" | "--" ) ";".
PrintNode Statement = "print" "(" Expr [ "," number ] ")" ";".
ReadNode Statement = "read" "(" Designator ")" ";".
ReturnNode Statement = "return" [ Expr ] ";".
WhileNode Statement = "while" "(" Condition ")" Statement.
ExprNode -
AddopNode Expr = Term Addop Term.
ConstNode Factor = number | charConst.
MulopNode Term = Factor Mulop Factor.
NegateNode Expr = "-" Term { Addop Term }.
NewArrayNode Factor = "new" ident "[" Expr "]".
NewNode Factor = "new" ident.
DesignatorNode -
ElementNode Designator = ident "[" Expr "]".
FieldNode Designator = ident "." ident.
IdentNode Designator = ident.
CondNode -
AndNode CondTerm = CondFact "&&" CondFact.
OrNode Condition = CondTerm "||" CondTerm.
RelopNode CondFact = Expr Relop Expr.

Table 4.1.: Correspondence between AST nodes and MicroJava grammar.
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<<package>>
stmt

<<package>>
expr

<<package>>
decl

<<interface>>
Node

<<interface>>
DeclNode

<<interface>>
ExprNode

<<interface>>
StatementNode

<<interface>>
DesignatorNode

<<interface>>
CondNode

<<interface>>
TypeNode

<<interface>>
ScopeNode

Figure 4.1.: UML class diagram of all interfaces.

4.1.1. Types, Declarations and Scopes

The decl package groups together all type nodes, declaration nodes, and scope nodes.
Many nodes in this package implement two or more interfaces, which creates a rather
complex inheritance hierarchy (see Figure 4.2).

Types are represented by the TypeNode interface. MicroJava has a simple type system
consisting of two predefined primitive types represented by PrimitiveDeclNode, and
reference types in the form of arrays (ArrayTypeNode) and classes (ClassDeclNode).

NoTypeNode is a special node class: There only exists one instance of NoTypeNode, which is
used as the "type" of void methods and serves as an initial placeholder type or declaration.
If no error occurs, the NoTypeNode placeholder is replaced with a real node. In a similar
vein, instances of UnresolvedTypeNode are placeholders for unresolved types parsed
during the syntax analysis and are resolved during the semantic analysis of the AST.

Declaration nodes have to implement the DeclNode interface. Declarations are named
program constructs that are stored in the symbol table (except for NoTypeNode). Each
declaration has a name and a type in the form of a reference to a TypeNode instance.
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<<package>>
decl

ArrayTypeNode

ClassDeclNode

ConstDeclNode

<<interface>>
DeclNode

<<interface>>
Node

PrimitiveDeclNode

<<interface>>
ScopeNode

<<interface>>
TypeNode

UniverseNode

UnresolvedTypeNode

VarDeclNode

MethodDeclNodeNoTypeNode

ProgramNode

Figure 4.2.: UML class diagram of the package decl.

Scopes are part of the symbol table management of the compiler. Our multi-pass compiler
integrates the symbol table into the AST by declaring nodes implementing the ScopeNode

interface as scopes. Scopes must provide methods to retrieve the declarations of the scope
(decls()), the outer scope (outer()), and a list of duplicate declarations (duplicates()).

Due to the strict separation of syntax and semantic analysis, scopes must keep track of
duplicate declarations during syntax analysis but must not report an error until semantic
analysis, as duplicate declarations are semantic errors.

The ScopeNode interface provides the following default methods to insert and find decla-
rations in a scope:

• insert(): Inserts a declaration into the scope. If a declaration with the same name
already exists, add the declaration to the duplicates list.

• find(): Find a declaration by its name. If the declaration is not found in the scope,
the search continues in the outer scope.

• findField(): Find a field declaration by its name. Only search in this scope.
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4. Abstract Syntax Tree

• findSilent(): Same as find(), but does not report an error if the declaration is not
found. Used for error recovery during parsing.

The outermost scope is always the UniverseNode instance. The universe contains all
predefined declarations of a MicroJava program, as well as the user-written program.
The program (ProgramNode) represents the global scope of a MicroJava program and
holds user-defined declarations. The two remaining kinds of scope nodes are classes
(ClassDeclNode) and methods (MethodDeclNode).

4.1.2. Statements

The stmt package contains all statement nodes (see Figure 4.3). Statement nodes corre-
spond to alternatives of the statement production of the MicroJava grammar. The number
of alternatives of the statement production results in the statement production having
the largest production method in the parser, as every production translates to exactly one
method in the parser.

Statements are always contained in a BlockNode belonging to a method. A block is itself a
statement, which allows if and while statements to have either single statements or blocks
containing multiple statements. In most programming languages, blocks also function
as scopes, and variables declared inside a block are not visible outside the block. In
MicroJava, however, blocks do not represent scopes. Additionally, local variables may
only be declared before a method block as part of the method declaration in MicroJava.

CallNode is the only statement node that implements another interface besides Statement-
Node. In MicroJava, a method call may be both a statement and an expression. Hence,
CallNode implements both StatementNode and ExprNode.

Print and read statements (represented by PrintNode and ReadNode, respectively) may
appear as identifiers of methods in source code. However, print and read are statements
and, as such, not usable as expressions. This is a restriction given by the MicroJava
language definition [1].
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<<package>>
expr

<<package>>
stmt

AssignNode BlockNode BreakNode CallNode

IfNode IncrementNode

<<interface>>
Node

PrintNode ReadNode

ReturnNode

<<interface>>
StatementNode

WhileNode

<<interface>>
ExprNode

Figure 4.3.: UML class diagram of the package stmt.

4.1.3. Expressions

The expr package contains all expression and condition nodes (see Figure 4.4). Expres-
sions are part of almost all statements. The ExprNode interface represents the common
interface of expression nodes. ExprNode defines a method type() to retrieve the type of
the expression. This method is used to perform type checks during semantic analysis.

Designators (DesignatorNode) are a subtype of expressions. Designators refer to identi-
fiers of constants, variables, or methods (IdentNode), as well as array elements (Element-
Node) or fields (FieldNode), and need to be resolved during semantic analysis. As designa-
tors may not only be read from but also written to, the DesignatorNode interface defines
the additional methods prepare(), load(), and store() to handle code generation.

Conditions are technically not expressions in MicroJava. MicroJava has no Boolean type as
part of its type system. Boolean expressions may only occur as part of conditions of if and
while statements. Therefore, conditions are separated from expressions in the inheritance
hierarchy and have a distinct interface CondNode.
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<<package>>
expr

AddopNode AndNode

<<interface>>
CondNode

ConstNode

<<interface>>
DesignatorNode

ElementNode

<<interface>>
ExprNode

FieldNode

IdentNode

MulopNode NegateNode

NewArrayNode NewNode

<<interface>>
Node

OrNode

RelopNode

Figure 4.4.: UML class diagram of the package expr.

4.2. Building the AST

The AST is built by the parser during the syntax analysis. The parsing process is started
by calling the parse() method of the initialized parser. Many production methods of
the parser return a node representing the parsed production as a node. The caller of the
method uses the returned node as a child of its own node.

The nodes are created as the parser parses the source code from left to right. This results
in a specific order of creation of the nodes and construction of the AST depending on the
parsed source code construct. The order of creation closely follows the call tree of the
production methods of the parser.
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4. Abstract Syntax Tree

1 program P
2 class A {
3 int i; A[] ar;
4 }
5 {
6 void main() A a; {
7 a = new A; a.ar = new A[];
8 if (1 < 2) a.ar[0] = new A;
9 else {

10 print('?'); return;
11 }
12 }
13 }

Listing 3: Demonstration MicroJava program.

Declaration and statement subtrees are generally built from top to bottom. Relating the
order of creation to the traversal of trees, the creation of declaration and statement subtrees
follows the principle of an in-order depth-first tree traversal. However, Unresolved-
TypeNodes of variable declarations are created before the VarDeclNode and assigned to the
variable declaration as child afterward. Figure 4.5 and Figure 4.6 show examples of ASTs
created from parsing the source code of Listing 3, using our AST visualization design
concept.

A

ari

"int" "A[]"

1 - ClassDeclNode

2 - UnresolvedTypeNode

3 - VarDeclNode

4 - UnresolvedTypeNode

5 - VarDeclNode

Figure 4.5.: Partial AST of the class declaration A of Listing 3 with annotations of the order of
creation and the class name. Only contains declaration nodes.
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if

= { }

print return 5 - ReturnNode

3 - BlockNode

1 - IfNode

4 - PrintNode

2 - AssignNode

Figure 4.6.: Partial AST of the if-else statement of Listing 3 with annotations of the order of
creation and the class name. Only contains statement nodes.

In contrast, expression and condition subtrees are built from the bottom up to the top,
akin to a pre-order depth-first tree traversal (see Figure 4.7). The order of the creation of
expression and condition subtrees preserves the order of operations for arithmetic and
Boolean operations.

The universe is the outermost scope of any MicroJava program and serves as the root
for the AST. The universe has six predefined declarations. These declarations are static
constants of the UniverseNode class and are always inserted into the universe scope during
the constructor call. Two further static constants of UniverseNode are only used internally
by the compiler and are not accessible to users as declarations. The eight static constants
of UniverseNode are:

• noType: NoTypeNode instance used as the "type" of void and as placeholder initial-
ization and error value; not accessible as declaration.

• intObj and charObj: PrimitiveDeclNode instances representing the int and char

types, respectively.

• nullType: ClassDeclNode instance representing the type of null; not accessible as
declaration.

• nullObj: ConstDeclNode instance representing null.
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7 - UnresolvedTypeNode

=

"A"

[ ] new

"ar" 0

"a"1 - IdentNode

2 - FieldNode

3 - ElementNode

4 - ConstNode

5 - AssignNode

6 - NewNode

Figure 4.7.: Partial AST of the statement a.ar[0] = new A; of Listing 3 with annotations of the
order of creation and the class name.

• chrObj: MethodDeclNode instance representing chr(); has the return type char and
one parameter named i of type int.

• ordObj: MethodDeclNode instance representing ord(); has the return type int and
one parameter named ch of type char.

• lenObj: MethodDeclNode instance representing len(); has the return type int and
one parameter named arr of type void[]. void[] is an ArrayTypeNode instance
with the element type noType and is used to allow arrays of any element type to be
passed as parameter.

Once the entire source code is parsed, the parser returns the root UniverseNode of the
created AST to the caller of the parse() method, which is the MicroJava Compiler. This
completes the syntax analysis and the parsing process and additionally concludes the first
compilation pass.
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4.3. Semantic Analysis

After the syntax analysis, the compiler starts the second compilation pass: the semantic
analysis. The semantic analysis consists of the resolution of names and the verification of
semantic requirements. The semantic analysis takes place regardless of errors occurring in
the previous phases.

The semantic analysis is started by calling the verify() method of the root node of the
AST. The verify() method is defined by the Node interface and must be implemented by
every node class. verify() has two parameters: an Errors object used to report errors
and a ScopeNode instance representing the scope that the node is part of. In the verify()

method, a node must check its semantic requirements and call verify() on its children.

One of the first tasks of a node during the semantic analysis is the resolution of names.
Essential to the resolution of names is the find() method of ScopeNode. The find()

method takes as parameters a token containing the needed name and an Errors object to
report errors to. The find() method works as follows:

1. Search for the name in the declarations of the current scope using the find() method.

2. If the declaration was found and appears before the usage of the name, return the
declaration; else, continue.

3. Retrieve the outer scope via the outer() method.

4. If an outer scope exists, call the find() method of the outer scope (go to 1.); else,
report an error and return.

As a result of the transformation of the single-pass compiler to a multi-pass compiler, the
symbol table contains all names of the source program after the syntax analysis. This
would allow the usage of names before the declaration of the name. In many programming
languages, including Java and Python, certain names, such as methods and fields, may be
used before their declaration.

The MicroJava language definition, however, specifies that every name has to be declared
before its usage [1]. To comply with the language definition, the compiler compares the
token passed as parameter to the find() method and the token of the found declaration
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to determine the order of appearance. If the usage appears before the declaration, the
compiler interprets this as the declaration not existing and continues the search.

The resolution of types is handled via the UnresolvedTypeNode class. During parsing,
an UnresolvedTypeNode is initialized with a token containing the name of the type and
a Boolean flag isArrayType signaling whether this node is an array type or a simple
type. The verify() method of UnresolvedTypeNode searches for the name via the find()

method. If the isArrayType flag is set, the found type declaration is wrapped in an
ArrayTypeNode. The found declaration is stored in a public field type. The node that
wanted to resolve this type can then retrieve the declaration from the type field and use
it for further semantic checks. Figure 4.8 shows an example of an AST after the type
resolution.

A

ari

int

[ ] ArrayTypeNode

P

U

type

type elemType

UniverseNode

PrimitiveDeclNode ProgramNode

Figure 4.8.: Partial AST after the name resolution for the class A of Listing 3.

Variables, constants, and methods are resolved using the IdentNode class. An IdentNode

instance holds a token representing an identifier and uses the token to call the find()

method during the semantic analysis. Fields have a separate node class FieldNode, which
works similarly to IdentNode but calls findField() instead of find(). findField() only
searches for a name in one scope, which is the scope of the class declaration that the
field belongs to. Figure 4.9 shows an example of an AST after resolving the names of a
statement.
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=

a

new

{ }

"a"

A

P

main

type

decl

type

Figure 4.9.: Partial AST after the name resolution for the statement a = new A; of Listing 3.

After the names of a node have been resolved, the node verifies its semantic requirements.
The MicroJava language specification establishes numerous semantic requirements for all
program constructs of the MicroJava language. Once the responsibility of the parser, the
semantic verification now takes place in the verify() method of every node.

However, as the AST is an abstract representation of the program with less information
accessible than by the parser, the error reporting behavior differs from the existing compiler.
The AST stores only a small set of tokens for each node, which results in the compiler
reporting errors at slightly different locations. For example, the MicroJava program of
Listing 4 contains an error, as the increment operator cannot be used on arrays. The
existing compiler reports the error at line 3 column 7, i.e., after the increment operator,
while our multi-pass compiler reports the error at line 3 column 5, before the increment
operator.

Furthermore, the AST does not use an error distance (see Section 2.2.2), as the order of
nodes resulting from traversing the tree is not always equal to the order of the corre-
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1 program Test {
2 void main() int[] ia; {
3 ia++;
4 }
5 }

Listing 4: Faulty MicroJava program.

sponding program constructs. Therefore, our multi-pass compiler reports more semantic
errors than the original compiler. Nevertheless, every program compilable by the original
compiler is compilable by our multi-pass compiler.

One important part of the semantic verification is type checking. MicroJava is statically
typed, meaning that all type checks take place at compile time. The TypeNode interface
provides default methods to perform type checks:

• isRefType(): Whether this type is a reference type, i.e., a ClassDeclNode or an
ArrayTypeNode.

• compatibleWith(): Whether this type is compatible with another type, i.e., the types
are equal or one type is a reference type and the other type is the type of null.

• assignableTo(): Whether this type is assignable to another type, i.e., the types are
equal or this type is a reference type and the other is the type of null.

The end of the traversal of the AST via verify() calls concludes the semantic analysis and
the second compilation pass. The compiler may now display the compilation errors that
occurred during the lexical, syntax, and semantic analysis, if there are any.

4.4. Code Generation

The final step of the compilation is the code generation. The code generation is the
third pass over the input program and only takes place if no errors occurred during the
previous phases. This section describes the code generation process of the different kinds
of nodes.
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Similar to the semantic analysis, the code generation is started by calling the generate()

method of the root node of the AST. However, not every node generates code. Hence,
the generate() method is only defined for specific classes and interfaces with varying
method signatures, detailed in Table 4.2.

Class or interface Method signature

UniverseNode
ProgramNode
MethodDeclNode
ExprNode

generate(Code): void

StatementNode generate(Code, Label): void

CondNode generate(Code): Operand

Table 4.2.: Signatures of the method generate().

One common parameter of all generate() methods is an instance of Code. The Code object
is passed along while traversing the AST and stores the byte code generated by the nodes
in a byte array. In the end, the MicroJava file header and the byte code are written to a
binary file.

The code generation starts at the root of the AST, which is the UniverseNode. The
UniverseNode, however, simply passes the generation on to the ProgramNode. The pre-
defined methods chr() and ord() do not generate code; chr() and ord() solely exist
to explicitly convert expressions from int to char and vice versa during compile time.
During run time, the VM treats both types as integers. Furthermore, len() calls are treated
as special cases in CallNode and emit an arraylength instruction that tells the VM to put
the length of the array on the expression stack.

The ProgramNode calls the generate() methods of all MethodDeclNodes that are part of
the ProgramNode’s declarations. The method uses the current program counter stored in
the Code object as address. The statements of the method are contained in the method’s
BlockNode.

Methods with a non-void return type must return via a return statement. Because the
single-pass compiler cannot statically check this requirement, a trap instruction is placed
at the end of every non-void method. Our multi-pass compiler could check the require-
ment at compile time; however, to produce equal outputs, our multi-pass compiler behaves
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the same as the single-pass compiler. During run time, if a non-void method is exited by
reaching the end of the designated code area, the VM will throw a run-time error upon
encountering the trap instruction.

Statement nodes require an extra parameter Label for the generate() method to generate
jumps for break statements. The Label class manages the generation of jump target
addresses for forward and backward jumps. Labels are used by the BreakNode, IfNode,
and WhileNode classes. IfNode can handle all jumps by itself. BreakNode, however,
depends on a label of the corresponding WhileNode. Hence, said label needs to be passed
to all statements as parameter of the generate() method in case one of the statements is a
break statement.

While ExprNode and DesignatorNode share the basic generate() method signature with
UniverseNode, ProgramNode, and MethodDeclNode, designators require increased code
generation capabilities. Designators may not only be read from but also written to.
Therefore, the DesignatorNode interface defines three additional methods with specific
tasks:

• load(): Load the value of the designator and place the value on the expression
stack.

• store(): Take a value from the expression stack and store the value to the designator.

• prepare(): Load the addresses and values necessary to access the designator; used
by ElementNode to load the address of the underlying array and the index expression,
and by FieldNode to load the address of the underlying object.

• Additionally, generate() is implemented by DesignatorNode as a default method
and calls prepare() followed by load() to read the value of the designator.

MicroJava conditions are evaluated using short-circuit evaluation. Short-circuit evaluation
describes a technique where the evaluation of a partial condition is skipped if the result of
the condition is already known [18]. To implement short-circuit evaluation, the compiler
needs to place jump instructions based on the condition sub-expressions. The CondNode

interface uses the Operand class to place correct jump instructions. The Operand class
encapsulates a comparison operator (i.e., ==, !=, <, <=, >, >=), a true jump label (jump if
sub-condition is true), and a false jump label (jump if sub-condition is false). The operand
is returned by the generate() methods of CondNode to pass the operator and the jump
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labels on to the parent condition nodes. Figure 4.10 visualizes the jump instructions
generated for an if statement with the condition a == 0 || b < 1 && c > 2. If a == 0 is
true, then a == 0 || b < 1 && c > 2 is true; therefore, the compiler places a true jump
after the sub-condition a == 0 targeting the first block of the if statement. Similarly, if
b < 1 is false, then b < 1 && c > 2 is false, and the compiler places a false jump after
sub-condition b < 1 targeting the second block of the if statement. An additional false
jump is placed after the condition. Furthermore, the compiler places a normal jump
instruction after the first block to prevent the execution of both blocks in sequence.

if ( a == 0 || b < 1 && c > 2 ) {...} else {...}

true jump jump

RelopNode

false jumpOrNode

AndNode

Figure 4.10.: Short-circuit evaluation of conditions.

After all byte code instructions have been generated, the compiler writes the byte code to
a binary file. This ends the third compilation pass, and the compilation process finishes.
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5. Evaluation

The implementation of the AST-based multi-pass compiler laid out in Section 4 brought
large changes to the compiler. Over 40 new classes and interfaces were added to the
project, while other classes were modified or entirely removed. This section evaluates the
changes and differences between the original compiler and our multi-pass compiler.

5.1. User Study

The ideal way to gather data about the usability of a project is to conduct a user study. A
user study emulating a real use case conducted using an experimental group teaching our
multi-pass compiler and a control group using the original compiler provides useful data
for the comparison of the two approaches.

However, managing a user study alongside lecture and exercise courses is not feasible
given the time and resource constraints of the teaching personnel. Furthermore, maintain-
ing a control group using the single-pass compiler for comparison also raises questions of
fairness, as one compiler may be significantly easier to implement by the students, unfairly
impacting students’ grades. Therefore, we decided against conducting a user study.

5.2. Static Code Analysis

Static code analysis examines source code without executing the software artifacts. Static
code analysis is commonly used to measure code quality and complexity of software
projects [19]. Numerous metrics exist to measure various aspects of software. For this
thesis, we selected a set of metrics based on a meta-study on the most commonly used
source code metrics [20]. We calculated the set of metrics for both the single-pass compiler
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5. Evaluation

as well as our multi-pass compiler using an analysis framework and compared selected
results in this section [21].

Source Lines Of Code (SLOC) counts the number of lines that contain source code;
comments and blank lines are ignored [22]. SLOC is easy to calculate but requires similar
programming styles between projects to have comparative value. As seen in Figure 5.1a,
the single-pass compiler has 2434 SLOC, while our multi-pass compiler has 2918 SLOC.
This represents an increase of SLOC by 484 in total, or approximately 19.88%. The
increase is a result of the increased number of classes and interfaces and the accompanying
boilerplate code being present in our multi-pass compiler.
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(b) Box plot of SLOC per class or interface.

Figure 5.1.: SLOC metrics for the single-pass and the multi-pass compiler.

Class
SLOC

single-pass multi-pass
Parser 746 525

Interpreter 409 409
Scanner 311 311
Code 249 128

(a) Comparison of outliers of Figure 5.1b.

Statistic
SLOC

single-pass multi-pass
Min 1 3
Q1 11 13
Q2 33 23.5
Q3 74.5 44.25

Max 746 525

(b) SLOC metric five-number summary.

Table 5.1.: SLOC metrics for the single-pass and the multi-pass compiler (continued).

Figure 5.1b shows that, excluding outliers, all classes and interfaces of both compilers have
less than 100 SLOC. The values of the outliers, however, differ significantly. Table 5.1a lists
the four classes with the most SLOC. The largest class by far of both compilers, Parser,
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has 221 fewer SLOC in our multi-pass compiler than in the single-pass compiler due
to the semantic analysis and the code generation being moved from the Parser to the
AST. Comparing statistical properties of the two datasets, our multi-pass compiler has
a lower mean (48.63 vs. 90.148), median (23.5 vs. 33), and standard deviation (≈ 90.077
vs. ≈ 164.323). This implies that the content of our multi-pass compiler is more evenly
distributed across the classes and interfaces.

Weighted Methods per Class (WMC) is a metric to measure code complexity. WMC is
defined as the sum of method complexities of a class [23]. In the original definition, the
"complexity" of a method is not specifically defined and instead left as a choice to the user.
A common metric used for WMC is McCabe cyclomatic complexity, which counts the
number of branches in a method [24].
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(b) Box plot of WMC per class or interface.

Figure 5.2.: WMC metrics for the single-pass and the multi-pass compiler.

Class
WMC

single-pass multi-pass
Parser 175 124
Scanner 144 144

Interpreter 128 128
Decoder 68 68
Code 54 20

(a) Comparison of outliers of Figure 5.2b.

Statistic
WMC

single-pass multi-pass
Min 0 0
Q1 3 4
Q2 7 6
Q3 17.5 13.25

Max 175 144

(b) WMC metric five-number summary.

Table 5.2.: WMC metrics for the single-pass and the multi-pass compiler (continued).
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Our multi-pass compiler has a higher total WMC value due to the increased number of
classes and interfaces, as seen in Figure 5.2a. However, Figure 5.2b and Table 5.2 show
that the multi-pass compiler has lower WMC values per class or interface compared to
the single-pass compiler. Two of the outliers, Parser and Code, have their WMC values
significantly reduced. The lower WMC values per class or interface indicate that our
multi-pass compiler has less complex methods. The separation of functionality between
the parser and the AST reduces the complexity per method.

Lack of Cohesion in Methods (LCOM3) is a metric that measures how closely coupled
the methods in a class are [23, 25]. Cohesive methods promote encapsulation, which is
desirable for software, especially when using object-oriented programming. Our multi-
pass compiler has an overall lower LCOM3 value than the single-pass compiler (see
Figure 5.3a), as well as lower LCOM3 values per class and interface (see Table 5.3),
indicating higher cohesion in methods and, in turn, lower code complexity.
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(a) Normalized LCOM3 per compiler.
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Figure 5.3.: LCOM3 metrics for the single-pass and the multi-pass compiler.
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Class
LCOM3

single-pass multi-pass
FormatException 1 1

Parser ≈ 0.835 0.816
Interpreter ≈ 0.83 ≈ 0.83

Code ≈ 0.812 0.75
Decoder 0.75 0.75

(a) Comparison of highest values of Figure 5.3b.

Statistic
LCOM3

single-pass multi-pass
Min 0 0
Q1 0 0
Q2 0.225 0
Q3 ≈ 0.645 0.5

Max 1 1

(b) LCOM3 metric five-number summary.

Table 5.3.: LCOM3 metrics for the single-pass and the multi-pass compiler (continued).

5.3. Summary

In summary, the static code analysis demonstrates that transitioning to an AST-based
multi-pass architecture significantly improves the structural quality and maintainability of
the compiler. While the total Source Lines of Code (SLOC) and total Weighted Methods per
Class (WMC) increased slightly due to the necessary boilerplate of a highly object-oriented
design, the complexity per individual class or interface was drastically reduced. By
decoupling semantic analysis and code generation from the Parser and distributing them
across the AST, the codebase avoids bloated classes. Consequently, the multi-pass compiler
features smaller class sizes, an evener distribution of code, reduced method complexity
(lower per-class WMC), and improved encapsulation (lower LCOM3). Ultimately, this
separation of concerns yields a more cohesive, modular, and readable codebase, which is
highly beneficial for an educational setting where students must comprehend and modify
compiler components.
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6. Testing Environment

The MicroJava compiler comes with an extensive test suite testing the correctness of the
compiler (see Section 2.2.4). With the integration of an AST into the compiler, new tests are
necessary to test the new features of the compiler. Section 6.1 details the existing testing
infrastructure of the single-pass compiler. Section 6.2 explains the testing strategy we
developed to test the correctness of ASTs.

6.1. Existing Infrastructure

The existing test suite consists of six test classes. All six classes extend an abstract utility
class CompilerTestCaseSupport providing methods to set up test cases. The test classes
test specific parts of the compiler corresponding to the progress of the compiler con-
struction course. The test classes build upon each other; every assignment requires one
additional test class to pass, as shown in Table 6.1.1

Class
Assignment

2 3 4 5 6
ScannerTest ✓ ✓ ✓ ✓ ✓

ParserTest ✓ ✓ ✓ ✓

SymbolTableTest ✓ ✓ ✓

SimpleCodeGenerationTest ✓ ✓

CodeGenerationTest ✓

Table 6.1.: Passing test classes required for a given assignment.

CompilerTestCaseSupport implements methods for various testing-related functionali-
ties, including:

1There are seven assignments in total. The first and the seventh assignments do not involve coding.
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• setUp(): Method to initialize a test case with empty lists for expected results.

• init(): Methods to initialize the compiler using a string or a file as input.

• addExpectedError(): Methods to specify errors that are expected to be reported
during compilation.

• expectSymTab(): Method to specify an expected entry of the symbol table.

• addExpectedRun(): Methods to specify the expected outputs of an executed program
given a certain input.

• parseAndVerify(): Run the compiler and compare expected and actual results.

6.2. AST Tests

Our approach to testing ASTs is inspired by the existing symbol table tests of the single-
pass compiler. On a high level, a MicroJava program is compiled, and the resulting AST is
converted into a list of strings. The test case then asserts that the actual list of strings is
equal to the expected list. The lists of strings are printed to the console side-by-side for
easy comparison.

To convert the AST to a list of strings, the test case traverses the AST using reflection.
The abstract class CompilerTestCaseSupport provides a new utility method to traverse
the AST: toList(Node, int): List<String>. For every node, the method collects infor-
mation on the fields of the node before recursively calling toList() on the children of
the node. To prevent infinite recursion, declaration and type references are converted to
plain property-value pairs. Furthermore, the method filters out fields with the custom
annotation @Ignore, which is used to annotate fields that should not be processed, such
as scopes’ references to the outer scopes. The second parameter represents the level or
depth of the node in the AST. The level is encoded as whitespace indentation in the string
representation. Listing 5 shows the string representation of the universe present in any
program.

The converted, actual AST is compared to a list of expected AST strings. Expected strings
are added using the expectAst() method. The method expectAstUniverse() adds all
strings of Listing 5 to the expected list. The method parseAndVerify() asserts that the
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UniverseNode:
PrimitiveDeclNode: name=int;
PrimitiveDeclNode: name=char;
ConstDeclNode: name=null; val=0; expectedType=nullType; actualType=nullType;
MethodDeclNode: name=chr; type=char; nPars=1; adr=0;

VarDeclNode: name=i; type=int; adr=0; level=1;
MethodDeclNode: name=ord; type=int; nPars=1; adr=0;

VarDeclNode: name=ch; type=char; adr=0; level=1;
MethodDeclNode: name=len; type=int; nPars=1; adr=0;

VarDeclNode: name=arr; type=void[]; adr=0; level=1;

Listing 5: String representation of the universe.

expected AST is equal to the actual AST. As manually specifying the expected AST is
cumbersome with large ASTs, parseAndVerify() provides the option to automatically
print all expectAst() statements with the expected strings. This significantly simplifies the
creation of new test cases. Listing 6 shows an example test case testing a short MicroJava
program.

1 @Test
2 public void shortestProgram() {
3 init("program Test { void main() { } }");
4 expectAstUniverse();
5 expectAst(" ProgramNode: name=Test;");
6 expectAst(" MethodDeclNode: name=main; type=void; nPars=0; adr=0;");
7 expectAst(" BlockNode:");
8 parseAndVerify();
9 }

Listing 6: Test case verifying the AST of a short MicroJava program.

As the string representation of the AST uses class and field names, the compiler needs to
use the exact same class and field names for the tests to pass. To prevent students from
using wrong names or having typos in class or field names resulting in failing tests, the
teaching personnel will have to provide the AST node structure with the code skeleton to
the students.
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7. Adapting Teaching Material

The implementation of an AST-based multi-pass compiler warrants new approaches to
teaching compiler construction. Certain sections of the existing course need to be adapted.
In this section, we propose a teaching design concept to integrate the AST into the teaching
material.

7.1. Changes To Course Structure

The existing course uses a single-pass compiler as basis for teaching compiler construction.
Changing the basis to a multi-pass compiler means that certain structural elements of the
course need to be changed:

• Chapter 1 (overview) must include an overview of the integration of the AST.

• Chapter 2 (lexical analysis) and chapter 3 (syntax analysis) do not require significant
changes, as the aforementioned phases are identical to the implementation of our
multi-pass compiler.

• Chapter 4 (semantical connection) may be removed, as ATGs are not part of our
teaching concept.

• Chapter 5 (symbol table) is the first chapter to require a complete overhaul. The
symbol table is part of the AST in our multi-pass compiler. Therefore, the foundation
of the AST needs to be explained beforehand. The introduction of the AST warrants
its own chapter in the course and may replace chapter 4.

• Chapter 6 (code generation) similarly needs to be changed, as the code generation
now takes place in the AST.
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• Chapter 7 (bottom-up syntax analysis), chapter 8 (object orientation and further
topics), and chapter 9 (compiler generators) teach topics beyond the construction of
the MicroJava compiler and may be left as is.

Currently, the lecturers provide a code skeleton to the students that predefines the struc-
ture of the compiler. Similarly, integrating the AST into the compiler construction course
requires the lectures to provide a code skeleton of the AST to the students. The skeleton in-
cludes all AST node classes and fields, with only the methods (e.g., verify(), generate())
remaining stubs to be implemented by students. This ensures that all AST implementa-
tions use correct class names, field names, and method names, which is necessary for the
AST tests to work correctly (see Section 6.2).

7.2. AST Visualization

The foundation of our AST visualization concept consists of a selection of graphical
building blocks. To draw the individual visual elements and diagrams, we used the
online diagramming application draw.io1. However, actual presentation slides are usually
composed using presentation programs, the most common program being Microsoft Pow-
erPoint [26]. We present example PowerPoint presentation slides using our visualization
concept in this section. The elements on the slides differ minimally from the reference
design, as it is difficult to exactly recreate the draw.io elements using PowerPoint. Never-
theless, the differences are negligible and irrelevant to demonstrate the capabilities of our
concept.

7.2.1. Definitions

Figure 7.1 displays the essential elements of our concept. At a high level, our concept uses
specific colors for specific components to allow readers to quickly assess and categorize
the content of a graphic. The chosen colors are light to ensure that text on top of colored
elements has high contrast and therefore is easily readable. Descriptions and explanations
use a variable-width font, while source code is formatted using a monospaced font.

1Project website: https://www.drawio.com, application: https://app.diagrams.net.
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MicroJava source code color (#DEF5F5)

AST color (#FFE497)

Byte code color (#FFCCCC)

Statement or expression node

Declaration node

Child edge

Declaration or type (resolving) edge

... Node annotation

Sequence arrow

1 Sequence number

Figure 7.1.: Legend of graphical elements.

The AST itself consists of round, orange nodes. Each node in the visualization corresponds
to one node object living in the JVM during the compilation process. Nodes may and
should include a textual value describing the node, such as the name or the value of the
node. Node annotations display additional information about a node, such as class name,
field values, or source code.

Nodes are connected using edges representing relationships between the nodes. An edge
corresponds to a pointer from one node object in the JVM to another object. Edges may
have continuous lines for parent-child relationships or dashed lines for declaration-usage
or type-usage relationships. Edges may be annotated with text describing the name of the
relationship.
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Dotted lines and numbers visualize sequence flows where the order of steps may not be
easily deductible on a static slide. This ensures that the presentation slides are comprehen-
sible both as animated slides during a lecture and as static slides for home study.

7.2.2. Examples

Universe

Program P

Method main

Scopes

U

P

main

{ }i

"int"

int

program P 
class C { ... }
{
  void main() int i; {
    ...
  }
}

scope.find("int")

find("int")? → false

find("int")? → false

find("int")? → true

C

...

1

2

3

...

25

Figure 7.2.: Example presentation slide about scopes.

Detrimental to the explanation of an AST-based compiler is the visualization of graph
traversal. We accomplish the visualization of graph traversal by using animated elements
and static sequence indicators. Figure 7.2 shows an example of graph traversal to find the
declaration of the name "int." The source code in the blue text box on the left is transformed
into the partial AST on the right. During the semantic verification, the compiler tries to
resolve the name "int" by searching the name in different scopes. The nodes of a scope are
grouped in a named, colored rectangle. The search process is animated using an orange
arrow, which moves to the node of the scope that is currently being searched in. The nodes
are annotated with pseudocode of the search process and numbers visualizing the order
of the search.
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Laden eines Objektfeldes: Verifikation

obj.verify(errors, scope);
decl = new VarDeclNode(noToken, noType, 0, 0);
if (obj.type() instanceof ClassDeclNode type) {

if (type.findField(fieldToken, errors)
instanceof VarDeclNode f) {

decl = f;
}

} else {
errors.error(token, Errors.Message.NO_CLASS);

}

IdentNode

FieldNode f

var

decl = scope.find(token, errors);
if (!(decl instanceof ConstDeclNode) 

&& !(decl instanceof VarDeclNode) 
&& !(decl instanceof MethodDeclNode)) {

errors.error(token, Errors.Message.NO_OPERAND);
}

public interface Node {
void verify(Errors errors, 

ScopeNode scope);
...

}

token = "f"

decl = <VarDeclNode>

IdentNode

FieldNode f

var
token = "var"

decl = <VarDeclNode>

VarDeclNode

VarDeclNodef

var

obj

obj

ClassDeclNodeC
type

decls

decl

decl

23

var.f

Figure 7.3.: Example presentation slide about semantic verification.

Our multi-pass compiler splits semantic verification and code generation into two separate
passes over the AST. Hence, the accompanying teaching material needs to be able to
show the transformations of the AST using continuous examples. Figure 7.3 depicts a
presentation slide about the semantic verification of a partial AST generated from the
MicroJava expression var.f. The AST on the left side of the slide consists of two nodes,
the FieldNode "f" and the IdentNode "var." The child edge labeled "obj" connects the nodes
"f" and "var." Additionally, an unlabeled edge pointing at the node "f" symbolizes the
remaining AST that is not shown in the partial AST.

Both nodes "f" and "var" are annotated with source code of the respective implementations
of the method verify(), whose declaration is shown in the orange text box in the top
right corner of the slide. The statement "obj.verify(errors, scope);" highlighted in
bold is the call to the verify() method of "var," visualized by the dotted line from said
statement to the annotation of "var."

After the semantic verification, all semantic requirements are verified and the AST is
expanded with new resolving edges. "f" and "var" have dashed edges pointing towards
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the declarations of the identifiers of the nodes. Furthermore, "f" and "var" are annotated
with selected field values to provide additional information about the nodes.

Laden eines Objektfeldes: Codegenerierung

var.f

obj.generate(code);
code.put(Code.OpCode.getfield);
code.put2(field.adr());

public interface ExprNode {
void generate(Code code);
...

}

switch (decl) {
case VarDeclNode v -> {

int adr = v.adr();
if (v.level() == 0) {

code.put(Code.OpCode.getstatic);
code.put2(adr);

} else {
switch (adr) {

case 0 -> code.put(Code.OpCode.load_0);
case 1 -> code.put(Code.OpCode.load_1);
...

}

load0
getfield 0

2

1

3

24

IdentNode

FieldNode f

var

VarDeclNode

VarDeclNodef

var

obj

ClassDeclNodeC
type

decls

decl

decl

Figure 7.4.: Example presentation slide about code generation.

Figure 7.4 continues the example of Figure 7.3 with the final phase of the compilation, the
code generation. The nodes "f" and "var" are annotated with source code of the respective
implementations of the method generate(). The dotted line symbolizes "f" calling the
generate() method of "var." To visualize the order of the generation of the bytecode
instructions, the statements responsible for the generation are highlighted in bold and red
and are numbered from one to three. The resulting byte code is displayed in the red text
box to the right of the red arrow.
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This section gives an overview of existing compiler construction education literature
and material. We discuss courses teaching compiler construction at educational institu-
tions, educational textbooks, and scientific literature concerning compiler construction
education.

The most common way for students to learn about compilers is by attending compiler
construction courses at educational institutions. Almost every computer science program
features a compiler construction course. In Section 2.3, we detailed the compiler con-
struction course taught at JKU, which uses a single-pass compiler for the educational
teaching language MicroJava. The course is extended by the course "Advanced Compiler
Construction" also offered at JKU [27], which expands on the topics of register machines,
intermediate representations, and optimization.

Many courses opt to use multi-pass compilers from the beginning. Yallop [28] uses
an educational language called "Simple Language" (Slang) as teaching language with
a multi-pass compiler written in OCaml for a compiler construction course taught at
the University of Cambridge. Yallop begins with building a parser for Slang, creates an
intermediate interpreter for the resulting AST, and then transforms the interpreter into
a compiler. At the Massachusetts Institute of Technology, Terman [29] teaches compiler
construction as part of the course "Computation Structures," where Terman gives an
overview of the compilation of C into Assembly. Palsberg’s [30] compiler construction
course at the University of California, Los Angeles, focuses on the theory behind compilers
and uses formal definitions and abstract examples in the lecture. In the exercise classes,
students implement multiple small compilers, which, when used in series, compile Java
to Assembly.

Educators often base the course material on existing textbooks. "Compilers: Principles,
Techniques, and Tools" by Aho et al. [6] is an educational textbook that covers the complete
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process of constructing a compiler. Aho et al. remain mostly informal and abstract in the
explanations, although an implementation of the frontend described in the book trans-
lating an example language to intermediate code is provided in the appendix. "Modern
Compiler Implementation in Java" by Appel and Palsberg [31] describes all phases of
compilation as well as optimizations. The constructed compiler is written in Java and uses
the example language "MiniJava" as source language and Assembly as target language.
"Introduction to Compiler Design" by Mogensen [14] is a textbook targeted towards un-
dergraduate courses and focuses on the essential parts of a multi-pass compiler. The book
is language neutral, i.e., no specific source language is used for the explanations, leaving
the language choice of the course up to the lecturers.

Researchers have developed educational resources to complement classical teaching con-
cepts. Mernik and Žumer [32] present the educational tool "LISA," which helps students
understand the lexical, syntax, and semantic phases of the compilation process. LISA is an
integrated development environment (IDE) where students can define sample languages
and write, compile, and execute programs and observe the compilation processes in an
intuitive way. Another visualization tool is the IR visualizer developed by Weinstabl [33]
and Gastner [34]. The tool takes an AST produced during compilation and displays the
AST in a browser, where students can navigate the AST and gather detailed information
about nodes and relationships and their connection to the original source code. Sakar et
al. [35] define a "nanopass" framework for constructing compilers suited for use in com-
piler education using an accompanying domain-specific language (DSL). The nanopass
compiler can be decomposed into small pieces such that each fine-grained part becomes
easily understandable to students.
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9. Limitations & Future Work

As mentioned in Section 5.1, we were not able to conduct a user study to evaluate our
multi-pass compiler as well as our teaching material concept. The lack of a user study
limits the quality of our evaluation and will require additional attention to the teaching
material if the material will be incorporated into the compiler construction course.

Furthermore, the consideration of the accessibility of our teaching material concept was
out of scope for this thesis. For our teaching material concept, we chose colors such as
blue, red, green, and orange with low contrast, which may not be easily distinguishable
for students with certain variations of color blindness. In a real teaching environment,
ensuring that the teaching material is accessible to as many students as possible is a high
priority.

We implemented the additional passes over the AST of the compiler as class methods
of the node classes. We decided against using the visitor pattern, as this would require
additional resources to explain the design pattern to students and have students implement
the pattern. However, as the visitor pattern is commonly used with ASTs in compilers,
future work may adapt our compiler to use the visitor pattern, at least for an advanced
compiler construction course. This would open options for further advanced topics such
as optimizations.

50



10. Conclusion

This thesis adapted the single-pass MicroJava compiler of the compiler construction course
at JKU to an AST-based multi-pass compiler. Firstly, we made fundamental changes to the
architecture of the compiler while ensuring that the functionality of the compiler remained
the same. Secondly, we developed a method to test the structure of the AST to allow for
the systematic creation of unit tests covering the new aspects of the compiler. Finally, we
created a teaching material concept that incorporates ASTs into the lecture and showed
examples of complete presentation slides using our concept.

This thesis serves as an initial case study on what compiler construction education at
JKU may look like using a multi-pass MicroJava compiler. Comparing our multi-pass
compiler to the existing compiler, we found that the reduced complexity per class helps
students navigate the codebase of the compiler while implementing the functionality of
the compiler. The documentation of the compiler and the concepts and examples provided
in this thesis give insights into the potential expense of the changes necessary to transition
to a multi-pass compiler and are a starting point for educators who aim to transform the
compiler construction course.
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A. MicroJava Grammar

The following document describes the MicroJava grammar. The document was provided
to us by the lecturers of the compiler construction course at Johannes Kepler University.
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MicroJava – Grammar
Program = "program" ident { ConstDecl | VarDecl | ClassDecl }

"{" {MethodDecl} "}".

ConstDecl = "final" Type ident "=" ( number | charConst ) ";".

VarDecl = Type ident { "," ident } ";".

ClassDecl = "class" ident "{" { VarDecl  } "}".

MethodDecl = ( Type | "void" ) ident "(" [ FormPars ] ")"
{ VarDecl } Block.

FormPars = Type ident { "," Type ident }.

Type = ident [ "[" "]" ].

Block = "{" { Statement } "}".

Statement = Designator ( Assignop Expr | ActPars | "++" | "--" ) ";"
| "if" "(" Condition ")" Statement [ "else" Statement ]
| "while" "(" Condition ")" Statement
| "break" ";"
| "return" [ Expr ] ";"
| "read" "(" Designator ")" ";"
| "print" "(" Expr [ "," number ] ")" ";"
| Block
| ";".

Assignop = "=" | "+=" | "-=" | "*=" | "/=" | "%=".

ActPars = "(" [ Expr { "," Expr } ] ")".

Condition = CondTerm { "||" CondTerm }.

CondTerm = CondFact { "&&" CondFact }.

CondFact = Expr Relop Expr.

Relop = "==" | "!=" | ">" | ">=" | "<" | "<=".

Expr = [ "–" ] Term { Addop Term }.

Term = Factor { Mulop Factor }.

Factor = Designator [ ActPars ]
| number 
| charConst
| "new" ident [ "[" Expr "]" ]
| "(" Expr ")".

Designator = ident { "." ident | "[" Expr "]" }.

Addop = "+" | "–".

Mulop = "*" | "/" | "%".
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