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Abstract

Project Valhalla is a Java Enhancement Proposal focused on advancing both the Java
Virtual Machine (JVM) and the Java programming language. The project introduces
value classes to the Java language. These are designed to achieve performance comparable
to that of primitives. The goal is to enable developers to use objects without sacrificing
performance, thereby closing the gap between objects and primitives. A long-term
objective of Project Valhalla is to address certain historical design limitations, particularly
in the context of generics. For example, the current design of generics requires developers
to rely on boxing types for primitives, which introduces additional overhead. While the
changes to the Java programming language are intentionally kept minimal, significant
modifications were necessary to the underlying JVM. Some of these changes focus on the
optimization of value objects.

Just-In-Time (JIT) compilers allow the JVM to reduce execution time by compiling
bytecode into native machine code at run time. The GraalVM compiler, a JIT compiler
integrated into the HotSpot JVM, translates and optimizes Java bytecode into efficient
machine code. This thesis explores the foundational steps required to support the Project
Valhalla in the GraalVM compiler. We identify key challenges and potential pitfalls in
integrating value classes into the GraalVM compiler and propose suitable solutions to
address these issues.

Kurzfassung

Projekt Valhalla ist ein Java Enhancement Proposal, das sich auf die Weiterentwicklung der
Java Virtual Machine (JVM) und der Programmiersprache Java konzentriert. Das Projekt
fiihrt Wertobjekte ein, die eine mit Primitives vergleichbare Leistung bieten sollen. Ziel
ist es, Entwicklern die Verwendung von Objekten ohne Leistungseinbufien zu ermoglichen
und so die Kluft zwischen Objekten und Primitiven zu schliefen. Ein langfristiges
Ziel des Projekts Valhalla besteht darin, bestimmte historische Designbeschrankungen
zu beseitigen, insbesondere im Zusammenhang mit Generics. Das derzeitige Design
von Generics erfordert beispielsweise, dass Entwickler primitive Datentypen nicht als
generischen Typ verwenden kénnen. Entwickler miissen auf ihre entsprechenden Wrapper-
Klassen zuriickgreifen, was zusétzlichen Overhead verursacht. Wahrend die Anpassungen
an der Programmiersprache Java geringfiigig ausfallen, waren umfangreiche Anderungen
an der JVM nétig, um die Nutzung von Wertobjekten zu optimieren.

Just-In-Time-Compiler (JIT) erméglichen es der JVM, die Ausfithrungszeit zu verkiirzen,
indem Bytecode zur Laufzeit zu Maschinencode kompiliert wird. Der GraalVM-Compiler,
ein in die HotSpot JVM integrierter Just-In-Time (JIT) Compiler, iibersetzt und optimiert
Java-Bytecode in effizienten Maschinencode. Diese Arbeit untersucht die grundlegenden
Schritte, die notwendig sind, um das Projekt Valhalla im GraalVM-Compiler zu un-
terstiitzen. Dabei werden zentrale Herausforderungen und potenzielle Schwierigkeiten bei
der Integration von Wertobjekten in den GraalVM-Compiler identifiziert, und es werden
passende Losungsansitze zur Bewéltigung dieser Probleme vorgeschlagen.
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Chapter 1

Introduction

Java [20] is one of the most popular programming languages in the world. However, some
design decisions made in the past are known to be a limiting factor. Project Valhalla aims
to address and counteract these design decisions. Our goal was to support the ongoing
project in the GraalVM compiler [7] [3§].

1.1 Motivation

The Java programming language [20] distinguishes between primitives [41] and objects.
Whereas objects only live on the heap and are inspected by the garbage collector [69],
primitives can also be stored in registers or on the stack. Each primitive type has a
corresponding boxing type [1], whose instances are allocated on the heap. E.g. the boxing
type of the primitive type int is Integer E]E] Compared to primitive types, boxing
types are much slower in performance because

e before the value in an object can be accessed, the reference to the object needs to
be loaded [45]. This causes one extra level of indirection.

e allocating objects on the heap increases heap pressure [45]. This causes extra work
for the garbage collector, which slows down the execution of the program.

Nevertheless, boxing types are essential in Java, especially when it comes to generics [8] [78].
Generics were introduced in 2004 and allow a class to specify a generic type variable as part
of the class definition. In contrast to other programming languages, primitive types in Java
cannot be used to instantiate a generic type variable. Java relies on type erasure [2] and
replaces generic type variables during source code compilation with an object type. This
ensures backward compatibility, because classes now inheriting from a generic superclass
can still be compiled. To use primitives with generics, programmers need to use their
corresponding boxing types. Because primitives generally yield a better performance, many
generic standard libraries also provide their functionality with primitives. E.g. instead

!'The JDK source code for all referenced classes, functions and features in this thesis, including
those from Project Valhalla, is available in the repository https://github.com/openjdk/valhallal (accessed
2025-05-21).

2See https://github.com /openjdk/valhalla/blob/Iworld /src/java.base /share/classes /java/lang /Integer
javal.


https://github.com/openjdk/valhalla
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Integer.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Integer.java
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of using the class Stream<Integer>E|, it is preferred to use the class IntStrearrﬁ
This increases the number of places where the programmer needs to know the differences
between primitive and reference types.

In order to reduce them and solve further problems, Project ValhallaJ43] was proposed
in 2014. Project Valhalla tries to solve these problems by incrementally adding features to
the Java language and the virtual machine. The first stage introduces value classes [27] with
the goal to make boxing types as performant as primitives. Value classes in combination
with specialized generics should solve the problem discussed before.

1.2 Goals

The main goal of this thesis is to support the first available features of Project Valhalla
in the GraalVM compiler [7] [38]. The GraalVM compiler is a Just-In-Time (JIT)
compiler [55], 65] and used as drop-in replacement for C2 [71] in the Hotspot JVM (Java
Virtual Machine) [I7]. In the course of this work, we will often refer to the GraalVM
compiler by the abbreviation Graal. The goals of this thesis can be structured as followed:

e Update the Graal implementation with the bytecode instructions whose semantics

are modified by Valhalla.
e Detect early showstoppers and find suitable solutions for them.
e Add optimizations in Graal that leverage value objects to obtain better performance.

e A tough evaluation of the changes made in Graal is necessary. This evaluation
should confirm functional correctness of our implementation and demonstrate that
the optimizations in Graal achieve a performance similar to those of the C2 compiler.

1.3 Challenges

Addressing the problem outlined in the motivation [1.1]is a complex task. Changes to the
architecture of the Hotspot JVM are required while overcoming design constraints. It is
not surprising that Project Valhalla has already proposed various solutions and prototypes.
None of them have been completely satisfactory so far. With a clear understanding of
the possibilities and limitations, a suitable foundational direction has now been taken.
However, work is still being done on finer details and new concepts are still being introduced
or old ones discarded. Therefore, working on Graal support in parallel comes with the
following challenges:

e Valhalla is still in progress. Many features will be finished during this thesis, Graal
support that was implemented as part of this thesis may need incremental adaptions.

e Documentation is a scarce commodity. Many changes applied in context of Valhalla
need to be extracted from the source code and mailing lists.

3See |https://github.com/openjdk/valhalla/blob/lworld /src/java.base /share/classes /java/util /stream /
Stream.java.

*See |https://github.com/openjdk/valhalla/blob/lworld /src/java.base/share/classes/java/util /stream /
IntStream.java.


https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/util/stream/Stream.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/util/stream/Stream.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/util/stream/IntStream.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/util/stream/IntStream.java
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e Because Graal is a self-hosting meta-circular compiler [53], bugs in Valhalla will also
affect Graal and will cause it to fail.

e In-depth knowledge of the Hotspot JVM and Graal is required in order to make
suitable changes for the Project Valhalla.

e Some optimizations of value classes depend on further JEPs [25] based on JEP 401.

e Valhalla is a fundamental new feature for Java and the JVM. Some components of
Valhalla are out of scope of this thesis. However, the features are directly linked to
each other, so that we can only demonstrate performance improvements by using
specific examples.

1.4 Structure of the Thesis

The structure of the thesis is as follows: Chapter 2 contains an overview of the Hotspot
JVM and Graal. Chapter 3 delivers some background about the Project Valhalla and an
overview of language and virtual machine changes. Chapter 4 describes the adaptions
made in the Graal to support Valhalla including optimizations. Chapter 5 explains the
verification with the JTReg framework [14] and some simple benchmarks. Chapter 6 gives
an outlook of what can be expected from Valhalla in the future and future work on the
GraalVM compiler. Chapter 7 ends this thesis with a conclusion.



1.4. STRUCTURE OF THE THESIS




Chapter 2

System Overview

In this chapter, we provide an overview of the Hotspot Java Virtual Machine [I7] and
the GraalVM compiler [7] [38]. Additionally, we explain the graph-based intermediate
representation [5, [64] and the optimization Partial Escape Analysis [44]. This is necessary
to explain our changes made in later chapters.

2.1 JVM - Java Virtual Machine

The Java Programming Language [20} 21] is a high-level object-oriented programming
language with many similarities to the C++ programming language. Compared to C++,
which is compiled to machine code, the output of Java compilation processes are so-called
class files [22]. Class files contain bytecode instructions [22] and symbol information
and cannot be directly executed on a target machine. Instead, they are loaded and
interpreted by a virtual machine. This comes with the big advantage that once Java code
is written and compiled, it can be run everywhere if a target-machine-specific virtual
machine is available [54]. The Java Virtual Machine Specification [22] is a standard
which specifies the layout of the class files and the architecture of the virtual machine,
without providing a concrete implementation. Many implementations emerged from this
specification, one of them is the Hotspot Java VM, see Section [2.1.1] which is used in this
thesis. The specification allows other programming languages than Java, e.g. Kotlin [33]
to be interpreted by a virtual machine, as long as they are compiled to class files matching
the specification.

2.1.1 Hotspot Java Virtual Machine

As mentioned above, the Hotspot JVM [I7] is a concrete implementation of the Java
Virtual Machine Specification, mainly written in C4++. The general architecture can
be seen in Figure 2.1} At the beginning of program execution, the JVM interprets each
bytecode instruction and additionally gathers profiling information [75, [79]. E.g. for an
instanceof instruction [22], the JVM checks if the object is compatible with a certain
type and remembers the type check result as profiling information. This information can
later be used for optimizations in JI'T compilers. JIT compilers come into play when
the execution of a method or loop extends a certain threshold [17]. The code block is
then marked as a hotspot. In order to increase performance, the JVM instructs a JIT
compiler to compile the bytecode of hotspots to machine code for the target machine.
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Figure 2.1: Hotspot JVM architecture based on [70].

After successful compilation, the JVM can replace the interpretation of bytecode with the
execution of machine code on the target machine.

The Hotspot JVM distinguishes between the C1 (Client) [68] and the C2 (Server) [71]
JIT compiler. The C1 compiler focuses on minimizing compilation time, leading to efficient
warmup periods [51]. During the warmup phase, hotspots are identified and compiled. The
warmup phase concludes once a stable point is reached and peak performance is achieved.
However, C1 does not analyze and optimize the code as aggressively as the C2 compiler.
The C2 compiler tries to achieve good peak performance by applying optimization
techniques like inlining etc. and by using profiling information. The advantages of both
compilers are combined in the tiered compilation mode [31].

2.2 Graal

As already mentioned, the GraalVM compiler [7] [38] is a JIT compiler and is used as a
drop-in replacement for C2 [71] in the HotSpot JVM [17]. It is itself written in Java. This
has the nice advantage that Java language features such as memory safety, type safety,
exception handling etc. can be used during compiler development. The compiler makes
use of the JVM compiler interface (JVMCI) [26], which allows compilers written in Java
to communicate with the HotSpot JVM.

2.2.1 Intermediate Representation

A typical compilation starts with parsing the bytecodes and creating an HIR (High-
Level Intermediate Representation) [5l [64]. This HIR is lowered to a LIR (Low-Level
Intermediate Representation) [76] later on. The HIR is also referred to as Graal IR. The
LIR is specific to a target machine and is used to perform register allocation and to
generate machine code. The final machine code is installed in the code cache of the JVM
and executed. Graal’s IR is a variant of the sea-of-nodes [62] which combines control-flow
and data-flow. An IR node can either be fixed or floating. A node which is fixed is part
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class Point {
int x, y;

}

static int demo (Point p) {
return p.x + 3;

}

Listing 2.1: Graal IR demo code.

Parameter O

Start
Y
. 3
LoadField x /
Add
\ 4 /////////y
Return

Figure 2.2: Graal IR created from the Java example in Listing .

of the control flow and is scheduled after its predecessor. In this thesis, we follow the
usual convention for the Graal IR visualization and mark the control flow with red arrows
and the data flow with blue arrows. Scheduling [62] assigns each node to a basic block
and puts the nodes within a basic block in order. In the Graal IR, both floating and
fixed nodes can be part of the data flow. In general a floating node can be scheduled
as soon as its inputs have been processed. Listing shows an example of Java code
and its corresponding graph 2.2 The Java program takes an argument of type Point.
It accesses the field x, adds the value 3, and returns the result as the method’s output.
When Graal processes the method, it begins by creating a node for the parameter and
the Start [[] node, which marks the beginning of the Graal IR. To access the field x

!The source code is available in the repository https://github.com /oracle/graal (accessed 2025-05-21).
Node-specific descriptions in this thesis are based on the comments of the source code.


https://github.com/oracle/graal
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of the method argument, Graal generates a LoadField E| node and inserts it into the
control flow. The output of the field load serves as the first input to the floating Add [
node. Finally, the Return E| node, which marks the method’s exit, takes the result of the
addition as its first input.

2.2.2 Tiers

After having parsed the bytecode and having created an HIR, Graal applies three tiers onto
the graph. The tiers are called high, mid and low tier. Each tier consists of multiple phases,
that perform optimizations or other operations on the graph, including one lowering phase.
Examples of high tier phases are Inlining [72] and Partial Escape Analysis [44] which will
be explained in Section [2.2.3]

A lowering phase lowers the IR nodes from high-level transformations to more low-level
operations. FE.g. the LoadField node from the previous example actually models a
null-check on the reference and a read operation at a specific offset, as stated in the
specification [22]. When the null-check fails, an exception needs to be thrown. Graal
examines the profiling information and only emits an exception branch, if an exception
has already occured [4]. Otherwise Graal uses deoptimization [80]. Deoptimization jumps
back into the JVM and continues execution in the interpreter. So Graal can delegate the
task of throwing an exception to the interpreter. This leads to a shorter compilation time
and less machine code. In case a deoptimization is triggered because a null value is seen,
the machine code is invalidated and the profiling information is updated. The next time
Graal compiles the load operation, it will produce an exception branch during parsing.

2.2.3 Partial Escape Analysis and Scalar Replacement

Escape Analysis [67] is an optimization technique that determines whether an object
allocation can be eliminated. Allocations can be avoided if an object does not escape, e.g.,
if it is stored in a global variable, as a field value of another object, passed as a method
argument or returned from a method. If that’s the case, an allocation can be substituted
with scalar replacement [61]. Scalar replacement places the fields of an object in registers
or on the stack.

Escape Analysis reaches its limits if control flow is part of the graph [9]. In Listing [2.2]
object allocation will happen at run time even if the condition is wrong. Stadler et al. [44]
introduced Partial Escape Analysis (PEA) in the GraalVM compiler. Applying PEA to
the example above, results in an allocation only if the condition is true. PEA traverses
the graph and removes allocation nodes. A removed allocation node is associated with a
virtual object, which is used instead when processing usages of the original node. During
graph traversal, the virtual object keeps track of its field values. In case the object escapes,
it is said to materialize, and an allocation is reinserted into the graph. Figure [2.3| shows

how we visualize virtual objects in this thesis. The allocation node NewInstance []is

2See https://github.com/oracle/graal /blob/master /compiler/src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/java/LoadFieldNode.java.

3See https://github.com/oracle/graal /blob/master /compiler /src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/calc/AddNode.java.

*See https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/
compiler/nodes/ReturnNode.javal

°See https://github.com/oracle/graal /blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal /
compiler/nodes/java/NewlnstanceNode.javal.


https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/LoadFieldNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/LoadFieldNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/AddNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/AddNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/ReturnNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/ReturnNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/NewInstanceNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/NewInstanceNode.java
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static Point global;

void demo (boolean condition) {
Point local = new Point ();
if (condition) {
global = local;
}

Listing 2.2: Escape analysis demo code.

y

\ _/

NewlInstance

Figure 2.3: PEA virtual object visualization.

aliased with a virtual object, which is associated with a state saving the field values.
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Chapter 3

Project Valhalla

In this chapter, we explore one of the key features introduced in Project Valhalla [43]:
value classes. We examine their characteristics and how they enable the JVM to apply
more advanced optimizations.

3.1 Background

As already stated in the motivation the JVM distinguishes between primitives and
objects. The main differences between these two concepts are presented in Table The
JVM allocates objects on the heap [45]. References to these objects can be stored in
reference type variables, other objects etc. Similar to primitives, references can be freely
copied and passed around.

A Java thread [42] 48] can store a reference to a locally created object in a static field.
According to the Java Memory Model (JMM) [19, 15] the reference is then visible to other
threads, which can load the reference and change the field values of the object. Changes
on the object can be seen by the original thread and all other threads. This is possible
because every object has a unique identity [45]. Objects that do not have identity, cannot
guarantee such a behavior. In the JVM identity is realized with the object’s storage
location. Therefore identity ensures that each object is allocated at a unique place on the
heap. In Java the == operator is used to check if two objects have the same identity or in
other words if two references point to the same object.

The object identity prevents the JVM from carrying out further optimizations [45].
One exemplary optimization could be applied to object arrays. In the JVM each slot of
an object array contains either null or a reference to an object, see Figure To access
the field values of an object, the reference needs to be loaded from the array slot. This
extra step is also referred to as memory indirection. The objects are somewhere spread out
in memory, which results in cache misses and also causes additional work for the garbage

Primitives Objects

No identity Identity

== compares values | == compares identity

Not nullable Nullable

Accessed directly Accessed via object references

Table 3.1: Primitives vs. Objects based on [46].
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e header
Point[] p X
\ y
header
X
y
Figure 3.1: Value object array based on [45].
header
Point[] p X
y
X
y

Figure 3.2: Flat value object array based on [45].

collector. The header of each object requires additional memory space. Objects giving up
identity could be directly embedded in arrays. Instead of storing references, we would
populate the array with field values. This approach leads to a much flatter and denser
representation of the array. Valhalla makes such a flat layout possible by introducing
value classes [27], whose instances don’t have identity, see Figure In general, Project
Valhalla is structured into multiple JDK Enhancement Proposals (JEPs) [25], 43]. These
JEPs are organized as follows:

Value classes and objects (JEP 401) [27]

Null-restricted and nullable types [43]

Null-restricted value class types [30]

Enhanced primitive boxing [28]

Specialized generics [43]

The thesis mainly concentrates on JEP 401 in combination with null-restricted value class
types.

3.2 Value Classes (JEP 401)

JEP 401 [27], 49, [50] introduces objects that lack identity, so-called value objects. These
objects are created from wvalue classes, an example can be seen in Listing 3.1 The example
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public /+finalx/ value class Point {
/+finalx/ int x;
/*final*/ int y;

Point (int x, int y) {
this.x = x;
this.y = y;
super () ;

}

void demo () {
Object a = new Point (2, 3);
Point b = new Point (2, 3);

assert a == Db;
synchronized(a) {} // throws IdentityException
a.hashCode () // returns System.identityHashCode (a)

}

Listing 3.1: Value class Point.

defines the class Point with the additional keyword value. No subclasses are allowed.
An object needs identity to make field assignments feasible. For this reason, each field of
a value class is implicitly final. A value object should only represent one state and must
be initialized before it is presented to the outside world. It follows that the constructor of
a superclass can only be called after field initialization. Relinquishing identity also comes
with a changed semantic of identity-sensitive operations. The == operator performs a
substitutability check between value objects. Instead of comparing their references, the
field values are checked for equality. Synchronization on value objects is not possible and
throws an IdentityException [[] Applying the System.identityHashCode [
function on a value object, returns the combined hash code of its field values.

The base class of a value class is Object [| which has identity. A value class can only
be derived from an interface or an abstract value class. Both do not have identity. The
class file was extended by the flag ACC_IDENTITY, set to one if the class has an identity
and zero otherwise.

3.3 Optimizations - Value Objects in the Hotspot
JVM

Value classes shouldn’t be confused with the concept of structs in C for several reasons [27,
49, 50]. Without any optimizations, value objects are still allocated on the heap, see
Figure [3.3] An assignment to a reference type variable just copies the reference, no value
copy is performed. Optimizations in JI'T compilers like Escape Analysis, explained in

1See https: //github.com /openjdk/valhalla/blob /lworld /src/java.base/share/classes/java/lang /
Identity Exception.java.

“See https://github.com/openjdk/valhalla/blob/lworld /src/java.base/share/classes/java/lang/System
java.

3See https://github.com/openjdk /valhalla/blob/lworld /src/java.base/share /classes /java/lang/Object
java.


https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/IdentityException.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/IdentityException.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/System.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/System.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Object.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Object.java
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Heap

Register e

Point p

X

y

Figure 3.3: Regular value object.

Register 1 Register 2

X y

Figure 3.4: Scalarized value object.

Section [2.2.3] try to avoid this overhead and keep values in register or on the stack, but
this is not specific to value objects, see Figure [3.4 By giving up identity, the JVM can
perform several more optimizations, with the goal to avoid allocation on the heap. In
Valhalla, these optimizations are separated into flattening [27] and scalarization [27].

Flattening encodes the contents of a value object as a compact bit vector. This
compact bit vector is then stored as a field value in another object or an element in an
array. The field must be a null-restricted flat field and the array a null-restricted flat array.
Scalarization avoids the allocation of an object on the heap by storing its contents in
local variables. That’s exactly what Escape Analysis does, as long as the object does not
escape. The introduction of flattening allows Escape Analysis to keep the object virtual, if
it is stored in a flat field or as an element in a flat array. No allocation will be performed.
To avoid materialization when an object is passed to or returned from a method, a new
calling convention [3] was introduced and will be described in Section [£.3]
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Chapter 4

Implementation

In this chapter we explain the changes applied in the GraalVM compiler to support and
also optimize value objects. The machine code generated by Graal must not only fulfil
the specification, but also take optimizations such as flattening into account.

4.1 Value Objects

We refer to the instances of a value class as value objects. In a previous release they
were called inline objects created from inline types [34]. Without any optimization, value
objects are just normal Java objects stored on the heap. They are immutable and show a
different behavior for identity-sensitive bytecodes, but they don’t need new bytecodes. As
discussed in Section the interpreter and JI'T compilers are responsible for considering
value objects as an additional case for the identity-sensitive operations:

e cquality comparison ==
e computation of the identity hash code with System.identityHashCode

e synchronization on objects

4.1.1 Mark Word

In order to recognize value objects efficiently at run time, the Hotspot JVM adapted the
mark word [35, 29]. Every object starts with a so-called header, which consists of the
mark word and a klass pointer, although compact object headers directly embed the klass
pointer in the mark word to save memory space. The mark word is used to hold the locking
state, the identity hash code, as well as information during garbage collection. Valhalla
changed the meaning of an unused bit (the fourth least significant bit for 64-bit machines),
which is now set to one if the object represents a value object. On 64-bit machines, the
mark word additionally indicates whether the object is a null-free or flat-array, whereby
one bit is used in each case. So Graal is responsible for producing machine code which
correctly sets these bits. It does so by loading the mark word from a newly introduced
prototype header field in the klass object. The prototype header represents the mark
word for a newly created object. After performing an allocation, the prototype header
will be stored as the mark word in the object, as can be seen in Figure 4.1}
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Figure 4.1: A newly allocated Point object before field initialization.

static void demo (Object o) {
assert o != null;
synchronized (o) {...}

Listing 4.1: An example of Java code that could throw an IdentityException.

4.1.2 Monitorenter

Synchronization [47] [74] is an identity-sensitive operation and ensures that only one Java
thread can access a shared ressource. This is not allowed on value objects. The source
code compiler javac [16] will already exit with an error if the static type is a value class.
Otherwise the program has to throw an IdentityException at run time. E.g. for
the program in Listing 4.1, Graal has to produce code that may throw an exception. For
synchronization, Java offers the synchronize statement, which accepts an object as its
input [21, 22]. The synchronizated block can only be executed by one thread at a time.
When javac translates the synchronized block to bytecode, it surrounds the block with
amonitorenter instruction to lock the object and the monitorexit instruction to
unlock the object again.

To find out if an object is a value object, we introduce the IR node HasIdentity. At
a later stage in compilation the node is lowered to the code snippet in Listing [£.2] After
loading the mark word from the object, a mask is applied which extracts the value class
bit as well as the lock bits. A value object can’t be locked, so the lock bits are expected to
be 01. If the object is unlocked and the value class bit is set, the object is a value object.
The If node in Graal’s IR stands for a control-flow split which takes a condition as input
and references two successors. If the condition evaluates to true, execution proceeds with
the true successor. Otherwise, it continues with the false successor. We always model the
true successor on the left and the false successor on the right. In the context of exceptions,
branches that throw an exception are referred to as exception branches. To throw the

markWord = loadMarkWord (object) ;
mask = b010011;

expected = b010001;

actual = markWord & mask;
hasIdentity = actual != expected;

Listing 4.2: Code snippet to check if an object is a value object.
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Figure 4.2: IR graph created from the Java code in Listing .

IdentityException in machine code, we enhanced the Graal IR to support a new

exception type within the exception branch. This is illustrated in Figure with the
IdentityException node.

4.1.3 Hash Code

The function System.identityHashCode Hreturns a number unique for each object
allocated on the heap and is stable throughout program execution [32]. The identity hash
code of an object is stored in the mark word. As already stated in the background [3.1]
having no identity on value objects, allows us to scalarize the object into its field values
and reallocate the object on the heap when necessary. This implies that a mark word
with a hash code may not exist and every time we allocate, the object will be assigned
a different hash code. This contradicts with the definition of identity. Therefore, the
function System.identityHashCode needs to handle value objects differently. To
compute a sensible value for a value object, its field values are used instead. The field
values stay constant during allocation and scalarization. System.identityHashCode
needs to iterate over all field values and compute the hash code recursively for value
objects. Project Valhalla provides the internal class ValueObjectMethods E|with the

1See https://github.com/openjdk /valhalla/blob /lworld /src/java.base/share/classes/java/lang /System
java.

“See https://github.com/openjdk /valhalla/blob/lworld /src/java.base/share/classes/java/lang/
runtime/ValueObjectMethods.javal.


https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/System.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/System.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/runtime/ValueObjectMethods.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/runtime/ValueObjectMethods.java
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assert new Point () == new Point ();
assert new Object () != new Object ();
assert new Object () != new Point ();

Listing 4.3: Exemplary results of the equality comparison on value objects.

function valueObjectHashCode which computes the hash code for value objects.

Graal in general replaces a call on System.identityHashCode with a load opera-
tion on the mark word or with a jump into the JVM runtime [37] if it was not computed
yet. The runtime computes the hash code, stores it in the mark word and jumps back
into the Graal machine code. This behavior was adapted to emit a call to the function
valueObjectHashCode for value objects.

4.1.4 Substitutability Check

The equality comparison == [27] applied on objects checks whether they have the same
identity. Graal IR represents this operation with a floating ObjectEquals [|node. Since
value objects have no identity, a substitutability check is used for them, as explained
in Section [3.2] The examples in Listing demonstrate the behaviour of the equality
comparison with value objects. The class ValueObjectMethods provides the function
isSubstitutable. This function performs an equality comparison between two objects,
performing a substitutability check if necessary. A substitutability check accesses the field
values of its operands and is therefore a memory access. In Graal IR, nodes which represent
a memory access are part of the control flow and may become floating at a later point in
time. We therefore had to create the new node ValhallaObjectEquals which is part
of the control flow and not floating anymore. In case one of the operands is no value object,
using the floating ObjectEquals node is still a valid approach. A simplified version of
the algorithm of the new equality check can be retrieved fom Listing [4.4] In case both
operands refer to the same object, the algorithm can directly return true. Otherwise, if one
operand is null, not a value object or they are of different types, the equality comparison
can never succeed. If the result is still unknown, we perform a substitutability check, so
we extract the type, iterate through the fields and compare them. To avoid a slow call into
the library, Graal’s implementation directly emits the new equality comparison in machine
code. To do so, Graal replaces the ValhallaObjectEquals node during lowering
with a graph produced from the code snippet in Listing This graph contains the field
comparison if the type of one operand is known at compile time and the field comparison
may not result in a cycle. Otherwise a call to the function isSubstitutable is used.
In order to improve performance and reduce the code size of the equality comparison, the
Hotspot JVM attaches new profiling information to the equality check. The JVMCI [26]
was extended to provide Graal with the following information about an equality comparison
between two operands:

e operand was never a value object
e operand was always null

e the type of the operand if only one type was seen

3See https://github.com /oracle/graal /blob/master /compiler /src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/calc/ObjectEqualsNode.java.


https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/ObjectEqualsNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/ObjectEqualsNode.java
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1 boolean isSubstitutable (Object a, Object b) {
y if (referenceEquals(a, b)) {
return true;

N

W b

4 }

5) if (a or b is null) {

6 return false;

7 }

8 if (a or b is no value object) {

9 return false;

10 }

11 if (a and b have different types) {

12 return false;

13 }

14

15 for (objectField in type of a) {

16 boolean fieldComparison = isSubstitutable(load(a, field), load(b,
field));

17 if (!fieldComparison) {

18 return false;

19 }

20 }

21 for (primitiveField in type of b ) {

22 boolean fieldComparison = load(a, primitiveField) == load (b,
primitiveField);

23 if (!fieldComparison) {

24 return false;

95 }

26 }

27 return true;

Listing 4.4: Pseudo code to execute an equality comparison also considering value object
operands.
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boolean isSubstitutable (Object a, Object b) {
if (referenceEquals (a, b)) {
return true;
}
if(a is null) {
return false;

}

deoptimize (invalidate) ;

Listing 4.5: Optimizing the equality comparison in Listing by using profiling informa-
tion.

/

replace
with

Figure 4.3: The ValhallaObjectEquals node (denoted as ==) during PEA.

This profiling information is not yet optimal. Instead of only saving one type, it would be
better to save multiple types seen at run time. Listing shows the optimized equality
comparison Graal emits in case the left operand was always null. This reduces the code size
massively. If no null value is seen at run time, execution is transferred to the interpreter
and the machine code is invalidated.

The equality comparison expects both operands to be materialized. Without any
adaptions, PEA is forced to materialize virtual inputs. A virtual object keeps track of its
current field values. This allows us to replace the ValhallaObjectEquals node with
a field comparison during PEA and avoid the overhead of materialization. The result may
even be known at compile time, e.g. if the two virtual value objects distinguish in the
value of a field, the equality comparison will return false, see Figure 4.3

4.2 Partial Escape Analysis on Value Objects

Optimizations like the calling and return convention [I1], see Section , or flattening,
see Section make extensive use of the possibility to scalarize value objects. During
program execution a value object can be

e allocated on the heap
e scalarized in registers or on the stack

e flattened in an array or field
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The ultimate goal is to avoid allocations of value objects whenever possible. This reduces
the heap load and thus the work of the garbage collector [69], which leads to faster
program execution. PEA already tries to do this for all objects, but value objects open
up new opportunities to avoid materializations. The following considerations need to be
taken into account:

e The null value is a valid scalarized value object. Howerver virtual objects in PEA
are always non-null.

e Although a value object is scalarized, an object on the heap may already exist. We
want to keep track of it. In case the virtual object escapes, no allocation needs to
be performed but the existing object can be reused.

e If a virtual object is merged with a materialized value, PEA materializes the virtual
object as well. For value objects it is a valid apporach to make the materialized
value virtual again and avoid the materialization.

To fulfill our requirements we extended PEA, such that each virtual object also keeps
track of an additional nonNull and oop value. The nonNull field contains a node of
type int. The virtual object is non-null if nonNull is one and null otherwise. The ocop
value is a node which represents either a null pointer or a reference into the heap. We
are now able to represent nullable virtual value objects. Due to the properties of value
objects the impact on nodes whose behaviour needs to be adapted can be limited.

A nullable virtual value object can be created when

e the method receives a value object argument scalarized
e a call to a method returns a value object scalarized

e an element is read from a flat array

e a load operation of a flat field is performed

e merging a virtual value object with a null pointer

To represent a scalarized value object in the Graal IR, we introduce the InlineType
node. This node receives the field values, the nonNull and oop information as input.
During PEA it replaces itself with a (nullable) virtual object.

4.2.1 Affected Nodes

When a node receives a virtual object as input, an optimization can be performed that
was previously not possible. However, the optimization may be invalid with a null value.
When dealing with inputs that are nullable virtual objects, we must treat a null value as
a separate case. Fortunately, due to the characteristics of value objects, the number of
nodes that can encounter a nullable virtual object is limited.

In the following figures we model the null-check with a Guard [f|node, which triggers a
deoptimization if its input condition is false. The graph patterns either create new virtual
objects or use the information tracked in a virtual object to change the IR. This scheme
was adopted from Stadler et al. [44]. We adjusted the behavior of the following nodes:

4See https://github.com/oracle/graal /blob /master /compiler/src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/GuardNode.javal.


https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/GuardNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/GuardNode.java
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The IsNull node models a null-test on an object. The operation returns false if a
non-null virtual object is encountered. For nullable virtual objects, we can replace
the operation with a check on the nonNull information.

5See https://github.com/oracle/graal /blob/master /compiler /src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/calc/IsNullNode.java.


https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/IsNullNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/IsNullNode.java
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Piffl Node

InlineType

A P1i node changes the type of its input. After a null-check has been performed, the
type of a node can be safely changed to non-null. For non-null virtual objects, the
P1i node can be safely deleted. For a nullable virtual object, we instead create a new
non-null virtual object and associate it to the Pi node. The nonNull information
is now constant one.

LoadField [ Node

’ FixedValueAnchor ‘

!

During PEA, a LoadField node replaces itself with the corresponding field value
of the virtual object. A nullable virtual object additionally needs a null-check. A

6See https://github.com/oracle/graal /blob/master /compiler/src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/PiNode.java.

“See https://github.com/oracle/graal /blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal /
compiler/nodes/java/LoadFieldNode.javal.


https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/PiNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/PiNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/LoadFieldNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/LoadFieldNode.java
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null-check is normally inserted during lowering, which happens after PEA. As a
consequence we insert a null-check for load operations on value objects already
during parsing. The replacement of the LoadField node is only valid after the
null-check has been performed. To avoid the replacement from floating above the
null-check, we anchor it.

InstanceOf ] Node

’ y nonNuII‘ ’ oop ‘
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|
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InlineType
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Point

The InstanceOf node represents the equally named operation in Java. A null
value causes an instanceof check to return false. Therefore if the check is known to
be true for a non-null value at compile time, we again replace the node with a check
on the nonNull information.

ObjectEquals [| Node
When comparing two nullable virtual objects, first the nonNull information of
both must be equal. After that we also do a comparison on the field values. In case
both objects are null, the field comparison is not considered.

4.2.2 Merging

A Phi H node is used, when a value depends on the path taken in the control flow [63] [60].
Virtual inputs of a Phi node are materialized if at least one input is non-virtual, see

8See https://github.com/oracle/graal /blob/master /compiler /src/jdk.graal.compiler /src/jdk /graal /
compiler/nodes/java/InstanceOfNode.java.
?See https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/
compiler/nodes/calc/ObjectEqualsNode.java.
tUSee https://github.com/oracle/graal /blob/master/compiler /src/jdk.graal.compiler/src/jdk /graal/
compiler/nodes/PhiNode.java.


https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/InstanceOfNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/java/InstanceOfNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/ObjectEqualsNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/calc/ObjectEqualsNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/PhiNode.java
https://github.com/oracle/graal/blob/master/compiler/src/jdk.graal.compiler/src/jdk/graal/compiler/nodes/PhiNode.java
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Figure 4.4: Merging of a nullable virtual object non-optimized.
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Figure 4.5: Merging of a nullable virtual object optimized.

Figure 4.4l For value objects we want to avoid materializations if all inputs are nullable
value objects. We can avoid materialization by scalarizing a non-virtual value object. To
perform scalarization we split the control flow. On the non-null branch we load the field
values while on the null branch we use the default values. The created Phi nodes are then
used as field values for a new nullable virtual object. If we know at compile time that the
object is non-null or null, no control-flow split is needed, see Figure [4.5] Optimizations
like Read Elimination [59] even allow us to get the field values directly. Now that all
inputs of the Phi node are virtual, we can merge each field value. The same principle
applies when we try to merge the field values (entries) of virtual objects.

4.2.3 Materialization

When a nullable virtual object escapes, we can’t rely on the usual procedure and perform
an allocation. The object may already be allocated or is null, for which we can directly
use the value in the oop field. Otherwise we need to allocate the object on the heap and
intialize its field values. We again proceed by inserting a control-flow split, see Figure [4.6]

4.3 Calling and Return Convention

In Java, objects are passed to methods by reference. The same applies to method returns,
objects are returned by reference. As explained in Section [2.2.3] this causes a virtual
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IsAllocatedOrNull

Figure 4.6: Materialization of a nullable virtual object.
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General Purpose Registers
rdi‘rsi‘rdx‘rcx\r8‘r9‘ ‘
Floating Point Registers
xmm0 ‘ xmm1 ‘ xmm?2 ‘ xmmJ3 ‘ xmm4 ‘ Xmmd ‘ xmm6 ‘ xmm’7

Table 4.1: Calling convention registers.

General Purpose Registers
rax‘rdi‘rQ ‘ r8 ‘rcx‘rdx\rsi‘
Floating Point Registers
xmm0 ‘ xmm1 ‘ xmm?2 ‘ xmma3 ‘ xmm4 ‘ Xmmd ‘ xmmo6 ‘ xmm’7

Table 4.2: Return convention registers.

object to escape, so PEA reinserts an allocation on the heap. To avoid allocation, Project
Valhalla allows Graal to use a different calling convention [3] for value objects. The calling
convention is an agreement for passing arguments and returning results. However, in this
thesis we specifically define the agreement for passing value objects to methods as the
calling convention and the agreement for returning value objects as the return convention.
This scheme was presented by Hartmann et al. [11].

4.3.1 Target Hardware Platform

Calling conventions [3] in general specify an agreement between the caller and the callee
as in which locations arguments are to be passed and returned. They rely on the target
architecture as well as on the operating system. This master thesis implements the calling
and return convention for value objects on Linux distributions running on an AMDG64
architecture. On the AMDG64 platform, Graal machine code relies on the System V
Application Binary Interface [56]. The System V Application Binary Interface states that
the first arguments are saved in the registers illustrated in Table Further arguments
are passed on the stack. The registers used for method arguments don’t need to be saved
by the callee, so the callee is free to overwrite them. Depending on the type of the returned
value, the return register is usually either rax or xmm0. The return convention utilizes
the registers used for passing method arguments to return a value object scalarized. Field
values of value objects can therefore be returned in the registers illustrated in Table
Each function call is assigned memory from the stack, also refered to as stack frame. A
stack frame is used to store local variables and will be wiped out on method exit. In the
course of a function call, the following steps are carried out:

Pass the arguments on the stack

Push the instruction address

Save the rbp and overwrite it with the content in rsp

Create a new stack frame
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static Point createl () {
return new Point (1,2);

}

Listing 4.6: Java code with a newly created value object as return value.

static Point create2 () {
return null;

}

Listing 4.7: Java code with null as return value.

4.3.2 Functionality

Instead of returning a value object by reference, we load its field values and return them
in registers [11]. This is only possible if a value object does not have more fields than
registers are available and the method’s return type is a value class. We demonstrate the
functionality of the return convention by returning three distinct values compatible with
the value class Point. In Listing 4.6| we return a newly created value object, in Listing
the null pointer and in Listing an escaped value object. The emitted machine code by
Graal is presented in a Java like syntax. The symbol TaggedKlassPointer represents
a klass pointer with the least significant bit set to one. For the first method Graal won’t
emit code which allocates a new Point object, but instead moves the values into the
registers rdi and r9, see Listing [4.9] The register rax is used to store the tagged klass
pointer, which is needed for method handles see Section [4.3.8 A null pointer causes all
return registers to be zeroed out, see Listing [4.10] As mentioned in Section 4.2 when
a virtual value object escapes, we allocate it on the heap. Although a value object is
returned in scalarized form, we want to keep track of the existing allocation over method
boundaries. So we proceed by storing the reference in the first register. In Listing
the value object escapes because it is assigned to the static field global.

In case Graal compiles a call on a method with a scalarized return value, see Listing[4.12]
Graal emits the machine code in Listing [f.13] Graal checks the first register to find out
if the value object is null and saves this information in the nonNul1l variable. The first
register has to be zeroed out if it contains the tagged klass pointer to avoid problems
with the garbage collector. The garbage collector expects an object reference in the first
register, not a klass pointer. On subsequent field accesses, Graal inserts a check on the
nonNull variable, before a field value of a scalarized value object can be used.

The calling convention allows the compiler to pass the field values of a value object in
registers or on stack. Additionally also a byte indicating if the value object is non-null
has to be passed. So for calls on the method set, see Listing [£.14] Graal emits the

static Point create3 () {
//object escapes
global = new Point (1,2);
return global;

Listing 4.8: Java code with an escaped value object as return value.
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static (OopOrTaggedKlassPointer, int, int) createl () {

return (TaggedKlassPointer, 1, 2);

Listing 4.9: Pseudo-machine code for the Java code in Listing .

static (OopOrTaggedKlassPointer, int, int) create2 () {

return (null, 0, 0);

Listing 4.10: Pseudo-machine code for the Java code in Listing

static (OopOrTaggedKlassPointer, int, int) create3 () {

//object escapes
global = new Point (1,2);
return (global, 1, 2);

Listing 4.11: Pseudo-machine code for the Java code in Listing

static int demo () {

Point local = create();
return local.x

Listing 4.12: Java code calling a method with a scalarized value object as return value.

static void demo () {

}

(oopOrTaggedKlassPointer, x, y) = create();
bool nonNull = oopOrTaggedKlassPointer != null;
if (oopOrTaggedKlassPointer & 0Oxl == 0x1) {

// make gc happy
oopOrTaggedKlassPointer = null;

if (nonNull) {
return x;
} else {
throw new NullPointerException () ;

Listing 4.13: Pseudo-machine code for the Java code in Listing [4.12]
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static void set (Point p){...}

set (new Point (1,2));
set (null) ;

Listing 4.14: Java code passing a value object as method argument.

static void set (byte nonNull, int x, int y){...}

set (1, 1, 2);
set (0, 0, 0);

Listing 4.15: Pseudo-machine code for the Java code in Listing |4.14]

machine code in Listing In general Graal does not need to implement the calling
convention at all, the interpreter and C1 compiler don’t either. On method returns, the
interpreter and C1 compiler do a runtime call and allocate a value object if it is scalarized.
So Graal could always just return an allocated value object, which would fulfill the return
convention. In case Graal calls a method, it either has to select the correct adapter for
the interpreter or use the correct entry point of a Cl-compiled method.

4.3.3 JVM Compiler Interface

The JVM Compiler Interface (JVMCI) [26] allows Graal to access internal JVM data
structures or install machine code into the JVM’s code buffer. While it might be tempting
to assume that a value class parameter of a method is always scalarized, this is not
necessarily the case. For instance, scalarizing such a parameter may be disallowed if a
specific stack size limit is reached. Graal’s machine code interacts with both the interpreter
and C1, meaning that the decision to scalarize a parameter must remain consistent across
all components. To achieve this, Graal requires information from the JVM about whether
a method has scalarized parameters or return values. The interface for accessing method-
specific information via the JVMCI is ResolvedJavaMethod [l We have extended
the interface for the calling and return convention, see Listing [4.16]

4.3.4 Method Entry Points

The term entry point [10] refers to the initial piece of code that is executed to start a
program or function. For a Java program, the entry point is the first bytecode instruction
of the main method [I§]. However, a program or function is not necessarily limited to a
single entry point. A program or function can have multiple entry points, each created for
a specific purpose For instance, a compiler might generate an additional entry point to
verify a certain condition before executing the actual function body.

In the Hotspot JVM, compiled function calls are referred to as CompiledIC and
CompileStaticCall [40, (52]. When JIT compilers of the Hotspot JVM encounter a
method invocation, they either inline it or emit a call instruction. The initial target of
the call instruction is the runtime. Static calls initially jump to the runtime function

1See https://github.com /openjdk /valhalla/blob/Iworld /src/jdk.internal.vm.ci/share/classes /jdk /vim /
ci/meta/ResolvedJavaMethod.java.
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boolean hasScalarizedParameters();
boolean hasScalarizedReturn();

boolean hasScalarizedReceiver () ;

boolean isScalarizedParameter (int index);

int getScalarizedParametersCount () ;

JavaType[] getScalarizedReturn();

JavaType|[] getScalarizedReceiver();

JavaType[] getScalarizedParameters (boolean scalarizeReceiver);
JavaType[] getScalarizedParameter (int index) ;

Listing 4.16: JVMCI extension for the calling and return convention.

SharedRuntime: :get_resolve_static[? In case the static method is available in
machine code, the call instruction is updated to directly jump to its VEP (Verified Entry
point). The VEP refers to the first instruction of the method body. If the static method
has not been compiled yet, it needs to be interpreted. The call is patched to jump to a c2i
(compiled-to-interpreted) adapter, which takes care of all intermediate steps before execu-
tion in the interpreter is possible. On the other hand the target of virtual calls may not be
known at compile time. In case the target of the virtual call is known at compile time, the
initial target points to SharedRuntime: :get_resolve opt_virtual_call. The
runtime performs a null-check on the receiver, extracts the actual target from the receiver
object and patches the call instruction as with the static call. Otherwise the initial
target is set to SharedRuntime: :get_resolve virtual_call. In this situation
the compiled call site does not rely on a dynamic dispatch first, but on inline caches. In
more detail the JVM performs speculation, by assuming that the first encountered type is
also likely to appear in subsequent calls. To support inline caches, JIT compilers insert
an additional move instruction before the actual call instruction. The target operand
is the register rax, while the source operand has to be patched. The runtime extracts
the klass pointer from the receiver object and sets it as the source operand of the move
instruction. Instead of the VEP, the call site is patched to jump to the UEP (Unverified
Entry Point). The UEP extracts the klass pointer of the receiver object and compares it
to the content stored in the rax register. If the check is successful, execution continues
at the VEP. Otherwise the program jumps back into the runtime, which patches the call
site to perform dynamic distpach from now on. Dynamic dispatch selects the correct
virtual method based on the type of the receiver object, therefore no mismatch can occur
anymore.

The interpreter and the C1 compiler don’t stick to the calling convention and pass
value objects by reference. As a consequence the target of a call from the interpreter or
C1 compiler to a Graal compiled method can’t be the UEP or VEP. Instead we need to
jump to a method entry point which scalarizes value objects and places them where Graal

12See |https://github.com/openjdk /valhalla/blob/lworld /src/hotspot /share /runtime /shared Runtime
cpp.


https://github.com/openjdk/valhalla/blob/lworld/src/hotspot/share/runtime/sharedRuntime.cpp
https://github.com/openjdk/valhalla/blob/lworld/src/hotspot/share/runtime/sharedRuntime.cpp
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static void set (Point p){...}

Listing 4.17: Java code to illustrate the new method entry points.

Point object

header

X

y

Interpreter/C1 entry (VIEP)

code which
Graal entry (VEP, VIEP RO) [scalarizes arguments| rdi(1)  rsi(x)  rdx(y)

Graal compiled set method
method body

Figure 4.7: Mlustration of the method entry points for the Java code in Listing |4.17]

expects them to be. Project Valhalla expects the following six method entry points to be
present in compiled code:

UEP (Unverified Entry Point)
Expects the arguments except the receiver to be scalarized. Verifies that the receiver
is of the correct type and falls through to the VIEP (RO).

VIEP (RO) (Verified Inline Entry Point Receiver Only)
Expects the arguments except the receiver to be scalarized. The entry point scalarizes
the receiver and jumps to the VEP.

UIEP (Unverified Inline Entry Point)
Same as UEP but with non-scalarized arguments, checks the receiver and falls
through to VIEP.

VIEP (Verified Inline Entry Point)
Expects no argument to be scalarized, scalarizes them and jumps to the VEP.

VEP (Verified Entry Point)
Executes the method body.

So in case the interpreter or C1 compiler make a call to a Graal compiled method, they
jump to the UIEP or VIEP. The VIEP (RO) is used in case Graal makes an unoptimized
call to a virtual method. In many situations Graal does not need to emit code for each
entry point, but can combine them into a single entry point.

As an example consider the Java function in Listing [4.17, which receives one value
object of type Point as argument and the corresponding visualization in Figure 4.7, The
method is static, so we don’t need unverified entry points. In addition VEP and VIEP
(RO) are the same, whereas VIEP is responsible for scalarization of the first and only
argument.
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4.3.4.1 Stack Extension and Repair

Scalarization in an entry point loads the field values of a value object and places them
into predetermined registers or stack slots, overwriting the old content in registers [11].
Depending on the method parameters the calling convention may require some additional
space on the stack. In such case the VIEP (RO) or VIEP has to extend the stack frame, so
decrease the rsp. This is not a trivial operation, because the stack has to be repaired at
method exit. Stack repair increments the rsp such that it points to the original method
arguments. Depending on which method entry point is chosen at run time, the decrement
may be different. As a consequence, no constant can be used when Graal emits the method
return. Instead each entry point saves the increment in a stack slot directly under the
rbp stack slot. During method return the value is loaded from the stack slot and used to
increment the rsp accordingly.

4.3.5 Graal IR

A node in the Graal IR can either return zero or one value, but not multiple values.
The return convention for Valhalla demands that a method call returns multiple values.
To represent this in the Graal IR, we append multiple nodes to the Invoke node, see
Figure4.8] During LIR generation the Invoke node assigns each node a register specified
by the return convention or calculates its value. These multiple nodes describe a scalarized
value object. To work with a scalarized value object in the Graal IR, we pass these nodes
to an InlineType node. An InlineType node is also used when Graal compiles a
method which expects a scalarized parameter. To find out if the parameter is scalarized we
use the JVMCI function isScalarizedParameter introduced in Section[4.3.3l The
same applies when Graal calls a method. We may need to scalarize a value object, before
passing it as an argument to a method call. We don’t replace the original arguments
directly, but at a later point in time, see Section [4.3.6]

The Return node places zero or one value in the first return register and exits
the currently executed method. To return a scalarized value object from a method we
introduce the ReturnScalarized node, see Figure A method returns a scalarized
value object, when an invocation on hasScalarizedReturn returns true. The first
input still references the regular return value, which will be a value object. The rest of
the inputs correspond to the field values of the value object. The field values are obtained
by scalarizing the value object during parsing. The ReturnScalarized node is the
last node in the control flow, so it will cause the first input to escape during PEA if we
don’t handle it accordingly. During PEA the first input can be in the following states:

e A materialized value, nothing needs to be done.

e A non-null virtual object in which the oop field is a null pointer, replace the first
input with the tagged klass pointer

e A nullable virtual object, we insert a ReturnResultDecider node. This node
generates machine code that sets a suitable value in the first register at run time.
Either null, a non-null oop or a tagged klass pointer.

Compared to our implementation, the C2 compiler only returns an oop if it is known to
exist at compile time.
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|

Invoke create

oop X y nonNull
A
InlineType
A
LoadField x

|

Figure 4.8: Graal IR with a method call returning a scalarized value object.

nonNull oop TaggedKlass

ReturnResultDecider

X y

_—

ReturnScalarized

Figure 4.9: Graal IR returning a scalarized value object.
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Figure 4.10: Graal IR performing a method call with scalarized parameters.

4.3.6 Inlining

Graal’s Inlining phase is part of the high tier, as explaind in Section [2.2.2] and tries to
avoid method calls by inlining. In case a method call gets inlined, Graal parses through the
callee bytecode, creates an IR and replaces the method call with the callee graph. Because
the method call does not exist anymore, we don’t need to apply scalarization according
to the calling or return convention. But we don’t know that during parsing. Therefore
our current solution keeps the original arguments in place until inlining has happend, see
Figure 4.10. We marked the scalarized arguments with green arrows. During parsing
we save the scalarized arguments in an extra list. After inlining took place we execute
the ValhallaCallingConvention phase which replaces the original arguments with
the scalarized versions. The ValhallaCallingConvention phase is executed after
inlining but before PEA, otherwise value objects would escape during PEA. The phase
iterates over each method call and sets the arguments according to the calling convention.

The current implementation may have an influence on inlining heuristics due to
additional scalarization graphs. An evaluation needs to be done in the future. As
an alternative to applying the calling and return convention during parsing, it is also
possible to indroduce a new phase after inlining which adapts method calls such that they
conform to the calling and return convention. This way would avoid the overhead of dead
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interface MyInterfacel {
public MyInterfacel testl();

}

value class MyValuel implements MyInterfacel ({
@Override
public MyValuel testl () {
return new MyValuel () ;
}
}

MyInterfacel object =..;
MyInterfacel = object.testl(...);

Listing 4.18: Bridge methods example code.

value class MyValuel implements MyInterfacel ({
public MyValuel testl () {
return new MyValuel () ;

}

// bridge method

@Override

public MyInterfacel testl() {
return this.testl ();

}

Listing 4.19: Inserted bridge method by javac.

scalarization graphs after inlining.

4.3.7 Bridge Methods

Consider the example in Listing [4.18] The value class MyValuel implements the function
testl and narrows the return type, also called covariance [58]. The return type is now a
value class and can be returned scalarized. But that would imply non-determinism for
the call object.testl. In case there are multiple subclasses, Graal does not know
if the result is returned scalarized or as a reference. Due to the way Java implements
covariance, the returned value will always be a reference. Java implements covariant
returns by inserting bridge methods [66] [6] at compile time of Java source code, see
Listing [4.19] The return type of the bridge method conforms to the return type of the
super method. The bridge method delegates the call to the covariant method and returns
the result. Consequently no specific handling is needed for the return convention.

4.3.8 Method Handles

Method handles [36] are the successor of reflection and much faster in performance. The
signature of a method handle can be specified with the five basic types object, long, int,
float and double. A method which matches the specified signature is finally called at
run time. In case Graal can evaluate the method to be called at compile time, it will
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try to inline it. If the method handle can’t be resolved or was not inlined, all passed
objects, even if they are value objects, are passed as a reference. We don’t know the real
signature of the method, so we assume no argument is passed scalarized. Internally the
Hotspot JVM will jump to the VIEP of the method, which takes care of scalarization if
necessary. Method handles with the return type object maybe return a scalarized value
object. Graal can’t rely on an additional entry point for method returns. Instead, Graal
inserts a runtime call when a method handle can return a scalarized value object. The
runtime call checks the first return register. In case the first register contains a tagged
klass pointer, the runtime uses the klass pointer to allocate a new value object on the
heap. The object is initialized with the contents from the additional return registers and
returned. In case the first register does not contain a tagged klass pointer, the runtime
can immediately return the value of the first return register.

4.4 Flattening

Valhalla allows value objects to be directly embedded (flattened) in another object [27].
Flattened value objects relinquish their header. At the start of this master thesis flattening
was only possible for null-restricted fields and arrays. The current status of flattening in
Valhalla will be discussed in chapter [0}

4.4.1 Fields

We assign a value class field the annotation Nul1lRestricted E, to ensure that store
operations with a null value are not allowed.

When Graal parses a load operation on a reference field, a LoadField node is created
and used as result value. Flat fields store the content of a value object and not a reference,
so this is no longer a valid approach. The layout of a field can’t be extracted from the class
file, but is instead determined by the field layout builder [23] of the Hotspot JVM, when
the class is loaded. For each field in a class, the layout builder creates a field descriptor
and sets a flag to indicate a flat field. Graal is responsible to check this flag. In case a
field is flat, Graal has to produce multiple load instructions. To accomplish this, Graal
loads the type of the flat field and iterates through the instance fields. Graal removes the
header offset from each instance field offset and emits a LoadField node per instance
field.

Although we may have multiple values now, the JVM specification states that a load
operation has only one return value [22]. Therefore the LoadField nodes flow as input
into the InlineType node, which is used for further processing. Load operations on fields
are normally carried out atomically. This property needs to be given up to allow flattening
of a value class fields. The field is then said to be loosely consistent. At the current state
of Valhalla the user has to annotate a value class with the LooselyConsistentValue
annotation. The code in Listing specifies a class which contains two null-restricted
fields. Therefore the JVM is allowed to flatten it, see Figure [4.11] Store operations are
handled in a similar way, by first loading all field values and then emitting one store
operation after the other.

13See https://github.com /openjdk/valhalla/blob /lworld /src/java.base/share/classes /jdk /internal /vim /
annotation/NullRestricted.java.


https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/jdk/internal/vm/annotation/NullRestricted.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/jdk/internal/vm/annotation/NullRestricted.java
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class Line {
@NullRestricted Point start;
@NUllRestricted Point end;

}

@LooselyConsistentValue
value class Point{...}

Listing 4.20: Line class encapsulating two flat fields.

header

Figure 4.11: Flattened Point objects as fields in a Line object.
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Object >: Object[] >: Point[] >: Point![]

Listing 4.21: An example of an array type hierarchy.

Object demo (Object[] array) {
Object o = arrayl[0];
return o;

Listing 4.22: Object array access example code.

4.4.2 Arrays

The procedure is quite similar for flat arrays, but requires a little more effort. Whereas
Java field accesses are based on the static type, the component type of an array may not
be known at compile time. The component type of an array defines the type of data that
can be stored in each slot [12]. We distinguish between primitive type and reference type
arrays. Null-restricted arrays extend the type hierarchy of reference type arrays as can be
seen in Listing with the null-restricted array characterized as Point! []. On the
one hand we need to null-check a value before it can be stored in a null-restricted array.
Additionally we have to check the array for flattening. Depending on the instance fields
of the component type, we may need to handle multiple different array layouts. In case
we can’t evaluate the component type at compile time, we can either rely on profiling
information or produce a runtime call into the JVM. We have not included profiling yet
but directly produce a runtime call.

For the following examples we illustrate the emitted machine code by Graal in form of
C code. The Java code in Listing will access the first element of an array. Without
using the preview feature Valhalla, Graal emits code which calculates the address of the
element and loads it, see Listing In this example the element is directly located after
the object header and length slot. When enabling Valhalla, the array can be null-restricted,
flat or both. But we can’t evaluate the component type at compile time. So we create a
control-flow split that jumps into the runtime for a flat array in one branch and handles
non-flat arrays in the other branch, see Listing [4.24] If the component type is known at
compile time, we directly emit machine code for load operations on flat arrays, e.g. for
the Java code in Listing we can emit the machine code in Listing We calculate
the address of each needed embedded instance field and load it. On the non-flat branch
we load the field values of the returned object to avoid materialization of the scalarized
value objet in the flat branch, see Section [£.2.2] ~Although we avoid memory indirection
on the flat array branch, the speedup is cancelled out by

e checking if an array is flat

Object* demo (Object[] array) {
Object* o = % (array + arrayBaseOffset);
return o;

Listing 4.23: Pseudo-machine code for the Java code in Listing with regular array
accesses.
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Object* demo (Object[] array) {
Object* o;
if (isFlat (array)) {
o = runtime call
} else {
o0 = x(array + arrayBaseOffset);
}

return o;

Listing 4.24: Pseudo-machine code for the Java code in Listing in Valhalla.

int demo (Point[] array) {
array[0] .x;

}

Listing 4.25: Value object array access example code.

int demo (Point[] array) {
int x;
byte nonNull;
if (isFlat (array)) {

voidx base = array + arrayBaseOffset;

X = x (base + offsetof (Point, x));
nonNull = 1;
} else {

Point* oop = *(array + arrayBaseOffset);

x = (oop == null? 0 : oop—>x);
nonNull = oop != null;
}
if (nonNull) {
return x;
}else(
throw new NullPointerException();

Listing 4.26: Pseudo-machine code for the Java code in Listing |4.25|
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int demo (Point[] array) {
int x;
byte nonNull;
if (isFlat (array)) {
voidx base = array + arrayBaseOffset;
X = % (base + offsetof (Point, x));
return x;
} else {
Point* oop = *(array + arrayBaseOffset);
if (oop !'= null) {
return oop—>x;
} else{

throw new NullPointerException();

}

}

Listing 4.27: Pseudo-machine code for the Java code in Listing [4.25| with code duplication.

e keeping track of the nonNull information
e jumping over the else branch
e checking the nonNull information before accessing the field values

An improved solution relies either on speculation or on code duplication. In speculation,
we rely on profiling information to infer the type of the array. On the other hand, code
duplication creates new optimization opportunities by duplicating code into control-flow
branches [70]. The final pseudo-machine code can be seen in Figure [4.27]

4.5 Libgraal

Graal is mostly written in Java [73]. As a consequence the compiler is first interpreted
and compiled by the C1 compiler or itself at a later point in time. Therefore, Graal itself
is vulnerable to bugs in the Hotspot JVM introduced by the new features of Valhalla and
needs warmup [51] to improve the compilation speed. We often refer to this execution
mode of Graal as jargraal [73] [38]. Valhalla introduces value classes as preview features,
meaning they need to be explicitly enabled at compile and run time. When preview
features are enabled, the Hotspot JVM will apply value class specific optimizations during
execution of Java code, also for Graal code. E.g. for flattening [£.4] the garbage compiler
needs to understand the new layouts as well.

The introduction of the SubstrateVM allowed another execution mode called [ib-
graal [73]. In this mode Java code of the compiler is compiled ahead-of-time to a native
image [77] [39] and installed in the Hotspot JVM. When the native image is executed an
isolated VM instance is created which uses its own garbage collector. The SubstrateVM
does not make use of value classes at the moment, but it also does not need to. We just
ensure that the native image is created without any preview features enabled.



42

4.5. LIBGRAAL




43

Chapter 5

Evaluation

In this chapter, we evaluate the modifications made to Graal. The evaluation process
involves both testing and benchmarking to analyze the effects of our changes. We used
testing to ensure functional correctness of our modifications, while benchmarking should
demonstrate that the performance is comparable to C2 and that no optimization was
overlooked.

5.1 JTReg Testframwork

The Valhalla JDK includes test cases [[] to verify the new features of value objects in

the Hotspot JVM. These tests are executed with the JTReg framework [14], which is a

regression test framework for the Hotspot JVM. The test cases also perform IR verification,

but only for the IR of the C2 compiler. We therefore didn’t perform IR verification and

only carried out black box tests. Our implementation in Graal passes all these test cases.
For this thesis, the main important tests cases were the following;:

TestLWorld and TestBasicFunctionality
Tests the value class implementation in Graal

TestNewAcmp
Verifies the equality comparison on value objects

TestCallingConvention
Tests the calling and return convention implementation in general

TestC2CCalls
Tests the calling and return convention on Graal to Graal and C1 to Graal calls
(vice versa)

TestCallingConventionC1
Tests the calling and return convention on C1 to interpreter or Graal calls and vice
versa

Test Arrays
Tests value class arrays (nullable, null-restricted, flat)

1See https://github.com/openjdk/valhalla/blob/lworld /test /hotspot /jtreg/compiler /valhalla/
inlinetypes.
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Graal C2
+ Flattening 8.404+0.03 665.80 £ 0.53
— Flattening 14.52+0.04 83.79 & 0.30

Table 5.1: Benchmark results for the equality check in ps.

Graal C2
Algorithm + Flattening — Flattening + Flattening — Flattening
fill 0.47 + 0.10 6.36 = 0.13 0.48 +0.10 6.15+0.12

bubblesort 190.56 £ 0.27 832.05 £ 2.87 22453 +£0.14 911.62 + 0.61
insertionsort 98.05 + 0.20 480.70 £ 0.62 91.23+0.13 683.80 + 0.46

Table 5.2: Benchmark results of sorting algorithms with Graal and C2 in ps.

5.2 Benchmarks

Beside a correct implementation, the performance of the machine code is of course not
unimportant. We have therefore created some sample benchmarks that test the Valhalla
features implemented in Graal in the course of this thesis.

5.2.1 Equality comparison

Compared to the C2 compiler, we inline the equality check and avoid a slow call into
the library, see Section [£.1.4] To check the performance of our equality comparison
implementation, we created the class Line, which can have two flat Point fields, see
Listing The function findDuplicates iterates over a Line array and brute-force
compares the elements to find duplicates. The results in Table [5.1| show that inlining
the equality check achieves a much better performance. Because flattening saves one
step of indirection, the execution gets even faster. Interestingly, however, performance
of C2 becomes slower when field flattening is enabled. This is because C2 emits a call
to the function isSubstitutable, see Section [4.1.4] which allocates the flat Point
objects during the comparison. The performance issue was already recognized by Hotspot
developers [24], allowing us to disregard it.

5.2.2 Flattening

We haven’t trimmed our implementation of flat arrays to absolute performance yet.
There are still some implementation details missing compared to C2. Nevertheless we
benchmarked a very simple example to prove that performance lies dormant in flat-arrays.
The class 932int is a value class, which contains an int field. The function £i11 takes
an Q321int array as input and fills it with descending numbers. In case the array is flat
we won’t have any allocation, while for non-flat arrays we need to allocate each element.
The functions bubblesort and quicksort take the initialized 032int array and sort
the elements in ascending order. The results of Graal and C2 can be seen in Table [5.2
respectivley. Relying on code duplication helps us to already achieve similar results than
C2. Because no allocation is necessary, the initialization of the array is much faster. As
expected the execution of every sorting algorithm execution is faster, because of better
caching and the avoidance of memory indirection.
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value class Line ({
@NullRestricted
Point pl;
@NullRestricted
Point p2;

Line (Point pl, Point p2) {
this.pl = pl;
this.p2 = p2;

@LooselyConsistentValue
value class Point {

int x;

int y;

Point (int x, int y) {
this.x = x;
this.y = y;

static final int N = 100;
static Line[] lineArray = new Line[N];

static void initialize () {
// initialize randomly

static int findDuplicates () {
int count = 0;
for (int 1 = 0; 1 < lineArray.length; i++) {
for (int j = 1 + 1; j <= 1i; j++) {
if (lineArray[i] == lineArrayl[j]) {
count++;

}

return count;

void benchmark () {
findDuplicates () ;

Listing 5.1: Equality comparison benchmark code.
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static void fill (Q32int[] array) {
for (int i = 0; 1 < array.length; i++) {
array[i] = new Q32int (array.length-1-i);
}
}

static void bubblesort (Q32int[] array) {

Q32int temp;
for (int 1 = 1; i < array.length; i++) {
for (int j = 0; J < array.length - i; J++) {
if (arrayl[j].intValue() > array[j + 1l].intValue()) {
temp = arrayl[jl;
array[j] = arrayl[] + 1];
array[j + 1] = temp;
}
}
}
}
static void insertionsort (Q32int[] array) { ... }

Listing 5.2: Sorting algorithms with flat arrays.

5.2.3 Calling and Return Convention

Graal tries very hard to inline as many methods as possible, more aggressively than the
C2 compiler. E.g. Graal performs polymorphic inlining [72] which removes virtual calls.
For each occured receiver type in the profiling information, Graal creates a call site and
inlines it based on a heuristic. The heuristic decides whether inlining a method brings a
performance gain while keeping the program size small. C2 can only inline virtual calls
if the receiver type is known at compile time or profiling information only contains one
type [71]. Inlining a method enables other optimizations like PEA, as method arguments
can remain virtual. But it can still occur that Graal won’t inline a method. For such a
scenario, the calling and return convention can bring some performance gain. A good
way to demonstrate the speed-up are recursive calls. A popular recursive function for
benchmarking the performance is the Ackermann function [57]. The Ackermann function
receives two numbers as input, does some computation and performs a recursive call.
Calling the Ackermann function with certain input arguments leads to around 10 million
recursive calls. To benchmark the calling and return convention, we use a value class as
function parameter type. The Java code [f| can be seen in Listing 5.3} Our goal was to
be close to primitive speed and also as fast as the C2 compiler. The calling and return
convention ensures that no allocation happens during execution. It is nevertheless not
possible to achieve primitive speed for the following reasons:

e passing the non-null information as additional argument
e null-checking the incoming arguments

e checking the first return register for a tagged klass pointer

Nevertheless, it gave us the promising result in Figure 5.1 Execution of the Ackermann

2Based on https://github.com /openjdk/valhalla/blob /lworld /test /micro/org /openjdk /bench /valhalla/
ackermann/Inline64long.javal


https://github.com/openjdk/valhalla/blob/lworld/test/micro/org/openjdk/bench/valhalla/ackermann/Inline64long.java
https://github.com/openjdk/valhalla/blob/lworld/test/micro/org/openjdk/bench/valhalla/ackermann/Inline64long.java
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value class Q64long {
long value;

}

static Q64long ack_value (Q64long x, 064long y) {

return x.value == 0 ?
new Q64long(y.value + 1)
(y.value == 0 ?
ack_value (new Q64long(x.value - 1), new Q64long(l))
ack_value (new Q64long(x.value - 1), ack_value(x, new

Q64long(y.value - 1))));

Time (ns/op) (lower is better)

Listing 5.3: Ackerman function in Java.

Ackerman function in Graal & C2

B Graal
1 mm C2

~

Primitives + Calling + Calling - Calling - Calling
(baseline) + Return - Return + Return - Return

Configuration

Figure 5.1: Benchmark results Ackerman function.
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function without any optimization will result in an execution time of 6.78 ns per operation
(recursive call). The slowdown is caused by object allocation and garbage collector runs.
This does not really improve if only the return convention is activated. Only when enabling
the calling convention as well, we end up with 2.6 ns per operation This is a significant
performance gain of about 62%.
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Chapter 6

Future Work

Flattening was a moving target during this thesis, so we could only add support for
null-restricted flat fields and arrays. Development of nullable flat fields and arrays has
already reached a stable state and also needs to be implemented in Graal. A nullable
value object can be flattened if it does not require more than 56 bits of memory space on
a 64-bit machine. This constraint is necessary to emit atomic read and writes operations,
which avoid value tearing [46]. Value tearing refers to an inconsistent state, because
multiple instructions are needed to read or write a value in combination with multiple
threads. One byte is needed to indicate the non-null information. As a consequence,
value classes like Long [[] or Double [f| can only be flattened with null-restriction. Target
architectures need to extend their bit width to 128 bit to make flattened possible for these
data types.

Value-class-specific arrays are created by using a runtime call into the JVM, which
is slow in performance. In the future, Graal will be extended to avoid a runtime call
and directly create these arrays in machine code. We will also ensure that Graal tracks
the additional type information in the type system of the IR. Value class specific arrays
can also not be virtual during PEA at the moment. Additional support has to be added
accordingly.

Project Valhalla also introduces many new native functions, which are marked as
intrinsics [13]. The compiler is allowed to replace this slow path by machine code. Intrinsics
have not been handled during this thesis and also allow more optimizations.

In previous versions of Valhalla, value classes had to be annotated with the annotation
ImplicitlyConstructible, to allow null-restricted flattening. It allowed the JVM
to create value objects with their default values. This feature was again removed and the
user will need to specify the initial value in a constructor. The impact has to be evaluated
and adaptions need to be taken in Graal.

SubstrateVM is part of the GraalVM and compiles Java programs ahead-of-time to
machine code. Value classes should also be implemented in the SubstrateVM and can
probably overcome some constraints in the Hotspot JVM.

The calling and return convention was only implemented for the AMD64 architecture.
Support for other architectures needs to be addressed as well. Our current implementation
produces the scalarization code in the entry points manually, which is not trivial because

1See https://github.com/openjdk /valhalla/blob /lworld /src/java.base/share /classes/java/lang /Long
java.

“See https://github.com/openjdk/valhalla/blob/lworld /src/java.base /share/classes/java/lang /Double
java.


https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Long.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Long.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Double.java
https://github.com/openjdk/valhalla/blob/lworld/src/java.base/share/classes/java/lang/Double.java
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circular dependencies need to be resolved. It was already proposed to build an IR for the
entry point and let the register allocator handle circular dependencies.

Although we verified our implementation with the JTReg test framework, we only
performed black-box testing. The current white-box tests are specific to the C2 compiler
IR, so we can’t use them directly, they need to be converted to the Graal IR. Graal-specific
white box test cases should be created at some point.
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Chapter 7

Conclusion

In this master thesis, we showed that Valhalla introduces no big showstoppers for the
GraalVM compiler at the moment. Our main focus was to support the new semantics of
value objects and optimize them as aggressively as possible. The properties of value objects
enable the JVM, especially JIT compilers, to perform more optimizations compared to
regular objects. Value objects should be kept scalarized as long as possible and allocation
on the heap should be avoided. To do so, we used the C2 compiler as a point of reference.
Our implementation in the GraalVM compiler shows some differences to the C2 compiler,
though. For example, the C2 compiler does not rely on escape analysis to optimize value
objects. This is due to the fact that its escape analysis is not partial. As a consequence,
possible optimizations for value objects would be missed. The C2 compiler introduces
a separate implementation and optimizes value objects directly during parsing. The
implementation is in general similar to PEA, the amount of changes is not trivial though.
On the other hand, the GraalVM compiler allowed us to rely on the powerful PEA
implementation and adapt it to our needs. PEA already takes care of many side effects
caused by virtual objects and limited the amount of necessary changes.

The JVMS does not specify how value classes should be implemented, so value classes
should not be compared with structs in C. We have not limited ourselves to JEP 401,
because null-restriction enables further optimizations for the value objects. Optimizations
of value objects in combination with null-restriction are still in progress, but we could
support the first version of flat fields and arrays. We tested the correctness of our
implementation by executing Valhalla-specific test cases with the JTReg framework.
Although the GraalVM compiler is a highly optimized compiler, first benchmarks showed
that value objects open up new opportunities and can speed up execution of Java programs.
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