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KURZFASSUNG

Diese Masterarbeit beschiftigt sich mit dem Vergleich von threadbasierten und reaktiven
Serverarchitekturen. Ein threadbasierter Server verwendet einen Thread fiir jede Client-Anfrage.
Das bedeutet, dass der Thread, wenn die Anfrage auf eine E/A-Antwort wartet, blockiert, bis der
Prozess abgeschlossen ist. Eine reaktive Architektur hingegen ist ereignisbasiert und nicht
blockierend. Hier sind die Threads von den Verbindungen getrennt und werden fiir
ereignisspezifische Riickrufe verwendet. Um diese Architekturen zu vergleichen, wurden zwei
Beispiel-Serversysteme, ein sitzungsbasierter Webshop und ein nachrichtenbasierter Chatserver,
implementiert. Fiir die threadbasierte Implementierung wurde Java EE gewahlt. Die reaktiven
Server wurden in Node.js, Akka und RxKotlin implementiert. Der Vergleich der implementierten
Systeme wurde in zwei Teilen durchgefiihrt. Zuerst wird eine Leistungsanalyse durchgefiihrt, bei
der die gemessene Performance der einzelnen Implementierungen verglichen wird. Anschlieffend
wird die Codequalitit der verschiedenen Implementierungen verglichen. Dies umfasst ein
subjektives Code-Review, bei dem die Lesbarkeit, Wartbarkeit und Komplexitiat des Codes

miteinander verglichen werden.
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ABSTRACT

This master thesis compares thread-based and reactive server architectures. A thread-based server
uses one thread for each client request. This means that if the request waits for a I/O response, the
thread blocks until the process completes. A reactive architecture on the other hand is event-based
and non-blocking. Here threads are separated from connections and are used for event-specific
callbacks. To compare these architectures, two example server systems, a session-based web shop
and a message-based chat server were implemented. For the thread-based implementation Java
EE was chosen. The reactive servers were implemented in Node.js, Akka and RxKotlin. The
comparison of the implemented systems was performed in two parts. First, a performance
evaluation is carried out which will compare the measured performance for the different
implementations. Secondly, the code quality of the different implementations is compared. This
comprises a subjective code review of the implementations by comparing the readability,

maintainability and complexity of the code.
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1. Introduction

This master thesis makes a study for comparing thread-based and reactive architectures for server
systems. A thread-based system is characterized that it uses one thread for each client request.
This means that if the request waits for an I/O response, e.g., database access, the thread blocks
until the process completes. An example technology for a thread-based architecture is Java EE [1],
where each Http request uses a thread to process this request. A reactive architecture [2] on the
other hand is event based and non-blocking. A request results in an event and the event usually
will create a task with callbacks, which then results in other events. A thread pool is usually used
to process the events. An example of a reactive non-blocking architecture would be Node,js.
Node.js is single-threaded and each request is processed in Node.js’s event loop [3].

Goal of the Master thesis

The goal of the master thesis is a comparison of different programming models and technologies
for implementing server systems. In particular, the thesis will work out the differences between
classical thread-based technologies and reactive technologies.

The comparison is based on two example server systems, which are rather different in the way
how the clients interact with the server. One is session-based and the other message-based. The
session-based server is characterized by a longer interaction between the clients and the server.
Here, the client undergoes a longer process where a state for the client has to be maintained by
the server. A typical example here would be a web shop.

In the message-based system the client does not undergo a longer-lasting process, but clients
sporadically send short messages to the server. No state for the client is maintained at the server
between client requests. Here, the main challenge is the number of clients and the number of
messages sent. A typical example would be a message server similar to What's app.

Compared Technologies

For the thread-based approach Java EE [1] was chosen and for the implementation servlets, a basic
component of Java EE, were used. Servlets are based on a request-response model. That means
that each servlet responds to a Http request via a Http response. A servlets lifecycle is controlled
by the web container [1, 4], where the servlet is deployed and consists of three stages init,
service and destroy. In init the servlet is initialized by the container, while the service
methods contain the functionality to process requests. Finally, destroy is used to free resources
or save states and is called once at the end of the lifecycle.

For the reactive architectures Node.js, Akka and RxKotlin were chosen. Node.js [3] is an open-
source JavaScript runtime which runs in a single process as a single-threaded application. When
it performs I/O operations it will not wait for a response and instead provides a callback, which is
called when the operation completes. To achieve this Node.js works with an event loop. This event
loop is initialized during start-up and handles these events in an infinite loop. It consists of
multiple phases where different types of events are handled [3].
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Akka [5] is a framework for building distributed and message-driven applications. Akka runs on
the JVM and can be programmed in Java, Scala or Kotlin. It is based on the actor model [5, 6]
which is a model for message-based systems. Akka actors form a tree structure of parent and
subordinate actors. An actor can only communicate by exchanging messages with other actors.
The sent messages are immutable and are received by the actor’s mailbox which works in a FIFO
manner. Akka uses asynchronous message passing which allows actors to send messages and
continue without blocking [5, 6].

RxKotlin is an implementation of reactive streams [7] where events are pushed through a pipeline
of operations. RxKotlin is the Kotlin implementation of ReactiveX which is based on the Java
version RxJava. It is a framework for composing asynchronous and event-based operations by
using observable sequences. It relies on the observer pattern and supports sequences of events. It
supports a set of operators that allows one to compose them declaratively [7, 8] similar to Java’s
Stream APL

Comparison of performance and code quality evaluation

The comparison of the implemented system will include two aspects. First, a performance
evaluation is carried out which will compare the measured performance for the different
implementations. This is done by measuring and comparing the maximum number of concurrent
connected clients, how many messages per second the system can handle, and the average
response time of the server. Secondly, the code quality of the different implementations is
compared. This is done by a subjective code review of the implementations by the author in which
the readability, maintainability and complexity of the code are compared. Additionally, the
complexity and learnability of the technologies will also be assessed.

Structure of the thesis
The thesis is structured into the following chapters:

e In Chapter 2 a short overview of the different technologies, their principal architecture and
some of their key features is given.

e Chapter 3 will present the web shop implementation in Java EE and Node.js.

e Then, Chapter 4 will show the message server implementation in Java EE, Node.js, Akka
and RxKotlin.

e In Chapter 5 the performance measurements and the code quality evaluation of the
implemented systems and their technologies are presented.

e Finally, Chapter 6 contains a conclusion of this thesis.
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2. Technologies

This section gives an overview of the technologies that were compared and used for creating the
server architectures for this master thesis. First, this section will explain Java EE and show how
sessions and servlets work. Then, Node.js and the event loop is explained as an example
technology for performing non-blocking I/O. The next technology is Akka, which is an
implementation of the actor model. The final technology is RxKotlin, which is an implementation

of reactive streams.

2.1. Java EE

Java EE, which stands Java Enterprise Edition and is currently known as Jakarta EE, is a set of
specifications for distributed computing and Web services [4]. One basic component of Java EE

are servlets which are used in this thesis.

2.1.1. Servlets

A servlet is a component for implementing Web server applications. It works based on the

request-response model [1]. A servlet is implemented by a Java class.

Servlet Lifecycle

A servlets lifecycle is controlled by the web container in which the servlet is deployed [1]. When

the server receives a request for a servlet the container performs the following steps [1]

(Figure 1):
Browser
4 ™
‘ init() ‘
request or
g . oPost( )
service
A | | ” 0 E:>[doaet()
response
destroy()
. v

Figure 1 Overview of a servlet container
source: https://www.acte.in/wp-content/uploads/2020/07/¢-527x300.png
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If the servlet does not exist, the web container, first loads the class, then creates an instance of the
servlet class and initializes the class by calling the servlets init method. For each request, the
container invokes the service method and passes a Request and Response objects. Finally, the

servlet is removed by calling its destroy method [1].

init

As the name tells, in this method the servlet gets initialized by the web container. This is done
after instantiating the Servlet class and before any request from the clients are delivered [1]. A

servlet is initialized only once and the init method is usually used for initializing variables or to

request resources [1].

service

The service method contains the functionality which the servlet provides. It calls the
corresponding do-method of a received Http request type, i.e., either do doGet ,doPut, doDelete
etc. is called. The common pattern for these methods is to extract information from the provided
Request object, access other external resources and then create the response based on this

information using the Response object [1].

destroy

The destroy function is used to free resources or save states and it is called by the container only
once at the end of a servlet’s lifecycle. This method has to be called after all the servlets service
calls are completed. To ensure this, the server tries to call destroy only after all service calls have
returned or after the server’s grace period has ended [1]. It is important to note that if operations
run longer than the grace period of the server, it is possible that these might still be running when

destroy is called [1].

Example

The following example shows how a servlet can be created. This servlet just increases a counter
connectionCnt every time a Http Post request gets sent to the servlet. When the servlet is
destroyed, it prints out the value of connectionCnt. With the annotation @webServlet different
settings for the servlet can be defined. In the example, the property description allows for a
simple description and the property urlPatterns defines the URL for accessing the servlet on the
web server. The method doPost is responsible for handling the receiving Post requests. The

doPost has two parameters, a HttpServletRequest and a HttpServletResoponse object.
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@WebServlet(description = "Simple Connection", urlPatterns = { "/ConnectionCount" })
public class MyServlet extends HttpServlet
{

int connectionCnt = ©;

@Override

protected void doPost(HttpServletRequest request, HttpServletResponse response)
{

connectionCnt++;

}

@Override
public void init() throws ServletException

{
super.init();
connectionCnt =0;

}

@Override
public void destroy()
{

super.destroy();
System.out.println(connectionCnt++);
}
}

2.1.2. HttpServletRequest

The HttpServletRequest provides information of the Http request [9]. Some features it provides

are:

e retrieve the cookies of the client associated with this request
e return the current session associated with this request
e create a new session for the request

e get the parameter sent via the request

The following example shows how one can get the session, cookies and parameters via the

HttpServletRequest-object:

protected void doGet(HttpServletRequest request, HttpServletResponse response) {
HttpSession session = request.getSession();
Cookies [] cookies = request.getCookies();
int itemid = Integer.parseInt(request.getParameter("itemid"));
int amount = Integer.parseInt(request.getParameter("amount"));

}

10
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2.1.3. HttpServletResponse

The HttpServletResponse allows one to send back a response [9]. It allows to:

e add cookies to the response
e add response headers
e set the status code for the response

e set the body for the response
The following example shows how one can send back a response to a received Http request:

protected void doGet(HttpServletRequest request, HttpServletResponse response) {
PrintWriter out = response.getWriter();
JSONObject json = new JSONObject();
json.put("State", "Success");
out.print(json.toString());
out.flush();

2.1.4. HttpSession

A HttpSession allows a servlet to identify a user across more than one request and to store
information about that user or connection [9]. The session is created by the container and normally
corresponds to one user. It persists for a specified time [9]. The objects that are stored in a session
are stored as key-value pairs. The following example shows how a server can store information
in a session object from an HTTP request and how to retrieve this information:

protected void doGet(HttpServletRequest request, HttpServletResponse response) {
HttpSession session = request.getSession();

session.setAttribute("user", user);
User myuser = (User) session.getAttribute("user");

}

2.2. Node.js

Node.js is an open-source and cross-platform JavaScript runtime environment which uses the V8
JavaScript engine outside of the browser [3]. A Node.js application runs in a single process as a
single-threaded application. When Node.js performs I/O operation, e.g., accessing a database, it
will not wait for the response. Instead, a callback is provided which is called when the operation

completes [3].

11
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2.2.1. Event loop

Node.js works with an event loop. It allows performing non-blocking I/O operations by offloading
operations to the system kernel [3]. The event loop is initialized during the start-up. It handles

events in an infinite loop [3].

I incoming: |

|<—| connections, |
I data, etc. |
|

Figure 2 Overview of Node js event loop
source: https://nodejs.org/fa/docs/guides/event-loop-timers-and-nexttick/

The event loop consists of phases where different types of events are handles as shown in Figure
23]

e timers: This phase executes the callbacks from setTimeout and setInterval
e pending callbacks executes I/O callbacks delayed to the next loop iteration

e idle, prepare are only used to handle internal events

e pollis used to retrieve new I/O events and execute I/O related callbacks

e check executes setImmediate callbacks

e close callbacks is used for closing resources (e.g., closing sockets)

The event callbacks for the different phases are queued in separate FIFO queues. Typically, when
the event loop enters a phase, it will perform the operations of the current phase, i.e., processes
the callbacks in that queue until this queue has been exhausted or a maximum number of callbacks
has been executed. Then, the event loop will continue with the next phase [3]. In the following the

different types of events are explained in more detail.

12
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timers

A timer is used to execute a callback after a specified time [3]. Node.js only guarantees that it will

not execute the timeout sooner than the declared interval [10].
Currently there are three different methods for creating time-based events [3]:

e setImmediate
e setTimeout
e setInterval

setImmediate schedules a script for execution immediately after the current poll phase completes
[3]. The script will be called after any I/O operation in the current event loop and before any timers
scheduled for the next event loop [3]. The first argument in setImmediate is the function that will
be executed. For example, in the following call of setImmediate the provided lambda function
will be executed with parameter ‘very immediate indeed’.

setImmediate((arg) => {

console.log( Hello World Immediate, : ${arg} );
}, 'very immediate indeed');

setTimeout is used to schedule a script after a specified number of milliseconds. It accepts a
function to execute as its first argument and the millisecond delay as the second argument.
Additional arguments that follow are passed to the function [6]. The below code would print
"Hello World, Jeff" in the web console after at least 1500 milliseconds.

function helloWorld(name) {

console.log ("Hello World, ${name} ! *);

}
setTimeout(helloWorld, 1500, 'Jeff');

setInterval function is used to execute a function periodically. The first argument takes the
function that will be called, and the second argument specifies the interval in which the function
will be called. Just like setTimeout, additional arguments passed to the function call can be added.
Like for setTimeout, the delay cannot be exactly guaranteed and therefore should be treated as
an approximate delay [3]. The following code would print 'Interval' every 1500 milliseconds in
the web console.

function intervalFunc() {
console.log('Interval');

}

setInterval(intervalFunc, 1500);

13
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pending callbacks

This phase executes callbacks for system operations (e.g., TCP errors) [3].

poll

In this phase the I/O related callbacks of this application logic are processed. This phase has two

functions [3]:

1. To calculate how long it should block and poll for I/O

2. Processing events in the poll queue

Thus, when the event loop enters the poll phase and no timers are scheduled, one of following

actions will happen [3]:

e When the queue is not empty, the event loop will iterate through the events in the queue
and executes them synchronously until either the queue is empty, or a predefined limit is
reached

e If the queue is empty one of two things will happen:

o If events scheduled by setImmediate are present, the event loop will end the poll
phase and move on to the check phase to execute those events
o If no events have been scheduled by setImmediate, the event loop will wait for

callbacks to be added to the queue and then execute them immediately.

Finally, after the poll queue has been exhausted the event loop will check for timers whose time
thresholds have been fulfilled. If at least one timer is ready, the event loop will go back to the

timer phase to execute the callbacks of these timers [3].

check

This phase executes callbacks that have been queued with setImmediate. The event loop typically
moves into this phase when a callback has been scheduled with setImmediate and the poll phase

becomes idle [3].

close callbacks

If a socket or handle is closed abruptly (e.g. socket.destroy), the 'close' event will be emitted in
this phase [3].

One common way to implement these asynchronous callbacks are Promises.

14
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2.2.2. Promises

Promises are a means for handling asynchronous operations and Node.js provides the Promise
class for programming asynchronous processes. A Promise is container for a value that is usually
not known when the promise is created [10]. Promises are often used to handle the results of
asynchronous actions [10]. A Promise in Node.js has two callback functions resolve and reject,

which are used to return either the result or a failure state.

The example below shows a simple implementation of a Promise. The lambda function called
readFile returns a Promise. The function provided when creating the Promise tries to read the
file. If successful, it calls the resolve callback with the given file data. In case of a failure, it calls
the reject callback with the given error. Both reject and resolve set the state of the given
Promise.

const readFile = (fileName) => {

return new Promise((resolve, reject) => {
fs.readFile(fileName, (error, data) => {
if (error) {
reject(error);

} else {
resolve(data);

}

s
1)

}s

State of a Promise

Thus, a Promise can have one of the following states [10]:

e pending: The initial state of the Promise in which it is neither fulfilled nor rejected.
e fulfilled: The operation containing the Promise has completed successful.

e rejected: The operation containing the Promise has failed.

A pending Promise can either be fulfilled with a value or rejected with an error. If the Promise
switches into one of those states, the associated handlers are notified. These handlers can be

following [10]:

e then: called by a successful completion (resolve)
e catch: called if the promise has failed (reject)

e finally: called after the promise is either fulfilled or rejected

The example below shows how these handlers can be used with the previously created promise.
Here readFile is called and if the file was read successfully, the function in then is called and the
content of the file are printed into the console. If an error occurred, the function in the catch logs

the received error.

15
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readFile('textfile.txt")
.then(data => console.log(data))
.catch(error => console.error(error))

Even if the handler is attached after the promise has been fulfilled or rejected, the handler will still
be called. Because of that there can be no race condition between the completion of the

asynchronous and a handler being attached [10].

Chained Promises

Since each .then(), .catch() and .finally() operation always return a newly generated
Promise object, promises can also be chained together. This is shown in the following example:
promise

.then(value => { return “Hello World “ + value; })

.then(value => { console.log(value) })
.catch(err => { console.log(err) })

In this example we can see that the first then returns a Promise object with the string “Hello
World” as a result and the returned string from the previous Promise. The next then would print
this string (“Hello World” + value)into the web console while the catch block is used to handle

the reject callbacks from the chain.

2.3. Akka actors

Akka is a toolkit for building highly concurrent, distributed, and resilient message-driven
applications in Java, Scala and Kotlin [5]. Akka actors is an implementation of the actor model,

which is a model for writing concurrent and distributed systems [5, 11].

2.3.1. Actor model

The actor model was defined by Hewitt, Bishop and Steiger as a computational model for
distributed computation [5, 6]. The main unit in this model are called actors. An actor can only
communicate by exchanging messages with other actors [5, 6]. Upon a reception of a message,

they can do a mixture of the following three actions [5]:

¢ send a finite number of messages to other actors
e create a finite number of new actors

e set up the behaviour which will be applied to the next messages

The sent messages are immutable. Messages are queued in the mailbox and are and are processed

sequentially by the actor [5]. Different actors can work concurrently [5]. Thus, Akka uses

16
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asynchronous message passing. This means that when an actor is sending a message, it can

continue without blocking [5]. Further, in Akka actors are organized in a tree structure of parent

and subordinate actors, i.e., an actor always belongs to a superordinate parent.

Actor System
Mailbox
Actor

\ Actor
Mailbox

Figure 3 Communication Overview of an actor system

source: https://programmer.help/blogs/concurrent-programming-model-akka.html

2.3.2. Actors

This section will give an overview on how actors work and how to implement an actor of type

UntypedAbstractActor. The following concepts will be explained:

actor reference

sending messages to actors
handling received messages
mailboxes

hierarchy of an actor system
creating actors

error handling with actors

Actor reference

An actor reference is used for identification of an actor. It allows sending messages to the actor.

Each actor has access to their own reference through the self field. An actor can also access the

actor references of their parent and their children. Further, the reference of the sender is included

when sending message to other actors to receive replies from them [5]. These references can be

obtained via the actor’s context. A context is the view of the actor cell from inside the actor. It

exposes contextual information for the actor and the current message [5]. It allows to retrieve the

actor reference in the following way:

17
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// the actor reference of the current actor

context.self

// the actor reference of sender of the currently processed message
context.sender

// the actor references of the actors’ children

context.children

// actor reference of the actor’s parent

context.parent

Additionally context.ActorSelection allows to search for an actor in the hierarchy similar to a

file system :

// retrieve a “brother” actor
context.ActorSelection("../{name of brother actor}")
// retrieve a child actor of the current actor
context.ActorSelection("{name of child actor}")

// retrieve an actor via its absolute path
context.ActorSelection("/user/serviceA")

Sending messages to actors

Messages can be sent to an actor via its actor reference by one of the following methods [5]:

e tell sends a message asynchronously and returns immediately.
e ask sends a message asynchronously and returns a CompletionStage which awaits a

possible reply.
tell

The method tell is the preferred way of sending messages.
target.tell(message, self);

target is the reference of the receiver of the message. This method has two parameters. The first
one contains the message that is sent to the target and the second one contains the actor reference
of the sender. When this method is called, the actor does not block while waiting for a message
[5].

ask

The following example shows how to use method ask:

val t: Duration = Duration.ofSeconds(5)
val future: CompletableFuture<Object> =
ask(target, "myrequest",t).toCompletableFuture()

The first parameter contains the actor reference of the receiver. The second parameter is the sent
message, and the final parameter is the time the internal actor waits before it destroys itself if no

message was received. The difference between ask and tell is that with ask the receiving actor

18
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must reply with sender.tell(reply,self) in order to complete the CompletionState returned
by ask [5]. The ask operation creates an internal actor for handling this reply. The internal actor

must contain a timeout after which it is destroyed in order to not leak resources [5].

Handling received messages

One way to implement handling receiving messages is by overriding the onReceive(msg:any)
method of the actor. The example below shows a Kotlin implementation of such a method. Here
the actor is able to process messages of type String and Number. Upon receiving a String as a
message, the actor sends back an “Echo” as a reply. If the message was a Number, the received
value is increased by one and sent back to the sender.
override fun onReceive(message: Any) {
when (message) {
is String -> { sender.tell( "Echo", self) }

is Number -> { sender.tell(message + 1, self) }
else -> println("Unknown Message")

Mailboxes

A mailbox holds the messages received by an actor. Each actor has exactly one mailbox. Messages
are queued in FIFO manner [5]. It is important to know that messages sent from different actors
might not have the same timely order as they are sent [5]. But sending multiple messages from

the same actor to the same target will enqueue them in the same order [5].

Actor hierarchy

Akka’s actor system is built in form of tree structure where each actor has a parent actor and can

have multiple children. Figure 4 shows an example of such an actor system:

/message-server
(root guardian)

/system

[user (system guardian)

(user guardian)

/user/ServerActor
/system/
somelnternalActors
Juser/ServerActor/ /user/ServerActor/
Groupl Group2

Figure 4 Overview of an actor system
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When the actor system gets created, the system spawns some built-in actors [5]. These actors are

called guardians. During the creation, Akka will spawn the following guardians [5]:

e /(name of the actor system) - the root guardian. This is the parent of all actors in the system,
and it is the last one to stop when the system itself is terminated [5].

e /system - the system guardian. This is used by Akka to create actors which are used
internally [5].

e /user - the user guardian. This is the actor under which all other actors in the application
are created [5].

I -theroot guardian

This guardian is the grandparent of all the top-level actors (actors who are direct children of the

user guardian) and it supervises all the other guardians [5].
/system: - the system guardian

This guardian is used to create an orderly shut-down sequence which keeps the logging active

while all the other non-guardian actors terminate [5].
/user: -the user guardian

Actors created using system.actorOf are children of this actor. This means that when this
guardian terminates, all normal actors in the system will be shut down. Moreover, the guardian’s

supervisor strategy determines how the created top-level actors are supervised [5].

Spawning actors

The two most common ways to spawn an actor are by [5]:

e creating a top-level actor

e creating a child actor of another actor
Top-level actors
Top-level actors are actors that are direct children of the user guardian. They can be created by
using:

actorSystem.actorOf(Props.create(SimpleActor::class.java), "actorName")

actorSystem is the ActorSystem that is created by Akka. Method actor0f allows one to start an
actor in Akka. It takes two parameters. The first parameter describes which actor will be created
while the second parameter is the name of the actor. Props is a configuration object, that is used

in creating an Actor and works like a factory [5]. With Props.create one can define the actor

which is spawned [5]. The method actor0f returns the actor reference of the created actor.
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Child actors

An actor is also able to create child actors (e.g., for delegating sub-tasks to them). These children
are automatically supervised by their parent [5]. The list of these children is maintained within
the actor’s context and the actor can access it [5]. The creation and termination of these children
are done in an asynchronous way so that they do not block their parent [5]. They can be created

inside the actor with:

context.actorOf(Props.create(SimpleActor::class.java), "actorName")

context.actorOf creates new actor as child of this context. Again context.actor0f returns the
actor reference of the created actor.

Error handling (supervision)

Error handling, or also called supervision, of an actor is done by its parent [5]. Whenever an actor
detects a failure, i.e., an exception is thrown, the actor suspends itself and all its subordinates and
notifies its supervisor (parent actor) about the failure. The supervisor then decides between one

of these four directives: [5]

e resume the actor, keeping its internal state

e restart the actor, clearing its internal state and with a potential delay restarting the actor
again

e stop the actor permanently

e fail itself and escalate the error to its parent actor

After the supervisor has chosen a directive, the message that resulted in the failed state is not
processed again if it is not specified otherwise [5]. To create these directives one can decide
between two different strategies: [5]

e One-For-One Strategy
e All-For-One Strategy

One-For-One Strategy
This strategy is the default strategy. Here the directive is only sent to the children that failed [5].
All-For-One Strategy

The AllForOneStrategy applies the directive to all the siblings rather to only the one that failed
[5]. This strategy is often used when the children have such tight dependencies so that a failure of

one child affects the function of the siblings [5].
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To set up such a supervisor strategy for an actor the supervisorStrategy method must be
overloaded to return the chosen strategy as shown in the example below. Here a One-For-One
Supervisor is created which escalates all received ArithmeticExceptions to the parent. Any other
exceptions are ignored, and the failed actor just resumes. The DeciderBuilder allows one to map
exceptions to a corresponding directive.
private var strategy: SupervisorStrategy? = OneForOneStrategy(

DeciderBuilder.match(ArithmeticException::class.java) {

SupervisorStrategy.escalate() as SupervisorStrategy.Directive?
}.matchAny {

SupervisorStrategy.resume() as SupervisorStrategy.Directive?
}.build()

2.4. RxKotlin

RxKotlin is the Kotlin version of ReactiveX which is based on the Java version RxJava [7]. Itis a
framework for composing asynchronous and event-based programs by using observable
sequences. RxKotlin relies on the observer pattern and supports sequences of data/events. It

provides a set of operators and allows composing them declaratively [7].

2.4.1. Observables

The core in RxKotlin is the Observable interface which represents a stream of data or events [12].
An Observable is a push-based, composable iterator [8]. It can emit one or several items to each
of its subscribed Observers until it completes, or an error is emitted. An Observer subscribes itself
to an Observable. This Observer handles whatever item or sequence of items the Observable

emits [13].

subscribe———

Obse rver <———onSubscribe

<~——onNext

<«———onError

<———onCompleted

Observable

Figure 5 Overview of Observable and Observers

The Observer implements the following methods:

e onSubscribe
e onNext

e onError

e onCompleted
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onSubscribe

An Observable calls the method after an observer has subscribed itself. It provides the observer
with a Disposable, which allows them to cancel the connection [13].

onNext

An Observable calls this method whenever it wants to emit an item to the observer. This method
has one parameter which contains the emitted item [13]. The onNext method can be called an
infinite number of times, but it is also possible that it is never called [12].

onError

The onError is called when the Observable fails to generate the expected data, or an error has
occurred. After an onError has been sent, the Observable no longer emits onNext or an
onCompletable events. The parameter of the onError event is the exception to indicate what kind
of error has occurred [13].

onCompleted

onCompleted is called after the sequence has completed and no error has happened [13].

Both onError and onCompleted are terminal events, which means that only one of them can be
called and only once. When a terminal event is called, the observable stream is finished, and no
further events can be sent. Terminal events might never occur if the stream is infinite and does
not fail [12].

It is also important to note that there exist two types of observables:

e hot observables

e cold observables

Hot observable

Hot observables begin emitting items as soon as it is created. It also means an observer may start

observing the sequence when it subscribes itself to the Observable [13].

Cold observable

Cold observable on the other hand wait until an observer has subscribe itself before it emits any

items. Because of that, a subscribed observer sees the whole sequence of the emitted items [13].
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2.4.2. Variants of observables
Single

Single is a variant of observable. Instead of emitting multiple items a Single always emits one

value or an error notification. Thus, it only has two methods:

e onSuccess
e onError

Because of that, it will call only one of these methods and it will be called only once. Upon calling

either method, the Single terminates and the subscription to it ends [13].
onSuccess

This method gets called when the single item gets emitted [13].

onError

This method passes the Throwable that caused the Single to be unable to emit an item [13].

Maybe

Maybe is similar to Single. It differs in that it also allows for no emissions. It has the following

methods:

° onSuccess
° onError
. onComplete

It works the following;:

After an Observer has subscribed to a Maybe, the Maybe sends an onSuccess if an item gets emitted,
an onkrror if an error happened or an onComplete if no item got emitted. All three of these
methods are mutually exclusive events, i.e., an onSuccess event is never followed by onError or
onComplete [14].

Completable

A Completable on the other hand, can only emits an onError or an onComplete and it therefore

is used to show successful or unsuccessful tasks [14].

Flowable

Flowables are similar to Observables, but it allows flow control via backpressure. It consists of a
Publisher that contains the sequence of elements which it publishes according to the demand

from its Subscribers. The Subscriber has the role of an observer where the return value of a
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subscription of Subscriber to a Flowable is a Subscription. The Subscription class defines the

following methods [14]:

cancel

cancel
request

Stops the subscription and no items are sent anymore [14].

request

Unlike

Observables a Flowable only will sent items as requested by the subscriber. With the

request method the subscriber can request a specified number of items from the Publisher. The

request method can be called multiple times and it is also possible that a Publisher sends less

items than requested if the stream ends. However, it must emit an onComplete or onError at the
end [14].

The Subscriber on the other hand has the same methods that are known from the Observer:

2.4.3.

onSubscribe
onNext
onError
onComplete

Backpressure

Backpressure is used in an Flowable processing pipeline when some asynchronous stages aren’t

able to process the values fast enough and need to tell the upstream to slow down [13].

There are currently five backpressure strategies [8]:

Error: Throws a MissingBackpressureException when the downstream cannot keep up
with the source.

Buffer: Forwards the emissions to an unbounded queue until the downstream is able to
consume them, but can cause an OutOfMemoryError if the queue grows too large.

Drop: This will ignore upstream emissions and does not queue anything while the
downstream is busy

Latest: Only keeps the latest emission until the downstream is ready to receive it.
Missing: No backpressure implementation. This means that downstream is responsible

for dealing with backpressure overflow.
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2.4.4. Operators

Most of the operators in RxKotlin return an Observable themself which allows one to apply these
operations one after another similar to a stream chain in Java [13]. This section presents some of

the more common operators.

map

The map operator is used to transform the items that are emitted by the Observable. It applies a
function to each item emitted and returns and Observable that emits the results of the function

applications [13].

Figure 6 map Operator
source : http://reactivex.io/documentation/operators/flatmap.html

flatMap

As map, flatMap is used for mapping each item emitted by the Observable. However, the function
does not return a single value but an Observable of values. The flatMap operation then merges
these emissions of the Observables and emits the elements in a single observable [13]. Figure 7

shows how the flatMap operator works.

>

Yy v
FlatMap { () - - - —O-<O+>)

Y Y Y YVY Yy

<t --

v

Figure 7 flatMap Operator
source: http://reactivex.io/documentation/operators/flatmap.html
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filter

The filter operator filters the elements of an observable to forward only items that pass the

defined predicate function, e.g., filter(x => x < 10) [13]

first

The first operator only emits the first item that was omitted by the Observable [13].

retry

This operator allows one to retry failed sequences by not passing an onError notification from the
source Observable but by resubscribing to the source Observable and thus giving it another

opportunity to complete its sequence without error [13].

interval

This operator returns an Observable that emits an infinite sequence of ascending integers, with a

constant interval of time between emissions [13]

catch

The catch operator intercepts an onError event from the Observable and replaces it with some

other item or sequence of items [13].

Many more operators exit [13]. Moreover, the variants Single, Maybe, Completable and Flowable

have the same analogue operators [13].
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3. Web Shop

This section contains general information about the web shop and its implementation in
Java EE and Node.js. To highlight the difference between those two architectures, i.e., between
thread-based and reactive/event-based servers, three scenarios are shown with common use cases

and error handling.

3.1. Features

These are the features that were implemented to provide common functions which a simple web

shop should have:

e login/logout

e user registration

e search for items

e view previously performed transactions
e add/remove items from a shopping cart

e perform a checkout

Depending on whether a user is currently logged in into a session or not, their shopping cart is
either stored in the database (when the user is logged in) or in the session (when the user is not
logged in). This allows a user to visit the site just as a guest and still modify their shopping cart

and allows users to have their shopping cart persisted over multiple sessions.

3.2. Scenarios

Since showing the complete implementation of the web shop and its features would result in lots
of similar code and overlap between features, especially for the servlet implementation in Java

EE, the implementation of selected scenarios is shown. The following three scenarios were chosen:

e Scenario 1: Search item
e Scenario 2: Checkout

e Scenario 3: Error

3.2.1. Scenario 1: Search item

Here the user performs a search in the web shop. The web shop accesses the database and provides
a list of found items. This scenario will give a general overview of the implemented system which

then will be extended in the later scenarios.
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3.2.2. Scenario 2: Checkout

In this scenario the user will perform a checkout. The web shop performs the necessary steps for
the checkout, which also includes the payment process. This scenario is mainly used to highlight
the difference between the thread-based and reactive architecture, i.e., the difference between

blocking and non-blocking operations.

3.2.3. Scenario 3: Error

The final scenario uses the first scenario as its basis. Again, a search request is performed but this
time an error is thrown during the access of the database. This scenario is used to show how the

database is accessed and how the system is responding to errors.

3.3. Database

Item TranscationEntry Transaction User
. 1D (PK
e transaction/D : ;Ji?':t;rl\lar(‘n_e)
e itemID(PK 1 " (PK,FK) * 1| transactionlD | 1 |astN
e itemName e jtemlD (PL,FK) (PK) o last -Iame
e itemDesc e amount e userlD (FK) ° emal
e price . rice e date e password
P! e address
e creditCard
1
1
CartEntry ShoppingCart
+ | cardID(PK,FK) * 1 *
e jtemID (PL,FK) e cartlD (PK
e amount e userlD (FK)

Figure 8 Database structure of the web shop

Figure 8 shows the database structure that was used by both implementations. It consists of the

following tables:

e TItem: The items that are offered for purchase in the web shop. It has a name, a description,
and a price.

e User: The registered users. During the checkout the creditCard field is checked for its
validity.

e ShoppingCart: The current shopping cart of registered users.

e CartEntry: Contains the item entries of the shopping carts.

e Transactions: Contains purchases of the users.

e TransactionsEntry: Contains all item entries from the performed purchases. The price

field contains the price paid.
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3.4. Web Shop in Java EE

This section describes the implementation of the web shop in Java EE. It first gives some general
aspects of the implementation. Then, more detailed insights are given to the implementation of

the three scenarios.

3.4.1. Architecture

For the Java EE implementation servlets were used. This means that for each of the features

described in Section 3.2. a separate servlet exists. Thus, the following servlets exist:

e LoginServlet
performs the user login and stores the user credentials in the current session. Also returns
the sessionID to the client
e LogoutServlet
performs the logout and invalidates the current user session.
e RegistrationServlet
Handles the user registration. Works similar to LoginServlet, i.e., it also stores the user
credentials and sends back the sessionID
e SearchItemServlet
Performs a search request for items on the database and sends back the result to the client.
e CartModificationServlet
Adds an item to the shopping cart.
e CartServlet
Retrieves the users shopping cart form the database and sends it back.
e CheckOutServlet
Performs a checkout of with the current shopping cart
e TransactionServlet

Retrieves all previously performed purchases for a user and sends it back to the client.

The above servlets all work as described in Section 2.1.1., i.e., they receive a HttpRequest and
processes it in the corresponding doGet/doPost/. . method and generate a result that is sent back
via HttpResponse. Depending on the servlet they might also perform some database access
operations and store relevant information in the HttpSession. Since all these servlets are

implemented in a similar fashion only the SearchItemServlet will be shown in detail.

30



JXU

JOHANNES KEPLER
UNIVERSITAT LINZ

3.4.2. Database Access

The database access in the servlets is done via ConnectionPool where the statements are
performed with a PreparedStatement. The methods that perform the statement return a DBResult
that contains the result from the database. DBResult consists of two fields:

public class DBResult<T> {

public T result;
public boolean success;

}

The success field indicates whether the database access was successful or not and the result
contains the result from the successful access. Thus, with success it is possible to distinguish

whether the call was successful and a result is provided or if it failed.

3.4.3. Scenario 1: Search Item

Figure 9 provides the sequence diagram for the first scenario. This scenario will give an overview
of the servlet implementation of the web shop. Additionally, it shows how the web shop processes

a request and creates the response for the user.

|
[
|
HTTP-Request(param)/doGet() I
T search

searchltem

DBltem.getitems("Ban")
DB-Connection

|

result
return list of found items

Store items in session

return true

Create json that contians received list

HTTP-Response(json) %
|
|
i

param = /SearchltemServlet?item="Banana”

json={State:"Success”,search:[{Item1},{ltem2},...]}

Figure 9 Java EE — Search
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In this scenario the user wants to search the web shop for items containing the string “Banana”.
To do that the user sends a Http Get request containing “Banana” in the item parameter to the
SearchItemServlet (“/SearchltemServlet”). The servlet processes this request in its doGet and
calls searchItem where the search string gets extracted from response. Next the database is
accessed by calling DBItems.getItems. Here the servlet blocks and waits until the call has been
completed and the list of found items is returned. These items are then stored in the user’s session
and searchItem returns. After that, the items are extracted from the session and are used to

generate the response which is then send back to the user.
The code below shows the headers of each function implemented in SearchItemServlet.

@WebServlet(description = "Search Item", urlPatterns = { "/SearchItemServlet" })
public class SearchItemServlet extends HttpServlet{

// called by the Servlet when it receives a GET Request
protected void doGet(HttpServletRequest request, HttpServletResponse response)
throws ServletException, IOException {

search(request, response);

}

// called from doGet and is responsible for generating the result which is
// sent back to the client

private void search(HttpServletRequest request, HttpServletResponse response)
throws IOException {

}...

// called by search

// retrieves the search string from the request and calls the corresponding
// function to initiate the database call and stores the result in the

// session

protected boolean searchItem(HttpServletRequest request) {

}...

As shown above search is responsible for creating the response which will be sent back to the
client. It does it by creating a JSONObject which will contain the list of items found in the database.
To get those items, searchItemis called and checked for its success. If it was successful, the found
items are pulled from the session and the ResponseState of the request is set to Success,

otherwise the ResponseState is set to Failure.
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private void search(HttpServletRequest request, HttpServletResponse response)

{

setAccessControlHeaders(response);
response.setContentType("application/json");
PrintWriter out = response.getWriter();
JSONObject json = new JSONObject();
if (searchItem(request)) {
json.put("State", ResponseState.Success);
HttpSession session = request.getSession(false);
LinkedList<Item> list =
(LinkedList<Item>) session.getAttribute("Search");
json.put("search", list);
} else {
json.put("State", ResponseState.Failure);

out.print(json.toString());
out.flush();
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throws IOException

Method searchItemon the other hand is responsible of calling the database function and storing

the result into the Session object. First it retrieves the search string from request and calls the

corresponding DBItem method, i.e.,, DBItem.getAllItems if the parameter is empty, otherwise

DBItem.getItems. Both perform a database call using PreparedStatements which will be shown

searchItem returns.

protected boolean searchItem(HttpServletRequest request) {

String item = request.getParameter("item");
DBResult<LinkedList<Item>> dblList;
HttpSession session = request.getSession();
if (item != null && !item.equals("")) {
dbList = DBItem.getItems(item, 3);
if (dbList.success) {
session.setAttribute("Search", dbList.result);
return true;
}
} else {
dbList = DBItem.getAlLlItems(3);
if (dbList.success) {
session.setAttribute("Search", dbList.result);
return true;
}
}

return false;

in the third Scenario. If the database call was successful, the result is stored in session and
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3.4.4. Scenario 2: Checkout Cart

In this scenario the user wants to perform a checkout of their shopping cart. Figure 10 shows how

the servlet handles this request.

HTTP-Request(param)
+ sessionID/ B
doGet() | doCheckout()

DBCart.getCart(user)

Found cart of
User1

CheckCard.isValid(user.card)

return cart

CreditCard is

valid
return true

DBTransaction.checkOut(user,cart) —
Checkout

success
return true

DBCart.deleteCart(cart) -
Delete
success

return true

return succes

Create json

HTTP-Response(json)
param = /CheckoutServlet json={ State: "Success"}

Figure 10 Java EE - Checkout

This scenario begins with the user sending a request containing their current sessionID to the
web servlet which initiates the checkout by calling doCheckout. First the servlet searches the
database for the users shopping cart and if a cart was found the users credit card is checked for its
validity by calling CheckCard.isValid. If that is the case, the checkout begins by calling
DBCart.checkout. And finally, the checkout operation completes by deleting the users from the
database, i.e., by calling DBCart.deleteCart. Essential for this scenario is that the thread waits
and blocks during each stage of the transaction, as it can be seen in the sequence diagram below.
This is one of the major differences between Node.jss reactive and event-based implementation,

which will be shown later.
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In the following only the method checkOut is shown, which is called by the CheckoutServlets’s
doGet. Other methods are structured in a similar way. We can see that each of the checks
performed during the checkout process are done sequentially. Because of that the thread waits for
the calls to finish.

private boolean doCheckOut(HttpServletRequest request, HttpServletResponse response) {
HttpSession session = request.getSession(false);
if (session != null) {
User user = (User) session.getAttribute("user");
if (user != null) {
DBResult<ShoppingCart> dbCart = DBCart.getCart(user, 3);
ShoppingCart cart = dbCart.result;
if (dbCart.success && cart != null) {
if (CheckCard.isValidCard(user.getCreditCard())) {
if (DBTransaction.checkOut(user, cart, 3)) {
if (DBCart.deleteCart(cart, 3)) {
return true;

return false;

}

3.4.5. Scenario 3: Error Handling

This scenario shows how the web server responds to errors. Figure 11 shows this scenario.

HTTP-Request(param) T
searchltem

getltems("Ban",4)
DB-Connection
DB-Error
‘/throw Errol
retry 3 times J ‘
y ‘ getltems("Ban")
DB-Connection
DB-Error
o ——throwErmol
<

J return {null false}

nullfalse

J returnfalse

HTTP-Response(jsony

Figure 11 Java EE — Error Handling
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It is similar to the first scenario, i.e., the user wants to perform a search for an item, but this time
a database error occurs. When the exception is thrown, i.e.,, when DBItem.getItems is called, the
method gets called again and the retry count is decreased. This cycle continues until the database
access either was successful or the retry count reached zero. When the retry count becomes zero

the function returns with an unsuccessful DBResult. This is then forwarded to the client.

For the implementation only getItems is shown since other methods of the servlet were covered
in the first scenario. This code is responsible for accessing the database and mapping the received
result into a list of items. To do that, the connection is retrieved by calling getConnection which
returns a Connection from the connection pool. The connection is then used to execute a
PreparedStatement that retrieves the items form the database. The retrieved ResultSet is
mapped to a list of Items by getList. The catch block is responsible for the retry of this function.
As already mentioned, the method is called recursively until the access was successful or the retry

count has reached zero.

public static DBResult<LinkedList<Item>> getItems(String name, int retryCnt) {
LinkedList<Item> list = null;
Connection con = null;
try {
con = getConnection();
PreparedStatement prep =
con.prepareStatement("select * from items where itemName LIKE ?");
prep.setString(1, "%" + name + "%");
ResultSet rs = prep.executeQuery();
list = getList(rs);
rs.close();
} catch (Exception e) {
closeConnection(con);
if (retryCnt == 0) {
return new DBResult<LinkedList<Item>>(null, false);

} else {
return getItems(name, retryCnt - 1);
} finally {
closeConnection(con);
}
return new DBResult<LinkedList<Item>>(list, true);

3.5. Web Shop in Node.js

3.5.1. Architecture

Unlike the previous implementation, this one communicates via a WebSocket. Here the server
listens on a specified port for incoming WebSocket connections. When the web server now
receives a WebSocket request, it creates a new SessionManager which is responsible for handling

the communication to the accepted connection. This SessionManager has two functions:
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e Processing the received messages of a client and sending back a reply similar to the servlets
seen in Java EE (e.g., handling a login request, handling the checkout request)
e Storing and retrieving relevant information about the current connection similar to the

session in Java EE (e.g., the shopping cart, user that is logged in via this session)

Below the code used to create a WebSocket server that listens on port 8080 for incoming
WebSocket requests is shown. We can see that wsServer.on(‘request’) creates the
SessionManager for the connection and all incoming messages received via this WebSocket are

forwarded to it via session.handleMessage.

var server = http.createServer(function (request, response) {
response.writeHead(404);
response.end();
1)
server.listen(8080, function () {
console.log((new Date()) + ' Server is listening on port 8080');
1)
var wsServer = new WebSocketServer({
httpServer: server,
autoAcceptConnections: false

1

wsServer.on('request', function (request) {
var connection = request.accept('echo-protocol’, request.origin);
const session = new SessionManager(connection);
connection.on('message', function (message) {
if (message.type === 'utf8') {
session.handleMessage(message.utf8Data);
}
1
1

3.5.2. Messages

Unlike in Java EE, this implementation uses messages for communication between the client and
server. There are two types of messages, namely RequestMessage and ResponseMessage.
RequestMessages are sent by the client. They contain a particular request, e.g., login request, while

a ResponseMessage contains the servers response.

class RequestMessage {
type: MessageTypes;

}

class ResponseMessage {
state: number; // indicates whether the request successful or not
type: MessageTypes;

}
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For every feature of the web shop, there exists a RequestMessage and ResponseMessage similar
to the servlets in Java EE, e.g., LoginServlet.Below the messages that are sent and received for a

login are shown.

class LoginRequest extends RequestMessage {
email: string;
pwd: string;
type = MessageTypes.Login;
constructor(email: string, pwd: string) {
super();
this.email = email;
this.pwd = pwd;
}
}

class LoginResponse extends ResponseMessage {
type = MessageTypes.Login;
username: String;
constructor(state: State, username: String) {
super(state);
this.username = username;
}
}

3.5.3. Message Handling

The RequestMessages are forwarded from the WebSocket by calling handleMessage from the
ServerManager. The message string is parsed into a JSON-Object and its message type is checked.

Depending on the type, the corresponding function is called.

public handleMessage(message: string) {
var msg = JSON.parse(message);
switch (msg.type) {
case MessageTypes.Login:
setImmediate((msg) => this.login(msg), msg);
break;
case MessageTypes.Cart:
setImmediate(() => this.returnCart(true));
break;

... // same for all the other MessageTypes
default:

console.error( unknown message ${msg} );
break;
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3.5.4. Scenario 1: Search Item

Figure 12 shows how Node.js implements and handles a search request received by the user.

send(msg) sessionManager.handleMsg(msg)
getltems(msg)

getltemsByName("Ban",callback)

callback
getltemsByName

connection.send(retmsg) Create retmsg from items

send(retmsg)

Figure 12 Node.js - Search

In this scenario the user sends a SearchRequest via the WebSocket connection to the server. The
connection forwards this message to the user’s session manager by calling handleMsg. In method
handleMsg of SessionManager the MessageType of the received message is checked and getItems
gets called. There, getItemsByName is called which returns a Promise that will provide the list of
found items. A callback is attached to the Promise which forwards the list of items to the user by
sending an ItemResponse. This is one of the mayor differences between the Java EE and Node.js
implementation. While in Java EE the thread processing the request blocks until the database call
returns with the items, here the method returns immediately. After the database access has been
processed by the event loop, the callback that is attached to the promise is called. That means that
the method is asynchronous and non-blocking. Below is the getItems implementation that is
called by handleMessage if a SearchRequest is received. If the search string of the message is
empty, all items are returned from the database by calling getAllItems, otherwise
getItemsByName is called. These methods are called in retryWith/ retryWithOne to allow retries,
i.e.,, both methods use a generic retry functionality for Promises. This will be explained in more
detail during the third scenario. A callback is attached to the promise that sends back a

SearchResult containing the received items to the user.
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public getItems(msg: SearchRequest) {
var retmsg = new SearchResult(State.Failure, null);
if (msg.searchString == "") {
retryWith(getAllItems).then(items => {
if (items != null) {
retmsg = new SearchResult(State.Success, items);

}
this.sendMsg(retmsg);

}).catch(() => {
this.sendMsg(retmsg);

})s
} else {
retryWithOne(getItemsByName, msg.searchString).then(items => {
if (items != null) {
retmsg = new SearchResult(State.Success, items);

this.sendMsg(retmsg);
}).catch(() => {
this.sendMsg(retmsg);
1)
}

sendMessage is used to send a message to the client. It just encodes the message in a string and

sends it to the client via the WebSocket connection.

private sendMsg(msg: any) {
this.connection.send(JSON.stringify(msg));

}

getItemsByName accesses the database and maps the result into an array of items. For that, a
connection pool is used. All the database calls are done asynchronously, i.e., getItemsByName does
not block and the callback function declared in pool.query is called after the database access was

successful or an error happened.

export async function getItemsByName(searchstr: string): Promise<Array<Item>> {
return new Promise<Array<Item>>((resolve, reject) => {
pool.query('select * from items where itemName LIKE ?', ["%" + searchstr + "%"],
function (error, results, fields) {
if (error) {
reject(null);
} else {
var array: Array<Item> = new Array<Item>();
var item: Item;
results.forEach(function (value) {
item = {
itemName: value.itemName,
price: value.price,
itemDescription: value.itemdesc,
itemID: value.ItemID
¥
array.push(item);
s
resolve(array);
}
}s
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1)
}

var pool = mysql.createPool({

connectionLimit: ***,
host: '*******‘)

port: '55555",

user: 'root',
password: ‘'¥FFkEkkt
database: ‘'warehouse’

1)

3.5.5. Scenario 2: Checkout Cart

The scenario Checkout Cart is shown next. In this scenario we see how Node.js and Java EE

implementation differ.

send(msg) sessionManager
handleMsg(msg) checkout()
getCartFromUser

(user,callback) Found cart of User1

callback e
getCartFromUser G

checkCreditCard(user)
CreditCard is valid

callback ettt
checkCreditCard <
checkout(user,cart)

Che ckoutsuccessful

callback L ’
checkout S

deleteCart(cart)
Delete successfull

callback .
connection.send(msg) checkout £

send(retmsg)
Figure 13 Node.js — Checkout

While Java EE blocks the thread and waits for database access to resolve, in Node.js calls are
asynchronous and non-blocking. As shown in Figure 13 getCartFromUser is called and a callback
is attached to the promise. In it the cart is checked and a new asynchronous function is called that
validates the credit card. Again, a callback is attached which calls checkout if the card was valid.
Method checkout again is an asynchronous function with an attached callback. In its callback the
shopping cart is removed from the database by calling deleteCart. Unlike Java EE, the Node.js

implementation does not block during the checkout process.

The code below shows how checkout sequence can be done via asynchronous calls. To each

Promise a new callback is attached that handles the next stage of the checkout processes.
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public checkOutCart() {
var retmsg = new ReturnMessageCheckOut(State.Failure);
if (this.user != null) {
retryWithOne(getCartFromUser, this.user).then(cart => {
if (cart != null && cart.entries.length > @) {
checkCreditCard(this.user).then(result => {
if (result) {
retryWithTwo(checkout, this.user, cart).then(result => {
if (result) {
retryWithOne(deleteCart, cart).then(result => {
if (result) {
retmsg = new ReturnMessageCheckOut(State.Success);
}
this.sendMsg(retmsg);
1
})s
3
})s

- .

3.5.6. Scenario 3: Error Handling

Error handling in Node.js works similar to the one implemented in Java EE. Figure 14 shows the
sequence diagram of the third scenario. If an error occurs, the function is called recursively until
the database access was successful or the retry count becomes zero. However, in difference to Java

EE, the retry is also done asynchronously.
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|
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callback, error_callback) |
DB-Error
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|
|
|
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|
|
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|
|
|
|
|
|

. |
error_aliback Ny !
etltemsByName™— }
|
getltemsByName("Ban",
callback,error_callback)
DB-Error

error_callback —
getltemsByName

Figure 14 Node.js — Error handling
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Since Node.js implementation of Promise doesn’t provide a retry functionality, a generic solution
has been implemented. As mentioned in Section 2.2.2, it is possible to chain multiple then and

catch blocks together. This allows one to implement a retry by chaining multiple catch together.

As seen below, the retryWithOne just calls the provided function, i.e., the function that should be
retried, and chains multiple catch blocks together. In these catch blocks the previous function is
called again and the Promise is returned. This means if the first promise fails and catch is called,
a new Promise is created and returned that again calls the provided function. Since these catch
blocks are only called if the previously called block resulted in a failed Promise, it allows one to
implement the retry functionality in a similar way as seen in Section 2.4.4, i.e., the retry in
RxKotlin.

async function retryWitOne<T>(
call: (arg@: any) => Promise<T>, param: any, times: number): Promise<T> {
var promise = call(param);
for (var i = 0; i < times; i++) {
promise = promise.catch(() => { return call(param); });

}

return promise;
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4. Message Server

In this section, the implementations of the message server with different technologies are
presented. First the architecture and uses cases of the application are presented. Then the
implementations in Java EE, Node.js, Akka and RxKotlin are described. Two use cases have been
selected for presentation, a group message and a group message with error handling, to work out

the difference between these architectures.

4.1. Message Server architecture and uses cases

Unlike the web shop, the message server is not request and response-orientated, i.e., each message
a client sends to the server must not result in a response from the server. Here the client receives
messages whenever the server sends it, i.e., whenever the user receives a message from a group
or another user. Additionally, the number of messages sent between the server and the client
differ. While the Web shop usually receives a much smaller number of messages, they are more
complex to process and thus usually take more time. With the message server it is the opposite.
Here a larger number of messages are sent to the server, but they usually are short and take a

small time to process.

4.1.1. Functionalities

The message server provides the following functionalities:

e Login/register

e Send messages to users or groups

e Retrieve message sent from users and groups
e Create or remove groups

e Add users to groups

e Join groups

e Leave groups
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4.1.2. Architecture

This section contains a general architecture used by the different implementation. Figure 15 shows

the components and how they communicate with each other.

Server

©)

<->send(msg). . .
@ :WSConnection = send(msg)—l

(Userl)

:ClientManager
(User1)

Lsend(msg)—l

:ServerManager :GroupManager
T

\rsend(msg)J
. :Client
\l/ (User2) <->send(msg)
:WSConnection
O (User2)
d(msg)
->getContact/sto
8¢ o:_res{lsltsre(msg) ->getUser/modifyGroupE ntries
<-result
— Database

Figure 15 Message Server Architecture

The server consists of three main components:

e ServerManager
e UserManager
e GroupManager

These components will be explained in the following.

ServerManager

This is the main component of the server. It forwards messages received by the WebSocket or
other managers to the correct endpoint, i.e., either the UserManager or GroupManager. If no
manager currently exists for the message, e.g., when a user is offline and thus the UserManager
does not exist, the ServerManager stores the message in the database. However, requests to delete

or create a group are always processed by the manager.
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UserManager

The UserManager manages the messages of one user. It uses the WebSocket connection to send

messages to the user.

GroupManager

The GroupManager manages the message of a particular group. Depending on the message, it
forwards received messages to its members, adds user to the list of members, forwards group

requests to the invitees or adds new user to the currently invited users.

Message Types

The following messages are used to communicate with the server. Some of the implemented

servers add more messages to this list but these messages are used by each implementation:

e TextMessage
Message sent by a user to another user or group that contains a text
e InviteToGroup
Message sent by a group to invite a user to the group
e DeclineRequest
Sent by a user to decline a group invite.
e AcceptRequest
Sent by a user to accept a group invite.
e LeaveGroup
Sent by a group member to leave a group
e RemoveGroup
Sent by the group creator to delete a group
e CreateGroup

Sent by a user to create a new group
Each of these messages have a senderID and a receiverID. These are used to identify the sending

or receiving respondent. A respondent can either be a user or a group.

4.1.3. Scenarios

The following two scenarios are used to show the differences between the implementations in the

different technologies:

e Scenario 1: Send group message

e Scenario 2: Error handling
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Scenario 1. Send group message

In this scenario a user sends a message to one of their groups. The message is forwarded to the
corresponding GroupManager, which then forwards the message to each of its members. This
scenario is used as a first scenario to give an overview of each implementation. It will show how
the managers are processing messages and how they forward them. Additionally, it also shows

how messages for currently offline group members are stored in the database.

Scenario 2: Error Handling

This scenario is used to show how the database is accessed and how the system responds to errors.
It uses the first scenario as basis. During an access to the database, an error occurs and the system
retries to store the message. Since the error handling and the retry functionality of Java EE and
Node.js were already covered during the web shop implementation, this scenario will only be
shown for Akka and RxKotlin.

4.2. Message Server in Java EE

This section presents the implementation of the message server in Java EE. Unlike the web shop
implementation, WebSocket connections are used. This was done since servlets in Java only work
for a request/response architecture, i.e., a servlet can only respond to a received request. In this
implementation the ServerManager contains the WebSocket connection for the client and directly

receives incoming requests.

Below the implementation of the ServerManager and the function headers for some of its key
functions is shown. Annotation @ServerEndpoint declares that this class functions as a WebSocket
endpoint where value is the path to this endpoint and configurator describes which custom
Configurator class is used. The @0OnOpen tag specifies, that the method is called whenever a new
WebSocket connection is requested, @0OnClose specifies that the method is called whenever a
WebSocket connection closes and @OnMessage specifies, that the method is called whenever the
connection receives a message over the WebSocket. The map managers contains all currently
active respondents, i.e.,, GroupManager and UserManagers, while userSession maps an active

WebsocketSession to a user.
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@ServerEndpoint(value = "/message", configurator = WebsocketConfigurator.class)

public class ServerManager {
private static HashMap<String, Manager> managers;
private static HashMap<Session, String> userSessions;

private static final String serverID = "server";

public static final int retryCnt = 3;

@OnOpen

public void onOpen(Session session, EndpointConfig config) {...}
@OnClose

public void onClose(Session session) {...}

@OnMessage

public void handleMessage(String text, Session session) {...}
public static void handleMsg(Message message) {...}

Below the custom Configurator is shown, that is used by the ServerManager. It modifies the

handshake which is done during the WebSocket request. This allows users sending their login

credentials as headers during the handshake.

public class WebsocketConfigurator extends Configurator {
@Override
public void modifyHandshake(

ServerEndpointConfig sec,

HandshakeRequest request, HandshakeResponse response) {
Map<String, List<String>> headers = request.getHeaders();
String username,password;
boolean create;
if (headers != null) {

username = headers.get("username").get(9);

password = headers.get("password").get(9);

create =boolean.parseBoolean(headers.get("create").get(9));
sec.getUserProperties().put("username", username);
sec.getUserProperties().put("password"”, password);
sec.getUserProperties().put("create"”, create);

Method onOpen is called whenever the web server receives a new WebSocket request. In it the

username and password are pulled from the handshake, i.e., via EndpointConfig. Depending on

the value of create either a new user is created or an existing user is logged in. Before that,

ServerManager checks if no manager with the username exists. For a login also the database is

checked. Then the corresponding UserManager is created and added. Finally, all messages, which

were stored since the user was last online, are retrieved from the database and sent to the user.

The user registration works similar but checks if the user doesn’t exist in the database.
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@0nOpen
public void onOpen(Session session, EndpointConfig config) {

String username = (String) config.getUserProperties().get("username");
String password = (String) config.getUserProperties().get("password");
boolean create = (boolean) config.getUserProperties().get("create");
if (managers.get(username) == null) {
DBResult<User> dbUser = DBMessage.getUser(username, password, retryCnt);
if (dbUser.success) {
User user = dbUser.result;
if (create) {
// handle the user registration
} else {
// handle the user login
if (user != null) {
UserManager client = new UserManager(username, session.getBasicRemote());
managers.put(username, client);
userSessions.put(session, username);
DBResult<List<Message>> dbMessage = DBMessage.getMessageOfUser(username);
if (dbMessage.success) {
List<Message> messages = dbMessage.result;
for (Message message : messages) {
ServerManager.handleMsg(message);

The method onClose is called when the WebSocket connection (Session) is closed. Here the

UserManager that corresponds to this session is removed from map managers.

@OnClose
public void onClose(Session session) {

}

String username = userSessions.remove(session);
if (username != "") {
managers .remove (username);

}

Method handleMessage is called whenever a message is received over the WebSocket. The

received string is parsed into a Message and is forwarded to handleMsg, which processes the

message, i.e., it forwards the message to the correct receiver.

@OnMessage
public void handleMessage(String text, Session session) {

JSONObject obj = new JSONObject(text);
String senderID = obj.getString("senderID");
String receiverID = obj.getString("receiverID");
String content = "";
if (obj.has("content")) {
content = obj.getString("content");
¥
int type = obj.getInt("type");
Message message = new Message(senderID, receiverID, content, type);
handleMsg(message);
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4.2.1. Scenario 1: Send Group message

In this scenario the user wants to send a message to a group. For Java EE two different versions

were implemented:

e ablocking architecture where the thread waits until the database access has completed
e anon-blocking architecture using CompletableFuture, which works similar to Node.js’s

promises; it should show how an asynchronous version can be implemented in Java EE.

Blocking version

Figure 16 shows how the blocking implementation processes a group message.

sendMsg/handleMessage(msg)
handleMsg(mg)

manager.handleMsg(msg) sendMessage

foreach member in group
‘) serverManager.handleMsg(grmsg)

user is offline
getRespondent(gmmsg.receiveriD,retryCnt)

DB-Connection

DBResult(user,true) user

storeMsg(grmsg, retryCnt)
DB-Connection

result:

user is online
serverManager.handleMsg(grmsg)

handleMsg(grmsg)
send(grmsg)

send(grmsg)

Figure 16 Java EE - Send group message (blocking)

First the message gets sent over the WebSocket connection to the server. The ServerManager
receives this message via its @0OnMessage function in which the string is parsed to a Message and
handleMessage is called. Method handleMessage checks the receiverID of the message and
forwards this messages to the corresponding manager via manager.handleMessage, ie., the
corresponding GroupManager. The GroupManager then creates a new TextMessage for each of its
members from the received message. These messages are then sent back to the ServerManager.

Now two different scenarios can happen:
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e The user is currently online

e The user is currently offline

When the user is online the message is just forwarded to the respective UserManager, which calls
websocket.sendMessage to send this message to the client. If the user is offline, the
ServerManager checks the database if the user exists by calling getRespondent and, if that is the

case, the message is stored into the database by calling storeMessage.

Below is a simplified implementation of the GroupManager. We can see how handleMsg processes
the incoming message. The GroupManager only processes messages which are from invitees or
other group members. Other messages are rejected. Depending on the message type the
corresponding function is called. In the sendMessage the GroupManager creates a new message for

each of its members from the received message and forwards this to the ServerManager.

public class GroupManager implements Manager{

@Override
public void handleMsg(Message message) {
if (message != null && (invitees.contains(message.senderID) ||

members.contains(message.senderID))) {
switch (message.type) {
case Text:
sendMessage(message);
break;

case InviteToGroup:
inviteToGroup(message);
break;
default:
break;
}
}
}
private void sendMessage(Message message) {
Message send;
String sender = "";
for (String member : members) {
sender = groupName + " -> + message.senderID;
send = new Message(sender,member,message.content,message.type);
ServerManager.handleMsg(send);

}

In method handleMsg of the ServerManager, the manager checks if the receiver of the message is
already online and then forwards the message to them. Otherwise, the manager checks the

database for this receiver and if it was a user, the message is stored in the database.
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public static void handleMsg(Message message) {
if (managers.containsKey(message.receiverID)) {
managers .get(message.receiverID).handleMsg(message);
} else {
DBResult<Respondent> dbRespondent = DBMessage.getRespondent(
message.receiverID, retryCnt);
if (dbRespondent.success) {
Respondent resp = dbRespondent.result;
boolean success;
if (resp instanceof User) {
success = DBMessage.storeMsg(message, retryCnt);
if (!success) { sendBackErrorMsg(message); }
} else if (resp instanceof Group) { // unnecessary for understanding this scenario }

Finally, there is the implementation of the UserManager. This just sends all its received messages
to the client via connection.sendText.
public class UserManager implements Manager{

String user;

Basic connection;

@Override

public void handleMsg(Message message) {
connection.sendText(message.toString());

}
}

Non-blocking version

CompletableFutures

CompletableFuture is a class for supporting asynchronous computations. It derives from Future
and implements CompletionStage. CompletableFutures support asynchronous event chains.
This is accomplished in that the methods provided by the CompletionStage implementation
return a CompletableFuture which allows to apply the next asynchronous method in the

computation chain [9].
Example

The code below shows how such a CompletableFuture can be used. Here readFile that returns
the content of the file is called asynchronously. The method thenAccept is called after
supplyAsync has completed and prints out the received content of the file.
CompletableFuture.supplyAsync(

() -> return readFile(“/etc/test.txt”),

DBMessage.getExecutor()
).thenAccept(result -> { System.out.println(result);}})
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Figure 17 shows the non-blocking implementation of this scenario using a CompletableFuture.

sendMsg/handleMessage(msg)
handleMsg(mg)

manager.handleMsg(msg) sendMessage

foreachimember in group)

serverManager-handleMsg(grmsg),

user is offline getRespondent(gmsg.receiveriD,retryCnt)

DB-Connection
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DB-Connection.

result:

callback(true) < """"""""

user is online serverManager. handleMsg(grmsg)

handleMsg (grmsg)
send(grmsg)

send(grmsg)

Figure 17 Java EE - Send group message (non-blocking)

The non-blocking implementation is similar to the blocking implementation. The only difference
is how the database is accessed. Because of that, the current scenario’s only difference is when a
message is sent to a user that is offline. In this case, the ServerManager calls getRespondent but
this time it is called inside a CompletableFuture. To this CompletableFuture a thenApply
callback is attached that receives the DBResult from getRespondent and stores the message by
calling storeMsg, again in a CompletableFuture. The example shows how the
CompletableFuture can be used to create asynchronous callbacks in Java EE, which are similar to

promises from Node,js.

CompletableFuture.supplyAsync(() ->
DBMessage.getRespondent(message.receiverlD, 3),
DBMessage.getExecutor())
.thenAccept(dbResp -> {
Respondent resp = dbResp.result;
if (dbResp.success) {
if (resp instanceof User) {
CompletableFuture.supplyAsync(() -> DBMessage.storeMsg(message,3),
DBMessage.getExecutor())
.thenAccept(result -> { if(!result) { sendBackErrorMsg(message); } } );
} else if (resp instanceof Group) { ... }
else { sendBackErrorMsg(message); }

s
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4.3. Message Server in Node.js

The implementation in Node.js works similar to the web shop implementation. Instead of creating
a new session manager for each WebSocket connection, a ClientManager is created instead. The

ServerManager is created during the server’s start-up.

4.3.1. Login to Message Server

In the code below one can see how the server reacts to receiving a new WebSocket connection.
First, the user credentials are retrieved from the request’s header. Next, it is checked if a user with
this credential is already logged in and, if that is the case, the connection is rejected. Otherwise, it
is checked if this is a login request or a registration request. If it is a login request, the database is
checked if the user with the credentials exists and an UserManager is created by calling
setUpManager. Additionally, all stored messages which the user received since their last login are
retrieved from the database and sent to the user. If it is a registration request, the database is
checked if the user doesn’t exist. Then, the user is created in the database by calling

retryWithTwo(createUser, username, password).If it was successful, setUpManager is called.

wsServer.on( 'request', function (request) {
if (loriginIsAllowed(request.origin)) {
request.reject();
return;
¥
var username = request.httpRequest.headers.username;
var password = request.httpRequest.headers.password;
var create = request.httpRequest.headers.create;

if (manager.containsUser(username)) {
request.reject();
} else {

if (create === "true") {
retryWithTwo(createUser, username, password)
.then(user => {
setUpManager(request, user.id);
}).catch(error => {
request.reject();
1
} else {
retryWithTwo(getUser, username, password)
.then(user => {
const client = setUpManager(request, user.id);
client.getMessagesFromDB(manager);
}).catch(error => {
request.reject();

s

s
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Method setUpManager creates the UserManager. First, it accepts the currently received WebSocket

request and then creates a new UserManager. The manager is than added by calling
clientManager.setUp.

function setUpManager(request: any, username: string): ClientManager {
var connection = request.accept(null, request.origin);
const clientManager = new UserManager (connection, username);
clientManager.setUp(manager);
return clientManager;

Method setUp adds the created UserManager to the managers in ServerManager. It also attaches
a message handler to the previously accepted WebSocket connection. This handler parses the
message string into a JSON object and forwards the message to the ServerManager. Additionally,
a close handler is attached that will remove the current UserManager from the managers in the

ServerManager.

setUp(manager: ServerManager) {
manager.addManagers(this.username, this);
this.connection.on('message', function (message) {
if (message.type === 'utf8') {
var msg = JSON.parse(message.utf8Data);
if (msg.receiverID != "") {
manager.handleMsg(msg);
}
}
1
this.connection.on('close’, function (this, reasonCode, description) {
manager.removeManager(this.username);

s
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4.3.2. Scenario 1: Send Group message

Figure 18 shows the sequence diagram for the Node.js implementation.

send(msg)

serverManager.handleMsg(msg)
groupManager.handleMsg(msg)
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callback < .....................

getContact

storeUserMsg(msg,errorcallback)

user is opline handleMsg(grmsg) <

handleMsg(grmsg)

send(grmsg)

send(grmsg

Figure 18 Node js - Send group message

In this scenario the message is received from the WebSocket and is forwarded to the
ServerManager by calling handleMessage. The ServerManager parses this message, creates a
JSON string and forwards the message to the corresponding manager, i.e., the GroupManager, by
calling manager.handleMessage. The GroupManager checks the type of the message and calls
sendMessage. In sendMessage a new TextMessage for each group member is created which gets
forwarded to the ServerManager. If the user is online, the message gets forwarded to the
corresponding UserManager and then it is sent to the user via their WebSocket connection. On the
other hand, if the user is offline, the database is checked for the user and the message is stored in
the database.

Below the code of method handleMessage from GroupManager is shown, which works similar to
the SessionManager seen in Section 3.5. It checks if the sender of the message was either an invitee
or a member of the group, otherwise the message gets dropped. The message is then passed to

the respective function.
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handleMessage(message: Message) {
if (message != undefined) {
if (this.invitee.has(message.senderID) |
this.members.has(message.senderID) |
this.creator === message.senderID) {
switch (message.type) {
case MsgType.Text:
this.sendMessagetoParticipants(message);
break;
case MsgType.InviteToGroup:

case MsgType.AcceptRequest:

Method sendMessagetoParticipants just creates new Messages from the received message for

each group member and forwards them to the ServerManager.

sendMessagetoParticipants(message: Message) {
var senderID = message.senderID;
this.members.forEach(member => {
const msg = Object.assign({}, message);
msg.senderID = "${this.groupID}->${senderID}";
msg.receiverID = member;
this.serverManager.addMessagetoQueue(msg);
1
}

Below we can see how the ServerManager tries to store the message of an offline respondent.
Again, retryWithOne is used to recreate an entry. Before the ServerManager stores the message,
the database is checked for the receiver of the message. If the receiver exists and is a user, the

message is stored by calling retryWithOne(storeUserMsg, message).

private storeMsg(message: Message) {
retryWithOne(getContact, message.receiverlID)
.then(contact => {
if (contact instanceof Group) {
let manager = new GroupManager(contact);
this.managers.set(contact.id, manager);
manager.receiveMessage(message);
} else if (contact instanceof User) {
retryWithOne(storeUserMsg, message)
.catch(() => {
this.sendBackMsg(message);
1
}

}).catch(error => {
this.sendBackMsg(message);

1))
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4.4. Message Server in Akka

In this section now the implementation of the message server using the Akka’s actor model is

presented.

4.4.1. Architecture

The architecture in Akka follows the previously described general architecture but combines it

with the Actor model. Figure 19 shows the actors used by this system.

/user/ServerActor

/user/ServerActor/ Juser/ServerActor/ / use(;{ zzr\f:gitor/
UserActor dbRouter p
Juser/ServerActor/
dbRouter/dbActors

QOO0
0000

Figure 19 Akka Message Server Architecture

This system consists of the following actors:

e ServerActor
e GroupActor
e UserActor

e dbRouter
e DBActor
ServerActor

This is the parent actor of all the other actors in this system. It is responsible for forwarding the
messages received by the WebSocket connections to the corresponding actors, storing messages
into the database and spawning or removing new actors, e.g., when a new user logs in or a new
group is created. The ServerActor also implements the retry strategies for the DBActors and

dbRouter actors. Additionally, the ServerActor validates received WebSocket requests.
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UserActor

The UserActor is responsible for forwarding all its received messages to the user. They are sent

to the user via the WebSocket connection.

GroupActor

The GroupActor processes the messages received by a group. It manages the list of members and

invites, sends out invites to users and forwards the messages to its members.

DBActor

The DBActors are used for the database accesses. It processes database access requests. The result

is sent back to the sender.

dbRouter

The dbRouter works as a load balancer for the DBActors. The messages sent to the DBActors are
tunnelled through the dbRouter, which tries to keep the workload of each actor balanced. It also
spawns new DBActors if there is high workload and removes some if there are too many actors

for the current workload.

4.4.2. General Implementation

Akka WebSocket

This implementation uses Akka’s integrated WebSocket support. Here, the WebSocket requests
are received by the ActorSystem, which creates a WebSocketRequest message and sends it to the
ServerActor. The ServerActor processes these requests similar to the other implementations, i.e.,

it checks if an actor already exists, checks the database for the user etc.

The code below shows how to create a WebSocket server with Akka. Method
Http.get(akkaSystem) isused to create the server where akkaSystemis the created ActorSystem.
With newServerAt the IP address and the port of the server gets configured while
bindSync(handler) is used to attach a function that handles the incoming WebSocket requests.
In this handler function, the received WebSocket requests are forwarded to method

handlelWebSocketRequests.

val akkaSystem = ActorSystem.create("message-server", complete)
val serverActor = akkaSystem.actorOf(Props.create(ServerActor::class.java), "serverActor")
val handler: (HttpRequest) -> HttpResponse = {
handleWebSocketRequests(it, testSystem, serverActor)
}
val serverBindingFuture: CompletionStage<ServerBinding> = Http.get(akkaSystem)
.newServerAt("localhost", 80890)
.bindSync(handler) // Bind the Websocket Handler to Akka's Http Service
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Thus, the handleWebSocketRequest method handles the incoming WebSocket requests. It
processes the request and sends a WebSocketRequest message to the ServerActor. Method
request.getAttribute(webSocketUpgrade) is used to retrieve the UpgradeRequest from the
received request. With Patterns.ask(...) the UpgradeRequest and the user credentials are sent
as a WebSocketRequest message to the ServerActor to validate the connection. Patterns.ask

returns the Future which will contain either the accepted or rejected WebSocket connection.

fun handleWebSocketRequests(request: HttpRequest, system: ActorSystem, serverActor: ActorRef):
HttpResponse {
if (request.uri.path().equals(("/greeter"))) {
// Get username,password and create from the RequestParameter
var userHeader = request.getHeader("username")
var passwordHeader = request.getHeader("password")
var createHeader = request.getHeader("create")
var username = if (userHeader.1isPresent) userHeader.get().value() else
var password = if (passwordHeader.isPresent) passwordHeader.get().value() else ""
var create = if (createHeader.1isPresent) createHeader.get().value() else ""
return request.getAttribute(webSocketUpgrade)
.map {
// Receive the WebSocketUpgrade
val timeout = Timeout (50000, TimeUnit.MILLISECONDS)
// ask -> Send Message to ARka and await response
var future = Patterns.ask(serverActor,
WebSocketRequest (username, password, create, it), timeout)
var obj = Await.result(future, timeout.duration())
obj as HttpResponse
}.orElse(
HttpResponse.create()
.withStatus(StatusCodes.BAD_REQUEST).withEntity("Expected WebSocket request"))
} else {
return HttpResponse.create().withStatus(404)

}
}

The ServerActor receives the UpgradeRequest and processes the login or registration request

similar to the other implementations.

After the login or registration request was successful, the method createWebSocket is called by
the ServerActor. In createWebSocket a new UserActor for the received request is created. Via
Flow.fromSinkAndSourceCoupled(..) an Akka Flowable is created which works as a
bidirectional source between the WebSocket connection and the actor. With it, the UserActor can
send messages to the WebSocket. The code wsUpgrade.handleMessagesWith(flow) is used to
attach a message handler to the received WebSocket connection. In this way the messages
received from this WebSocket are forwarded to the flowable which then parses the message string
into the correct message and sends it to the SeverActor. In method flow.watchTermination a
callback is attached that is called when the WebSocket connection closes. In this callback the
UserActor is removed and stopped by a PosionPill message. A PosionPill message is a special
message in Akka. It allows the actor to process previously received messages before being shut

down.
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private fun createWebSocket(username: String, wsUpgrade: WebSocketUpgrade, s: ActorRef) {
val probe = TestPublisher.probe<Message>(@, context.system)
val actorRef = context.actorOf(
Props.create(UserActor::class.java, username, probe), username)
// Create Client Actor
actors.putIfAbsent(username, actorRef)
val sink = Sink.foreach {
self.tell(parseMessage(it), actorRef as ActorRef)
}
var flow = Flow.fromSinkAndSourceCoupled(sink, Source.fromPublisher(probe))
// Create Flowable to forward WS-Messages to the ServerActor
//and to send Messages to the client
flow = flow.watchTermination { prevMatValue: NotUsed,
completionStage: CompletionStage<Done?> ->
completionStage.whenComplete { done: Done?, exc: Throwable ->
// 1f Ws-Connection closes remove UserActor
if (done == null){
this.actors[username]?.tell(PoisonPill.getInstance(), self)
this.actors.remove(username)
}
}
prevMatValue
}
val response = wsUpgrade.handleMessagesWith(flow)
s.tell(response, self)

}

Message Types

Additionally, to the message types described in Section 4.1.2., this implementation also uses
system internal message, i.e., messages sent between an actor and the DBActor to request a
database access. There are two types of messages, DBRequest and DBResponse:

abstract class DBRequest(val retryCnt: Int)
open class DBResponse<T>(val result: T?, val success: Boolean)

DBRequest and DBResponse work similar to the messages sent by the Node.js web shop
implementation. DBRequest messages are used to send a request to a DBActor, whereas

DBResponse is used to send back the processed result to the actor which sent the request.

For each database access, a different request and response messages exists, e.g., a FindRespondent

messages is sent for finding a respondent in the database:

class FindRespondent(val id: String, retryCnt: Int, val message: WSMessage) :
DBRequest(retryCnt)

class RespondentResponse(respondent: Respondent?, success: Boolean, val message: WSMessage) :
DBResponse<Respondent>(respondent, success)

We can see that both messages also have a field called message. This field contains the message
that initiated the request. This is done to allow the actor to continue processing the message after

the response has been received. Moreover, Akka uses WSMessages to describe messages that were
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received or will be sent over a WebSocket connection, i.e., messages that a user can send or receive.

These messages, e.g., PrivateMessage, InviteToGroup, have been shown in Section 4.1.2.

4.4.3. Scenario 1: Send Group message

Figure 20 show how group messages are sent in the Akka implementation.
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Figure 20 Akka - Send group message

As already mentioned in Section 2.3.1., Akka uses asynchronous message passing, i.e., an actor
can send a message and continue without blocking. For this scenario it means, whenever an actor

sends a message to another actor, the message is sent and the actor continues.

This scenario starts with the ServerActor receiving a TextMessage via the WebSocket. Next, the
ServerActor calls handleWSMessage which sends the message to the corresponding GroupActor.
This actor then processes the message and calls sendMessageToMember which forwards the
received message to each group member. These messages are again sent back to the ServerActor.
The ServerActor receives these messages one after the other and calls handleWSMessage. If the
user of the processed message is online, the message is sent to the corresponding UserActor,
which uses the WebSocket connection for finally forwarding the message to the user. Otherwise
storeMessage is called, which starts the store process in the ServerActor. In this case, a
FindRespondent message containing the received message is sent to the dbRouter.
FindRespondent is used to check if the receiver of the TextMessage exists in the database and

whether it is a group or a user.
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The dbRouter sends this message to one of the DBActors which then processes the
FindRespondent message and sends back a FindRespondentResult containing the original
TextMessage and the found respondent. The ServerActor now checks if this found respondent
was a user and then creates an InsertMessageRequest containing the message, which is again
sent to the dbRouter. This message tells the DBActor to store the original message into the

database.

The following part of the ServerActor class shows the headers of the methods used by the

ServerActor to send a group message:

class ServerActor : UntypedAbstractActor() {

// processes the messages this actor receives
override fun onReceive(message: Any?) {...}

// called by onReceived. Forwards WebSocket messages to the correct actor or stores
// them into the database
private fun handleWSMessage(message: WSMessage) {...}

// sends FindRespondent message to initate the store processes
private fun storeMessage(message: Message) {...}

// Handles the received response from the message sent via store message
private fun onRespondentResult(message: RespondentResult) {...}

The following definition of method onReceive shows that the ServerActor checks the message
type of the received message and then calls the corresponding method.

override fun onReceive(message: Any?) {
when (message) {
is WSMessage -> handleWSMessage(message)
is RespondentResult -> onRespondentResult(message)
is InsertMessageResult -> ..
}
}

In the method handleWSMessage we can see how the ServerActor handles WSMessages. The
ServerActor checks if there exists an actor corresponding to the message.receiverID and, if that
is the case, the message is forwarded to it by calling the tell method. Otherwise storeMessage is
called.

private fun handleWSMessage(message: WSMessage) {
when {
actors.containsKey(message.receiverID) -> {
actors[message.receiverID].tell(message, self)
}
else -> { storeMessage(message) }
}
}
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Method storeMessage initiates the store request. First, a FindRespondent message containing the
message to be stored is sent to the dbRouter. The dbActor processing the FindRespondent accesses
the database and sends back a RespondentResult containing the original message and the found
respondent to the ServerActor.

private fun storeMessage(message: Message) {

dbRouter.tell(FindRespondent(message), self)
}

The following implementation of method onRespondentResult shows how the ServerActor
processes this RespondentResult. If the found respondent is a user, the original message is stored
in the database by sending an InsertMessage containing the message to the dbRouter.

private fun onRespondentResult(message: RespondentResult) {

when (message.result) {
is User -> { dbRouter.tell(InsertMessage(..), self) }

Finally, the code below contains an excerpt of the GroupActor class. In method onReceive the
incoming messages are processed. If the received message was a TextMessage,
sendMessageToMembers is called. For each group member it creates a new TextMessage that will

be sent to them. To accomplish this, these messages are sent to the ServerActor.

class GroupActor: UntypedAbstractActor{

override fun onReceive(message: Any?) {
when (message) {
is TextMessage -> sendMessageToMembers(message)

.
}

private fun sendMessageToMembers(message: TextMessage) {
members. forEach {
val msg = TextMessage(groupName, it, message.content)
this.sender.tell(msg, self)
}
}
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4.4.4. Scenario 2: Error Handling

This scenario shows how the actor hierarchy and supervision can be used for error handling.

Figure 21 show the sequence diagram for the error handling use case.
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Figure 21 Akka - Error handling

This scenario starts with the FindRespondent message sent to the DBActor. The DBActor tries to
access the database but during the access an error occurs and an exception is thrown. This is
caught by the DBActor and a new DBActorException containing the failed message is thrown.
The exception is accessed by the supervisor strategy of the dbRouter. It checks the retrycnt of
the message and if it is larger than zero the counter is decreased by one and the message is sent
back to the DBActor. The DBActor tries to process the message again. This is done until the counter
reaches zero or no error occurred. When the counter reaches zero, the dbRouter’s supervisor
strategy escalates this error to the ServerActor. The ServerActor then closes the connection pool
and restarts all the DBActors and the dbRouter.

In the following the methods used by the DBActor during this scenario are shown.

class DBActor(private val connections: DBMessageConnector) : UntypedAbstractActor() {
override fun onReceive(message: Any?)
private fun getRespondent(message: FindRespondent)

}

65



JXU

JOHANNES KEPLER
UNIVERSITAT LINZ

Similar to the other actors, the onReceive method of DBActor checks the message type and

forwards the message to the corresponding method.

override fun onReceive(message: Any?) {
when (message) {
is DBRequest -> {
if (message.retryCnt <= 0) {
sender.tell(DBErrorMessage(message), context.parent)
} else {
when (message) {

is FindRespondent -> { getRespondent(message) }
is InsertUser -> { createUser(message) }

The method getRespondent shows how the actor handles FindRespondent messages. The method
works similar to the previously shown database access in Java EE. Again, a connection from the
connection pool is retrieved and a PreparedStatement is created. If an exception is thrown, the
exception is caught and a new DBActorException, which contains the error, the failed message

and the sender of message, is thrown.

private fun getRespondent(message: FindRespondent) {
val newMsg = FindRespondent(message.id, message.retryCnt - 1, message.message)
val respondent: Respondent?
var con: Connection? = null
try {
con = connections.getConnection()
val prep: PreparedStatement =
con!!.prepareStatement("select * from respondent where respondentID =?"
prep.setString(1, message.id)
val rs: ResultSet = prep.executeQuery()
respondent = mapRespondent(rs)

rs.close()
} catch (e: java.lang.Exception) {
if (con?.isClosed == false) {
con.close()
}
throw DBActorException(e, newMsg, sender)
} finally {
if (con?.isClosed == false) {
con.close()
}

}

sender.tell(RespondentResponse(respondent, true, message.message), context.parent)

The next code snippet shows how the dbRouter, that works as a load balancer, is created. The
default resizer tells how many DBActors the system should contain. The router tries to keep the

optimal number of actors between the specified values.
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With DefaultResizer.SmallestMailboxPool(5) the initial number of actors that it will be
spawned are specified. It also tells the router to use the SmallestMailboxPool load balancing
strategy. This means the messages get forwarded to the actor with the least number of messages

in their mailbox.

private val resizer = DefaultResizer(2, 15)

private val dbRouter = context.actor0Of(
SmallestMailboxPool(5)
.withResizer(resizer)
.withSupervisorStrategy(dbStrategy)
.props(Props.create(DBActor: :class.java, connections)),
"dbRouter")

The specification of the SupervisorStrategy of the dbRouter is presented next. This strategy
handles all the exceptions from the DBActors. We can see that the supervisor checks if the
retrycnt of the message is already zero and, if that is the case, the error is escalated to the
ServerActor. Otherwise, the failed actor resumes and the message that failed is sent back to one
of the DBActors. This is done since messages that resulted in a failure are normally not processed
again.
private var dbStrategy: SupervisorStrategy? = OneForOneStrategy(
DeciderBuilder
.match(DBActorException::class. java) {
if (it.msg.retryCnt <= 0) {
SupervisorStrategy.escalate() as SupervisorStrategy.Directive
} else {

self.tell(it.msg, it.sender)
SupervisorStrategy.resume() as SupervisorStrategy.Directive

}
}.build()

Below the implementation of the SupervisorStrategy for the ServerActor is shown. When the
ServerActor receives a DBActorException, the actor closes the current connection pool and all its
open connections and then tries to create a new connection pool. After that, the actor tells
dbRouter to restart themselves and their children.
private var serverStrategy = OneForOneStrategy(

DeciderBuilder

.match(DBActorException::class.java) {

connections.closeAll()

connections = DBMessageConnector()
SupervisorStrategy.restart() as SupervisorStrategy.Directive

}
.build()
)

67



JXU

JOHANNES KEPLER
UNIVERSITAT LINZ

4.5. Message Server in RxKotlin

This section shows the implementation of the message server in RxKotlin. It uses the observable
event sequences of ReactiveX as discussed in Section 2.4. This means that all the managers in this
system are forwarding onNext events to other managers. The components and general structure

of the implementation in RxKotlin is shown in the next section.

4.5.1. Components
Manager

Unlike other observables sequences, in ReactiveX the managers in this system, i.e.,
ServerManager, UserManager and GroupManager, are both observer and observables. This means
that the ServerManager is subscribed to each Group- and UserManager, while the others are
subscribed to the ServerManager. This is done to allow bidirectional event passing, i.e., it allows
a manager to send and receive messages via onNext in both directions. To achieve that, the
ServerManager has a map of subscribed observers called managers. This map is used to identify

which observer, i.e., User- or GroupManager, a particular message receives.
private var managers: HashMap<String, Manager> = HashMap()
Database Connections

For the database connection the MySQL driver’s implementation of R2DBC [15] was used. It is a
library that provides a fully reactive non-blocking API and is founded on the Reactive Streams
Specification [15]. It allows working with SQL databases using a reactive API and retrieve the
results from the database as an observable sequence. A usage scenario is shown during the
second scenario. As shown by the method headers below with R2DBC one can retrieve the
database results as observable sequences. Function getMessageOfUser returns a Flowable for
receiving the message from the user as onNext events. The return value of the functions
createUser and insertMsg are Completables where the completion of the data base requests
are signaled by onComplete events. Finally, the returns value of function userExists is a Single
with a Boolean, i.e., the result is received in a single event with a Boolean value. The following
section also contains the headers of the functions used by the scenarios to access the database.
fun getMessageOfUser(username: String): Flowable<Message> {...}

fun createUser(username: String, password: String): Completable {...}

fun userExits(username: String): Single<Boolean> {...}
fun insertMsg(message: Message): Completable {...}
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WebSocket via Kotor

For the WebSocket implementation Ktor was chosen. Ktor is a framework that uses Kotlins
coroutines to allows building an asynchronous web application [16]. The code below shows how
WebSocket connections with Ktor are created. First webSocket("/chat") is used to define the
path where the server is deployed. The code inside webSocket shows how the server handles these
incoming requests. First, the login parameters, i.e., username, password and create, are extracted
from the request header. These credentials are used to create a new UserManager, which will be
added to the ServerManager by either creating a new user or logging in as an existing one. In the
loop for(frame in incoming) messages received over this WebSocket connection are processed.
Here, the received message string is parsed into one of the message types described in Section
4.1.2 and then sent to the manager. Finally, if the WebSocket connection is closed, the UserManager
corresponding to the WebSocket is also closed by calling serverManager.closeManager.
install (WebSockets)
webSocket("/chat") {

val username = call.request.headers["username"

val password = call.request.headers["password"] ?: ""
val create = call.request.headers["create"]

val manager: ClientManager? = if (create == "true") {
username?.let { serverManager.registerUserManager(it, password, this) }
} else {

username?.let { serverManager.loginUserManager(it, password, this) }
¥
for (frame in incoming) {
frame as Frame.Text ?: continue
val receivedText = frame.readText()
manager?.receiveMessage(parseMessage(receivedText)!!)
}

serverManager.closeManager(username ?: "")

The function below shows how a user is registered in the database. First the ServerManager checks
if a manager already exists for this user, i.e., the user is already logged in. If the manager does not
exists, the ServerManager checks the database by calling db.userExits. As previously shown,
userExists returns a Single of type Boolean. When this sequence completes, and no user was
found in the database, the user is created by calling db.createUser. When the returned
Completable sends a success, the UserManager is added to managers and subscribes itself to the

ServerManager.

fun registerUserManager(username: String, password: String,
wsConnection: DefaultWebSocketServerSession
): ClientManager {
val user = UserManager(username, wsConnection)
if (!managers.containsKey(username)) {
db.userExits(username)
.onErrorReturn { true }
.subscribe { foundUser ->
if (foundUser) { wsConnection.cancel() }
else {
db.createUser(username, password)
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.onErrorComplete { false }

.subscribe {
managers[username] = user
user.subscribeOn(Schedulers.computation()).subscribe(this)

}
}

} else { wsConnection.cancel() }
return user

Scenario 1. Send Group message

Figure 22 shows the sequence diagram for the RxKotlin implementation, which works similar to

the previously shown systems.
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Figure 22 RxKotlin - Send group message

In this scenario the ServerManager receives a TextMessage in an onNext event from a User and
forwards it to the corresponding manager by calling onNext. As already discussed in Section 2.4,
these events, i.e, onNext, onError and onComplete are processed asynchronously. The
GroupManager receives this message and in sendMessagetoMember creates a new TextMessage for
each group member. These messages are sent back to the ServerManager in onNext events. The

ServerManager receives those messages and processes them. If the receiver of the message is
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currently online, the message is passed to the correct UserManager, which sends it to the client via
the WebSocket connection. Otherwise, the ServerManager checks if the receiver exits in the
database by calling getRespondent. When getsRespondent’s onNext returns a user, the message

is stored into the database by calling db.insertMsg.

Below the implementation of the ServerManager is shown. During a received onNext the manager
first checks if the receiver of the message is the server itself and then, depending on the message
type, the correct function is called. Otherwise, the message is forwarded in onNext to the manager
that is associated with the receiverID of the message. If no manager is found, the message will
be stored by calling storeMsg. Method storeMsg calls db.getRespondent to retrieve the
respondent associated with the message.receiverID. If the found respondent was a user, the

message is stored into the database by calling db.insertMsg.

class ServerManager: Observable<Message>(), Observer<Message>

{

private var managers: HashMap<String, Manager> = HashMap()

override fun onNext(message: Message) {

when {
// if the message was sent to the server -> message gets handle by ServerManager
message.receiverID == "server" -> {

when (message) {
is CreateGroup -> createGroup(message)
is RemoveGroup -> deleteGroup(message)
else -> logger.error("unrecognized message $message")
}
}

// If an Manager is active forward the message
managers.containsKey(message.receiverID) -> {
managers[message.receiverID]!!.onNext(message)

}
// otherwise store it
else -> { storeMsg (message) }
}

}

private fun storeMsg(message: WSMessage) {
db.getRespondent(message.receiverID)
.onErrorComplete { true }
.subscribe { respondent ->
when (respondent) {
is User -> {
db.insertMsg (message)
.onErrorComplete { false }
.doOnComplete { .. }.subscribe()
// otherwise, create GroupManager and forward the message
is Group -> {

}
}
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The following code shows the implementation of the GroupManager, which works similar to the
ServerManager. During a received onNext, the method associated the message type is called.

Method sendMessageToMembers forwards the received message to each group member by calling
serverMgr?.onNext.

class GroupManager {

override fun onNext(message: Message) {
when (message) {

is TextMessage -> sendMessageToMembers(message)
is InviteToGroup -> inviteToGroup(message)
is AcceptRequest -> addToGroup(message)
is DeclineRequest -> removeFromInvitees(message)
is LeaveGroup -> leaveGroup(message)
else -> logger.error("Unrecognized Message $message")

private fun sendMessageToMembers(message: TextMessage) {
if(members.contains(message.senderID)) {
members.forEach { serverMgr?.onNext(TextMessage(groupName, it, message.content)) }

}
}
}

Scenario 2: Error Handling

This scenario shows how the RxKotlin operators can be used to implement a retry functionality.

Figure 23 shows the sequence diagram for this scenario.
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Figure 23 RxKotlin - Error handling

72



JXU

JOHANNES KEPLER
UNIVERSITAT LINZ

Similar to the previous example the manager tries to find the user by calling getRespondent, but
this time it results in an Error. The onError is caught by the observable sequence and the sequence
is retried again with a delay. This is done until the sequence completes, or until it failed three

times.

The code below shows how an observable sequence can be created with R2DBC. First a Flowable
is created from the connectionFactory. The connectionFactory works similar to a connection
pool in JDBC. The received connection is used to create a statement that is executed and via
flatMap mapped into an Flowable to allow the sequence to continue. Next, the received result is
parsed into either a User or Group and mapped into a Flowable. The retryWhen operators allows
one to retry this sequence if an onError event was thrown. With completed ->
completed.take(3).delay(10, TimeUnit.SECONDS) the retry is implemented. Here, take tells
the maximum number of times the sequence will be retried, while delay specifies the time after
which a retries is initiated. Method firstElement is used to map this Flowable to a Maybe, since

only one or no result is expected.

fun getRespondent(id: String): Maybe<Respondent> {
var con: Connection? = null
return Single.fromPublisher(connectionFactory.create())
.subscribeOn(Schedulers.io())
.toFlowable()
.flatMap { connection: Connection ->
con?.close()
con = connection
connection
.createStatement("select * from respondent where respondentID =?"
.bind(@, id)
.execute()
}
.flatMap { result -»
result.map { row: Row, _: RowMetadata? ->
if (row.get("type") == 0) {
User(row.get("respondentID") as String, row.get("content") as String)
} else {
group
}
.retryWhen { completed -> completed.take(3).delay(10, TimeUnit.SECONDS) }
.firstElement()
.doFinally { con?.close() }
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5. Evaluation

This chapter contains the evaluation of the implemented architectures. The evaluation consists of
two parts. First, there are the performance evaluations. These are used to compare the run-time
efficiency of the implemented solutions. The second part is the evaluation of the code quality for
each implemented architecture. This part contains the authors subjective assessment.
Additionally, pitfalls during the development and limitations of the implementations are also

mentioned.

5.1. Performance Evaluation

This section contains the tests that were performed to compare the implemented architectures

against each other. The following three test were performed:

e Connectivity test
e Stability test

e Network test

Limitations

It is important to note that during the execution of the performance tests for all the implemented
system, i.e., Java EE, Node.js, Akka, RxKotlin, their default configuration was used. This means

that the results obtained from each system could still be optimized.

Experimental Setup

The tests were executed on the following setup:

e CPU: Intel Core i7-8700K (6x3.7GHz)
e RAM: 16GB

e OS: Ubuntu -20.4.3 LTS

e Java-Version: JDK 15

e Node;js: 14.17.0

Used Tester

This section describes the tester that was used for all the performed tests. Depending on the test,
various features on the tester were disabled or enabled, e.g., increase or decrease the number of

created clients or enable the clients to send messages.

The code below contains the tester. For creating the WebSocket clients Ktor was used. The first

variables url,port,path describe the deployed location of the server. Variable startCnt is the
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start ID that the tester will use for creating the clients, while maxCount is the number of clients that
the tester will try to connect to the system. The ConnectionMeasurer is used to log information
about these connections, e.g., the number of received messages, the number of sent messages, the
number of successfully connected clients etc. The variables intervalRange and msgCycle specify
the interval for sending messages for the client, i.e., how many messages a client should send
during each interval. In main one can see how these clients are created. They are created with
Ktor’s HttpClient by calling

initConnection(client, measurer.getConnectionID().toString(), is_sendMsg).

These created clients are only allowed to send messages after all the clients have been created.
This is indicated by the variable allowedToSend.
const val url = "192.168.0.18"

const val port 8080
const val path = "/chat"

const val create = "false"

var maxCount = 3500

var startCnt 0

var measurer = ConnectionMeasurer(startCnt)

const val intervalRange: Long= 2000
var msgCycle =10
var count = 0

var allowedToSend = false
var is_sendMsg = true

suspend fun main(args: Array<String>) {
val client = HttpClient(CIO) {

install(WebSockets)
engine { maxConnectionsCount = 100000 }
}
Observable.intervalRange(0, maxCount.toLong(), 1000, 35, TimeUnit.MILLISECONDS)
.doOnNext {
thread { initConnection(client, measurer.getConnectionID().toString(), is_sendMsg) }
count++

if (count >= maxCount - 1) {
allowedToSend = true
}
}

.doOnError { println("Create onError ${it.message}") }
.subscribeOn(Schedulers.io()).subscribe()

Observable.interval(60, 1, TimeUnit.SECONDS)
.subscribeOn(Schedulers.io())
.doOnError { println("Printer onError ${it.message}") }
.subscribe {
println(measurer.toString())
}

BufferedReader(InputStreamReader(System. in)).readLine()
allowedToSend = false

println("waiting 1 sec to shutdown")

client.close()

println(measurer.toString())
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Method initConnection is used for creating a new test client that connects to the server. The
parameter username is the login name that the tester uses, while sendMsg tells the tester to send
messages to the server. The HttpClient client is used to create a new WebSocket connection. It
adds the credentials as a header to the WebSocket request. After the connection is successfully
established, the created client is added to measurer. If sendMsg is set, the client sends messages to
the server periodically using Observable.interval. The messages are sent to a random connected
client. For this purpose a random ID is obtained by calling measurer.getRandom. After the
message is sent the messageCnt is increased by one by calling
measurer.increaseSend(username). For each received message the number of received

messages is increased by calling measurer.increaseReceived(username).

fun initConnection(client: HttpClient, username: String, sendMsg: Boolean) {
runBlocking {
client.webSocket(
method = HttpMethod.Get,
host = url,
port = port,
path = path,
request = {
headers {
append("username"”, username)
append("password"”, "12345")
append("create", create)
}
}
) A
println("Success $username")
measurer.addToMap (username)
measurer.increaseConnections()
var socketConn = this
if (sendMsg) {
Observable.interval(1000, intervalRange, TimeUnit.MILLISECONDS).doOnNext {
if (allowedToSend) {
runBlocking {
var sendID = measurer.getRandom()
for (i in 1..msgCycle){
measurer.increaseSend(username)
socketConn.send(createMsg(username,sendID, "Test",1)
}
}
}
}.doOnError {
println("Error received ${it} from $username")
it.printStack()
}.subscribeOn(Schedulers.io()).subscribe()

}

for (frame in incoming) {
measurer.increaseReceived(username)

}
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5.1.1. Connectivity test

This test checks how many concurrent connected clients the server can handle before the server
crashes. In this test, the implemented tester connects as many clients as possible to the server and
counts the number of successful connections until the server crashes. To limit the maximum

amount of RAM, the max heap space is set by -Xmx... in the VM options for the Java VM e.g.:
-Xmx1024M

In Node.js we can set the heap space via the max-old-space-size. Here the heap space is specified
inMBe.g.:

node -max-old-space-size=1024 ./dist/Server/server

Results

Table 1 shows the results of the performed connectivity test. It shows the number of WebSocket
connections the server was able to create before an OutOfMemoryException was thrown. With that
we found out that the overall overhead of a WebSocket connection is the lowest in Node,js.
Although Akka and RxKotlin both perform better than Java EE, they still lag significantly behind
Node.js. The test with a heap space of 1024MB was not performed for Node.js. The reason for this
is that the maximum number of allowed ports on the used machine is 65535 ports which the third

test would surpass.

Java EE Node.js Akka RxKotlin
256MB 1600 24300 5150 8870
512MB 3400 48000 10730 15000
1024MB 7080 -/- 22000 30500
(not tested)

Table 1 Results connectivity test

5.1.2. Stability test

The second test is a heavy load scenario where lots of clients send many messages to the server. It
is used to determine the average number of messages the system can process before messages are
lost or the system crashes. To perform this test 6000 clients are connected to the server via two
machines. Each of these clients sends a specified number of messages to the server at regular
intervals. These messages are TextMessages where the recipient is one of the created clients. The

ConnectionMeasurer was used to calculate the average number of messages received per second.
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Results

Table 2 shows the results of the stability test. It presents the average number of messages the
system was able to process before messages were lost or the system crashed. In this test ReactiveX
performed best and the Node.js application performed the worst. The cause of this result might
be the single-threaded nature of Node.js where the event loop processes the received events in
one thread. To address this, the implemented system could be modified to support clustering.
Akkas worse performance than Java EE is likely the result of the implemented architecture shown
in4.4.1, as it creates an overhead of messages sent in the actor system. A possible solution, without
changing the architecture of the system, would be to use a cluster of ServerActors, similar to

DBActors, to balance the load of messages received by the ServerActor.

Java EE Node.js Akka ReactiveX
Messages/s 21000 15000 18000 24000

Table 2 Results stability test

5.1.3. Database test

This final test checks how long the system takes to process database requests and send the result
back to the client. For this, 46 test clients log into the server and try to receive the messages that
have been sent to them since their last login. The client then measures the time between the
successful connection and the time it took to receive all messages. For this test the tester described
earlier was modified. The tester now measures the time it takes for all clients to finish retrieving

their messages as shown in the code below.

fun initConnection(client: HttpClient, username: String) {
runBlocking {
client.webSocket(
method = HttpMethod.Get,
host = url, port = port, path = path,
request = {
headers { ... }
}
) 1
measurer.addToMap (username)
var con = measurer.increaseConnections()
var cnt =0
for (frame in incoming) {
cnt++
if(cnt == maxMsg){
// after client has finished processing their messages
// check if it was the last client to finish processing
var completed = measurer.increaseCompletedMessages()
if(completed == clientCnt){
endTime = System.nanoTime()
client.close()

}
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Results

Table 3 shows the result of the database test. In this test, both Node.js and RxKotlin performed
better than the blocking counterpart with Java EE. Akka’s poor performance again is the result of
the used architecture. The problem is exacerbated by communication between the ServerActor
and DBActor, as it further increases the number of messages processed by the ActorSystem. To
achieve better results, a redesign of the communication between the ServerActor and DBActor
would be advisable. Additionally, the results could be improved by modifying the default

configuration in Akka’s config file.

46 Clients Java EE Node.js Akka RxKotlin
100 Messages per | 1.197s 0.847s 1.300s 0.8667s
Client

1000  Messages | 1.344s 1.201s 1.900s 1.262s
per Client

10000 Messages | 6.327s 5.799s 8.485s 5.974s
per Client

Table 3 Results database test

5.2. Assessment of Implementation Effort and Code Quality

This section contains a subjective quality assessment of the implementations and thus the

technologies. It will focus on:

e Learning effort

e Implementation effort
e Code readability

e Code complexity

e Code maintainability

The table below contains an overview of the quality evaluation of each implemented architecture.

Java EE Node.js Akka RxKotlin
Learning effort ++ - - +
Implementation effort + ++ + T+
Code readability ++ + + ++
Code complexity + - - +
Code maintainability ++ + + ++

Table 4 Overview quality evaluation
(++ positive, + slightly positive, - slightly negative, -- negative)
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Java EE

My subjective assessment of Java EE is as follows:

Learning effort. The learning curve for implementing a Java EE architecture was very low,
especially since I already had experience developing with Java. Additionally, the documentation
of Java EEs servlets and WebSocket are very comprehensive and allows one to easily learn the

used architecture.

Implementation effort. The effort to implement the servlets was minimal. This is mainly because the
lifecycle of a servlet is very simple and easy to understand. However, there were some parts that
required more effort. One was the custom handshake that allows the client to send their
credentials as parameters via the Configurator for the WebSocket. Also, setting up the connection

pool for the database on the tomcat server without prior knowledge took some time.

Code readability. The code of the Java EE implementation is very readable. This is because each

servlet implements one functionality.

Code complexity. The complexity of the code is also low, however the WebSocket handler makes
the code a bit more complex, especially since the ServerManager functions as the WebSocket
handler in this implementation. To mitigate this, it would be recommended to split the WebSocket

handler into its own class.

Code maintainability. Similar to the readability, the maintainability of the code is also high.
Additional features can be easily added by creating new servlets or allowing new messages over
the WebSocket. However, it should be noted that extending the available messages that can be

sent may result in a more complex code.

Node.js

My subjective assessment of Node.js is as follows:

Learning effort. There is some time to spend learning Node.js if no prior knowledge with JavaScript
had been had. My recommendation would be to implement the architecture with Typescript to
increase the readability and maintainability of the code. However, this increases the learning

curve a bit.

Implementation effort. The implementation using Node.js was straightforward and there weren’t
any major pitfalls during the development. One minor pitfall was that Promises currently don’t

support a retry functionality themselves and must be implemented manually.
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Code Readability. With Typescript, code readability is high because it allows static typing of

functions, parameters and variables, which isn’t the case in JavaScript.

Code complexity. The complexity of the code in Node.js is more complex, especially if lots of

callbacks have been used.

Code maintainability. The system can be easily maintained by allowing new messages through the
WebSocket. Similar to Java EE, it should be noted that extending the available messages can
increase the complexity of the code. However, the single-threaded nature of Node.js can become
a bottleneck for the server’s performance. To counter this, clustering the Node.js application might

help.

Akka

The assessment of Akka is as follows:

Learning effort. This architecture had the highest learning curve of all of the system. One of the
reasons for this was that one has to read into the actor system before starting with Akka.
Additionally, Akka’s architecture is more complex than previous systems. Here one needs to
understand many concepts such as the actor system, how an actor responds to failures, how these

failures are processed by their supervisor, how the actor hierarchy is used for creating actors etc.

Implementation effort. However once most of these concepts are understood, the implementation

effort is not as high as one might expect.

Code readability. The implemented code is readable as each actor is encapsulated and the

processing for each message type is done via a separated function.

Code complexity. However, the code can get more complex compared to the other systems. This is
mainly due to the fact that actors communicate exclusively through messages and thus the

number of different messages the system supports is the highest compared to the other systems.

Code maintainability. However, the system can be easily maintained by either adding new

messages or creating new actors which are responsible for processing the new requests.
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RxKotlin

Finally, my assessment of the RxKotlin:

Learning effort. The learning curve in RxKotlin was a similar experience to Java EE, especially since
I already had prior experience with it, but there were more concepts to learn compared to Java
EE. However, the documentation is very comprehensive and detailed with lots of examples that

can help during the implementation.

Implementation effort. The implementation of the system was also straightforward. There were
some minor issues with creating the reactive stream chain with the R2ZDBC connection pool but

otherwise there weren’t any issues.

Code readability. The code is very readable as each of the observable events is handled by a

separated function.

Code complexity. However, the code can become a bit more complex when using larger operator

chains, e.g., as shown during the database access in Section 4.5.

Code maintainability. Again, the code can be easily maintained and extended by adding new

messages.

82



JXU

JOHANNES KEPLER
UNIVERSITAT LINZ

6. Conclusion

The goal of this thesis was to work out the differences of implementations of server systems in
thread-based and various event-based reactive technologies. For that purpose, two different
systems were chosen: First, a session-based server, that stores a state for the client on the server
and consists of longer interactions between the client and the server. Second, a message-based
server system, where the client sporadically sends short messages to the server and no state is
maintained at the server. This implementation was done in Java EE, Node.js, Akka and RxKotlin.
Java EE was chosen as an example of the thread-based technology where Java EE servlets use a
request-response processing model. Node.js was chosen as an event-based architecture with
callbacks. Node.js works in, single-threaded mode and uses the event loop to process events. Akka
is based on the actor model. In the actor model actors are the processing units and they exclusively
communicate by asynchronous messages passing. Finally, RxKotlin was used as an example of a

reactive stream technology.

The comparison of the implemented system comprises two aspects: First, a performance
evaluation which compared the maximum number of concurrent connected clients (connectivity
test), how many messages per seconds the systems can handle (stability test) and the average
response time of the server (database test). In the connectivity test both Akka and RxKotlin
performed better than Java EE, but surprisingly Node.js significantly outperformed both. The
stability test also provided interesting results since RxKotlin performed best, followed by Java EE.
Akkas worse performance in this aspect can be explained by the used architecture, while Node.js
poor performance can be explained by its single-threaded nature. Finally, in the database test both
RxKotlin and Node.js performed better than Java EE and Akka.

The second part of the evaluation contains a subjective assessment of the code quality done by the
author. My assessment is that RxKotlin and Java EE are good in terms of implementation effort
and code quality, readability and maintainability. In this evaluation, Node.js also performed good,
but the code was more complex. Of all the architectures implemented, Akka had the highest
learning effort and code complexity. This was mainly due to the fact that each actor communicates
by different messages with other actors as well as the fact that Akka has a great complexity and
provides lots of concepts that needed to be understood before one can start. Overall, each
implemented system had some disadvantages and advantages. While Akka was the most complex
system to learn, it is very powerful with lots of features and configuration options for configuring
the application. On the other hand, other technologies were easier to learn and implement without

prior experience.

In this thesis, not much effort has been put to optimize the implemented server systems. Thus,
performance measurements might change, if certain optimizations are performed. An example

for this would be in the Akka implementation to try to reduce the number of messages sent
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between the actors. Moreover, as Akka provides lots of configuration options, different
configurations could be tested. Finally, it would also be interesting to compare the implemented

server architectures against other reactive architectures, e.g., Vert.x [17].
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