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Assistant Supervisors
Dipl.-Ing. Paul Wögerer
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Abstract

Debugging is a fundamental step in software development, enabling developers to identify
and fix program defects. As modern software systems grow in size and complexity,
the likelihood of bugs increases. Adequate debugging support is vital in finding those
bugs and ensuring robust and reliable software. This thesis focuses on debugging for
GraalVM Native Image, more specifically, generating and utilizing debug information for
ahead-of-time (AOT) and run-time compilations.

GraalVM Native Image can AOT-compile Java code, producing a native image. A
native image combines application classes, statically linked native code from the JDK,
and a language runtime into a single binary. Debugging these native images requires
comprehensive debug information for the generated native code. GraalVM Native Image
already provides solid debug information generation for AOT compiled code. As part of
this thesis, we introduce enhancements to improve efficiency and reduce the complexity of
debug information generation.

The Truffle Framework, part of the GraalVM ecosystem, enables embedding the Graal
Compiler as a run-time compiler within a native image. This run-time compiler produces
machine code dynamically at image run-time, optimizing performance. Generating and
processing debug information at run-time is necessary to debug run-time compilations
effectively. We present the design and implementation of a run-time debug information
generator, leveraging the existing AOT debug information generation infrastructure.

Evaluating the implemented solutions demonstrates significant improvements in debug
information generation time, size, and processing efficiency. The debug information
generator better utilizes available computing resources by introducing parallelization and
reducing complexity. This reduces debug information generation times and speeds up
native image builds.

Additionally, the integration of run-time debug information in GDB and the GDB
JIT Compilation Interface allows seamless debugging of run-time compiled code in a
state-of-the-art debugger for native code. Using the GDB Python API, we further improve
the debugging experience in GDB by providing an enhanced view of native image debug
information for both AOT-compiled and run-time compiled code.

In conclusion, this thesis provides a comprehensive approach to debugging native
images, addressing AOT and run-time compilations. The contributions made in this
work pave the way for more efficient and effective debugging, ultimately leading to higher
quality and performance of native images.
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Kurzfassung

Debugging ist ein fundamentaler Prozess in der Softwareentwicklung, der Entwicklern
ermöglicht, Fehler in Programmen zu identifizieren und zu beheben. Da moderne Soft-
waresysteme immer größer und komplexer werden, steigt auch die Wahrscheinlichkeit, dass
Fehler auftreten. Effektive Debugging-Unterstützung spielt eine entscheidende Rolle beim
Auffinden dieser Fehler und bei der Gewährleistung robuster und zuverlässiger Software.
Diese Arbeit konzentriert sich auf das Debugging für GraalVM Native Image, insbesondere
auf die Generierung und Nutzung von Debug-Informationen sowohl für Vorab- als auch
Laufzeit-Kompilierungen.

GraalVM Native Image ermöglicht es Java-Code vorab zu kompilieren und ein Na-
tive Image zu erzeugen. Ein Native Image kombiniert Applikations-Klassen, statisch
verlinkten nativen JDK-Code und eine Laufzeitumgebung in einer einzigen Binärdatei.
Debugging solcher Native Images erfordert umfassende Debug-Informationen für den
generierten nativen Code. GraalVM Native Image bietet bereits eine solide Generierung
von Debug-Informationen für vorab kompilierten Code. Im Rahmen dieser Arbeit führen
wir Verbesserungen zur Steigerung der Effizienz und Reduktion der Komplexität bei der
Generierung von Debug-Informationen ein.

Das Truffle Framework, Teil des GraalVM-Ökosystems, ermöglicht das Einbetten des
Graal Compilers als Laufzeit-Compiler in ein Native Image. Dieser Laufzeit-Compiler
erzeugt Maschinencode dynamisch zur Laufzeit eines Native Images und optimiert so
die Performanz des Programms. Um Laufzeit-Kompilierungen effektiv zu debuggen,
ist es erforderlich, auch zur Laufzeit Debug-Informationen zu erzeugen und zu verar-
beiten. Wir stellen das Design und die Implementierung eines Generators für Laufzeit-
Debug-Informationen vor, der die bestehende Infrastruktur für vorab generierte Debug-
Informationen nutzt.

Die Auswertung der implementierten Lösungen zeigt signifikante Verbesserungen bei der
Generierung von Debug-Informationen hinsichtlich Zeit, Größe und Verarbeitungseffizienz.
Durch die Einführung von Parallelisierung und die Reduzierung der Komplexität nutzt
der Debug-Informationsgenerator die verfügbaren Computerressourcen besser aus. Dies
führt zu verkürzten Zeiten für die Generierung von Debug-Informationen und folglich zur
schnelleren Erstellung von Native Images.

Weiters erlaubt die Integration von Laufzeit-Debug-Informationen in GDB und dem
GDB JIT Compilation Interface ein nahtloses Debugging von Laufzeit-Kompilierungen in
einem modernen Debugger für nativen Code. Mithilfe der GDB Python API verbessern wir
die Debugging-Erfahrung in GDB zusätzlich, indem wir eine angepasste Ansicht von Native
Image Debug-Informationen für Vorab- und Laufzeit-Kompilierten Code bereitstellen.

Zusammenfassend bietet diese Arbeit einen umfassenden Ansatz zum Debugging von
Native Images, der sowohl Vorab- als auch Laufzeit-Kompilierungen berücksichtigt. Die
in dieser Arbeit geleisteten Beiträge ermöglichen effizienteres und effektiveres Debugging,
was letztendlich zu einer höheren Qualität und Leistung von Native Images führt.
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Chapter 1

Introduction

Debugging is essential in software development, enabling developers to identify and fix
program defects. It involves executing a program, monitoring its execution, and checking
for expected behavior. As modern software systems grow in size and complexity, the
likelihood of bugs increases. Proper debugging support plays a vital role in such software
systems. Using debug information and tools effectively can lead to more robust and
reliable software. Additionally, debug information and debugging tools can improve a
program’s performance by analyzing it step by step.

Many programs are ahead-of-time (AOT) compiled to machine code for better per-
formance, especially at start-up. These native executables lack support for high-level
abstractions of the machine code, making it almost impossible to understand and trace
the program flow. To address this, compilers can generate debug information for AOT-
compiled native code. Debuggers use debug information to provide insight into a program’s
state, aiding in understanding its behavior.

In contrast to AOT compilation, compiling code at run-time is also possible. For
native executables, run-time compilations are employed to enhance performance further.
A run-time compiler generates machine code dynamically during program execution,
optimizing the executed code. As run-time compilations depend on a program’s execution,
producing debug information upfront is impossible. However, to effectively debug run-
time compilations, it is necessary to generate debug information for them at run-time.
Debuggers can process this debug information at run-time to provide insights into a
program’s state while executing run-time compiled code.

GraalVM Native Image [56, 45] provides the capability to AOT-compile Java code.
GraalVM Native Image compiles the language runtime, statically linked JDK code, and
application classes into machine code and a native image. In contrast to usual Java
programs, which run by interpreting Java Bytecode in a Java Virtual Machine (JVM),
debugging AOT-compiled native images requires debug information for the produced
native code.

GraalVM Native Image can produce debug information for native images. This debug
information can be used to debug the native image, which contains both the application
and the code from the language runtime. As a result, debugging a native image also
allows for the built-in language runtime to be debugged.

The Truffle framework [54] enables the implementation of self-optimizing Abstract
Syntax Tree (AST) interpreters for any programming language. Truffle uses the Graal
compiler to optimize the AST at run-time by applying optimizations such as partial
evaluation and compiling ASTs. With GraalVM Native Image, it is possible to embed
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Truffle into native images. To optimize ASTs at image run-time, the Graal compiler is also
embedded with Truffle. Consequently, a native image may trigger run-time compilations
at image run-time. A run-time debug information generator is required to produce debug
information at image run-time to provide appropriate debugging support for such run-time
compilations.

1.1 Goals

The goals of this thesis are as follows:

• Enable run-time debug information generation for native images.

Using the Truffle framework, it is possible to embed the Graal Compiler into
a native image. Consequently, run-time compilations may also occur at image
run-time. However, the current debug information generator runs only at image
build-time and is not available at image run-time.

The main goal of this thesis is to integrate run-time debug information generation
into native images with run-time compilation support. This enables a native image
to produce debug information at image run-time.

• Retrofit the AOT debug information generator.

The current implementation of the debug information generator relies on objects
only available at image build-time. Consequently, it can not be used as-is at image
run-time. However, reusing the existing debug information generation infrastructure
would be desirable.

• Notify GDB about new run-time debug information.

The debugger must be able to process run-time debug information for run-time
compilations. GDB offers the GDB JIT compilation interface, which allows adding
object files for run-time compilations to a GDB session.

This JIT compilation interface needs to be embedded into a native image to notify
GDB about newly available debug information after run-time compilations and
invalidated debug information after deoptimizations. Debug information produced
for run-time compilations is typically placed directly into memory. Consequently,
memory for run-time debug information must be appropriately managed by the
native image.

• Enhance debugging experience in GDB.

GDB does not support Java out-of-the-box. Consequently, a native image comes
with C-like debug information. However, this debug information lacks higher-level
abstractions for Java code, leading to a relatively poor debugging experience.

GDB offers a Python API which allows extending GDB with pretty printers, frame
unwinder, and more. This API enables us to adapt GDB output to native image
debug information, leading to a more pleasant debugging experience of native images
in GDB.
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1.2 Structure

The structure of this thesis is as follows:

• Chapter 2 provides an overview of GraalVM, the ELF object file format, the DWARF
debug information format, and the GDB debugger project.

• Chapter 3 outlines the steps taken to reach the goals of this thesis.

• Chapter 4 describes changes made to the already available AOT debug info generator
and additions for the run-time debug information generator.

• Chapter 5 discusses how GDB handles debug information and how to interface with
GDB at run-time. This is the next step after generating debug information for a
run-time compilation.

• Chapter 6 introduces an extension to GDB to ensure a good debugging experience.

• Chapter 7 provides a walkthrough for producing debug information during a native
image build and discusses the evaluation results of this thesis.

• Chapter 8 discusses limitations and future steps.

• Chapter 9 summarizes key findings and contributions of this thesis.
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Chapter 2

Background

This section introduces important tools, specifications, and terminology used through-
out this thesis. First, Section 2.1 gives an overview of GraalVM, a high-performance
Java Virtual Machine, and some additional features, such as Native Image and JIT
compilations. Then, in Section 2.2, we will introduce the ELF object file format, one
of the most prominent file formats in Unix-like systems and also the default file format
for files generated by Native Image. To add debugging information to an ELF object
file, we will resort to the debug information format DWARF, outlined in Section 2.3. Al-
though DWARF can also be used with other file formats and ELF supports other debugging
information specifications, ELF and DWARF form a commonly used combination of file
format and debug information format in Unix-like systems. Finally, in Section 2.4, we will
introduce GDB, a debugger capable of processing ELF object files with DWARF debugging
information.

2.1 GraalVM

GraalVM [57, 27] is a high-performance Java Virtual Machine (JVM) based on the Java
HotSpot Virtual Machine [32]. Consequently, any application running on the Java HotSpot
Virtual Machine will also run on GraalVM. Included in GraalVM is the Graal Compiler
[26], an advanced Java compiler written in Java.

At application run-time, the Java HotSpot Virtual Machine analyzes the executed
code to detect so-called hot spots, which are performance-critical parts of code. This can
be either a complete Java method or a method containing a long-running loop. These
hot spots are then scheduled for just-in-time (JIT) compilation, producing optimized
machine code for the otherwise interpreted Java byte code. For methods with long-running
loops, JIT compilation is scheduled in the middle of a running method. The switch from
interpreted code to JIT compiled code for such methods is called on-stack replacement
(OSR) [37].

In GraalVM JIT compilation is performed by the Graal Compiler. JIT compilation
dramatically improves the speed and efficiency of Java applications. However, reaching
peak efficiency takes some time. This process is called warm-up.

2.1.1 Native Image

GraalVM Native Image [56, 45] provides a way to compile Java code ahead-of-time
(AOT) to machine code. It also executes part of the Java code already at image build-time,
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resulting in a so-called Native Image Heap [46]. The created native binary provides the
following benefits compared to running a Java application in a JVM:

• Smaller binary compared to a JVM with all application classes.

• Startup time is usually a fraction of running the application on a JVM.

• Peak performance right from the start with almost no warm-up.

• Due to not relying on JIT compilation, lower resource requirements for memory and
CPU, making it cheaper to run.

In the context of Native Image, we have to distinguish between image build-time
for the process of building a native image and image run-time for executing a native image.
During image build-time, the native-image builder executes code that it can prove to
behave identically to when it is executed at image run-time. As a result, Native Image
initiates the Native Image Heap to reduce startup time. Due to the enforced closed-world
assumption, the native-image builder requires and links user code, standard-library classes,
the language runtime, and statically linked native code from the Java Development Kit
(JDK) into a single executable native image.

The native image builder alternates between points-to analysis and heap snapshotting
until a fixed point is reached [56]. In each cycle, a points-to analysis is first used to
determine reachable types, methods, and fields until a local fixed point is reached in the
points-to analysis. Then, initialization code is executed from class initializers and custom
code implementing hooks from the Feature interface. For class initializers, a developer
can decide on a per-class basis whether they are executed at image build-time or image
run-time. Heap snapshotting is the last step in a cycle. It builds an object graph of all
reachable objects starting from root pointers. During heap snapshotting, the native image
builder may see types not yet processed by points-to analysis. The points-to analysis runs
again after heap snapshotting until a new local fixed point in the points-to analysis is
reached. A global fixed point is finally reached once the local fixed point in the points-to
analysis converges.

Using the points-to analysis results, the Graal Compiler AOT compiles all reachable
methods and stores them in the code section of the native image. The Graal Compiler
performs optimizations such as method inlining, constant folding, and more. The object
graph produced in the last heap snapshot is written to the native image as Native Image
Heap in the data section.

Points-to analysis will find reachable methods in the application code, standard-
library classes, the language runtime, and statically linked native code. Consequently,
optimizations can be applied across all reachable methods. This implies, for example,
inlining methods from the language runtime into application code, resulting in additional
performance gains.

The resulting native image, like any native executable, is built for a specific operating
system and architecture.

2.1.2 Truffle Language Implementation Framework

Truffle is a language implementation framework supporting the implementation of
self-optimizing Abstract Syntax Tree (AST) interpreters [58]. It is part of the GraalVM
ecosystem and uses the Graal compiler to compile the interpreter and the executed program
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Figure 2.1: Truffle structure overview [57].

Figure 2.2: AST optimization in Truffle [57].

to generate efficient machine code, employing optimizations such as partial evaluation in
the process.

Truffle enables execution of guest language code within a host language. For
Truffle, the host language of choice is Java, and implementations for some guest
languages such as JavaScript, Python, R, and Ruby [55] are already provided.

Figure 2.1 summarizes the structure of Truffle. The application is implemented
in the guest language and runs on top of the language implementation implemented in
the host language. The language implementation then makes use of host services and OS
code.

To improve the AST interpreter’s performance, nodes in the AST are rewritten based
on profiling feedback to specialize to the current execution. The AST with rewritten
notes is then partially evaluated and compiled by the Graal compiler. On the subsequent
execution of this part of the AST, the execution jumps to the compiled code. If the
specialization no longer holds at the current execution, the compiled code is deoptimized,
and execution jumps back to the interpreter.

It is also possible to embed Truffle into a native image using the TruffleFeature.
This embeds an AST interpreter for the embedded language and the Graal compiler into
a native image. Consequently, the AST interpreter of the guest language may trigger
run-time compilations and deoptimizations at image run-time.
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2.1.3 Run-time Compilation in Native Image

As mentioned in Section 2.1.2, Truffle makes use of optimizations in GraalVM, more
specifically of the compilation optimizations of the Graal Compiler. The compilation
process for Truffle languages is as follows:

• The AST produced by Truffle is partially evaluated [14] from a compilation
graph.

• A frequently executed compilation graph will be scheduled for compilation.

• The Graal Compiler optimizes the compilation graph and compiles it to native code.

• The compiled code is installed in the JVM’s code cache through JVMCI [33].

• Once the native code is available, the AST will redirect execution to the run-time
compilation.

• If any assumption for the run-time compilation is invalidated, the run-time compiled
native code is also invalidated, and the AST will no longer redirect execution, but
stay in the interpreter.

At image build-time, if Truffle is used in the source code, the TruffleFeature
is used to integrate the Truffle framework and the Graal compiler into the resulting
native image. As a result, the AST interpreter and the Graal compiler are also compiled
to machine code. This enables features of Truffle to be used at image run-time, such
as node rewriting, partial evaluation, run-time compilations, and deoptimizations.

At image run-time, the Graal Compiler is used for compiling Truffle ASTs into
optimized machine code. The Graal compiler produces no debug information for this
newly compiled code. Consequently, proper debugging of Truffle run-time compilations
is impossible without adding a run-time debug information generator.

2.1.4 Debug Information Generation in Native Image

Debug Information Generation for a native image is performed after points-to analysis,
AOT compilation, and optimization, as part of creating the object file representation,
before the final writing of the object file [47]. The debug information generator uses
information from the points-to analysis and all compilation results from the previous AOT
compilation step.

Native Image supports different object file formats:

• Executable and Linkable Format (ELF) [12, 13] for Unix-like systems.

• Mach-O [41] for macOS

• Portable Executable Common Object File Format (PE/COFF) [34, 48, 5] for Win-
dows

However, when writing this thesis, debug information generation is only fully supported for
Unix-like systems and partly supported for Windows. Therefore, Native Image currently
supports the DWARF format [8] for ELF object files and Microsoft’s CodeView format
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Figure 2.3: Architecture overview of the debug information generation process.

[7] for PE/COFF object files. ELF and DWARF will be explained later in Section 2.2 and
Section 2.3 respectively.

The debug information generation process has multiple abstraction layers to support
implementing backends for different debug information formats, as shown in Figure 2.3.
After the Graal compiler finishes all compilations for a native image, the native-image
builder creates an object file writer, and the debug information provider is installed into
the object file writer. This allows debug information to be produced as part of object
file creation. The debug information provider receives all types, compilation results, and
heap objects for a native image and processes them into so-called debug entries.

For every Java type that ends up in a native image, the debug information provider
first produces a corresponding type entry, then field entries for the type’s fields, method
entries for the type’s declared methods, and so on. Then, for each method entry, the
debug information provider produces local entries, representing a method’s parameters
and local variables. Once all debug entries for all types are created, the debug information
provider links the debug entries accordingly. For example, a field entry is linked to the
type entry of the field’s type.

With all type entries available and fully resolved, the debug information provider
continues processing compilation results from the previous AOT compilation step. The
debug information provider creates a debug entry representing its code range for each
compilation result. A code range comprises the offset of the compiled method in the code
area and the size of the compiled code. The debug information provider then iterates all
available frame states for each compilation result. This partitions the primary code range
into sub-code ranges containing further debug entries for representing a sequence of frame
states associated with the compiled method.

In the next stage of image building, the object file writer creates a new object file in
the object file format appropriate for the target platform. The object file writer writes the
object file to disk. Every native image object file contains the compiled methods from the
AOT compilation as its code and the native image heap as its data. If debug information
generation is enabled, the object file writer additionally appends debug information from
debug entries in a debug information format appropriate to the object file format.
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2.2 Object File Format ELF

The Executable and Linkable Format (ELF) [12, 13] is a format for storing files created
from compiling and linking. ELF was developed by Unix System Laboratories and first
released in 1989 as part of the System V Release 4 (SVR4) operating system, becoming a
standard binary format for Unix and Unix-like systems. Nowadays, ELF is used as the
default binary format by most modern Unix-like systems.

The top-level data structure in and ELF file is the ELF Header. The ELF header lists
general information on the binary, such as size, version, offset, and size of program and
section header tables, and the main entry point for an ELF executable. The rest of
the ELF file is subdivided into the following parts:

• Program header table: Information for executing the ELF file.

• Sections/Segments: The content of an ELF file is the executable code, data used
in the code, and all other executable information, such as debug information and
relocation information.

• Section header table: Information for linking the ELF file.

An ELF object file offers two views of its data, the section view and the segment view.
Linking of ELF object files, with linkers such as GNU ld [25] and LLVM ld [40], operates
on sections using the section header table. Loading of ELF object files, with loaders such
as the Linux program loader ld-linux.so [38], operates on segments using the program
header table.

The section header table is an array of section descriptions locating all sections within
the main content of an ELF file. A section is a contiguous sequence of bytes in an ELF
file, containing information about the executable. Each entry in the section header table
contains the following information:

• Name of the section.

• Type to categorize the section’s contents, most notably:

– SHT PROGBITS: Holds information defined by the program. The program
solely determines format and meaning. Typically, debug information is stored
in this type of section.

– SHT SYMTAB: Holds a symbol table.

– SHT STRTAB: Holds a string table.

– SHT NOBITS: Occupies no space in the ELF file, but otherwise resembles a
SHT PROGBITS section

– SHT REL: Holds relocation information.

• Address the section’s first in memory if the section appears in memory.

• Offset of the section’s first byte in the ELF file.

• Size of the section in the ELF file.

• Link to other section if applicable. For example, a symbol table that references
strings in a string table.
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The program header table is an array of segment descriptions, describing segments,
used by a program loader to load the executable into memory. A segment holds information
used for executing an ELF file and consists of one or more sections or other information
required for executing the ELF file. Each entry in the program header table contains the
following information:

• Type to distinguish segments in a program loader:

– PT LOAD: Specifies a loadable segment for mapping bytes of the ELF file to
memory. Loadable segments in the program header table appear in ascending
order, sorted by the segment’s address in memory.

– PT DYNAMIC: Specifies dynamic linking information.

– PT INTERP: Specifies the location of a path name to invoke as an interpreter
for this ELF file. It may occur at most once per ELF file and must precede any
loadable segments.

– PT NOTE: Specifies the location and size of auxiliary information.

– PT PHDR: Specifies the program header table’s location and size in the file and
the program’s memory. It may occur at most once only if the program header
table is part of the program’s memory and must precede any loadable segment.

• Offset of the segment’s first byte from the beginning of the ELF file.

• Address at which the first byte of the segment resides in memory.

• Size of the segment in the ELF file.

• Size of the segment in memory.

• Flags relevant for the segment. For example, whether the segment is readable/writable.

2.2.1 Relocations

An ELF binary often contains relocation information. This is the information used to
connect symbolic references to definitions. Relocation is the process of connecting said
references to definitions. A relocatable file, therefore, is not fully statically linked [36] but
relies on dynamic linking to process relocations. This, for example, is used in executables
with references to shared libraries, or for ELF binaries that are not complete until the
point of actual execution.

2.3 Debugging Information File Format DWARF

The DWARF debugging information file format [8] is a standard for storing debug infor-
mation for an executable or shared library. DWARF is independent of any architecture,
object file format, or programming language. However, DWARF does fit very well into
the ELF object file format. Thus, it is mainly used with ELF files. When writing this
thesis, DWARF version 5 is the most recent and is mainly used in this work. There exists
an introduction document for DWARF [10], which is summed up as follows.
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2.3.1 DWARF Debug Information Structure

In general, DWARF is structured in blocks. A block is denoted as a DWARF Debug
Information Entry (DIE) and forms a node in a tree structure. Each DIE, except the
root DIE, has another DIE as its parent and may contain some child DIEs. The root
DIE describes the source file for all DIEs in a tree. Therefore, each source file in the
compilation that the compiler generates debug information for should have at least one
tree of DIEs in the DWARF debug info. However, having multiple DIE trees for the same
source file is also possible.

A DIE itself is composed of a tag and a list of attributes. The tag denotes the DIE’s
type and also describes the encoding of that DIE and its attributes into a sequence of bytes.
Attributes can have constant values, variables, and references to other DIEs. Furthermore,
a DIE may contain children.

Figure 2.4 shows an example of a DIE tree for compiled functions with parameters
for a source file. The DIE for the source file forms the root of a tree and contains
some constant attributes, such as the file name, compilation directory, and programming
language. Furthermore, as the source file DIE, where the function is defined, is the parent
of a function DIE, the source file debug information also applies to the function DIE. The
DIE for a function has a constant name attribute and a variable code address attribute,
which may change as the function’s compiled code is loaded into memory. The function’s
return type is modeled by a type DIE that can be in any other DIE tree in a binary.
Thus, this needs to be a reference to this type DIE. A function DIE itself might contain
parameters as its children. Each parameter has a constant name attribute and a reference
to a type DIE, similar to the function DIE. However, a parameter also needs information
about its value, such as in which register or stack slot it is stored. Therefore, as this
information might change during a function’s execution, it is again stored in a variable
attribute denoting where to find the value at a given moment.

function DIE

name: constant string

code address: variable long

return type: reference to type DIE

parameter DIE

name: constant string

type: reference to type DIE

value: variable value location

source file DIE

name: constant string

directory: constant string

language: constant language id

1 1

Figure 2.4: Example DIE tree for a function.

2.3.2 Data and Compilation Debugging Information

DWARF differentiates two major kinds of DIEs:

1. Data DIEs: describe static data, such as type information or source file information.

2. Code DIEs: describe elements of compiled code, such as compiled functions or other
executable code.

Although DWARF is independent of any programming language, it needs to support
the superset of concepts of all languages it intends to be a viable debug information
format for. For this reason, DWARF borrows some terminology and concepts from multiple
programming languages, most notably C, C++, Pascal, and Java.
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Data DIEs

DWARF provides some fundamental concepts for types [4, 44, 15] such as basic scalar types,
type composition, and structured types.

Basic Types This is a fundamental concept and is shared by most programming lan-
guages to model basic scalar types. A basic type can, for example, be used to
depict an int or a float. However, a basic type’s size and other attributes, such as
signedness, may depend on the programming language, or in the case of C, even the
CPU architecture. While Java just needs a limited amount of basic types to cover
all primitive types, other languages like C, Pascal, or Ada support a greater variety
of basic types.

Type Composition Base types may be used to construct other kinds by composition,
such as volatile, const, or pointer types in languages like C or C++. This allows the
use of the base type and annotated variants of this type without duplicating the
base type information.

Structured Types Most modern languages at least have some basic support for com-
posing new types from one or more previously defined types, such as struct types
in C and C++. However, many languages also have more complex structures, like
class types in Java and C++ or interface types in Java or Go. The organization
of such types can be expressed with member DIEs in DWARF, which, for example,
represent members of a C++ class, or fields of a Java class.

Variables A variable in DWARF is a named block of data with location information.
The location information depicts where to find the data depending on the position
within the code. Sometimes, multiple location expressions specify a named block of
data, for example, if a value is first in a register and then spilled to a stack location.
A variable is a constant, a formal parameter, or a local variable.

Location Expressions In DWARF, variables usually contain location expressions, denot-
ing where a given variable resides at a given position within the program. This
might be a register with the register number or an offset on the stack. DWARF also
supports non-trivial expressions to compute a location value. Therefore, DWARF can
handle basic computations like adding a stack offset to the stack pointer, or even
more advanced computations if needed by a language or compiler.

Code DIEs

For representing executable code, DWARF provides compilation units. A compilation
unit typically represents the code and data contributed to an executable by a separate
compilation and is described in a compilation unit DIE. Consequently, a compilation unit
may be derived from multiple source files. However, it is possible to break down one big
compilation unit into multiple smaller ones. This can be used to deduplicate similar debug
information by reusing smaller broken-down compilation units where possible. In the DIE
tree, a compilation unit is a parent for debug information from compiled methods.

Each compiled function is represented by a DWARF subprogram DIE. A subprogram
DIE has static information such as a function’s name, the return types, parameters, and
local variables, and also stores the address range the compiled function occupies. The
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1 #include<stdio.h>
2
3 int main(int argc, char **argv) {
4 printf("Hello World!");
5 return 0;
6 }

Listing 2.1: Example C code in demo.c.

function’s parameters are then represented as children DIEs of the subprogram DIE,
containing debug information, such as type and location information.

Listing 2.2 shows an example of DWARF debug information DIEs generated for a simple
C program (see Listing 2.1) by the GNU compiler (GCC) [16]. This is a so-called DWARF
dump for a compilation. Tags in the debug information are shown with a TAG prefix and
attributes with an AT prefix. First, the DWARF dump contains a compilation unit for the
single source file demo.c. Within the first entries are the basic types for a signed int and
an unsigned char. Then, there is a composition type of two pointer type wrappers for the
char type, therefore expressing the char** required for the argv parameter. Finally, the
function is represented as a subprogram DIE, with the code range specified through the
low pc attribute and the code size in the high pc attribute. The types for the composition
type, the main function, and the parameters of main are depicted by a reference to the
corresponding type DIE. Furthermore, the DWARF dump shows the location descriptions
for the parameters of main located on the stack at offsets −20 and −32 from the stack
pointer during the execution of main. The debug information for the compilation, such as
the code address and parameter locations, will then be used in the line number information,
which will be explained in Section 2.3.3.

2.3.3 Additional DWARF Debug Information

In addition to the data and code debug information, DWARF also specifies a way to
provide line number information and call frame information for the debugger. Line number
information is the mapping of memory addresses of executable code to positions within the
source code. Call frame information describes how a function is called and how arguments
are passed. This differs depending on the architecture and the programming language for
which the debug information is produced.

DWARF debug line information stores a line number table containing the mapping of
executable code to source code. A debugger can use this information to set breakpoints at
specific lines in the source code. DWARF compresses line number tables into a so-called
line number program. A line number program requires significantly less space than storing
each pairing of a memory address to a source line. A debugger can then interpret a line
number program to infer a compiled function’s complete line number table.

As previously mentioned, DWARF also defines a way to specify call frame information.
Call frame information provides enough data for a debugger to locate all arguments for
the current call frame, the caller frame, its caller frame, and so on. A debugger can use
this information to unwind the stack and display the whole stack up to the program’s
original entry point. Like the line number program, the call frame information is stored
as a space-efficient program that can be interpreted to recreate the complete call frame
information.
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1 TAG_compile_unit
2 AT_producer: (offset: 0x2f) "GNU C17 11.4.0"
3 AT_language: DW_LANG_C_plus_plus
4 AT_name: (offset: 0): "demo.c"
5 AT_comp_dir: (offset: 0x7): "/home/dominik"
6 <1>: TAG_base_type
7 AT_byte_size: 4
8 AT_encoding: 5 (signed)
9 AT_name: int

10 <2>: TAG_base_type
11 AT_byte_size: 1
12 AT_encoding: 6 (signed char)
13 AT_name: (offset: 0xca): "char"
14 <3>: TAG_pointer_type ("char *")
15 AT_byte_size: 8
16 AT_type: (reference to <2>)
17 <4>: TAG_pointer_type ("char **")
18 AT_byte_size: 8
19 AT_type: (reference to <3>)
20 <5>: TAG_subprogram
21 AT_name: (offset: 0xd8): "main"
22 AT_decl_file: 1
23 AT_decl_line: 3
24 AT_type: (reference to <1>)
25 AT_low_pc: 0x1149
26 AT_high_pc: 0x2e
27 TAG_formal_parameter
28 AT_name: (offset: 0xdd): "argc"
29 AT_decl_file: 1
30 AT_decl_line: 3
31 AT_type: (reference to <1>)
32 AT_location: 2 byte block: 91 6c (sp-20)
33 TAG_formal_parameter
34 AT_name: (indirect string, offset: 0xe9): "argv"
35 AT_decl_file: 1
36 AT_decl_line: 3
37 AT_type: (reference to <4>)
38 AT_location: 2 byte block: 91 60 (sp-32)

Listing 2.2: DWARF debug information for demo.c.
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2.3.4 Connection to ELF

While DWARF is, by design, independent of ELF, it does, however, fit very well into the
ELF object file format. When DWARF is embedded in ELF, it is split into multiple ELF
sections:

• .debug abbrev : Defines the layout of all types of DIEs used in other DWARF sections
in the object file.

• .debug frame: Call frame information.

• .debug info: Core DWARF data containing all DIEs that exist as part of DIE trees.
This section contains all information on types, compiled functions, and more.

• .debug line: Line number information.

• .debug loc: Location descriptions used within the .debug info section.

• .debug ranges : Address ranges of DIEs. This is used to store compiled code ranges
efficiently with a continuous memory address.

• .debug str : String table for the .debug info section.

Furthermore, some newer version-specific sections will be used throughout this thesis:

• .debug types: A section introduced in DWARF version 4 containing static type
information independent of the rest of an object file.

• .debug loclists: The .debug loc section is only valid up to DWARF version 4. For
DWARF, it was replaced by this section, which contains a more efficient representa-
tion of location description.

• .debug rnglists: The .debug ranges section is only valid up to DWARF version
4. For DWARF, it was replaced by this section, which contains a more efficient
representation of code ranges.

2.4 GNU Project Debugger GDB

GDB [17] is a very versatile debugger developed by many individual contributors as an
open-source project. Like any debugger, GDB is capable of executing a program, stepping
through a program execution, defining breakpoints to stop the execution if specific criteria
are met, and much more. GDB is designed to be independent of any programming language,
processor architecture, object file format, and debugging information format. Overall, GDB
is widely used for non-managed programming languages like C or C++. GDB officially
supports the following languages:

• Ada

• Assembly

• C
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• C++

• D

• FORTRAN

• Go

• Objective-C

• OpenCL

• Modula-2

• Pascal

• Rust

While GDB consists of many subsystems, the following are most interesting for this
thesis.

• User interface: The main way of interacting with GDB as a programmer.

• Symbol handling: Object file reading, interpreting debug information, handling
symbol tables, parsing source language expressions, and printing types and values.

• Target system handling: Controlling execution, analyzing stack frames, and physical
target manipulation.

• Extension system: Extending GDB with external user-provided code. The main way
of interacting with extension systems will be through the GDB Python API (see
Section 2.4.2).

• JIT compilation interface: Notifying GDB on run-time compilations and newly
available debug information during a program’s execution. An object file is presented
to and processed by GDB as described in Section 2.4.3.

2.4.1 Object Files in GDB

The debug information is read from the executable when debugging a program with GDB.
As previously mentioned, GDB supports multiple object file formats, such as a.out [1],
COFF [5]/ECOFF [11]/XCOFF [59], PE [34], ELF [12] and SOM [51]. Nowadays, ELF is the
most frequently used object file format, especially on most Unix-like systems. Independent
of the object file format, GDB also supports multiple debug information formats, such
as stabs [53], COFF [5], and DWARF. Generally, GDB allows mixing object file formats
and debug information formats, as long as the object file format and debug information
format are compatible. This thesis mainly focuses on the ELF object file format and
DWARF debug information format.

For improved startup times, GDB does not read all symbols at the beginning but
processes them incrementally as needed. Therefore, GDB initially creates a partial symbol
table consisting of selected symbols and expands the symbol table on demand.
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2.4.2 GDB Extensions through the GDB Python API

GDB provides extensibility with its Python API [21], which allows adding additional
functionality to GDB. Although GDB provides a wide variety of out-of-the-box features,
the API can improve the debugging experience further by adding additional functionality
such as pretty printers, custom GDB commands, and new settable parameters. A Python
file can be manually loaded in a GDB session to get these benefits. Alternatively, the
executable or shared library that gets debugged can contain a section that instructs GDB
to load a specific Python file right after the executable gets loaded. This section is called
.debug gdb scripts and contains the location of a Python file [22].

2.4.3 GDB JIT Compilation Interface

Although most compiled code is already available after an executable is compiled, an
executable that contains a run-time compiler might produce new machine code at runtime.
Consequently, new debug information might also be produced at run-time. For this reason,
GDB provides the JIT compilation interface [18]. This interface allows an implementer to
notify GDB about new compilations that occurred during program run-time and to pass
the newly created debug information to GDB for processing. Thus, GDB can also be used
to debug code, produced during a JIT compilation.

Listing 2.3 shows the declarations required to implement the GDB JIT compilation
interface. A JIT compiler that uses the JIT compilation interface makes use of the defined
structs, the jit debug descriptor and the jit debug register code method.

During program run-time, when a JIT compiler produces JIT compiled code, it places
its respective debug information in an in-memory object file and creates a jit code entry
for it. A jit code entry represents a node in a list of object files from JIT compilations. It
holds an object file, its size, and references to the previous and next jit code entry.

As stated in the interface, GDB puts an internal breakpoint in the jit debug register code
method. This method is called by a JIT compiler, once it produced a new jit code entry for
a JIT compilation or a JIT compilation with a corresponding jit code entry is invalidated.
When the JIT compiler calls the method, GDB stops and checks the jit debug descriptor.
The jit debug descriptor is GDBs handle for a list of jit code entry produced by the
JIT compiler. Furthermore, it specifies whether a jit code entry was added or an un-
derlying JIT compilation was invalidated. The jit code entry to process is stored in the
jit debug descriptor at the relevant entry.
The JIT compilation interface supports the following actions:

• No Action: GDB has nothing to do.

• Register Function: GDB reads the jit debug entry from the relevant entry. Then it
parses the object file referenced by the relevant entry and adds it to its internal list
of loaded object files.

• Unregister Function: GDB reads the jit debug entry from the relevant entry. Then
it removes the object file referenced by the relevant entry from its internal list of
object files.

After the action is processed, GDB continues execution.



CHAPTER 2. BACKGROUND 19

1 typedef enum
2 {
3 JIT_NOACTION = 0,
4 JIT_REGISTER_FN,
5 JIT_UNREGISTER_FN
6 } jit_actions_t;
7
8 struct jit_code_entry
9 {

10 struct jit_code_entry *next_entry;
11 struct jit_code_entry *prev_entry;
12 const char *symfile_addr;
13 uint64_t symfile_size;
14 };
15
16 struct jit_descriptor
17 {
18 uint32_t version;
19 /* This type should be jit_actions_t, but we use uint32_t
20 to be explicit about the bitwidth. */
21 uint32_t action_flag;
22 struct jit_code_entry *relevant_entry;
23 struct jit_code_entry *first_entry;
24 };
25
26 /* GDB puts a breakpoint in this function. */
27 void __attribute__((noinline)) __jit_debug_register_code() { };
28
29 /* Make sure to specify the version statically, because the
30 debugger may check the version before we can set it. */
31 struct jit_descriptor __jit_debug_descriptor = { 1, 0, 0, 0 };

Listing 2.3: Declarations for the GDB JIT compilation interface [19].
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Chapter 3

Approach

The following section explains the coarse approach and the steps needed to achieve the
result of this Master’s thesis.

The primary goal of this thesis is to produce debug information for code generated at
image run-time. As a debug information generator for generating AOT debug information
already exists, we ideally want to reuse the code infrastructure for run-time debug
information generation.

A first step towards run-time debug information generation is retrofitting the existing
debug information generation described in Section 2.1.4. Section 3.1 outlines what needs to
be retrofitted to reuse the debug information generator, at least partially, at native image
run-time. Building on the retrofitted debug info generator, the newly developed run-time
debug information generator is designed as explained in Section 3.2. The run-time debug
information generator needs to communicate with the debugger during debugging. In
Section 3.3, we sum up how to interface with the debugger such that run-time debug
information can be forwarded to the debugger. For this thesis, we limit ourselves to DWARF
debug information in ELF object files for use in GDB. However, this combination does not,
per se, support Java as a source language. In Section 3.4, we will discuss enhancing an
otherwise underwhelming out-of-the-box debugging experience.

3.1 Retrofitting the AOT Debug Information Gener-

ator

As its name suggests, the AOT debug information generator is designed to be run at
native image build-time only and is unsuitable for use at image run-time. Additionally, it
has other shortcomings that we want to tackle as part of this thesis.

• Reusability: The existing AOT debug information generator relies heavily on
information only available during image build-time to perform its task. Consequently,
the AOT debug information generator, as is, cannot generate debug information
at image run-time. We need to adjust the current implementation to use a shared
code base at native image build-time and native image run-time.

Derived from this common code base, we will have two concrete implementations.
One that replaces the existing AOT debug information generator, and another one
for our newly created run-time debug information generator. Since more information
about the native image, points-to analysis, and compilation process is available at
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native image build-time, the AOT debug information generator must do most of the
heavy lifting. Due to the closed-world assumption of native images, the run-time
debug information generator can build on top of the debug information already
provided by the AOT debug information generator. Ideally, the run-time debug
information generator has to produce only the delta to the total debug information
needed to take newly compiled code generated at run-time into account. We can,
for example, reuse debug information for types, as the run-time compilations will
only use types already known from image build-time.

• Parallelization: Unfortunately, the pre-existing AOT debug information generator
is completely single-threaded, a significant weakness that needs to be addressed to
minimize the debug information generation run-time overhead. Only employing a
single thread slows down debug info generation time considerably. Changing the
sequential processing of compilations and type information to parallel processing
enables better utilization of available computing resources and speeds up debug
information generation.

• Reducing Complexity: The abstraction layers for the generation of debug information
are shown in Figure 2.3 in Section 2.1.4. Those layers offer a good abstraction
for different object file formats and debug information formats. For this thesis,
we especially want to look at the Debug Information Provider abstraction
layer. In the current implementation, explained below, this layer offers a complete
abstraction between the information from the native image and debug entries
through sub-debug information providers. This would only be justifiable if the
debug information generator was used in compiler frameworks other than Graal.
Since this is not the case, it only adds complexity that provides no benefit.

Figure 3.1 shows an excerpt of the internals of the abstraction layers in the current
implementation. The figure only shows the processing needed to generate debug
information for reachable types. In the first step, the type information is split into
several sub-debug information providers, which cover different aspects of a type. This
includes a field information provider for a type’s fields and a method information
provider for a type’s declared methods. Furthermore, a type information provider
provides all the remaining information not covered by other sub-providers, such as
the type name and size. The only use of those sub-providers is to create debug entries,
which are composed of a graph structure. Type information providers produce type
entries, field information providers field entries, and method information providers
method entries. This is a one-to-one representation for the shown part, but it is more
complex for compilation results, as those also contribute to method information.
However, the object file writer can only use debug entries.

To reduce the complexity of this process, we propose the structure shown in Figure
3.2, omitting sub-debug information providers to directly produce debug entries
from reachable types and compilation results.

In summary, the outlined adaptations provide a good base for creating an efficient
run-time debug information generator. A welcome side effect is that the AOT debug
information generator better utilizes the available computing resources. This results in
the debug information generator having a more streamlined path of generating debug
entries for the object file writer.

The debug information generator architecture changes will be discussed in Chapter 4.
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implementation.
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Figure 3.2: Proposed debug information provider and debug entry abstraction layers.

3.2 Creating a Run-time Debug Information Genera-

tor

With the debug information generator adapted to work at native image run-time, we need
access to information about run-time compilations. Figure 3.3 shows how the compilation
result of a run-time compilation in a native image is forwarded to the debug information
generator. Within a native image, methods compiled by the Graal compiler are installed in
a code cache [28]. We can observe changes to this code cache to produce debug information
at native image runtime.

The first step is to create a code cache observer already registered at image build-time.
Whenever the Graal compiler compiles code at image run-time, it manifests as a change
to the code cache. The code cache change is then forwarded to the code cache observer,
which receives the compilation result and additional information on the compiled method,
such as the method name and signature. Now, the compilation result and the additional
information are passed on to the run-time debug information provider of the run-time
debug information generator. Similarly to the AOT debug information generation, the
task of the run-time debug information provider is to process the compilation result into
debug entries. Then, the debug entries are used to write a corresponding object file for
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Figure 3.3: Path from run-time compilation to run-time debug info.
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the run-time compilation. As the run-time compilation is only valid during the execution
of the native image, instead of writing the object file to a file system, the object file
content is directly written to native unmanaged memory. In other words, the run-time
debug information generator creates one object file per run-time compilation that lives in
memory.

In addition to run-time compilation, deoptimizing run-time compiled code also results
in code cache changes. Such code cache changes are also forwarded to the code cache
observer. As a run-time compilation is invalidated, the run-time debug information and,
in turn, the in-memory object file needs to be invalidated. Whenever compiled code is
deoptimized, we must free the memory reserved for object files to avoid memory leaks.
As soon as a native image’s execution ends, all remaining in-memory debug information
files must be freed for the same reason.

Details on implementing the run-time debug information generator can be found in
Section 4.2.

3.3 Interfacing with the Debugger

Once run-time debug information is generated and written into an object file, only the
native image knows about it. For debugging a run-time compilation, the debugger must
also be informed of newly available run-time debug information, specifically, the produced
in-memory object file. The run-time debug information generator depends on the debugger
to provide an API, such as GDBs JIT Compilation Interface introduced in Section 2.4.3.
Using this interface, one can pass the memory location of an object file containing run-time
debug information to GDB while debugging is in process. GDB can now incorporate the
debug information in the object file and provide the newly available debug information
through its interface.

As previously mentioned, due to the closed-world assumption of a native image, most
of the debug information within a native image is already available at native image
build-time. Consequently, run-time debug information can redirect to existing AOT debug
information, avoiding duplication of debug information and speeding up debug information
generation in the native image and debug information processing in GDB. However, this
requires GDB to correctly process run-time debug information and link back to the AOT
debug information where needed.

How this step is performed will be explained in Chapter 5.

3.4 Enhancing the Debugging Experience

GDB does not support debugging Java programs out of the box. Although native images
are built using Java class files that contain Java bytecode and other class information,
the final executable is compiled to machine code. Java code is usually executed via
interpretation of Java bytecode and JIT compilations. For debugging JIT compilations,
deoptimization is used to transition back to interpretation, enabling an almost perfect
debugging experience [30]. In contrast, in the context of a native image, only machine
code is left. Consequently, deoptimization back to interpretation of Java bytecode is not
available, and debugging is achieved through separate debug information.

Native image debug information is provided in the DWARF debug information format,
which is supported by GDB. This enables debugging native images in GDB using the
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1 public class HelloWorld {
2 public static void main(String[] args) {
3 print("Hello World!");
4 }
5
6 public static void print(String text) {
7 System.out.println(text);
8 }
9 }

Listing 3.1: Java hello-world example.

1 {
2 <java.lang.Object> = {
3 <_objhdr> = {
4 hub = 0x3986f8
5 }, <No data fields>},
6 members of java.lang.String:
7 value = 0x271640,
8 hash = -969099747,
9 coder = 0 ’\000’,

10 hashIsZero = false
11 }

Listing 3.2: GDB output for printing the variable text in a native image debugging session.

provided DWARF debug information.
While debugging with GDB works out of the box with the debug information generated

from the debug information generator, at its core, code in a native image is fundamentally
based on Java types. However, Java types are not native to GDB, which means values of
Java arrays or Java classes are printed with their raw internal structure.

Listing 3.1 shows a Java hello-world example, compiled into a native image. Then, we
start a GDB debugging session, set a breakpoint in the print method, and run the native
image. With GDB stopped at the breakpoint, Listing 3.2 shows the output of printing
the value of the variable text. Here, one can observe that GDB does not print the string
representation, but rather the internal structure of the Java String type inside the native
image. The fields hub and value point to the class information and the string’s character
array, respectively. To access the string representation, one must print the string’s value,
a Java array containing a length field and a native byte array. When debugging on this
level of abstraction, it is very easy to get lost in the details.

To provide a more useful debugging experience, GDB provides a Python API, explained
in Section 2.4.2. This API allows us to intercept GDB output and prepare it to make it
look and feel closer to debugging Java code.

A native image with run-time compilation support may also perform deoptimization of
run-time compiled code. During deoptimization, the stack trace can contain deoptimized
frames, which GDB cannot work with because it does not know anything about them. To
enable GDB to handle deoptimized frames properly, we will again use the Python API,
which allows us to recreate frame information from deoptimized frames dynamically.

Enhancements for the debugging experience of native images in GDB will be explained
in detail in Chapter 6.
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Chapter 4

Debug Information Generator

This chapter focuses on changes to the existing debug information generation for GraalVM
native images and necessary extensions to support debug information generation at native
image run-time.

First, in Section 4.1, we discuss changes made to the preexisting implementation of
the debug information generator. This includes architectural modifications, changes in
the debug information format, and adjustments to the debug information produced by
the debug information generator. We extract a shared base debug information generator
that can be used for both AOT and run-time debug information generation.

Then, in Section 4.2, we build up on the changes to debug information generation and
present the run-time debug information generator added for the native image run-time in
detail. Afterward, we show the difference between AOT debug information generation
and run-time debug information generation, as well as the additional tasks we needed to
address to be able to generate debug information at run-time.

4.1 AOT Debug Information Generator

As its name implies, the AOT debug information generator runs at native image build-time.
When building an image, after all method compilations are finished, the AOT debug
information generator is applied to produce debug information alongside the native image.
At this point, the debug information generator has information on all compilation results,
reachable types, methods, and fields that will end up in the native image. In the original
implementation, debug information generation at native image build-time iterates over all
available information sequentially and is tightly coupled to the native image build-time.

The main challenges for this thesis concerning the existing AOT debug information
generation are to improve reusability, reduce complexity, and reduce total debug infor-
mation generation time. To achieve these goals, structural changes and changes to the
abstraction layers of the debug information generator are necessary. The main structural
change is extracting a shared debug information generator that can be used as a shared
building block for AOT debug information generation and a new custom debug informa-
tion generator that runs at image run-time. Furthermore, we introduce parallelization of
debug information generation, which enables better utilization of computing resources
and reduces the time required for debug information generation. This affects debug
information generation time at image build-time and image run-time.
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Figure 4.1: Overview for building a native image with debug information.

Figure 4.1 depicts the general process of creating a native image with debug information.
The native image generator performs a points-to analysis for all program elements to
create a native image. This way, the native image generator finds all reachable types,
methods, and fields and creates a native image heap by already executing class initializers,
which have been proven safe to execute at image build time, and some user code.

Based on those analysis results, the Graal compiler compiles all reachable methods
and produces a so-called compilation result for each compiled method. Using compilation
results and information from the points-to analysis about reachable types, fields, and
methods, the debug information generator synthesizes debug entries. In other words,
previous information is condensed into debug entries, which are explained in detail in
Section 4.1.1.

After completion, the object file writer is responsible for producing the object file that
holds the native image. It places the compiled code and the native image heap into the
code and data sections, respectively. For a debug build, the object file writer additionally
appends debug information-related sections to the object file using the previously generated
debug entries.

This setup makes the debug information generator independent of a specific object
file format and debug information format. The object file writer dictates which output
formats are used for a native image.

4.1.1 Debug Entry

All debug information for a native image object file is organized in so-called debug entries.
Debug entries are organized in a graph structure that cross-references debug entries with
each other.

As mentioned, the debug information generator processes compilation results and
reachable types, fields, and methods. Each type is modeled by a type entry that contains
a list of field entries and method entries that model its fields and methods. A field
entry then refers to a type entry representing the field’s type. A method entry references
its return type and contains a list of parameters and locals used in the method. Each
parameter and local references a type entry corresponding to its type. A compilation
result is represented by a compiled method entry, referencing the corresponding method
entry, and debug entries representing the compiled code.

Type entries and compiled method entries form the roots of the debug entry graph.
The object file writer will only ever receive type and compiled method entries and find all



CHAPTER 4. DEBUG INFORMATION GENERATOR 29

1 public class HelloWorld {
2 public String hello = "Hello";
3
4 public static void main(String[] args) {
5 HelloWorld helloWorld = new HelloWorld();
6 helloWorld.print("world");
7 }
8
9 public void print(String text) {

10 System.out.println(hello + " " + text + "!");
11 }
12 }

Listing 4.1: Java hello-world example.

other debug entries while traversing the roots. This ensures that debug information for
all reachable types and all compilations end up in a native image.

In the following, Listing 4.1 will serve as a code example to explain debug entries in
more detail. To cover most of the debug information hierarchy, we assume that the print
function got inlined into main but no other optimizations were performed. Points-to
analysis will end up with the following reachable types, fields, and methods for the given
code:

• Types: HelloWorld, String, String[], and Object with the latter serving
as super type of HelloWorld and String

• Fields: hello in HelloWorld

• Methods: main and print in HelloWorld.

Assume the Graal compiler produced a compilation result for main with print inlined
into it. We also assume the compiled code is placed at offset 0x00 in the .text section of
the native image.

Figure 4.2 visualizes the debug entries produced for the compilation result corresponding
to the code in Listing 4.1. In reality, there would also be another compilation for
System.out.println and file entries for the source files of each class entry. However, this is
omitted to keep the graph simple.

All debug entries provided by the debug information generator can be traversed by
iterating through the produced type entries :

• Primitive Type Entry void: Represents the Java void type and is used as the
return type for void methods.

• Class Entry Object: Represents the Java class java.lang.Object. This debug
entry is created as Object is the super type of HelloWorld and String.

Although it represents the Java Object type, it still has a size to accommodate
the object header. The size of the object header depends on the build configuration
of the native image, but it is 8 bytes in this example.

• Class Entry HelloWorld: Represents the Java class HelloWorld. This debug
entry is linked to its super type Object and holds references to its field entry and
method entries, as well as the compiled method entry for one of its method entries.
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Figure 4.2: Debug entry graph for hello-world code.
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The type size comprises an object header and the String field, each requiring 8
bytes.

This entry contains the following children:

– Field Entry hello: Represents the field hello with its name and field offset.
During debugging, the field offset is required to find the value for hello for a
variable of the HelloWorld type. This field entry is located at offset eight
after the object header and has a size of 8 bytes, as it is a reference to another
Java class. Consequently, the size of HelloWorld is 16 bytes.

– Method Entry print : Represents the declaration of the print method. The
method entry is required for referencing the correct source code for the inlined
method call in main. Each parameter of the method is represented by a local
entry, specifying the slot number within the method’s local variable table. As
this is an instance method, the debug information generator also produces a
local entry for the implicit this parameter.

– Method Entry main: Represents the declaration of the static main method.
Although unused, the args parameter is always added to the debug information,
as it is part of the method signature. If the compiler optimizes it away, this is
represented by the local value entries for a compilation of this method.

– Compiled Method Entry main: Represents the compilation result for the
compilation of main. It contains two code ranges, one for the compiled code of
main and one for the compiled code of the inlined method print. Each of the
code ranges has a link to the corresponding method declaration.

The compiled method entry contains the complete address range for the compiled
code as offset to the .text section. All the address ranges in the code ranges
are within the address range of the compiled method entry.

For the debugger to be able to find the current location of args, text, and this,
each code range contains a list of local value entries. Each local value entry in
a code range is linked to one local entry. In our example, the local entry for
args is found in register reg0 for the code range 0x00 to 0x15, while the local
entries for text and this only have a value within the code range 0x15 to 0x77.

For our example, address offsets for the compiled code are freely chosen and
do not match a real compilation.

• Class Entry String: Represents the Java class java.lang.String. The size of
the type entry for String again contains an 8-byte object header, and the internal
instance fields of a Java String object.

• Array Entry String[]: Represents a Java String array and consists of two instance
fields. One for the array length, and one for the underlying native array of String
objects.

All debug entries combined contain the debug information necessary to debug the
example code. The native image must be debugged with a debugger supporting the output
object file format and debug information format of the native image.
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Debug Entry Hierarchy

Figure 4.3 shows the complete dependency graph for all kinds of debug entries that are
produced for a native image. This structure allows for reusing debug entries throughout
the graph.

Dir Entry Represents a directory that contains a source file and holds its directory
name.

File Entry Represents a source file and holds its source file name and references a dir
entry for the source file’s directory.

Type Entry Represents a reachable type in the native image found during points-to
analysis. This is either a Java class type, a primitive type, or a native type such as
unsigned int used for native C code within a native image.

The type entry structure is shown in Figure 4.4. A type entry holds at least the
type’s name and size. For structured types, a type entry may also contain references
to debug entries for fields and methods defined by the type. Class entries also
reference a file entry representing the source file in which the type was defined.

Loader Entry Represents a custom class loader in the native image.

Every class that ends up in a native image has been loaded by a class loader
during image build-time. Since classes loaded by different class loaders can have the
same fully qualified class name, we must also represent class loaders in the debug
information to disambiguate such classes.

A loader entry holds the unique name of the class loader, which will be represented
as a namespace for classes loaded by the represented class loader.

Member Entry Represents a member of a structured type that holds debug information
shared between fields and methods of a type. The member entry contains the
member’s name, type, and source file in which it is declared.

Method Entry Represents a definition of a reachable method in a native image. This is
either an instance or static method of a Java class, or a native method for a call to
native code.

A method entry also contains a symbol name, which is the method’s symbol name
within the object file. Symbol names are generated in the C++ mangled name
format [35], which is supported by the GNU binutils BFD library [2]. This
links a debug entry to the corresponding symbol in the object file using the mangled
name.

A method entry may reference local entries representing parameters and local
variables of the declared method. Additionally, a method entry references a file
entry representing the source file of the method.

Field Entry Represents a reachable field of a type in a native image. This can either be
a static or an instance field. For a static field, this holds the location of the value in
the data section. For instance fields, it holds the field offset.

A field entry also contains information on the field’s visibility and source file.
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Local Entry Represents a parameter or local variable of a method entry. A local entry
contains a name, type, slot number in the method’s local variable table, and the
line number of its first occurrence in the method’s source file.

Local entries are primarily read from a method’s local variable table. However, the
debug information generator also parses local values from frame states to find local
variables not present in the local variable table.

Compiled Method Entry Represents a compilation result from the Graal compiler. A
compiled method entry references the method entry for the compiled method, as well
as the address range of the compiled code within the .text section.

To represent the compilation’s frame states and inlined calls, a compiled method
entry references a tree of code ranges. Each code range in the tree corresponds to an
address range within the compiled code. Consequently, the address range of every
code range must be within the total code range of the corresponding compilation
result.

Code Range Represents frame states for a compiled method. The debug information
generator extracts locations of local values from a frame state. A code range collects
all frame states that contain the exact locations for local variables. Consequently,
the address range of a code range arches over all frame states, with unchanged
locations for local variables.

Code ranges are organized as a tree of call and leaf nodes. Call nodes represent
inlined methods, and leaf nodes the location information from frame states.

The locations of local variables are stored in local value entries and mapped to
local entries of the corresponding method. Consequently, locations of local value
entries are only valid within the address range specified by the code range. For
example, a method inlined multiple times can have different locations linked to its
locals, depending on the code range. However, there should always only be one valid
location for any local entry.

Local Value Entry Represents a concrete location for a local entry within a code range.
This is either a register value, a stack slot, or a constant value.

If, for example, during execution, a local is moved from a register into the stack,
two distinct local value entries are produced for the same local entry. A local entry
without a location from a local value entry within a code range will be considered
optimized out and shown as such by the debugger.

Type Entry Hierarchy

Type entries are subdivided into the following entries according to the hierarchy shown in
Figure 4.4.

Primitive Type Entry Represents a primitive Java type. Consequently, the debug
information generator will only produce a limited number of primitive type entries.

Structured Type Entry Represents a structured type that can contain members. As
all type entries except primitive type entries may contain members, this serves as a
base for the rest of the type entry structure.
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Header Type Entry In a native image, each object is extended by a native image-
specific object header. This object header depends on the native image build
configuration. The header type entry represents this object header and makes the
object header structure available to the object file writer.

The header type entry only exists once per native image. Additionally, it is the only
type entry that is synthetically produced, as it does not exist as a type within a
native image.

To have the object header for all Java object types within a native image, the header
type entry serves as a super class for java.lang.Object.

Array Type Entry Represents Java array types within a native image. Each Java array
type in the debug information is represented by a native array and a length field.
Consequently, it is considered a structured type in this context. An array type entry
may also contain a loader entry of its element type.

Class Entry Represents a Java class in a native image. A structured type entry repre-
senting a Java class in a native image. A class entry contains debug information for
the class’s superclass, class loader, source file, fields, and declared methods.

All compiled method entries for declared methods of this class are contained in the
class entry as well. However, this does not include compilations of inlined methods,
as those belong to the compiled method entries of the methods where the inlining
occurred.

Enum Class Entry A special class entry representing a Java enum class.

Interface Class Entry A special class entry representing a Java interface class. In
addition to the class entry information, an interface class entry will also contain a
list of implementers. A reference to another class entry represents an implementer.

Foreign Type Entry Represents types from C/C++ compilations within a native image.
This can be primitive types, pointers, or structs.

Although these types are not Java classes, foreign type entries are based on class
entries, because in a native image, a Java class always exists to represent a native C
type.

4.1.2 Debug Information Provider

The debug information provider marks the top-level abstraction layer in the debug
information process shown in Figure 2.3 in Section 2.1.4. It is an interface that processes
reachable types, fields, and methods provided by the points-to analysis and the compilation
results produced by the Graal compiler, into debug entries.

In the original setup, the debug information provider only produces debug information
at native image build-time. If we want to produce debug information during image run-
time, the debug information provider needs to be adjusted to be usable at image run-time.
Although most of the current implementation relies on utilities and information only
available at native image build-time, a shared debug information provider can be extracted.
The shared debug information provider must provide a base implementation that can be
used at native image build-time and native image run-time. To create a shared debug
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1 public class HelloWorld {
2 public static void main(String[] args) {
3 System.out.println("Hello world!");
4 }
5 }

Listing 4.2: Example Java code.

information provider, major changes need to be made to the current debug information
provider. To use additional information, only available at native image build-time, we
need to provide a subclass of the shared debug information provider to process this extra
information (see Section 4.1.2).

4.1.2.1 Abstraction Layer Changes

The main goal of the debug information provider abstraction layer is to decouple informa-
tion from points-to analysis and the Graal compiler from the creation of corresponding
debug entries.

However, the existing implementation of the debug information provider creates sub-
providers that eventually produce debug entries. This additionally decouples the code base
of the native image generator from the code base of the object file writer. This separation
introduces extra complexity and adds an unnecessary layer to the debug information
provider.

Figure 4.5 shows the debug information provider abstraction layer with the object file
writer context for type, field, and method information. The debug information provider
shown in red creates sub-providers used within the object file writer to produce debug
entries. Figure 4.6 depicts the proposed changes to the current implementation. This
simplifies the architecture so that the object file writer receives debug entries directly
from the debug information provider. As a result, the debug information provider and
the object file writer now have to know the implementation details of the debug entries.

To further discuss the consequences of this change, assume that the code in Listing
4.2 produces a class entry for HelloWorld with a method entry for main.

Using the architecture in Figure 4.5, the debug information provider first creates a
type information provider for HelloWorld and a method information provider for main.
The object file writer then receives the sub-providers and uses them to produce debug
entries. After the object file writer is done, the sub-providers are obsolete.

In the simplified architecture in Figure 4.6, the debug information provider directly
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context.

generates all debug entries. One class entry for HelloWorld and one method entry for
main.

The generated debug entries are still independent of the internal architecture. In the
end, the object file writer has a class entry for HelloWorld and a method entry for
main.

Using this new approach, outlined in Figure 4.6, we omit the creation of temporary
sub-providers. Consequently, generating debug entries is now more streamlined, while
still decoupling the native image generator and the object file writer. Since debug entries
are now produced within the debug information provider, we are no longer limited to the
information from the sub-providers, but have access to all the image generator-provided
information.

4.1.2.2 Shared Debug Information Provider

The shared debug information provider is independent of classes that only exist in the
native image generator. Consequently, it can run at native image build-time and native
image run-time.

The shared debug information provider specifies two information sources, types and
compilations, and how to iterate over them. This is sufficient, as those sources contain all
executable code and reachable types seen during the execution of a native image. Since a
type contains references to its fields and declared methods, processing fields and methods
from a separate information source is unnecessary. The shared debug information provider
does not specify the concrete sources for types and compilations. This is deferred to the
actual image build-time and run-time implementation subclasses.

To avoid creating duplicate debug entries, each created debug entry backed by a
concrete object in the native image is indexed. The following debug entries are indexed in
the debug information provider:

• Dir Entry: Indexed by the absolute path of a directory.

• File Entry: Indexed by the absolute file path of a source file.

• Loader Entry: Indexed by the class loader name.
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1 for each type in type source {
2 if type not in type index {
3 create typeEntry
4 add type to type index
5 process typeEntry
6 }
7 }

Listing 4.3: Pseudo code for handling types in the shared debug information provider.

• Type Entry: Indexed by the ResolvedJavaType representing a reachable type
in a native image.

• Method Entry: Indexed by the ResolvedJavaMethod representing a reachable
method in a native image.

• Field Entry: Indexed by the ResolvedJavaField representing a reachable field
in a native image.

• Compiled Method Entry: Indexed by the compilation ID of a compilation result in
a native image.

Due to the closed-world assumption of the native image generator, all reachable types
within a native image are known at native image build-time. Consequently, the debug
information provider should produce as many debug entries as possible at image build-time
and then reference the AOT debug information at image run-time wherever possible.

For iterating types from the type source, the shared debug information provider
specifies how type information is handled, but not how to create debug entries from it.
This allows us to implement type entry creation differently in AOT versus run-time debug
information generation.

Listing 4.3 shows pseudo code for processing types with the shared debug information
provider. For each type in a native image, the debug information provider first checks
whether it is already in the type index. A type entry is created and added to the type
index if missing. Finally, the newly added type needs to be processed. Processing a type
again differs for debug information generation at image build-time versus run-time. When
processing a type entry, the debug information generator potentially creates other required
type entries. This creates the necessity to check if a type entry already exists.

Listing 4.4 presents the processing of compilation results. Each compilation result in a
native image corresponds to one AOT-compiled method. However, a compilation result for
a method might also contain inlined methods, as those are often part of the compilation
of a method.

First, the debug information generator produces a simple debug entry for the method
object, as the compiled method entry is linked to that later. The debug information
provider fetches information from the method object, such as the method name, symbol
name, and method modifiers. Subsequently, the type entries for the declaring type and
return type are fetched. The debug information provider also processes the method’s
signature and local variable table and produces local entries for parameters and local
variables. With all that information, the debug information provider generates the method
entry and links it to the type entry of the method’s declaring class.
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1 for each method and compilation in compilation source {
2 if method not in method index {
3 get name, symbol name, and other information of method
4 lookup typeEntry of declaring type
5 lookup typeEntry of return type
6 get parameters from method signature
7 get locals from the local variable table
8 create methodEntry
9 link methodEntry to declaring typeEntry

10 }
11
12 if compilation not in compilation index {
13 get the code address
14 lookup typeEntry of declaring type
15 create primary codeRange
16 create compiledMethodEntry
17 mark methodEntry of method as compiled
18 for each frameState in compilation {
19 if frameState is inlined call {
20 create callCodeRange
21 create codeRange for inlined method prologue
22 } else {
23 create codeRange
24 merge with previous if variables in codeRange unchanged
25 }
26 }
27
28 link compiledMethodEntry to declaring typeEntry
29 }
30 }

Listing 4.4: Pseudo code for handling compilation results in the shared debug information
provider.
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Now that we have a method entry, the debug information provider processes the
compilation result ’s data. The debug information provider extracts the code start and end
address from the compilation result and produces a compiled method entry that contains
a code range representing the compiled code. This code range serves as the root of a code
range tree, which is used to reflect changes in variable locations across frame states.

The debug information provider processes every frame state for every known code
position of the compilation to build up a code range tree. If location information compared
to the previous code range did not change, the new code range is merged into the previous
one. Frame states that represent an inlined method produce a code range that may
have children code ranges of its own. Once all frame states are processed, we have a
condensed view of the compilation’s frame states, holding only information required for
debug information generation. Finally, the compiled method entry is linked to the type
entry of its declaring class.

Since compilations can be handled similarly at native image build-time and native
image run-time, compilation processing is done within the shared debug information
provider.

4.1.2.3 Native Image Debug Information Provider

The native image debug information provider builds on the shared debug information
provider and runs at native image build-time. It can use any build-time-only information
within a native image, such as objects in the native image heap, the analysis universe,
and Java source-file information. As a consequence, the native image debug information
provider is capable of producing the complete image build-time-related debug information.
This includes debug entries for all AOT compilations performed by the Graal compiler
during image building.

The type info source and compilation info source for the native image debug information
provider are reachable types from the points-to analysis and the code cache of the native
image generator. The code cache is filled with the compilations from the Graal compiler.
As previously mentioned, handling of compilations is inherited from the shared debug
information provider. It does not need special handling at native image build-time (see
Listing 4.4).

But the native image debug information provider supplies the implementation of how
debug entries get created for objects of the points-to analysis. The type information
creation and processing steps in the shared debug information provider (see Listing 4.3)
serve as entry points for the native image debug information provider.

Listing 4.5 displays pseudo code for creating a type entry for a type coming from the
type source. A type entry can be one of the kinds shown in the type entry structure in
Figure 4.4 of Section 4.1.1.

First, some information is fetched for all kinds of type entries, such as type name,
size, and class loader. (For array types, the class loader to use is the class loader of the
element type) If a type has a custom class loader, we look up the corresponding loader
entry in the loader index. If the class loader is initially missing in the loader index, a
corresponding loader entry is generated and added for subsequent lookups in the loader
index. Additionally, the native image debug information provider looks up the type’s
source file from the file index, and creates a new file entry if necessary. Since, in the native
image debug information, each type has a unique type signature, we create one from the
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1 createTypeEntry(type) {
2 get name, size, and other static information of type
3 lookup/create source file entry
4 lookup/create class loader entry
5 generate a type signature
6 if type is Java primitive {
7 return primitiveTypeEntry
8 } else if type is Java array {
9 lookup/create typeEntry of element type

10 return arrayTypeEntry
11 } else {
12 lookup/create typeEntry of superclass of type
13 if type is foreign type {
14 get additional information for a foreign type
15 return foreignTypeEntry
16 } else if type is enum type {
17 return enumTypeEntry
18 } else if type is interface {
19 return interfaceTypeEntry
20 } else {
21 // this is a Java class
22 return classEntry
23 }
24 }
25 }

Listing 4.5: Pseudo code for creating type entries in the native image debug information
provider.

type’s name and use it for type units in the native image object file (see Section 4.1.4.1).
After fetching general information, some additional steps are required for certain type

entry kinds. For an array type entry, the native image debug information provider looks
up the array’s element type in the type index and generates it if necessary. For class
entries, the native image debug information provider recursively looks up the superclass of
the type, which exists for all Java classes except java.lang.Object. Another special
case is native types, such as C structs and C primitives. In the context of native image
debug information generation, those are called foreign types, as they do not originate from
Java. A foreign type may not have a superclass, as it can, for example, be a primitive
word type. If no superclass exists, the superclass slot in the debug entry is left empty.

After type entries are produced, Listing 4.6 shows pseudo code for the processing stage.
Type entries are further processed as follows:

• Primitive Type Entry: No further processing is needed.

• Array Type Entry: Each array type gets a field entry for the length field and the
internal native array.

• Class Entry: For class entries, processing involves multiple steps.

First, a field entry is created for each instance and each static field of the type. Then,
a type also holds information about the interfaces it implements. Native image debug
information also contains a back-link from interfaces to their implementers. The
debug information provider iterates the type’s interfaces to build these back-links
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1 processTypeEntry(type, typeEntry) {
2 if typeEntry is primitive type {
3 // nothing to do for Java primitives
4 } else if typeEntry is array type {
5 add array fields to typeEntry
6 } else if typeEntry is class type {
7 add static and instance fields of type to typeEntry
8 add typeEntry as implementer to all interfaces of type
9 add declared methods of type to typeEntry

10 }
11 }

Listing 4.6: Pseudo code for processing type entries in the native image debug information
provider.

and adds the class entry as an implementer. Finally, similar to the process in Listing
4.4, each declared method of a type is processed into a method entry.

After processing all types and compilations from the type source and compilation
source, all debug entries for a native image are finished and ready to be written to the
native image object file.

4.1.3 Parallelize Debug Information Generation

To reduce the debug information generation time, in addition to the structural changes, the
debug information provider was improved to use multi-threading to produce debug entries.
This creates the necessity for thread-safe data structures to index debug entries in the
debug information provider. The debug entry index maps use ConcurrentHashMaps, a
Java map implementation that supports concurrent operations. Going multi-threaded also
requires atomic access to the index map. Consequently, the debug information provider
uses ConcurrentHashMap::computeIfAbsent to ensure each debug entry is only
ever added once to the index maps.

Although it is a significant change to swap from sequential execution to parallel
execution, the retrofitted debug information provider described in Section 4.1.2 was already
designed with parallel execution in mind. This can be observed by the separation of
creating debug entries and processing them. In the processing phase, the debug information
provider can already use unprocessed, but otherwise finished debug entries. Consequently,
this avoids circular dependencies that can, for example, occur when producing field entries
for a type entry. For example, a field can also have its declaring type as its value type.
Consequently, during field entry creation, the debug information provider has to be able
to look up the type entry that is currently processed.

4.1.4 Native Image Object File Writer

The final step of debug information generation at native image build-time is to write
debug information into the native image object file. The object file writer incorporates
the object file and debug information format details for the final object file.

This thesis is based on debug information generation for ELF object files with the
DWARF debug information format (see Sections 2.2 and 2.3). More specifically, this
thesis’s goal was to facilitate the integration of run-time debug information generation
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into the object file writer. The run-time debug information generator should reuse debug
information generated at native image build-time to avoid unnecessary duplication of
debug information. This requires retrofitting the structure of the AOT debug information,
as it is not feasible with the current implementation.

DWARF debug information is not per se designed to be created at run-time and to
reference debug information that was previously loaded. However, DWARF does define
some constructs that allow implementing the desired behavior. One of these constructs
is DWARF type units. A type unit forms a type information container identified by a
type signature and holds all information about a given type. Although DWARF type units
are not explicitly designed for our needs, we can use them to support run-time debug
information generation.

4.1.4.1 DWARF Type Units for Types in a Native Image

DWARF type units are a concept specified in DWARF version 4 [9], that allows the definition
of a signature for a type. One can reference a type unit potentially defined in another
object file using the signature. The type signature is a 64-bit value that uniquely identifies
a type within all debug information available during debugging. DWARF proposes a
complex algorithm that ensures the uniqueness of the type signature by generating an
MD5 digest [42] from the string representation of a type DIE’s tags and attributes. As a
result, to produce the same signature at run-time, one would need to reproduce the same
type with the tags and attribute values. This could be problematic for native images, as
type units can contain some information that is only available at native image build-time.
However, for a native image, a type entry is unique by its name and class loader namespace.
Even if different class loaders load the same class, the class loader name distinguishes
them.

A type unit describes static debug information with no code or value locations.
Consequently, type information with code or value locations must be split into a declaration
and a location description. The same restriction applies to any relative reference within an
object file. This affects code offsets for compilations, parameter locations, local variable
locations, and line information for native image debug information.

Although a type unit would work with relative references within a single non-relocatable
object file, it might break if a linker resolves references in a relocatable object file.
Additionally, a type signature must always identify the same type unit, independent of the
relative offsets of code or other DIEs. Otherwise, the same type signature would describe
two different type units, which might cause unexpected behavior during debugging.

To summarize, a type unit must be self-contained and cannot reference the rest of the
object file, except potentially other type units via type signatures.

A type unit produced by the native image generator depends on the underlying type
entry :

• Primitive Type Entry: The type unit contains the type name and size.

• Structured Type Entry: The type unit contains fields and custom class loader
information, if required for disambiguation. Built-in class loaders, such as the app
class loader and the native image class loader, are implicitly inferred in the debug
information and will never end up in a type unit.
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• Class Entry: Next to type name, size, and fields, a type unit for a class entry also
references a superclass and method declarations. A method declaration includes the
method name, symbol name, and parameter declarations.

Objects in Java reside on the heap and are accessed by reference. The object file writer
also adds a type unit for a pointer to the Java type to model this behavior in the debug
information. This pointer type is used as a type reference in fields, parameters, and other
variables.

Although generally not recommended in the DWARF specification, we decided to
produce type units for every type within a native image, including primitive types and
pointer types. This provides uniform type lookup throughout the native image object file
and avoids special handling for non-type unit types. While intuitively, it might seem that
it results in a bigger debug information size, it also saves space on some occasions. This
topic will be discussed later in Chapter 7.

4.1.4.2 Debug Information Sections

The object file writer creates debug information sections, as described in Section 2.3,
and writes the debug information to the sections accordingly. The generation of AOT
debug information happens at native image build-time, and the object file writer will
additionally produce relocation information for the run-time linker.

In contrast to AOT compilations, every symbol is already known in run-time compi-
lations. The debug information object file for a run-time compilation is directly loaded
into memory, and no relocation information is needed, as no run-time linking is required.
Consequently, we also retrofitted the object file writer to allow us to select whether to
produce relocation information based on the context it is used in (build-time vs. run-time).

4.1.4.3 DWARF Version Update

The current implementation of the object file writer implements DWARF version 4 (DWARF4).
DWARF type units, which are essential for the changes to the native image debug infor-
mation, are a concept added in this version. However, this DWARF version also requires
type units to be placed in a separate debug information section called .debug types. This
would result in a significant redesign of the native image object file writer. Moreover, for
the debug information of a native image, this would also be relatively inefficient, as most
type units are required in the .debug info section, anyway. As a result, type units need to
be loaded from the .debug types section for the .debug info, which adds an unnecessary
step to parsing debug information.

As part of this thesis, we updated the object file writer to produce DWARF version 5
(DWARF5)-compliant debug information. To use DWARF5 debug information, the debugger
needs to support it. The GDB debugger, for example, added support for DWARF5 starting
with GDB 8.0 released in June 2017 [20].

Updating DWARF allows us to place type units into the .debug info section. However,
it also requires us to update the .debug loc and .debug ranges section to adhere to the
DWARF5 specification.

.debug loc → .debug loclists Both sections hold location lists used in the .debug info
section. A location list lists location descriptions for a single local variable or
parameter. A location description contains the register or stack slot to find the
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value in or a constant value. A location description also specifies a code range where
that location description is valid. A start address and length usually specify the
code range, however, DWARF does support multiple formats [8].

In the .debug loc section, a location description is referenced by its offset in the
.debug loc section. This is relatively inefficient because it requires a relocation for
each local variable.

To avoid this, the DWARF5 .debug loclists section introduces a header that groups
lists of location lists. Location descriptions are typically bound to compilations.
Therefore, a single list of location lists is enough for one compilation. Consequently,
only a single relocation is required for a compilation. A location list for a local
variable is then specified as an offset from the header.

.debug ranges → .debug rnglists These sections hold range lists used in the .de-
bug info. A range list lists non-contiguous address ranges for a DWARF compilation
unit. However, a single contiguous address range does not need a range list and can
be inlined into the .debug info section. An address range consists of the address
offset in the .text section and the length of the range.

In the native image debug information, one DWARF compilation unit contains all
compilations for methods of a specific Java class. Consequently, a range list contains
all code ranges for the compilations linked to a Java class.

The .debug rnglists section introduces similar changes as the .debug loclists section.
This is a header in the .debug rnglists section, grouping a list of range lists.

Although this has similar benefits to using the .debug loclists section, performance
gains are only expected if a DWARF compilation unit contains multiple code ranges.
However, native image debug information only has a single range list per DWARF
compilation unit. This is the range list that covers all address ranges for the compiled
code of one Java class. The individual compilations produced by the Graal compiler
are always in a contiguous address range. No additional range lists are required for
a DWARF compilation unit in native image debug information.

Consequently, native image debug information does not benefit from the .de-
bug rnglists section and ends up with a small overhead for the additional headers.

Still, overall, the updated sections use more efficient data structures than their DWARF4
counterparts. As a result, updating the DWARF version also reduces debug information
parsing effort.

4.2 Run-time Debug Information Generator

If run-time debug information generation is enabled for a native image build, the run-time
debug information generator and the object file writer are compiled into the native image.
Section 2.1.3 describes how run-time compilations are triggered in a native image and
why they are needed.

The run-time debug information generator observes the run-time code cache of a native
image. Every time a run-time compilation occurs, it is added to the run-time code cache.
The run-time debug information generator picks up this add-event and triggers debug
information generation.
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After the debug information is generated, the object file writer creates a new object
file containing the debug information and stores it in memory. Then, the in-memory
object file is announced to the debugger. The debugger parses the debug information
from the in-memory object file and uses it to provide debug information for the run-time
compiled method.

In a native image, run-time compiled code may get deoptimized at one point. If a
deoptimization occurs, the deoptimized method is also invalidated in the run-time code
cache. The run-time debug information generator picks up the invalidation in the code
cache. Then, the debug information generator notifies the debugger that the in-memory
object file is invalidated and frees the memory occupied by the in-memory object file. In
this step, we must notify the debugger before the in-memory object file is deleted to avoid
a use-after-free violation.

4.2.1 Observing Code Cache Changes

Observing changes in the code cache is vital to the run-time debug information generator.
This is the only way to react to run-time compilation events within a native image. A
so-called code observer is registered at native image build-time. Every registered code
observer is notified about changes in the run-time code cache.

Relevant changes in the code cache for the run-time debug information generation are
caused by run-time compilations and deoptimizations:

Run-time Compilation Once the Graal compiler finishes a run-time compilation before
the compilation is added to the run-time code cache, the code observer is notified
about the compilation. The code observer receives the method object and the
compilation result. Initially, the code observer lays out a new in-memory object file,
starting with a .text section for the compiled code.

Next, a newly instantiated run-time debug information provider (see Section 4.2.2)
produces debug entries. The debug entries are passed on to the object file writer.
The object file writer calculates the required sizes for the debug information sections
and then lays out the rest of the object file.

Finally, our code observer reserves space on the native memory, and the object file
writer writes the in-memory object file with the debug information there. A pointer
to the in-memory object file is then stored in a handle representing the current state
of the corresponding run-time compilation in the run-time code cache. Any change
in the state of the run-time code cache is passed to the corresponding handle, which
can react to this change.

The code observer creates a unique handle and an in-memory object file for each
run-time compilation. A handle for an in-memory object file has three possible
states:

1. Initialized: The handle is created, but the run-time compilation it is connected
to has not yet been added to the run-time code cache.

2. Activated: The run-time compilation for a method is in the run-time code
cache and is still valid.

3. Released: The run-time compilation for a method is invalidated in the run-time
code cache.
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When a compiled method is added to the run-time code cache, the object file handle’s
state is changed to activated. We then notify the debugger about the newly available
in-memory object file as explained in Section 2.4.3.

Deoptimization If a method gets deoptimized, the run-time compilation is invalidated
in the run-time code cache. Consequently, our code observer picks up the run-time
code cache change. More specifically, the handle referencing the in-memory object
file for the run-time compilation is released. During the release, the handle first
notifies the debugger about the invalidation and then frees the reserved space for the
in-memory object file. Finally, as the handle is no longer needed, it is also freed to
return all reserved memory accumulated for run-time debug information generation
to the native image.

4.2.2 Run-time Debug Information Provider

The run-time debug information provider is based on the shared debug information
provider (see Section 4.1.2.2). Compared to the native image debug information provider
described in Section 4.1.2.3, the run-time debug info provider has limited information
available for producing debug information. This is because a native image with run-time
compilation support is optimized to contain only the information required to run the
program and the minimum of what is necessary to compile specific methods at run-time.

Run-time Debug Information Provider Implementation Options

In the following, we will discuss different options for the run-time debug information
provider:

• Produce complete Debug Information:

The first option would be to provide all the debug information necessary for a
run-time compilation. Consequently, a run-time object file produced with this
option is self-contained and does not require debug information from any other
source. However, this approach loses out on reusing debug information from the
AOT compilation. Additionally, this would require much more information to be
present at native image run-time. This could be achieved by parsing the AOT debug
information at run-time or storing additional information in the native image.

Consequently, debug information parsing would delay the generation of the already
time-critical run-time debug information. This especially slows down run-time debug
information generation, the larger the AOT debug information. Debug information
parsing times will be discussed in Chapter 7. Finally, storing additional information
in the native image would significantly increase native image sizes.

A major drawback would be that such self-contained run-time debug information
would not be related to the AOT debug information. As we know, type information is
the same for a run-time compilation and an AOT compilation. Still, two distinct DIEs
would be created for the run-time debug information and AOT debug information.
A debugger would then be unable to use these type DIEs interchangeably. However,
this could be mitigated using type units, enabling referencing type DIEs by type
signatures, which are the same at image build-time and run-time. Nevertheless, the
debug information provider must create duplicates of type units at run-time.
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This option would also increase the size of the run-time debug information produced,
and therefore, the debugger parsing run-time debug information would have more
debug information to process. This slows down the debugger, especially for run-time
compilations referencing a lot of information that needs to be processed into debug
information.

• Link to AOT Debug Information:

The second option is to create as little debug information as necessary at run-time
and reuse it from the AOT debug information object file. This approach requires
referencing AOT debug information DIEs from run-time debug information DIEs.

This could be achieved by either storing DWARF DIE offsets in the native image
or parsing the AOT debug information at run-time. Then, the actual location
in memory of the AOT debug information would be required to resolve relative
offsets in the already loaded debug information correctly. Like the previous option,
parsing the AOT debug information is not feasible for run-time debug information
generation. Finding the memory location of the loaded AOT debug information
would generally work. However, a debugger might restrict cross-object file references.
For example, GDB does not allow referencing a DIE outside the object file from an
arbitrary location in memory. As a DWARF DIE may contain executable code, this
would additionally impose a potential security risk.

Fortunately, the run-time debug information generator can use type information
from type units via type signatures. A type signature in DWARF is a way to identify
a type unit uniquely. As discussed in Section 4.1.4.1, most of the AOT debug
information of a native image is placed in type units. Letting the run-time debug
information provider produce identical type signatures allows us to reference type
units from the AOT debug information. Although the type units are not in the
run-time debug information, the debugger can read a type signature and look up
the corresponding type unit in the AOT debug information. However, GDB does not
support loading type units across object file boundaries when writing this thesis.
This issue is addressed in Chapter 5 For the run-time debug information provider,
we assume the debugger can look up type units by type signature from the AOT
debug information.

Debug Entries produced at Run-time

The main goal of the run-time debug information provider is to produce as few de-
bug entries as needed, and avoid unnecessarily duplicating debug information already
available elsewhere. Since one run-time debug information object file is created per
run-time compilation, the run-time debug information provider only has to process a
single compilation.

Debug entries for the run-time compilation are produced as described in Section
4.1.2.2.

Creating type entries for run-time debug information is not driven by processing the
entries of the debug information provider’s type information source. Instead, type entries
are created on-demand when other debug entries created for run-time compilations are
referencing them. Each produced type entry contains just enough information to reference
the corresponding type unit in the AOT debug information. Only the type name and
class loader name are required to reproduce the type signature of a type unit.
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In addition to the type signature, a type entry in the run-time debug information
also contains relevant method declarations. A relevant method declaration is either the
compiled method or an inlined method. By reusing the same symbol names as in the
AOT debug information, the debugger can infer that a method declaration with the same
symbol name refers to the whole method definition already provided by AOT debug
information. Such method declarations only need to be very limited and just contain the
method’s signature used for symbol name mangling.

4.2.3 In-memory Object File for a Run-time Compilation

The object file produced by the run-time debug information generator is only valid at
run-time. It is placed into native memory instead of being written to the file system.
Consequently, the run-time debug information generator has to handle native memory
operations to allocate and free memory.

With the help of run-time debug information handles, introduced in Section 4.2.1, we
ensure that in the end, all allocated memory is freed properly. Before a handle is removed,
the allocated memory for the in-memory object file it refers to is freed.

The layout of a run-time object file is less complex than that of a native image object
file, as produced by the AOT debug information generator. This is due to the inherently
smaller object file size, which contains significantly less debug information and compiled
code. Although the run-time debug information also contains type information, it is
limited to type signatures referring to type units from the AOT debug information. The
run-time debug information itself does not contain any type units.

As the code observer first allocates memory for the run-time object file, the run-time
debug information generator already knows its memory location. Consequently, the
run-time debug information can also use absolute addresses instead of relative offsets.
This allows the object file writer to omit relocations when writing DWARF DIEs. As a
result, the run-time object file does not contain any relocatable information. This is
necessary, as the run-time object file does not support dynamic linking.

4.2.4 GDB JIT Compilation Interface

The final step of the run-time debug information generation process is notifying the
debugger. In GDB, this is possible through the use of the GDB JIT compilation interface
described in Section 2.4.3. This interface can let GDB know about new object files for
run-time compilations.

The GDB JIT compilation interface relies on C/C++ ABI [3] and must therefore be
implemented in C/C++. This is achieved by defining the symbols and types as shown in
Listing 2.3 of Section 2.4.3 in a header file that gets compiled into a native image. The
run-time debug information generator creates one jit code entry struct per run-time object
file and calls the jit debug register code C/C++ function to announce new run-time
code and debug information to the debugger.

Listing 4.7 shows how GDB gets informed about a new in-memory object file. First,
we allocate a new jit code entry object and insert a reference to the run-time object file.
Then, the jit code entry is added to the list of jit code entry in jit debug descriptor.
Finally, the jit code entry is set as relevant entry and GDB is notified.

If the compilation for the method corresponding to a jit code entry entry is invalidated,
the jit code entry needs to be unregistered in GDB. The code snippet in Listing 4.8 shows
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1 jit_code_entry register_jit_code(char* addr, long size) {
2 /* Create new jit_code_entry */
3 jit_code_entry* entry = (jit_code_entry*) malloc(sizeof(jit_code_entry)

);
4 entry->symfile_addr = addr;
5 entry->symfile_size = size;
6
7 /* Insert entry at the head of the list. */
8 jit_code_entry* next_entry = __jit_debug_descriptor->first_entry;
9 entry->prev_entry = NULL;

10 entry->next_entry = next_entry;
11 if (next_entry != NULL) {
12 next_entry->prev_entry = entry;
13 }
14
15 /* Notify GDB. */
16 __jit_debug_descriptor->action_flag = jit_actions_t.JIT_REGISTER_FN;
17 __jit_debug_descriptor->first_entry = entry;
18 __jit_debug_descriptor->relevant_entry = entry;
19 __jit_debug_register_code();
20
21 return entry;
22 }

Listing 4.7: Registering a new object file for a run-time compilation.

all necessary steps. First, we remove the jit code entry from the jit code entry list. Then,
the jit code entry is set as relevant entry and GDB is requested to remove the data it was
holding for that jit code entry. Finally, the jit code entry is freed.
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1 void unregister_jit_code(jit_code_entry* entry) {
2 jit_code_entry* prev_entry = entry->prev_entry;
3 jit_code_entry* next_entry = entry->next_entry;
4
5 /* Fix prev and next in list */
6 if (next_entry != NULL) {
7 next_entry->prev_entry = prev_entry;
8 }
9 if (prev_entry != NULL) {

10 prev_entry->next_entry = next_entry;
11 } else {
12 /* entry is first_entry */
13 __jit_debug_descriptor->first_entry = next_entry;
14 }
15
16 /* Notify GDB. */
17 __jit_debug_descriptor->action_flag = jit_actions_t.JIT_UNREGISTER_FN;
18 __jit_debug_descriptor->relevant_entry = entry;
19 __jit_debug_register_code();
20
21 free(entry);
22 }

Listing 4.8: Unregistering an object file for an invalidated run-time compilation.
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Chapter 5

Adapting and Interfacing to GDB

GDB does not work out of the box with run-time debug information generated at native
image run-time. Referencing type units from another object file is not supported. Hence,
the run-time debug information can not reference type units within the AOT debug
information.

Section 5.1 outlines how GDB processes object files containing debug information. This
section also covers how run-time object files advertised through the GDB JIT compilation
interface are processed.

Next, Section 5.2 introduces adaptations to GDB that allow referring to type units
from the AOT debug information in the run-time debug information.

5.1 Processing Debug Information Object Files

Multiple ways exist for an object file to get processed by GDB. First is the object file of
the executable itself, currently debugged by GDB. This is also called the main object file
in GDB. Next, an object file can become known to GDB when a shared library is loaded.
Finally, the third way is through the JIT compilation interface described in Section 2.3.

In general, GDB processes an object file in multiple steps:

1. Create an internal object representing the object file and add it to an internal linked
list of loaded object files.

If the debug information for an object file is split into a separate physical object
file, GDB will also load the corresponding debug information object file and create
an internal object. GDB then ends up with one internal object for the executable
and one for the debug information object file. Both internal objects are linked and
added to the list of loaded object files.

2. Read minimal symbols from the object file’s symbol table.

A symbol is the mapping of a textual name to the address where the corresponding
code/data object is located in the object file. ELF executables usually come with a
.symtab section containing minimal symbols for an executable. However, this section
can also be stripped entirely, in which case GDB cannot create a minimal symbol
table.

Minimal symbol information is typically just enough to set breakpoints at the
beginning of functions, which allows some very basic debugging.
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3. Look for DWARF debug information in the object file.

GDB first reads all section headers of an object file. If a section name related to a
debug information format is found, GDB knows debug information is available. This
can, for example, be a .debug info section containing DWARF debug information.

4. Create a partial symbol table from DWARF debug information sections.

Processing the complete debug information for an object file can take a long time,
especially for large applications. To avoid long processing times and waiting times
for users of GDB, initially only a partial symbol table gets created.

GDB starts with a quick pass over the .debug info section, and it creates an index
of all top-level DIEs by using the length found in each header to get to the next
top-level DIE.

Next, it processes the .debug abbrev section containing abbreviations for a DIE’s
structure. DIEs in the .debug info section contains an abbreviation number that
specifies which abbreviation they use from the .debug abbrev section. These abbre-
viations specify which kind of DIE a given DIE is and contain information about
which tags and attributes a DIE consists of.

Then, the top-level DIE’s children are processed for interesting debug information,
such as names and address ranges. As part of that, GDB maps address ranges to
top-level DIEs. As a result, GDB knows which top-level DIE corresponds to the
current address in the program counter. GDB also creates a mapping that maps
relative offsets into the .debug info sections to the referenced top-level DIEs. This
allows quicker access to referenced DIEs later on.

5. Create a partial file symbol table.

A file symbol table is generated from the line number information in the .debug line
section. It is a mapping from code addresses to corresponding source files. Conse-
quently, GDB knows which source file to show for the current code address in the
program counter.

To speed up loading object files, this pass, GDB mainly gathers source file names
linked to compilations. This lets GDB know which source files exist for the application.
If debug information for a source file is requested, GDB can find the full information
from the corresponding object file.

6. Using the partial symbol table, GDB can start serving all requests by a user.

If more information is needed, GDB knows where to look within the debug information.
Parts of the debug information are re-read on demand to fetch more details. This
information is then added to a full symbol table.

Due to this process, GDB can split the load of reading symbols from an object file’s
debug information into smaller chunks.

The first way of loading an object file adds another step to this process. GDB parses
all debug information available for the main entry point of the executable to provide full
symbol table information. This is done, as debug information for the main entry point is
usually needed anyway.
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5.1.1 Debug Information Object Files for Run-time Compila-
tions

GDB allows in-memory object files to be loaded through the JIT Compilation Interface.
Run-time compilations, such as those from the Graal compiler, are usually difficult to
debug because they do not include debug information. However, if the VM runtime makes
use of the JIT Compilation Interface, it can advertise additional debug information for
run-time compilations to GDB.

Run-time object files need to be processed quickly, as there might be many of them,
and the user can directly see their impact on debugging performance. Alternatively to
using a debug information format like DWARF, providing a custom debug information
format in combination with a custom debug information reader would also be possible.
Although this might reduce the footprint of run-time object files, it would rule out reusing
any AOT debug information generation infrastructure. This is why for this thesis we
decided to focus on run-time debug information in the DWARF format.

GDB marks a run-time object file as such to report it correctly to a user. From the
perspective of GDB, run-time object files are treated as separate object files for a run-time
compilation and are not related to any other object file present in a debugging session.
Consequently, the debug information in a run-time object file must be self-contained.
However, based on the DWARF debug information format, DWARF type units and type
signatures offer a way to circumvent this restriction. The general goal is to reuse type
signatures already in the AOT debug information and reference them from within the
run-time debug information.

5.1.2 Processing Type Units

Type units are a specific kind of top-level DIE in the .debug info section. In addition to
compilation units, type units are processed to create the partial symbol table. The partial
symbol table then contains type signatures specified in type unit headers.

Whenever a type is referenced from any other DIE, it is referenced via its type signature.
If a type unit is not yet in the full symbol table, GDB looks up the type unit associated with
the type signature and reads the full debug information. The full type unit information is
then stored in the full symbol table, so no processing is required for further lookups to
the same type signature.

For parsing a type unit, GDB first checks if the type signature is available in the object
file of the referencing DIE. But, GDB also supports split DWARF object files, explained
later in Section 5.1.3. This is used when a DWARF object file is split into multiple physical
object files. If a type unit was not found in the referencing DIE’s object file, GDB checks
if a split object file exists and looks for the type unit there. If it is also not found there,
the type signature lookup was unsuccessful, and no type unit can be provided. Other
object files loaded in GDB are ignored during the lookup.

5.1.3 Split Debug Information Object File

DWARF5 introduces a concept named split object file. A split DWARF object file allows
splitting debug information sections. Those split debug information sections can then be
placed in different object files. This can be used to split most of an executable’s debug
information into a separate debug information object file.
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Splitting results in an executable containing a skeleton of the complete debug informa-
tion and an additional debug information object file containing the rest. For example,
the skeleton references the complete debug information in a top-level DIE that references
another top-level DIE in the debug information object file.

Orthogonal to DWARF split object files, GDB also allows complete stripping of debug
information from an executable, such that no DWARF debug information remains in the
executable [23]. For debugging, the executable only contains a debug link specifying the
name of the separate debug information object file. When loading the executable, GDB
checks if the debug link exists and loads the split object file together with the executable.

In the context of this thesis, we will mainly focus on the latter, and not use the debug
information splitting added with DWARF5. This is also what Native Image already
supports out-of-the-box.

5.2 Lookup Type Units from a Fallback Object File

Due to operating under a closed-world assumption (see Section 2.1.1), a native image
object file already contains all type-related debug information required for debugging a
native image. We can re-use this information for methods compiled by the Graal compiler
at run-time. However, GDB processes run-time object files as standalone object files, not
connected to the native image object file.

Debug information for types, fields, and method declarations uses DWARF type units. A
type signature uniquely identifies a type unit. Consequently, run-time debug information
for a native image could also use those type signatures to reference types within the
AOT debug information. Unfortunately, this is not supported by GDB, as type signature
lookups are only performed locally, within the current object file.

As described in Section 5.1.2, we could use split DWARF object files to reference AOT
debug information at run-time. However, this would require significantly redesigning the
debug information sections generated for a native image. This comes with drawbacks
already mentioned in 4.2.2. To produce debug information at run-time, the run-time
debug information generator would either need to parse the AOT debug information or
store additional information in a native image. This would either slow down run-time
debug information generation or increase the size of native images.

To reuse AOT debug information in run-time generated debug information, we adapted
GDB to support type signature lookup across object file boundaries. The process explained
in Section 5.1.2 is extended by an additional step, where GDB searches other loaded object
files for a type signature if it was not found within the object file referencing the type
signature. To improve efficiency, limiting this fallback to only the main object file is
possible. In most cases, the main object file is the native image, which contains the
required type units. However, if a native image is loaded as a shared library, we must
check all object files loaded for a program to find the type signature in the native image
object file.

5.2.1 Fallback to AOT Debug Information

There are two options for finding the correct fallback object file that contains a type
signature referenced by a run-time debug information object file. The object file searched
for is the native image that produces the run-time debug information.
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1. The native image object file is the main object file in GDB.

GDB just looks up the main object file for the current program and looks for the
requested type signature in there.

2. The native image was loaded as a shared library.

The native image is not loaded as the main object file. To find the fallback object file,
GDB iterates over all object files in the current program space. In GDB, a program
space represents a symbolic view of an address space consisting of all object files
of the currently debugged program. Each object file is checked for the requested
type signature. We defined the first object file containing the type signature as the
fallback object file used by GDB.

5.2.2 Unprocessed Type Units in the Fallback Object File

After finding a fallback object file, GDB looks for the requested type signature in the
fallback object file’s symbol table. Although the fallback object file is already loaded, it
might still contain unprocessed type units.

If a required type unit is unprocessed, GDB must first trigger the processing of this
type unit. Therefore, GDB needs to change its context to the object file containing the
type unit. This is necessary, as the partial symbol table of the fallback object file just
holds a relative offset into its .debug info section.

After the type signature lookup was successful in the fallback object file, GDB uses the
type unit from the fallback object file. GDB can provide debug information from the now
processed type unit for the run-time debug information object file.
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Chapter 6

Enhancing the Debugging Experience

This chapter introduces enhancements to the debugging experience of native images. They
enhance the debugging experience of regular native images and native images that use
run-time compilation. Section 6.1 describes how a Python script can be used to customize
GDB through its Python API.

Section 6.2 and Section 6.3 introduce the two main use-cases where the Python API
allows us to improve the debugging experience for native images. First, Section 6.2 explains
how a Python extension is used to improve printing of backtraces containing deoptimized
frames. Then, Section 6.3 introduces extensions to printing Java variables in the GDB
console in a more readable format that feels more natural for Java developers. The focus
mainly lies on representations for frequently used Java types, such as ArrayLists and
HashMaps.

6.1 Extending GDB

GDB is foremost a debugger for native languages like C/C++. A native image represents
compiled Java code, which is not natively supported by GDB. However, the debug infor-
mation that a native image provides has a C++-like format, such that it can be processed
by GDB.

The debug information in a native image represents the internal structure of Java
types. Consequently, GDB shows this internal structure when debugging a native image.
This leads to a bad debugging experience when debugging a native image, where a user
can easily get lost in the details.

To address this shortcoming, GDB provides a Python API, explained in Section 2.4.2.
To use the Python API, we add a Python script as an additional output to a debug native
image build. The ELF section .debug gdb scripts is also added into a native image. This
section references the auxiliary Python script added to the native image build output. If
auto-loading of Python files is enabled in GDB, the specified Python script is loaded. The
Python script loaded in GDB is executed by the Python interpreter integrated in GDB.

The Python script for a native image provides the following extensions to GDB:

• A pretty printer that intercepts value printing in GDB to provide a more Java-like
debugging experience. This covers simple Java classes, and even more complex
constructs like HashMaps, and will be further explained in 6.3.

• Auto-completion of print statements in a Java-like syntax. Like pretty-printing, the
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default auto-completion also suffers from the C-like debug information. The script
augments the default auto-completion, which helps with debugging native images.

• The extension adds more parameters specific to pretty-printing for controlling GDB’s
behavior when debugging native images.

– svm-print : Enables or disables pretty printing for native image object files.

– svm-print-string-limit : Specifies the number of characters printed for a Java
string.

– svm-print-element-limit : Specifies the number of elements printed for Java
arrays. This is further limited by GDBs print elements parameter.

– svm-print-field-limit : Specifies the number of fields printed for Java classes.
This is further limited by GDBs print elements parameter.

– svm-print-depth-limit : Specifies the maximum print depth for the pretty printer.
Pretty printing is organized in levels. The top-level element is the element to
be printed. Fields or array values form new print levels recursively. This is
further limited by GDBs print max-depth parameter.

– svm-use-hlrep: Enables or disables enhanced pretty printing for some Java
collections.

– svm-infer-generics: Specifies if generic type parameters are inferred and the
number of elements in a collection to use for that.

– svm-print-address: Specifies whether memory addresses of Java objects are
shown during pretty printing, and if they are absolute addresses or relative to
the start of the Java heap they live in.

– smv-check-selfref : Enables or disables detection of cycles during pretty printing.

– svm-print-static-fields: Enables or disables the printing of static fields when
pretty printing Java objects.

– svm-complete-static-variables: Enables or disables auto-completion for static
fields.

• A frame unwinder that works even when there are deoptimized frames in the call
stack. Frame unwinding in GDB is finding a frame’s call frame.

A native image with run-time compilation support can deoptimize frames if the
underlying compiled code is invalidated. The deoptimized frame is structured
differently from a default frame in a native image. Consequently, GDB does not
know how to handle deoptimized frames in the call stack.

GDB can also use the frame unwinder extension to unwind deoptimized frames. This
will be further explained in Section 6.2.

• A frame filter and frame decorator. GDB prints frame information when hitting
a breakpoint or printing a backtrace. The backtrace in GDB prints frames of the
current call stack.

The added frame filter can detect deoptimized frames. Using the frame decorator
tailored to a deoptimized frame, GDB can print more details on deoptimized frames.



CHAPTER 6. ENHANCING THE DEBUGGING EXPERIENCE 61

6.2 Debugging Deoptimized Frames

As described in Section 2.1.3, run-time compilations in a native image can also get
deoptimized. Figure 6.1 shows a stack frame of an optimized method and what happens
to it during deoptimization. The return address to a deoptimized frame is replaced by
a pointer to a deoptimization stub method, and a pointer to deoptimized frame data is
placed on the stack. If the deoptimization stub is called, the deoptimized frame data is
processed, and the frames of the deoptimized method are recreated on the stack.

next
Frame

deoptimize

Frame of
optimized
method

next
Frame

Frame of
deoptimized

method
Pointer to

Deoptimized Frame
Pointer to

Deoptimization Stub

Figure 6.1: Deoptimization in a native image.

GDB allows printing all stack frames currently on the stack in the active thread, which
is called a backtrace. However, GDB does not know the deoptimization stub method and
where to find the deoptimized frame data. When printing the stack frame for a deoptimized
method, GDB assumes the deoptimized frame to be a standard frame. Consequently, GDB
cannot provide proper caller stack frames when it hits a deoptimized stack frame entry
during a backtrace. This produces an unusable backtrace for a stack with deoptimized
frames.

The GDB Python API allows implementing a frame unwinder to handle custom frames
in a backtrace. Frame unwinding in GDB is finding a frame’s call frame to generate a
complete backtrace. The Python script that comes with a native image implements a
custom frame unwinder to intercept this process for deoptimized frames. The frame
unwinder first checks the return address of a frame. If the return address points to the
deoptimization stub method, the frame unwinder knows this is a deoptimized frame and
handles it accordingly. Otherwise, frame handling for this frame is forwarded to GDB.

The unwinder first fetches the pointer to the deoptimized frame data from the stack
to unwind a deoptimized frame. This pointer is dereferenced, and the frame size of the
original optimized method is fetched. The frame unwinder can now calculate the caller’s
stack pointer and return address using this frame size. This information is required in
GDB to correctly proceed with frame unwinding.

However, the frame unwinder does not influence the printing of frames in a backtrace.
It just resolves a frame’s call frame. Consequently, the Python script also implements
a frame filter and a frame decorator to create a usable representation of a deoptimized
frame in the backtrace. When GDB iterates over frames, a frame filter can decide which
frame decorator to use per frame. A frame decorator then produces a frame’s string
representation.
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1 import org.graalvm.polyglot.*;
2
3 public class DeoptJS {
4 public static void main(String[] args) throws java.io.IOException {
5 try (Context context = Context.create("js")) {
6 context.eval("js", """
7 function add(a, b, debug) {
8 if(debug) {
9 a += b;

10 }
11 return a+b;
12 };
13
14 // causes run-time compilation for add
15 for(let i=0;i<1000*1000;i++) {
16 add(i,i,false);
17 };
18
19 // causes deoptimization within add
20 add(1,1,true);
21 """);
22 }
23 }
24 }

Listing 6.1: Java code with embedded JavaScript for causing a deoptimization at run-time.

Our custom frame filter first checks if a frame is a deoptimized frame. This is again
done by checking if the return address is the address of the deoptimized stub method. If a
deoptimized frame is found, the frame is passed on to the frame decorator for deoptimized
frames. The frame decorator uses the pointer to the deoptimized frame data on the
stack and extracts information, such as method name, file name, and parameter values,
from it. Finally, with this information, the frame decorator can provide a usable string
representation of the frame for backtrace printing.

Take the code in Listing 6.1 for example. When compiled into a native image with
JavaScript support, it triggers a run-time compilation for the JavaScript method add.
This is because the same method is executed a million times with two ints and true as its
parameters. Consequently, the run-time compiled code will specialize to ints for the first
two parameters and true for the third parameter. Additionally, the if is optimized away,
as its condition is assumed always to be true. Then, right after, the method is executed
with false as the third parameter, which causes a deoptimization during the execution of
add.

Listing 6.2 compares a GDB backtrace with and without the custom frame unwinder,
when debugging the generated native image. Frame #25 is the frame of the deoptimized
method and the caller of frame #24. After deoptimization, the return address of #24 is
the deoptimization stub. Without the frame unwinder, GDB does not correctly handle the
deoptimized frame for the deoptimization stub and fails to produce a proper backtrace.
To further aid debugging of deoptimized frames, the frame decorator extracts the method
name, source file, and parameters from the deoptimized frame and marks the frame as
deoptimized in a GDB backtrace.
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1 #24 0x0000555555b8cedd in DeoptimizationRuntime::deoptimize (
actionAndReason=634, speculation=0x7ff7fb578ee8)

2 at DeoptimizationRuntime.java:78
3 #25 0x0000555555b93d50 in ?? ()
4 #26 0x0000000008b00cc0 in ?? ()

(a) GDB backtrace without custom frame unwinder.

1 #24 0x0000555555b8cedd in DeoptimizationRuntime::deoptimize (
actionAndReason=634, speculation={...})

2 at DeoptimizationRuntime.java:78
3 #25 0x0000555555b93d50 in [DEOPT FRAME] OptimizedCallTarget::profiledPERoot
4 (deoptFrameValues=2, __0={...}, __1={...}) at OptimizedCallTarget.java

:742
5 #26 0x0000555555cd14e5 in SubstrateOptimizedCallTargetInstalledCode::

doInvoke
6 (callTarget={...}, args={...}) at

SubstrateOptimizedCallTargetInstalledCode.java:230

(b) GDB backtrace with custom frame unwinder.

Listing 6.2: Comparison of GDB backtrace with (b) and without (a) a custom frame
unwinder.

6.3 Pretty Printing for Java Types

As mentioned in 6.1, debug information for a native image is produced in a C++-like
format. Consequently, the default debugging experience in GDB is tedious and cumbersome.

Say, there is a debugging session for a native image containing the source file in Listing
6.3. The debugger stopped at a breakpoint for doSomething in line 13, before executing
map.put.

Listing 6.4 shows a debugging session extracting the string value from the java.lang.
String variable text. Line 2 shows GDB’s representation of the variable, as a pointer to
a java.lang.String value and its heap address.

To access the string value, one must access the java.lang.String variable in a
C/C++-like way, by dereferencing the pointer variable. However, this does not show the
actual string value, but rather the internal representation of a java.lang.String. To
get the value, one has to explicitly access the value field, which holds a native byte array.
GDB finally uses a string representation for this byte array.

With debugging enhancements, printing a string comes down to what is shown in
Listing 6.5.

This process is even more involved for the variable map. This is because the map is of
type java.util.HashMap with generic type parameters.

A HashMap uses a table, an array of java.util.HashMap$Nodes. Each node is
a linked list of key-value pairs that represent map entries. The node’s hash determines
the array index of a node. To find all map entries, one must process all linked lists in the
table.

However, due to type erasure in Java, the type of the keys and values is just
java.lang.Object. A type cast to the run-time type is required to print the variable’s
complete information in GDB. To access the run-time type, one must look it up through
the hub field in a native image, as shown in Listing 6.7. As the byte array for a Java
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1 import java.util.HashMap;
2
3 public class Simple {
4 public static void main(String[] args) {
5 HashMap<Integer, String> testMap = new HashMap<>();
6 testMap.put(1, "test1");
7 testMap.put(2, "test2");
8
9 doSomething(testMap, "Hello");

10 }
11
12 public static void doSomething(HashMap<Integer, String> map, String

text) {
13 map.put(3, text);
14 }
15 }

Listing 6.3: Simple Java example code for demonstrating native image debugging.

1 (gdb) print text
2 $1 = (java.lang.String *) 0x7ff7f7becf60
3 (gdb) print *text
4 $2 = {
5 <java.lang.Object> = {
6 <_objhdr> = {
7 hub = 0x333030
8 }, <No data fields>},
9 members of java.lang.String:

10 value = 0x30ee18,
11 hash = 69609650,
12 coder = 0 ’\000’,
13 hashIsZero = false
14 }
15 (gdb) print *text.value
16 $3 = {
17 <byte []> = {
18 <java.lang.Object> = {
19 <_objhdr> = {
20 hub = 0x35c478
21 }, <No data fields>},
22 members of byte []:
23 len = 5,
24 data = 0x7ff7f7d0ee28 "Hello"
25 }, <No data fields>}

Listing 6.4: Debugging session for printing a java.lang.String variable.

1 (gdb) print text
2 $1 = "Hello"

Listing 6.5: Debugging session for printing a java.lang.String variable with debug-
ging enhancements.
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1 (gdb) print *((’_z_.java.lang.String’ *) (map.table.data[1].value)).value
2 $1 = {
3 <byte []> = {
4 <java.lang.Object> = {
5 <_objhdr> = {
6 hub = 0x35c478
7 }, <No data fields>},
8 members of byte []:
9 len = 5,

10 data = 0x7ff7f7d0d298 "test1"
11 }, <No data fields>}

Listing 6.6: Printing a value of a java.util.HashMap in GDB.

1 (gdb) print *map.table.data[1].value.hub.name.value
2 $1 = {
3 <byte []> = {
4 <java.lang.Object> = {
5 <_objhdr> = {
6 hub = 0x35c478
7 }, <No data fields>},
8 members of byte []:
9 len = 16,

10 data = 0x7ff7f7ce5be8 "java.lang.String003"
11 }, <No data fields>}

Listing 6.7: Run-time type lookup with the hub field.

string is not 0 terminated, GDB might read more than just the string value.

Accessing the string in the key-value pairs requires a similar process as shown in Listing
6.4. The final required print statement to print a single value entry of the HashMap
in GDB is shown in Listing 6.6. With debugging enhancements in use, printing of a
java.util.HashMap is simplified as shown in Listing 6.8.

In addition to the shown improvements in the example workflows, the Python extension
supports pretty printing for the following types:

• Java arrays: Those differ from native (C-like) arrays, as Java arrays have a length.
In the native image debug information, a Java array is represented by a struct with
a length field and a native array. The length field represents the array’s length,
while the native array represents the actual array.

• ArrayList: Similar to HashMaps, ArrayLists have a complex internal struc-
ture.

1 (gdb) print map
2 $1 = java.util.HashMap<Integer, String>(2) = {
3 [1] = "test1",
4 [2] = "test2"
5 }

Listing 6.8: Printing a java.util.HashMap in GDB with debugging enhancements.
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• GraalVM internal types: As the Python script is an artifact of a native image debug
build, it supports frequently used Java classes and custom Java classes of GraalVM,
such as EconomicMap.
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Chapter 7

Usage and Evaluation

Section 7.1 of this chapter provides a walkthrough on how to produce debug information
for a native image and how to make use of it in a GDB debugging session.

Then, Section 7.2.1 presents improvements in the debug information generation time
for sequential and parallel debug information generation runs. The changes to native
image debug information introduced in this thesis also impact the debug information
size and processing time of GDB. Section 7.2.2 and Section 7.2.3 discuss improvements
compared to the existing implementation.

7.1 Native Image Debugging Walkthrough

Debug information generation aims to provide debug information for debugging an
application.

The process of debugging a native image involves the following steps:

• Build a native image with debug information. This aims to produce as much debug
information as possible for a native image.

• Load native image debug information in GDB. The native image and the correspond-
ing debug information must be loaded in GDB before use. Optionally, one can also
load the Python script previously introduced in Chapter 6 to enhance the debugging
experience.

• Debug the native image using GDB [47]. GDB can debug the native image by setting
breakpoints, stepping through the program execution, and much more.

7.1.1 Build Native Images with Debug Information

We want to have as much debug information in Java bytecode as possible to be able to
generate as much native debug information as possible. Compiling Java source code with
Java bytecode-level debug information is the first step in producing a native image with
debug information. This is done by using the -g option for javac [31].

Next, debug information generation for a native image also requires using the option -g
as an argument for native-image. Usually, compiler optimizations can harm the debugging
experience. Consequently, to aid debugging, debug information for a native image is
preferably generated with compiler optimizations turned off via the -O0 option.
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1 $ javac -g DeoptJS.java
2 $ native-image -g -O0 --language:js -H:+RuntimeDebugInfo DeoptJS

Listing 7.1: Building a native image with debug information and run-time compilation
support.

Run-time debug information generation, as implemented by this thesis, can be enabled
via -H:+RuntimeDebugInfo. This injects the run-time debug information generator into
a native image during the build process. Debug information generation for run-time
compilations is then performed at native image run-time.

Listing 7.1 shows how to build a native image with debug information and run-time
debug information generation support for the source file shown in Listing 6.1 of Section
6.2. The first command uses the javac compiler with the -g option to create a class file
with all debugging information available. The second command then invokes the native
image builder to produce a native image and some additional artifacts:

• Debug information object file: A separate object file containing DWARF debug
information for the native image. It shares the name of the native image with a
.debug suffix. This allows GDB to load debug information from another object file for
a native image. Consequently, the debug information does not increase the native
image size but instead produces a separate object file containing DWARF debug
information.

However, this behavior can be overwritten by -H:-StripDebugInfo, causing the native
image builder to keep debug information in the native image object file.

• Python script: A Python script to be loaded in GDB that uses the GDB Python API.
This Python script is explained in detail in Section 6.1.

• Source files: A folder containing all source files used by the native image. A debugger
can use these source files to show them to the developer while debugging a native
image.

Using the macro option --language:js makes JavaScript available as a language em-
bedded in the native image. This implies that the Graal compiler is added as a run-time
compiler to the native image as well. Run-time debug information generation is enabled
with -H:+RuntimeDebugInfo.

7.1.2 Load Native Image Debug Information in GDB

After producing debug information for a native image, the next step is to start GDB and
load the native image with its debug information.

A native image is loaded as an executable or shared library in GDB. Either way, GDB
reads the debug information from the native image and .debug object file if it was created
during the native image build. The native image only contains minimal symbols, such
as function names, which allows debuggers to stop at entry points. For more useful
debugging, GDB also processes the DWARF debug information found in either the native
image or the .debug file.

If auto-loading is enabled for the Python script introduced in Section 6.1, GDB will
also load the Python script. The Python script is then used to improve the debugging
experience in GDB for native images.
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7.2 Evaluation

The updated debug information generator is compared to the debug information generation
in GraalVM 23.0.2 [29]. For running applications with JavaScript support, we compared
the latest version against Truffle version 24.1.2, which is compatible with GraalVM 23.0.2.

GraalVM 23.0.2 produces DWARF4 debug information sequentially. In comparison, the
updated debug information generator produces DWARF5 debug information multi-threaded.

We compare the following metrics to evaluate the changes made to debug information
generation and the generated debug information.

1. Debug information generation time in single and multi-threaded runs (see Section
7.2.1).

2. On-disk size of debug information generated for a native image (see Section 7.2.2).

3. Processing time of native image debug information within GDB (see Section 7.2.3).

Processor Specifications

The system used for benchmarking utilizes an Intel Core i5-13500H processor featuring a
hybrid architecture:

Table 7.1: Intel Core i5-13500H Processor Configuration

Component Specification

Architecture Hybrid (P-cores + E-cores)
Performance Cores (P-cores) 4 cores / 8 threads @ 4 GHz
Efficiency Cores (E-cores) 8 cores / 8 threads @ 3 GHz
Total Threads 16 threads

The system has a limited number of more powerful performance cores, which will be
used predominantly for low thread-count runs. Consequently, the speed-up compared to a
single-threaded run is expected to be better if the processor can utilize more performance
cores. Thus, we anticipate to see smaller relative gains in runs with more than four threads
due to using efficiency cores.

To provide reproducible results, the clock frequencies of performance and efficiency
cores are fixed using the cpupower command [6]. Performance cores are fixed to run on
4GHz with efficiency cores fixed to 3GHz. This ensures stable, continuous runs with
known clock frequencies and without hitting thermal throttling.

Benchmarking Applications

The following benchmarks were used for the evaluation of this master’s thesis:

• helloworld : A simple Java hello world program, AOT compiled into a native image.

• deoptjs : A Java application with JavaScript interoperability. This native image was
also used for evaluating the implementation of the GDB JIT compilation interface in
Section 5. The integration of JavaScript results in a larger executable and, therefore,
more debug information to be produced.
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1 int debugInfoGenerationThreadCount = SubstrateOptions.
DebugInfoGenerationThreadCount.getValue();

2 if (debugInfoGenerationThreadCount > 0) {
3 try (ForkJoinPool threadPool = new ForkJoinPool(

debugInfoGenerationThreadCount)) {
4 threadPool.submit(() -> objectFile.installDebugInfo(provider)).join

();
5 }
6 } else {
7 objectFile.installDebugInfo(provider);
8 }

Listing 7.2: Setting up a ForkJoinPool for benchmarking debug information generation.

• Microservice benchmarks: These benchmarks make use of the microservice frame-
works Spring [52], Micronaut [43], and Quarkus [50].

As microservices represent a significant use case for native images, evaluating debug
information generation with a selection of microservice benchmarks also makes sense.
However, we are not interested in the performance of native images but rather focus
on the debug information produced in the process.

The following microservice benchmarks were used for this evaluation:

– spring-helloworld

– spring-petclinic

– micronaut-helloworld

– micronaut-shopcart

– quarkus-helloworld

– quarkus-tika

7.2.1 Debug Information Generation Time

For benchmarking debug information generation times, the native image builder was
instrumented to provide a fixed size ForkJoinPool for debug information generation
(see Listing 7.2). The thread count of the ThreadPool is controllable through the
experimental option -H:DebugInfoGenerationThreadCount=<number-of-threads>. This
constrains the maximum number of threads available for debug information generation.
This adaptation does not influence or slow down the rest of the image build and provides
easy adaptability for runs with different thread counts. Debug information generation
time can then be extracted from the native image build output after a native image build
is finished.

Figure 7.1 shows the results of benchmark runs with up to 64 threads. However, the
used processor only has up to 16 threads available. Consequently, no speed-up is expected
for 32 and 64 threads compared to the 16-thread run. The y-axis shows debug information
generation time in seconds.

As previously mentioned, due to the processor architecture, some reduction in speed-up
is expected for runs with more than four threads. This is due to the hybrid architecture
and virtual threads of performance cores.
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Figure 7.1: Debug information generation time benchmark results.
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With limitations aside, we can observe a single-core performance that is roughly at
par with GraalVM 23.0.2 or slightly faster or slower on some occasions. The benchmark
results outline the performance uplift for multi-threaded runs compared to GraalVM
23.0.2. The speed-up scales close to optimal for runs of up to 4 threads, with smaller
speed-ups for runs of up to 16.

Overall, in a multi-threaded environment, the changes to debug information generation
reduce debug information generation times significantly. This, in turn, reduces total native
image build time for debug builds. Remarkably, the changes have almost no measurable
drawbacks in a single-threaded environment.

7.2.2 Debug Information Size

Like debug information generation time measurements, debug information size measure-
ments are taken from the native image build output. To compare against GraalVM 23.0.2,
we used the total debug information produced, excluding the rest of the native image.
Consequently, no other changes to the native image affect the result.

Although the amount of usable debug information stays the same, we expect some
differences in debug information sizes due to the internal design changes. On the one hand,
using type units comes with some additional overhead in the .debug info section. On the
other hand, DWARF5 introduces more efficient data structures in the debug information.
This reduction in debug information size is caused by the .debug loclists and .debug rnglists
sections, which got a major redesign in DWARF5.

Figure 7.2 shows the results of the debug information size changes. We can observe
that overall, the debug information size is significantly reduced. The savings range from
around 20% to more than 30% in the case of the deoptjs application. The variations
in savings originate from partitioning the debug information into its sections. Native
images benefiting the most are the ones with more debug information in the .debug loclists
section.

For example, looking at the ELF section sizes for petclinic and deoptjs, Figure 7.3
shows a clear difference in the partitioning. In deoptjs with DWARF4, the .debug loc section
takes up about 188MB (56.6%) of the total 332MB of debug information. In comparison,
in petclinic with DWARF4, the.debug loc section takes up about 95MB (39.3%) of the
total 242MB of debug information. In both cases, the size of the .debug loclists section is
reduced to about 44.1% and 47.4% of the .debug loc section, respectively. Consequently,
this saves more debug information for the deoptjs application.

We can also observe minimal uncertainties in the resulting debug information size.
Although the debug information produced for the same native image is the same, the
order in which the debug information is written to the object file can vary and does matter
for the total debug information size. DWARF uses the Little Endian Base 128 (LEB128)
[8] variable length code compression to encode offsets within debug information. The
LEB128 compression stores arbitrarily large integers in a few bytes. Thus, any integer
just needs as many bytes as necessary. Depending on where in the debug information an
offset points to, a LEB128 value requires a variable number of bytes to represent it.

7.2.3 Debug Information Processing Time in GDB

For measuring the processing time in GDB, we want GDB to read the debug information
upfront thoroughly. Although GDB initially just partially processes debug information, it
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Figure 7.2: Debug information size benchmark results.

1 hyperfine "gdb <benchmark-image>.debug --readnow"

Listing 7.3: Running a GDB processing time benchmark using hyperfine.

can be forced to read all debug info at once using the --readnow command line option. To
run the benchmark on the command line, we made use of the command line tool hyperfine
[49] Listing 7.3 shows the command used to run a benchmark for one of the applications.

Similar to debug information size changes, we expect processing time changes due to
switching from DWARF4 to DWARF5. On the one hand, there is an increased load on GDB
to parse and resolve all the added type units. On the other hand, using more efficient
data structures in the .debug loclists and .debug rnglists reduces overall processing times.

GDB comes in multiple releases with potentially different optimizations for reading
debug information. To create a clear picture of changes in processing time, we decided to
run the benchmarks using multiple GDB versions. Each of the used versions is the most
recent minor release of the respective major version:

• GDB 10.2

• GDB 11.2

• GDB 12.1

• GDB 13.2

• GDB 14.2

• GDB 15.2



74 7.2. EVALUATION

.de
bu

g_a
ran

ge
s

.de
bu

g_i
nfo

.de
bu

g_a
bb

rev

.de
bu

g_l
ine

.de
bu

g_f
ram

e

.de
bu

g_s
tr

.de
bu

g_l
ocl

ists
 / .

de
bu

g_l
oc

.de
bu

g_r
ng

list
s / 

.de
bu

g_r
an

ge
s

EL
F 

se
ct

io
n

025507510
0

12
5

15
0

17
5

Section size in MB (lower is better)

EL
F 

se
ct

io
n 

siz
e 

co
m

pa
ris

on
de

op
tjs

 D
W

AR
F4

de
op

tjs
 D

W
AR

F5
sp

rin
g-

pe
tc

lin
ic 

DW
AR

F4
sp

rin
g-

pe
tc

lin
ic 

DW
AR

F5

Figure 7.3: Comparison of ELF section sizes for petclinic and deoptjs with DWARF4 and
DWARF5 debug information.



CHAPTER 7. USAGE AND EVALUATION 75

Figure 7.4 shows the results of running the benchmark with all different GDB versions.
The picture is not as clear as for the other evaluations. However, in the native image
with the biggest .debug loclists section, we see performance gains. The performance of
DWARF5 debug information tends to increase compared to DWARF4 debug information in
more recent releases of GDB. This is probably down to better optimizations of DWARF5
debug information in GDB 11 and higher.
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Chapter 8

Limitations and Outlook

This chapter discusses the limitations of this work and provides an outlook for future
work on generating debug information from native images.

Section 8.1 covers limitations such as external requirements for GDB and other debug-
gers using native image debug information. Additionally, run-time debug information
generation also incurs limitations on debuggers.

Section 8.2 presents an outlook on future work. This comprises further performance
improvements for debug information generation, out-of-the-box integration for GDB, and
supporting debug information generation for macOS.

8.1 Limitations

In general, debug information is generated by a producer and parsed by a consumer. The
producer for a native image is the native image builder, which produces debug information
in the DWARF5 format. A native image with run-time debug information support is also a
debug information producer.

A debug information consumer, such as a debugger like GDB and other tools like
objdump and readelf from GNU binutils [24]. For this thesis, we mainly used the GDB
debugger as a consumer of native image debug information.

However, design decisions in implementing debug information generation for a native
image impose some restrictions on debug information consumers and the debug information
itself.

DWARF Version

Debug information for a native image is produced in the DWARF5 format. Conse-
quently, a debug information consumer must also implement the DWARF5 debug
information format to understand and correctly parse native image debug informa-
tion.

Debugging Enhancements.

To enhance the debugging experience in GDB, we rely on the GDB Python API. The
Python API receives feature updates with almost every release of GDB. For the
extension to work, at least GDB 14 is required.

Although other debuggers can read DWARF5, this extension is exclusive to the GDB
debugger and will not work with any other debugger.
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Run-time debug information support

A debugger must supply an interface to notify it about new object files to support
run-time debug information.

For GDB, this is covered by its JIT compilation interface API. This interface must
be implemented and appropriately used by the native image at image run-time.
Consequently, the implementation is specific to the GDB.

To support other debuggers, a debugger must either provide the same GDB JIT
compilation interface or another equivalent interface for registering run-time debug
information. In the case of another interface, support would need to be added to a
native image to use it, hence, run-time debug information generation will only work
with GDB for now.

Referencing DWARF type units across multiple object files

This behavior was added as an additional feature to GDB. To work with any other
debugger, it must implement the type signature lookup fallback as described in
Section 5.2 for GDB.

Although this approach does technically work, GDB imposes some lifetime constraints
for type ownership.

1. Architecture-owned types must only refer to other architecture-owned types.

2. Object file-owned types must only refer to other types from the same object
file or architecture-owned types.

Adhering to those rules ensures that if an object file is removed in a GDB session,
there will be no dangling pointers within GDB.

The change to GDBs type unit processing explained in Section 5.2 violates the second
rule. Consequently, this change will not become available in an official GDB release.

One way to mitigate this issue would be a type garbage collector (GC) in GDB. This
means that types, for example, from type units, are allocated in a global heap
space. Then, if an object file is removed, the type GC would remove any types
originating from this object file. At the time of writing this thesis, a type GC is not
yet implemented in GDB and would be challenging to realize.

Another approach is to use so-called opaque types in GDB. Opaque types are stubs
for structured types that only contain a name. It relies on a structured type with
the same name to exist in the current GDB session, which, if found, is used in place
of the opaque type. However, it is worth mentioning that this is not specified in
DWARF, but rather is a feature of GDB.

Debug information duplication

Due to the design of DWARF, generating debug information in type units does enforce
some debug information duplication.

For example, a type unit should be self-contained and contain basic information
about a type, such as its declared fields and methods. The native image debug
information for a compiled method also references a method declaration. However,
the debug information for the compiled method can not reference the declaration in
the type unit and has to be duplicated in the compilation unit.
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8.2 Outlook

The scope of this thesis was limited to adding support for run-time debug information
and retrofitting the debug information generator to be suitable for native image run-time.
This thesis only covers DWARF debug information for ELF object files.

Consequently, this leaves some topics for future work, building on this thesis.

Opaque types for reusing debug information of types

For reasons stated in Section 8.1, the approach to adapt GDB as explained in Section
5.2 violates invariants about type ownership in GDB. A workaround for reusing type
debug information from the AOT debug information for run-time debug information
is to make use of opaque types.

Although this approach is not explicitly specified in the DWARF specification, it is
implemented in GDB. This approach works similarly to the type signature approach
proposed in this thesis, with the main difference being that it resolves types by
name instead of type signature.

Support for the Mach-O object file format

The current debug information implementation only fully supports Linux and
partially supports Windows. Consequently, further improvement would be to extend
this support to macOS. This requires integrating the Mach-O object file format
into the native image debug information generator.

Also, on macOS, the default native debugger is LLDB [39]. GDB is known to not
work well on this platform. While LLDB, in theory, also supports DWARF5, it is not
clear how well the current output of the native image debug information generator
would work on it. LLDB has a Python-based API as well, however, it is not fully
compatible with the one provided by GDB.

Parallelize object file writing

In contrast to debug information generation, generating the raw byte array for writing
the object file is still sequential. It is also possible to produce debug information
for the final object file content multi-threaded, except for references to other parts
of the debug information. Correct cross-referencing of debug information would
require an additional fix-up step afterward.

Consequently, this would reduce the time to produce native images with or without
debug information.

Improve parallelism of debug information generation

Although the evaluation in Section 7.2.1 shows good scaling for multi-threaded runs,
the drop-off in speed-ups is too significant to be explained by the used CPU alone.
Some investigation is needed into what causes the imperfect scaling by profiling
debug information generation.
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Chapter 9

Conclusion

Native Image is a tool to AOT compile Java applications into so-called native images.
A native image contains all required code for running the application, such as code
from application classes, statically linked native JDK code, and optionally code from a
language runtime. Additionally, it features a native image heap representing an initial
heap for running the application. This results in smaller binaries compared to a JVM
with application classes, a fast startup time due to the native image heap, and immediate
peak performance with almost no warm-up.

Large software applications built into a native image require proper debugging support.
In the context of this thesis, we mainly focus on debug information generation for Linux.
Native image debug information for Linux is produced in the DWARF debug information
format in an ELF object file.

The native image builder introduces abstraction layers to support many object file
formats and debug information formats. While this allows better separation of the
implementation, it also adds complexity. In this thesis, we aim to simplify the abstraction
and reduce the complexity while still containing the separation of the debug info and
object file format. This was achieved by analyzing the abstraction layers and extracting
necessary parts, such as a simplified debug information provider.

In the original implementation, the debug information generation for native images
runs sequentially. The changes to the abstraction layers provide an opportunity to intro-
duce parallelized debug information generation. For multi-threaded debug information
generation, we must use thread-safe structures in our implementation to avoid concur-
rency exceptions. The evaluation of this work shows that the multi-threaded approach
significantly reduces debug information generation times.

Native image also supports run-time compilations through the Truffle framework.
This means we must also produce debug information at runtime and notify an already
running debugger about new debug information when needed. To usefully implement
run-time debug information generation, the scope of this thesis is limited to GDB. GDB
offers a JIT compilation interface to notify it of newly available debug information.

As part of this thesis, we implement the GDB JIT compilation interface for native
images. Consequently, native images with run-time compilation support now include
a run-time debug information generator and the interface implementation. In a GDB
debugging session, the native image first registers the interface implementation. Then, an
in-memory debug information object file is generated for each run-time compilation and
passed to GDB. As a result, GDB can provide this debug information when stepping into
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the run-time compiled code.
To reduce duplication of debug information for run-time debug information object

files, run-time debug information references debug information produced for the native
image at image build-time. We primarily focus on type information, as this represents
the majority of run-time debug information. Consequently, debug information for types
is placed in DWARF type units and stored in the native image debug information. A
type signature uniquely identifies a type unit. For run-time debug information, debug
information for types is then referenced by those type signatures. This avoids reproducing
all debug information for types and reduces the run-time debug information processing
time in GDB.
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