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Abstract

GraalVM Native Image is a tool for ahead-of-time (AOT) compilation of Java byte code
to optimized native executables. A native executable includes all necessary components
for execution including the virtual machine (VM) and the garbage collector (GC). Native
Image supports three different GCs, but only one GC can be included in an executable.
For using a different GC, a different executable has to be built.

This thesis implements the support for including multiple GCs in a single native exe-
cutable. The used GC can then be selected at run-time. Additionally, it describes two op-
timizations to improve the performance and reduce the memory footprint of the Serial
GC. The first optimization tries to reduce the unused memory in thread-local allocation
buffers (TLABs) by sizing them dynamically based on the allocation behavior of the thread.
The other optimization tries to improve the performance by using precise write barriers
for large arrays. This reduces the number of references the GC has to visit for large object
arrays.

Finally, this thesis evaluates the performance of the implementations with benchmarks.
Native executables that include both the Garbage-First (G1) and the Serial GC do not
show any performance change when G1 is selected at run-time compared to a native exe-
cutable including only G1. When the Serial GC is selected, the performance depends on
the application as some benchmarks show performance improvements and some perfor-
mance regressions compared to executables including only the Serial GC. Overall, it has a
performance regression of 3 %. On average, the Serial GC with dynamically sized TLABs
shows a 9 % improvement of the maximum resident set size (RSS) and a 3 % performance
reduction compared to using fixed sized TLABs. The performance of the precise write
barriers depends on the application. Benchmarks that use large arrays show performance
improvements of up to 15 % when using precise write barriers compared to using impre-
cise write barriers. Benchmarks that do not use large arrays, do not show any changes of
their performance or binary size.



Kurzfassung

GraalVM Native Image ist ein Tool um Java Bytecode mittels ahead-of-time (AOT) Kom-
pilierung zu optimierten, nativen Binédrdateien zu kompilieren. So eine Bindrdatei enthilt
alle fiir die Ausfiihrung notwendigen Komponenten, wie etwa die virtuelle Maschine oder
den Garbage Collector (GC). Native Image unterstiitzt drei unterschiedliche GCs, wobei
eine Binérdatei immer nur einen GC enthalten kann. Um einen anderen GC zu verwenden,
muss eine andere Binirdatei erzeugt werden.

Diese Masterarbeit fiigt die Unterstiitzung hinzu, um mehrere GCs gleichzeitig in dieselbe
Binérdatei zu kompilieren. Erst zur Laufzeit wird der verwendete GC ausgewihlt. Zusétz-
lich enthilt die Arbeit zwei Optimierungen fiir den Serial GC, um die Geschwindigkeit zu
erhohen und den verwendeten Speicher zu reduzieren. Die erste Optimierung versucht den
nicht verwendeten Speicher in den Thread-local Allocation Buffer (TLABs) zu reduzieren.
Dazu wird die Grofle der TLABs dynamisch, anhand des allokierten Speichers eines Th-
reads, berechnet. Die andere Optimierung versucht die Geschwindigkeit zu erhohen. Dafiir
werden Precise Write Barriers fiir grole Arrays verwendet. Dies reduziert die Anzahl an
Referenzen, die der GC fiir grofe object Arrays, besuchen muss.

AbschlieBend untersucht diese Masterarbeit auch die Geschwindigkeit der vorgestellten
Implementierungen mit Benchmarks. Binédrdateien, die sowohl den Garbage-First (G1)
als auch den Serial GC enthalten, zeigen zur Laufzeit beim Verwenden des G1 keine
Geschwindigkeitsdnderungen verglichen mit Bindrdateien, die nur G1 enthalten. Die Ge-
schwindigkeit zur Laufzeit, wenn der Serial GC verwendet wird, hdngt vom jeweiligen
Benchmark ab. Manche Benchmarks zeigen Geschwindigkeitsverbesserungen, andere Ge-
schwindigkeitsverschlechterungen verglichen mit Binédrdateien, die nur den Serial GC ent-
halten. Insgesamt zeigt der Serial GC eine Geschwindigkeitsverschlechterung von 3 %.
Der Serial GC mit TLABs mit dynamischer Grofe hat durchschnittlich eine Reduzierung
des verwendeten Speichers von 9 % und eine Geschwindigkeitsverschlechterung von 3 %,
verglichen mit TLABs, die eine konstante GroB3e haben. Die Geschwindigkeit mit Precise
Write Barriers hiangt vom jeweiligen Programm ab. Benchmarks, die gro3e Arrays verwen-
den, haben Geschwindigkeitsverbesserungen von bis zu 15 % mit Precise Write Barriers,
verglichen mit Imprecise Write Barriers. Benchmarks, die keine groBBen Arrays verwen-
den, haben keine Geschwindigkeitsinderungen und keine Anderungen an der GroBe der
Binérdateien.
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Chapter 1

Introduction

GraalVM Native Image [22, 23, 36] provides ahead-of-time (AOT) compilation of Java
byte code to optimized native executables. The executable includes all components nec-
essary for execution, including the virtual machine (VM). GraalVM Native Image supports
three different garbage collectors (GCs) with different advantages and built for different
purposes [21]. The GC is responsible for automatic memory reclaiming and is part of the
VM. It affects the performance and the memory footprint of the application [29].

The VM included in a native executable contains exactly one of the supported GCs. If a
different GC should be used, a different executable has to be created. GraalVM Native
Image supports so-called isolates. These are VM instances within the same operating
system (OS) process [35, 36]. As the executable only contains one GC, all isolates have to
use the same one. Additionally, the Garbage-First (G1), a concurrent GC suited for larger
heaps, can only be used with a single isolate. So, if multiple isolates are used, the Serial
GC must be used, even if G1 would be better suited.

Additionally, the performance and the memory footprint are important for reducing the
needed resources. The Serial GC uses thread-local allocation buffers (TLABs) with a fixed
size. A TLAB is large block of memory used by a single thread for allocating objects. The
fixed size leads to lots of unused memory for threads that only allocate a small amount of
memory. Also, the Serial GC uses imprecise write barriers. Therefore, the GC has to visit
all references of an object, which is problematic for large object arrays.

1.1 Goals

The main goal of this thesis is to support multiple GCs within a single GraalVM native
executable. At run-time, each isolate can then select which GC it uses. Including multiple
GCs in the same executable has a negative impact on the size of the executable and the
memory footprint. We want to keep this impact low.

An additional goal is to improve the performance and to reduce the memory footprint
of the Serial GC. We want to reduce the unused memory inside TLABs by sizing them
dynamically based on the allocation behavior of a thread. Finally, we want to reduce the
number of references the Serial GC has to visit by using precise write barriers for large
arrays. This can improve the performance.
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1.2 Structure of the Thesis

Chapter 2 describes GraalVM Native Image and its heap structure. Additionally, it gives
some background information about isolates, the supported GCs, and memory allocation
in general. Chapter 3 covers the implementation for supporting multiple GCs in a single
GraalVM native executable. Chapter 4 describes the implementation of allocating dy-
namically sized TLABs. Chapter 5 shows how precise write barriers are implemented
for the Serial GC. Chapter 6 contains the correctness and performance evaluation of the
implementations. Chapter 7 discusses related work. Chapter 8 describes ideas for future
improvements. Finally, Chapter 9 concludes this thesis.



Chapter 2

Background: GraalVM Native Image

GraalVM Native Image [22, 23, 36] is a tool for ahead-of-time (AOT) compilation of
Java byte code to optimized native executables. It provides several advantages compared
to a normal Java Virtual Machine (JVM) executing the same Java application. A native
executable only contains reachable code and used classes. Therefore, it is smaller than
a JVM with all application classes. This also improves its security. A native executable
provides fast startup as some components are already initialized while building the native
executable. Additionally, it needs no warmup and provides the peak performance from the
beginning. The native executable contains all necessary parts for executing the application,
including a special virtual machine (VM). So, no Java Runtime Environment (JRE) is
required for execution.

The tool for AOT compiling Java bytecode is called native-image builder. Figure 2.1
shows the build process [23, 36]. The native-image builder takes the Java bytecode as
input. This input contains used libraries, the Java Development Kit (JDK), the user ap-
plication and the special VM. The builder uses static analysis to mark elements that are
reachable and used at run-time and therefore need to be included in the created native exe-
cutable. The static analysis uses a closed-world assumption, so the input has to include all
Java classes as no new classes can be loaded later on. This is a problem for features such
as Java reflection, which allows class lookup by name and access to all methods, construc-
tors, and fields of a class. The static analysis cannot determine what parts the application
accesses using reflection. Therefore, the user has to provide additional reachability infor-
mation to the native-image builder.

Libraries
Ahead-of-Time Ahead-of-Time

\ /\ Compilation Compiled Code

JOK  —

sllile AT Image Heap —> ./native_executable
.. Analysis Initialization Application : -
Application cl
/ \_/ Create Image BiEER
Heal VM
VM P
Java bytecode native-image Builder Native Executable Execution
build-time run-time

Figure 2.1: Native Image build process (based on [36])
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Once the static analysis has reached a local fixed point, the native-image builder per-
forms some initializations. This includes class initializers of VM-classes or of classes
specified by the user. Additionally, it is possible to register callbacks with arbitrary code,
that are executed at specific times during the image build. Code executed by the native-
image builder is executed at so-called build-time. Whereas code execution of the native
executable happens at run-time.

The code executed at build-time can allocate normal Java heap objects. If these objects
are needed at run-time, they are stored in a special area of the native executable, called
image heap.

The builder AOT compiles all bytecode, that was marked as reachable by the static anal-
ysis. The created native executable is specific for a certain operating system (OS) and
processor architecture and can be executed like other executables. It contains the AOT
compiled code, the image heap, the application classes, and the special VM.

The native-image builder and the VM are written in Java. But components like the VM,
which includes the garbage collector (GC), require native memory access. Native Image
uses Java interfaces to model native memory accesses, stack allocations, and C data struc-
tures. During AOT compilation, the compiler translates method calls to those interfaces
to low-level concepts such as direct memory accesses or pointer arithmetics. This allows
VM developers to write performant low-level code while still using Java syntax.

GraalVM Native Image is available in two different versions [16]. The first one is
GraalVM Community Edition, which is open source [17]. The other version is Oracle
GraalVM, which requires a paid subscription, but includes advanced features and addi-
tional optimizations.

2.1 Heap Structure

Figure 2.2 shows the heap structure at run-time. The first part is the image heap, which
contains objects created at build-time that are reachable at run-time [36]. The first section
contains objects that are never written at run-time and can be read-only. The other section
contains all remaining objects that have to be writeable. All objects in the image heap are
always live and never visited by the GC.

Young Generation ~ Old Generation
Image Heap Collected Run-time Heap

read-only  read-write read-write
Figure 2.2: Heap structure of Native Image

The other part is the run-time heap, which contains all objects allocated at run-time. Itis a
generational heap and split into a young generation and an old generation. A generational
heap allows the GC to collect the generations independently of each other [29]. Most
objects die young and only some objects live long. So, the young generation, containing
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most dead objects, can be collected more frequently than the old generation. Additionally,
the objects in the old generation do not have to be processed in every GC. New objects are
allocated in the young generation. Once they survived a specific number of collections,
they are promoted to the old generation.

If the GC collects only one generation, all references from other generations into the col-
lected generations have to be treated as additional GC roots. Otherwise, the referenced
objects may be collected, even though they are still live. For example, if only the young
generation is collected, all references from the old generation and from the read-write part
of the image heap are additional GC roots. Objects in the read-only section of the image
heap cannot have references to the run-time heap and can therefore be ignored. There exist
two different ways how references between generations get created. The first one is when
the application writes references of objects. The other is when the GC moves an object to
another generation.

Scanning the whole heap for finding these references is costly and should be avoided.
Therefore, all inter-generational pointers need to be recorded in the so-called remembered
set [10, 29]. The GC only has to scan the remembered set for additional GC roots. Re-
membered sets can be implemented in different ways, for example using a hash map or
using a card table (CT). Native Image uses CT based remembered sets.

A CT divides the heap into equally sized blocks called cards. A block corresponds to 2
bytes of heap memory. Each card can either be dirty or clean. A dirty card means that
the corresponding heap memory may contain inter-generational references. A clean card
means that the corresponding memory does not contain any inter-generational references.
Although a single bit would be sufficient for each card, whole bytes are typically used.
Writing a complete byte requires less instructions than writing a single bit. Additionally,
writing a single bit may not be atomic.

The GC scans the CT for dirty cards. Once it encounters a dirty card, it needs to determine
which references are covered by the card and check if any of them are inter-generational
references. The size of these blocks affects the efficiency of the CT. Larger blocks reduce
the number of cards, so the size of the CT. But, at the same time more objects have to
be visited for each dirty card. For smaller blocks, the opposite holds. Native Image uses
k = 9 by default, so each card corresponds to 512 bytes of heap memory.

The start of a card may not be aligned with an object start. The GC needs the object start to
visit all references of an object. The first object covered by a card may start in an arbitrary
previous card. A separate table called first object table (FOT) is used to get the object start
for a card. It has the same number of entries as the CT. Each entry either specifies an
offset to the object start or a previous card. If a previous card is specified, the entry of that
card has to be used. The GC has to visit FOT entries until it finds the object start.

A write barrier is a small piece of code that is executed after a reference write and adds
this reference location to the remembered set. In the case of a CT based remembered set,
the write barrier dirties a card. In this thesis we use the term precise write barrier when
the write barrier dirties the card corresponding to the address of the reference and the term
imprecise write barrier when it dirties the card of the object start.

Write barriers can dirty a card unconditionally on every reference write, but this leads
to lots of unnecessary writes and potentially unnecessary dirty cards [37]. To reduce the



2 Background: GraalVM Native Image 6

number of dirtied cards, a write barrier can perform some checks and only dirty cards if
necessary. For example, the write barrier can check if the reference write is across different
generations Or across certain memory regions.

2.2 Isolates

An isolate is a VM instance within the same OS process [35, 36]. Each isolate has its own
Java heap and uses the image heap as starting point. Isolates cannot access the Java heap
of another isolate, so Java references between isolates are not possible. This separation
allows to garbage collect the isolates independently of each other. Additionally, it improves
security as isolates cannot access data of another isolate. When an isolate gets destroyed
it automatically frees its memory without performing a GC.

Figure 2.3 shows two isolates running in a process. The AOT compiled code is mapped
only once and therefore shared between isolates. Each isolate has its own address range for
the Java heap and an associated heap start. The image heap is mapped with copy-on-write
at the heap start of each isolate. It is followed by the run-time heap. The run-time heaps
of two isolates may look completely different.

Native Image provides a Java API and a C API for managing isolates. The VM automat-
ically creates a default isolate for the Java main-method. Isolates are a feature of Native
Image and cannot be used with other JVMs, like HotSpot.

| Code |

Heap Start
Image Heap Isolate 1

Run-Time Heap
|solate 14 |F—

L [
j Heap Start

Image Heap Isolate 2

Isolate 21/ | Run-Time Heap

Figure 2.3: Isolate structure (based on [35])

2.3 Supported Garbage Collectors

The VM included in the native executable supports three different GCs. They are the Se-
rial GC, the Epsilon GC, and the Garbage-First (G1) GC [21]. Each of them is described
below. Users have to decide at image build-time which GC to include in the native ex-
ecutable. The native-image builder provides the --gc=<name> option for choosing the
GC.
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2.3.1 Serial GC

The Serial GC is the default GC included in the native executable if no other GC is spec-
ified [21]. Alternatively, --gc=serial can be used to enable it explicitly. It is a simple,
non-parallel, non-concurrent, stop-the-world GC optimized for a low memory footprint
and small Java heap sizes. The Serial GC is a generational GC and splits the Java heap
in a young generation and an old generation as described above. It always uses the Stop-
and-Copy algorithm for collecting the young generation. For collecting the old genera-
tion, it uses the Stop-and-Copy algorithm as default. Optionally, it can use the Mark-and-
Compact algorithm instead.

Stop-and-Copy Algorithm

The Stop-and-Copy algorithm is a simple way for reclaiming memory from dead objects
[5, 9, 29]. It divides the heap, for the Serial GC each generation, into two semispaces,
called fromSpace and toSpace. New objects are allocated in the fromSpace, while the
toSpace 1s only used during garbage collection.

The Stop-and-Copy algorithm only requires a single pass through the heap. Additionally, it
reduces memory fragmentation. But it also has a large drawback as this algorithm requires
additional memory for the two semispaces, basically halving the available memory for the
application.

Figure 2.4 shows the different steps of the Stop-and-Copy algorithm. First, all application
threads have to be halted. @ shows the state of the heap before the collection. There
are two root pointers and some references between the objects. The toSpace is currently
completely unused.

In the next step @, the GC copies all root pointers to the toSpace and updates them with
the new address. Additionally, two pointers scan and top are initialized. The scan pointer
points to the start of the foSpace and the top pointer to the next free memory of the roSpace.
They are used for scanning for references in the already copied objects. Additionally, the
top pointer is used for simple bump-pointer allocations for copying the objects. The GC
replaces the source objects in the fromSpace with a forwarding reference pointing to the
new location in the foSpace. Now, it moves the scan pointer through the objects in the
toSpace for handling all references until the scan pointer and the top pointer are equal.

At step ® the scan pointer hits the reference from object E to object B. The GC looks at
the referenced objects. It finds an already forwarded object. Therefore, it only updates the
reference to the new address of B in the foSpace.

Next, at step @ the scan pointer hits the reference from object E to object G. The GC finds
that object G has not been copied to the foSpace yet. So, it allocates memory for it, which
also updates the fop pointer. Then, it copies object G and installs the forwarding reference
in the original object in the fromSpace. Finally, it updates the reference in object E to point
to the new address.

At step ® the scan pointer has moved through the whole toSpace and points to the same
address as the top pointer. Therefore, the GC visited all references of the live objects
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Figure 2.4: Stop-and-Copy algorithm
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and updated them to the new address. Now, the toSpace contains all live objects. The
fromSpace contains only dead objects. The GC swaps the semispaces, so the toSpace is
now the new fromSpace and vice versa. Finally, all application threads are resumed.

Mark-and-Compact Algorithm

The Mark-and-Compact algorithm marks all live objects before compacting them within
the same memory space [1, 13, 29]. The implementation of this algorithm in the Serial
GC groups contiguous blocks of live objects into plugs and dead objects into gaps.

Like the Stop-and-Copy algorithm, also the Mark-and-Compact algorithm reduces the
fragmentation of the heap. The advantage of this algorithm compared to the Stop-and-
Copy is that it uses only one semispace. So, all of the memory is available to the appli-
cation. But the disadvantage is the additional mark phase and three passes over the heap
compared to the one pass needed by the Stop-and-Copy algorithm.

Figure 2.5 shows the steps of the Mark-and-Compact algorithm using plugs and gaps.
Similar to the Stop-and-Copy algorithm, all application threads are halted before the GC.
Step © shows the state of the heap before the collection. There are two root pointers and
some references between the objects. At the beginning all objects are unmarked.

Step @ is to mark all live objects. Objects are marked by setting a bit in the object header.
Next, at step ® the GC groups the live objects into the plugs. It stores some information
about each plug in front of the live objects, inside a gap. This information includes the
new address after compaction, the size of the plug, and the offset to the next plug.

At step @ the GC adjusts all references, including the root pointers, to point to the new
locations after compacting the objects. For adjusting the references, the GC needs the new
address of each referenced object. But this is only stored in the plug information of the
plug containing the object. The plug information is stored somewhere before the object,
but the exact location is unknown. The only way to find it is to iterate over all plugs of
the enclosing chunk, but this is costly. To reduce this cost, the GC uses a data strcture
called brick table. The brick table provides a plug, preceding the plug of the referenced
object. This can be used as the starting point for iterating over the plugs. After this step
the references must not be used and dereferenced as they do not point to the objects yet.

At step ® the GC moves all live objects to their new location. All objects of a plug are
moved at once. Finally, all application threads are resumed.

Heap Chunks

The Serial GC internally splits each space, including the image heap, into aligned and
unaligned chunks for memory allocation and reclaiming. Each chunk is a contiguous block
of memory. Aligned chunks have a fixed size, by default 512 KB, and can be set at built-
time. The start of each aligned chunk is aligned to the chunk size. So, it is simple to get
the chunk address from an object. Each aligned chunk can hold multiple objects.

Unaligned chunks do not have a fixed size. They are used for large objects above a certain
threshold. Unlike aligned chunks, they are not aligned and only contain a single object.
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All chunks have a header containing the fop offset and the end offset. They specify the used
memory, the unused memory, and the size of the chunk. Additionally, the header contains
pointers to the previous and the next chunks of the same type. So, all aligned chunks
within a space form a linked list and all unaligned chunks form another one. Figure 2.6
shows such linked lists. Between an unaligned chunk followed by an aligned chunk may
exist a gap of unused memory, due to the alignment of the aligned chunk. When the GC
has to visit all objects of a space, it uses these lists to iterate over all chunks and visit their
objects.

1
-+

0
0
0
W

Figure 2.6: Linked lists of heap chunks

GC Policy

The GC policy determines the sizes of the different generations. Additionally, it decides
when the GC should be performed and what kind. So, should only the young generation
be collected in a so-called young GC or should the whole heap be collected in a full GC.

2.3.2 Epsilon GC

The second GC supported by Native Image is the Epsilon GC [21]. It is a no-op garbage
collector, so it does not perform any garbage collection and never frees allocated memory.
Itis useful for very short running applications that only allocate a small amount of memory.

2.3.3 G1GC

The G1 GC is a generational, parallel, mostly concurrent, stop-the world evacuating GC,
optimized to reduce pause times and low latency, while having a high throughput [8, 21].
It is better suited for large heaps than the Serial GC. It is based on the G1 GC that is
included in the HotSpot VM. It is only available in Oracle GraalVM.

G1 is implemented in C++ and linked as a native library. Because of this, G1 only supports
one isolate at run-time.

Similar to the Serial GC, G1 divides the heap into contiguous blocks of memory for mem-
ory allocation and reclaiming. These blocks are called regions. They have a minimum
size of 1 MB, which is also the default size in Native Image. Like the chunk sizes, the
region size can also be set at image build-time.

Larger objects are stored in humongous regions. They consist of multiple, consecutive
regions. One humongous region only contains a single object, similar to an unaligned
chunk. Due to alignment constraints, the memory at the end of a humongous region may
be unused.
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G1 uses precise write barriers for all arrays and imprecise write barriers for all other ob-
jects. All write barriers perform a region check and only dirty the CT, if the reference
write crosses a region boundary.

2.4 Memory Allocation

Memory allocation is an important part of memory management. There exist multiple
different ways for handling allocations. For example, free lists or bump-pointer allocation.

The bump-pointer allocation is used for allocating memory from a large contiguous block.
The block has a fop pointer, pointing to the next free address and an end pointer pointing to
the end of the block. Listing 2.1 shows Java-like code for a bump-pointer allocation. The
result, so the address of the allocated memory is the current fop pointer. Then, it calculates
the new address for the fop value, by adding the size of the allocation to the fop pointer. If
this pointer is beyond the end of the block, then there is not enough free memory for this
allocation and null is returned. Otherwise, the fop pointer is set to the new address and the
result is returned.

Pointer allocation(Word size) {
Pointer result = top;
Pointer newTop = top + size;
if (newTop > end) {

return null;
3

top = newtop;

return result;

Listing 2.1: Bump-pointer allocation

All of the different algorithms have in common that most steps of them have to be atomic.
So, if multiple threads are allocating at the same time, some synchronization is required.
This can either be locks or atomic operations. But this decreases the performance. To avoid
frequent synchronization and therefore performance issues, each thread allocates a large
block of memory at once, the so-called thread-local allocation buffer (TLAB). Within each
TLAB only one thread allocates using bump-pointer allocation. So, no synchronization
is required for allocations within the TLAB, only for allocating the TLAB. Large objects
do not necessarily fit into the TLAB. They are directly allocated in unaligned chunks or
humongous regions, depending on the used GC.

Allocations within a TLAB are called fast path allocations. Allocations that do not fit
inside a TLAB are called slow path allocations.

The Serial GC uses fixed-sized TLABs. Each thread gets a complete aligned chunk.
Whereas G1 uses dynamically sized TLABs that are allocated in a region. A region might
contain multiple TLABs.



Chapter 3

Support Multiple GCs in a Single
GraalVM Native Image

Currently, a single Graal VM native executable contains only one GC, which is selected
at image build-time. Additionally, the executable contains GC specific components, for
example the image heap or the write barriers in the AOT compiled code. As described in
Section 2.3, each GC has a different application area. G1 is better suited for large heaps
and has a low latency. But it only supports one isolate, as it is implemented in C++ and
has some native state that only exists once per OS process. So, if an application wants to
use multiple isolates, it has to use Serial or Epsilon GC.

To take advantage of G1 while using multiple isolates, we have to include multiple GCs
in a single native executable. In this thesis we focus on the combination of G1 and Serial
GC. So, one isolate can use G1 while the other isolates use the Serial GC.

First, Section 3.1 describes the requirements for the adaptations. Then, Section 3.2 de-
scribes the implementation. Section 3.3 describes the adaptations needed to also support
the compacting variant of the Serial GC.

3.1 Requirements

When we include multiple GCs in a single native image, the resulting executable and
also the memory footprint at run-time should be as small as possible. As described in
Chapter 2, a native executable consists of multiple components, where some contain GC-
specific parts, for example the image heap or the AOT compiled code. Therefore, the GCs
need a common understanding of these components and share them as much as possible.

Most of the AOT compiled code has to be shared between the GCs. Therefore, the GCs
have to use the same object layout and the same write barriers. We use the same G1 object
layout, G1 image heap layout, and G1 object layout.

The image heap uses the GC-specific heap structure, e.g., aligned and unaligned chunks
for the Serial GC. The run-time heap is not shared between isolates or multiple GCs.
Therefore, each GC can use its own structure for the run-time heap.

To share these components either the components or the GCs have to be adapted. In this
thesis, we adapted the Serial GC to use the Gl-specific components and left G1 itself
unchanged.

13
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3.2 Architecture

The VM included in the native executable uses abstract classes and Java interfaces for
interacting with GC-specific behavior independent from the used GC. Each GC extends
the abstract classes or implements the Java interfaces with their GC-specific behavior.
The Serial GC and the Epsilon GC share the implementation. Currently, the Native Image
builder instantiates singletons of these classes at build-time for the used GC and stores
them in the image heap. The VM uses these singletons to call the interface methods. The
code for the other implementations is not included in the created native executable.

To support multiple GCs in a single Native Image, we added a third implementation for
each interface. Each new implementation has references to the existing implementations.
So, the Native Image builder instantiates all three implementations at build-time but only
registers the new third one as the singleton. This automatically includes all code needed
for both GC implementations. Figure 3.1 shows the class diagram for the Heap class and
its three implementations.

Most of the methods only check which GC is used in the current isolate and then forward
the call to that GC. For example, the walkCollectedHeapObjects method uses this. The
code is shown in Listing 3.1.

<abstract>
Heap

walkCollectedHeapObijeciy...)
walkimageHeapObijectsy...)

AN
Heapimpl SerialG1Heap G1Heap
walkCollectedHeapObiject(...) walkCollectedHeapObiject(...) walkCollectedHeapObiject(...)
walklmageHeapObijects(...) walklmageHeapObijectsy(...) walklmageHeapObjects(...)

Figure 3.1: Architecture of the implementation — example for the Heap class

@Override
public boolean walkCollectedHeapObjects(ObjectVisitor visitor) {
if (SubstrateOptions.useSerialGC()) {
return heapImpl.walkCollectedHeapObjects(visitor);
} else {
return glHeap.walkCollectedHeapObjects(visitor);
3

Listing 3.1: Implementation of method walkCollectedHeapObjects
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Some methods require a special implementation. As both GCs use the G1 image heap,
all image heap related methods forward to the G1 implementation. Listing 3.2 shows the
code for the walkImageHeapObjects method.

@0verride

public boolean walkImageHeapObjects(ObjectVisitor visitor) {
return glHeap.walkImageHeapObjects(visitor);

3

Listing 3.2: Implementation of method walkImageHeapObjects

3.2.1 Shared Write Barriers

As already described, we have to use the same write barriers for all GCs. Again, we
adapted the Serial GC and its remembered set to work with the G1 write barriers. The G1
write barrier checks if the reference crosses a region and only dirties the CT for region
crossing references. This check introduces two problems for the Serial GC. Figure 3.2
shows both. It shows a list of aligned and unaligned chunks of the Serial GC. Some of
the chunks belong to the young generation and some to the old generation. Additionally,
there are three references between the chunks. The figure also shows a list of regions of
the G1 GC. Again, some belong to the young generation and some to the old generation.
There are two references between the different regions.

T v T v
SerialGC| O | Y | Y | Y (e} Y (0]
1 A
@
O}
T v
G1GC (0] Y Y O
1 A
N — |
®

Figure 3.2: Problem with the G1 write barriers

The first problem is that the Serial GC uses a default aligned chunk size of 512 KB, whereas
the G1 has a minimum region size of 1 MB. Writing reference © requires to dirty the CT
as it is a reference from an old generation chunk to a young generation chunk. But the G1
write barrier does not recognize that as a region crossing reference and does not dirty the
CT. The G1 write barrier correctly recognizes the write of reference @ as this reference
also would belong to two different G1 regions. To resolve these issues both the aligned
chunks of the Serial GC and the regions of the G1 have to use the same size. Otherwise, the
cross-region check either misses some references or dirties too many cards. Using a larger
aligned chunk size is not a problem for the copying old generation. But the compacting old
generation only supports 512 KB aligned chunks. This problem is solved in Section 3.3.

The second problem involves unaligned chunks. Unaligned chunks are not aligned to
the aligned chunk size. So multiple consecutive unaligned chunks may start at arbitrary
addresses. This can also lead to missed reference writes, like reference ®. To fix this, all
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unaligned chunks have to be aligned to the region size. So, that each region contains only
(parts of) one unaligned chunk.

The G1 and the Serial GC use different layouts for the CT and the FOT. The G1 write
barriers require a contiguous CT and FOT for the whole heap address space. The heap
start corresponds to the first entry of these tables. So, the Serial GC and its remembered
set have to be adapted to also use a contiguous CT and FOT.

3.2.2 Contiguous Card Table and First Object Table

At isolate initialization we have to reserve virtual memory for the whole heap address
space and for the CT and FOT. To reduce the memory footprint, we only commit the
memory pages for the used parts of the tables. When the memory for a heap chunk is
committed, we also commit the memory for the CT and FOT used by the chunk. When
the chunk memory is uncommitted, we also uncommit the no longer needed pages of those
tables. One memory page of the CT or FOT can be relevant for multiple different chunks,
depending on the page size and the chunk size. As only whole memory pages can be
committed or uncommitted, we are only allowed to commit a page when it is not already
in use. Otherwise, its content is zeroed [11] and the entries for another chunk are destroyed.
Also, we can only uncommit a memory page, once it is completely unused. Otherwise,
parts of other chunks are no longer accessible, potentially leading to a segmentation fault.
Because of the contiguous CT and FOT, we can remove them from the chunks. So, they
only contain the chunk header and the objects.

Figure 3.3 shows the old and the new layout for aligned and unaligned chunks. The old
layout of aligned chunks includes the CT and the FOT between the chunk header and the
objects. The new layout only consists of the chunk header, some padding, and the objects.
The old layout of unaligned chunks contains the chunk header, a single CT entry for the
object start, and one object. The new layout only includes the chunk header, some padding,
and the single object.

Old Aligned Chunk Layout Old Unaligned Chunk Layout
1
/ | Al Al / \ 1
chunk card first objects chunk 1 card object
header table object header table
table entry
New Aligned Chunk Layout New Unaligned Chunk Layout
. ] i ;
chunk padding objects chunk padding object
header header

Figure 3.3: Comparison of old and new chunk layout

The objects in the writable part of the image heap also need a CT and FOT. Again, the
objects in the read-only part cannot contain references to the run-time heap and therefore
do not need a CT or FOT.
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The G1 image heap does not include a CT or a FOT, so they have to be committed and
initialized during the isolate initialization. At this point, the writable part of the image
heap also cannot contain any references to the run-time heap. Therefore, the corresponding
entries of the CT can be initialized as clean. Initializing the FOT requires to iterate over
all objects of the writable image heap and computing the values for all entries.

Now, the only part remaining is to use the contiguous CT to get all objects referenced
by the old generation. For this, we iterate over the CT for the old generation. Then we
compute the dirty card ranges. A dirty card range consists of one or more consecutive
dirty cards. We have to visit all referenced objects within these ranges. We have to use the
FOT to get the first object of a range. For this it is imported that the first object of a chunk
starts at a card boundary, so that its FOT entry is 0. Therefore, the chunk header has to be
padded to a multiple of the card size. Otherwise, this lookup does not work correctly. We
can get to all other objects by using the object size. For visiting the references, we have
to differentiate between arrays and all other objects as the G1 marks arrays precisely. As
arrays are marked precisely, we only have to visit the references, that are within the dirty
range. Visiting the references of the other object types can be done like the Serial GC.

3.3 Larger Aligned Chunks in the Compacting GC

The compacting GC variant of the Serial GC only supports 512 KB aligned chunks but
using it together with the G1 GC in a single native executable requires a minimum size
of 1 MB for the aligned chunks. So, the current implementation is not compatible. For
supporting larger aligned chunks some adaptations are needed.

3.3.1 Different Object Layout

When combining Serial and G1 GC, both GCs use the object layout of G1. This object
layout includes a mark word in the object header. Outside of the GC, it stores the identity
hashcode of the object. The GC can use this word to store some GC-specific data, as long
as it saves the identity hashcode and restores it at the end of the collection.

The compacting GC can use the mark word to store the relocation offset in each object
instead of the plug. Consequently, the offset can be removed from the plug information.
These bytes can be used additionally for the plug size and the offset to the next plug, which
now use 4 bytes each. This enables the compacting GC to work with all chunk sizes.

The relocation offset can only be set once the new address for the object after the com-
paction has been calculated. As we still group objects into plugs and compact all objects of
a plug at once, all objects of a plug must have the same relocation offset. This introduces
a problem. We iterate over the objects to create the plugs. When we visit an object, we
do not know the final size of the plug yet. The plug size is needed to determine the new
location after compacting as the current chunk for compacting may not fit the whole plug.

So, this would require iterating over the objects to calculate the plug size and the relocation
offset and to iterate over the objects a second time for setting the actual relocation offset in
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the objects. But iterating over the objects is expensive as it requires computing the object
size for each visited object.

But we can do both things while only iterating over the objects once. For each object we
try to allocate it in the current compaction chunk. The actual memory is not changed yet,
only the top pointer gets moved. If the object still fits in the current compaction chunk,
it is added to the plug and its relocation offset is set. Once an object does not fit, we
create a second plug starting with this object. This new plug gets compacted into a new
compaction chunk. Again, we set the relocation offset of this object.

But now we have two consecutive plugs without a gap in between. So, the second plug
does not have a gap to store its plug information. We can reserve 8 bytes for the information
of the second consecutive plug before the objects and use it if necessary. The offset to this
second plug becomes negative. This case of two consecutive plugs can only occur once
for each aligned chunk. The maximum possible size of all remaining plugs, including this
second plug, is less than or equal to the available space for objects in an aligned chunk.
Additionally, these plugs always get compacted into a new compaction chunk, which has
all memory available. So, it is guaranteed that all remaining objects and plugs fit into the
same new compaction chunk.

Figure 3.4 shows an example. Step O shows the initial state of two aligned chunks. The
left chunk is the current compaction chunk. All live objects are compacted into that one
until it is full. The right chunk is the current chunk the GC wants to compact. Step @
initializes the plug information. This is a regular plug inside a gap. The first object fits
in the current compaction chunk and is added to the plug. Also, its relocation offset is
written. Step ® tries to allocate memory for the next object. Again, this object fits in the
compaction chunk, is added to the plug and its relocation offset is written. Step @ tries
allocating memory for the third object. This time, there is not enough memory for it in the
current compacting chunk. So, in step ®, we create the second plug and initialize it with
the third object. Also, we can write the now different relocation offset. Finally, step ®
allocates memory for the last object. Again, as we created the second plug all remaining
objects will fit into the new compaction chunk. We add it to the second plug and write its
relocation offset.

3.3.2 Reference Fixup

All references to moved objects have to be updated to the new address. For this, the re-
location offset is necessary. As the existing compacting GC stores this offset only in the
plug, it needs the plug that contains the object. The GC uses the brick table to get a plug
before the object. To find the correct plug, the GC has to iterate over all preceding plugs.

The adapted compacting GC stores the relocation offset in each object. The current refer-
ence plus a constant offset gives the address of the relocation offset. The GC can read the
offset directly without needing the plug of the object. Subsequently the brick table is no
longer needed.
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Figure 3.4: Calculate relocation offset and plug offset at the same time
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Chapter 4

Dynamically Sized TLABs

As mentioned in Section 2.4, the Serial GC uses TLABs with a fixed size. Each TLAB
is a complete aligned chunk. This can lead to a large memory footprint even when some
threads allocate only a small amount of memory. Additionally, this leads to lots of com-
mitted but unused memory. The GC policy decides when to execute the GC, based on the
used heap memory in each generation. This includes the unused memory of the TLABs
as the whole TLAB was allocated from the heap and counts as used heap memory. So,
a GC may be performed, even though the TLABs have lots of unused memory. This is
especially problematic with lots of threads.

Simply changing the GC policy to only account for the actual used memory is not possi-
ble, as the unused memory also counts towards the used heap size. Therefore, we have to
reduce the unused memory of each TLAB. We can achieve this by sizing the TLABs dy-
namically, based on the allocation behavior of the individual threads. Threads that allocate
lots of memory get larger TLABs. Threads that allocate only a small amount of memory
get smaller TLABs. As consequence, each TLAB is not a complete aligned chunk any-
more, but rather a part of an aligned chunk.

@ in Figure 4.1 shows the current implementation. The three TLABs consist of three com-
plete aligned chunks. Each thread has allocated only a small amount of memory and each
TLAB has lots of unused memory. @ shows the proposed solution. Each of the TLABs is
allocated as part of an aligned chunk and sized according to the allocation behavior. For
example, thread 2 allocates more memory and in turn gets a larger TLAB. In this example
one aligned chunk is sufficient for the three TLABs.

TLAB 1 TLAB 2 TLAB 3

TLAB1 TLAB2 TLABS3

Figure 4.1: Problem of fixed-sized TLABs and proposed solution

First, Section 4.1 describes the implementation for allocating parts of an aligned chunk.
This is used in Section 4.2 for allocating smaller TLABs, but still with a fixed size, as

20
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part of an aligned chunk. Section 4.3 adds the dynamic resizing based on the allocation
behavior. Section 4.4 describes changes regarding the emitted JDK Flight Recorder (JFR)
events. Finally, this chapter is concluded in Section 4.5 with a producer consumer example,
demonstrating the dynamic resizing.

Some important concepts are that a thread can allocate memory inside a TLAB. Alterna-
tively, it can allocate the memory outside of the TLAB directly in an aligned chunk. For
allocating inside a TLAB no synchronization is necessary. For allocating the TLAB itself
or memory outside of the TLAB some synchronization is necessary. During the garbage
collection, the GC walks all allocated objects. For getting the address of the next object,
the GC adds the size of an object to its address. If there are gaps between objects, this
does not work. When the GC reaches the start of a gap, the calculated address does not
point to a valid object, but to arbitrary data. Interpreting this data as an object may lead to
a segmentation fault. Therefore, these gaps have to be filled with filler objects before the
GC. A filler object is a Java object, that is sized to fill a gap completely. Each filler object
may have a different size. They get directly collected by the GC.

4.1 Allocations within Alighed Chunks

We need a way to allocate TLABs as part of an aligned chunk. The class HeapAllocation
is added for this purpose. It is largely based on the HotSpot C++ code. It provides two
methods for allocating memory inside an aligned chunk. The first one is allocateNewTlab
and takes three parameters. The first parameter minSize is the minimum size the new
TLAB must have. It is used to guarantee that the current allocation fits in the new TLAB.
The second parameter requestedSize is the size the new TLAB should have. Any size
between minSize and requestedSize is usable. This way the wasted memory can be
reduced further. The third parameter actualSizeOut is used as an output parameter. It is
a pointer to a word-value for storing the actual size of the new TLAB. The return value is
the pointer to the start of the allocated memory. This method uses attemptAllocation,
described below, for the allocation. It forwards the arguments and the return value.

The second provided method is allocateOutsideTlab. This method can be used for
allocating an object or an array directly in the aligned chunk. It takes the size of the
allocation as its parameter and returns a pointer to the allocated memory. It also uses
attemptAllocation for the allocation. It forwards the provided size as both the minSize
and the requestedSize. It uses the actualSizeOut parameter to assert the allocated size
matches the requested one. Again, the return value is the pointer to the allocated memory.

HeapAllocation has the method retireChunksToEden, that has to be called before the
collection. It appends the used chunks to the Eden space, so the GC can visit them. Hea-
pAllocation stores two aligned chunks for allocating. Their names are currentChunk
and retainedChunk. All used chunks are linked together as described in Section 2.3.1.

Listing 4.1 shows a simplified version of the attemptAllocation method. Like allo-
cateOutsideTlab, this method has the minimum size, the requested size, and the actual
size as parameters. The actualSizeOut is used as an output parameter. The method re-
turns a pointer to the start of the allocated memory. First, the method tries to allocate the
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Pointer attemptAllocation(Word minSize, Word requestedSize, Pointer actualSizeOut) {
Pointer result = allocateParallel(retainedChunk, minSize, requestedSize,
< actualSizeOut);
if (result != null) return result;

result = allocateParallel(currentChunk, minSize, requestedSize, actualSizeOut);
if (result != null) return result;

lock();

try {
// Another thread might already have allocated a new chunk.
result = allocateParallel(retainedChunk, minSize, requestedSize, actualSizeOut);
if (result != null) return result;

result = allocateParallel(currentChunk, minSize, requestedSize, actualSizeOut);
if (result != null) return result;

return attemptAllocationInNewChunk(requestedSize, actualSizeOut);
} finally {

unlock();
3

Listing 4.1: Java like code of attemptAllocation method

memory in the retainedChunk. It uses the allocateParallel method described below.
If the allocation failed, i.e., allocateParallel returned a null pointer, the allocation is
tried in the currentChunk using allocateParallel. If this also fails, both chunks do not
have enough memory for this allocation. So, a new aligned chunk is necessary. Changing
the chunk variables, so setting them to a different chunk, requires holding a lock. After
acquiring the lock, the method retries the allocation in the retainedChunk and the cur-
rentChunk. Other threads might have already allocated new chunks, while this thread
waited for the lock. If both allocation attempts still fail, a new chunk is necessary. The
method attemptAllocationInNewChunk requests the new chunk and performs the allo-
cation. Listing 4.3 shows Java like code for this method.

Listing 4.2 shows the simplified version of the allocateParallel method. This method
takes four parameters. The first one is the aligned chunk for this allocation. The remaining
three parameters are the minimum size, the requested size, and the actual size of the allo-
cation. This method uses a do-while loop for the allocation. The first step in the loop is to
store the current top offset of the chunk in a local variable. Then, it calculates the available
memory of this chunk. The local variable wantToAllocate stores the actual amount that
is allocated. It is the minimum of the available space and the requested size. It uses a
bump-pointer allocation. So, if this value is smaller than the minimum size, the allocation
fails. Then, the new top offset is calculated by adding the current top offset and the size
of the allocation. Setting the new top offset has to be synchronized as other threads might
have changed it. The atomic compare-and-swap operation sets the top value to the new
value if it was not changed. If this operation succeeds, the allocation also succeeds. The
size of the allocated memory is stored in the actual size output parameter. Finally, the
pointer to the allocated memory is calculated and returned. If another thread changed the
top offset after reading it, the atomic compare-and-swap fails. The method loops until the
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Pointer allocateParallel(AlignedChunk chunk, Word minSize, Word requestedSize, Pointer
o actualSizeOut) {
do {
Word top = chunk.getTopOffset();
Word available = chunk.getEndOffset() - top;

Word wantToAllocate = min(available, requestedSize);
if (wantToAllocate < minSize) return null;

Word newTop = top + wantToAllocate;
Pointer topPtr = chunk + chunk.getOffsetOfTop();
if (topPtr.atomicCompareAndSwap(top, newTop)) {
actualSizeOut.write(wantToAllocate);
return chunk + top;
3
} while (true);

Listing 4.2: Java like code of allocateParallel method

chunk has not enough free memory or the allocation succeeds. It does not loop infinitely
as the top offset only increases, i.e., the available memory gets smaller with each iteration.

Listing 4.3 shows the simplified Java code for requesting a new allocation chunk, updating
the chunk variables and for performing the allocation. It takes the requested size as its first
parameter. The second parameter is used as an output parameter for the actual allocated
size. The method returns the pointer to the allocated memory. First, this method checks
if the current chunk should be retained and become the new retained chunk. The chunk
is retained if no retained chunk exists currently or if the current chunk has enough free
memory for a small TLAB and more free memory than the retained chunk. If it should
be retained, the retained chunk is set to the current chunk. Now, both chunk variables
point to the same aligned chunk. Otherwise, the retained chunk is left unchanged. Then,
the method requests a new aligned chunk. If this new chunk is not null a bump-pointer
allocation is performed. Here, no synchronization is necessary as only the current thread
accesses the new chunk. Then, the new chunk is added to the linked list of used chunks.
The current chunk is set to this new chunk, making it available for all other threads. Fi-
nally, the actual size is set to the allocated size and the result of the allocation is returned.
Otherwise, the allocation fails and a null pointer is returned.

Figure 4.2 shows the different steps of allocating an object inside an aligned chunk. So,
minSize is equal to requestedSize. Step © shows the state of the two chunks before
the allocation. The retainedChunk and the currentChunk are both quite full. The cur-
rentChunk has more memory available than the retainedChunk.

Step @ tries allocating the object in the retained chunk. The requested size is larger than
its available memory. So, it does not fit in the retained chunk as new fop would be outside
the chunk.

Step ® attempts to allocate the memory in the current chunk. Again, the requested size is
larger than the available memory and new fop would be outside the chunk. Both chunks
do not have enough free memory, so a new chunk is necessary and the lock is acquired.
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Pointer attemptAllocationInNewChunk(Word requestedSize, Pointer actualSizeOut) {
if (shouldRetain()) {
retainedChunk = currentChunk;

}

AlignedChunk newChunk = requestNewAlignedChunk();
if (newChunk != null) {
Pointer result = allocateMemory(newChunk, requestedSize);
setNext(newChunk, currentChunk);
currentChunk = newChunk;
actualSize.write(requestedSize);
return result;
} else {
return null;

}

Listing 4.3: Java like code of attemptAllocationInNewChunk method

After acquiring the lock, the algorithm retries the allocation in both the retained chunk
and the current chunk. But, in this example the chunks have not changed and the attempts
fail again. They are exactly like step @ and ® and are omitted in the Figure.

Step @ checks if the current chunk should be retained and become the retained chunk. In
this example the current chunk gets retained as it has more free memory than the retained
chunk and could still fit a small TLAB. Now, both retainedChunk and currentChunk
point to the same aligned chunk.

Step @ allocates a new chunk, which is completely empty. Step ® performs the allocation
in the new chunk. Step @ assigns the new chunk to the current chunk. Now, retained-
Chunk and currentChunk are different again. Step ® shows the state after the allocation.
Finally, the lock gets unlocked.

4.2 Smaller TLABs

Now, we can use the HeapAllocation class to allocate TLABs as part of aligned chunks.
For this, we adapted the allocation slow path, described in Section 2.4. The first steps
remained unchanged. First, the allocation is tried again in the current TLAB. If the object
does not fit, we check if a GC should be performed. If it is an array allocation, we check if it
belongs in an unaligned chunk. Array allocations in unaligned chunks remain completely
unchanged. Additionally, we adapted the data structure containing the information of the
TLAB, like the top and the end pointer. It now has to store a start pointer, instead of a
pointer to the aligned chunk.

We have changed the steps for allocating the memory in a new TLAB. Listing 4.4 shows
the Java like code for allocating the memory and the new TLAB.

The method allocateRawMemory allocates the memory for the new object/array. It takes
the size and a pointer to a Boolean as parameters. The second one is used as an output
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Figure 4.2: Example of allocating within an aligned chunk
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Pointer allocateRawMemory(Word size, Pointer allocatedOutsideTlabOut) {
Pointer memory = allocateRawMemoryInTlabSlow(size);
if (memory != null) return memory;

return allocateRawMemoryOutsideTlab(size, allocatedOutsideTlabOut);

3

Pointer allocateRawMemoryInTlabSlow(Word size) {
Tlab tlab = getTlab();
if (shouldRetainTlab(tlab)) {
recordSlowAllocation();
return null;

}

Word newTlabSize = computeSizeOfNewTlab(size);
retireTlabBeforeAllocation();
if (newTlabSize == 0) return null;

Word computedMinSize = computeMinSizeOfNewTlab(size);

Pointer allocatedTlabSize = StackValue.get(WordPointer.class);

Pointer memory = HeapAllocation.allocateNewTlab(computedMinSize, newTlabSize,
< allocatedTlabSize);

if (memory == null) return null;

fillTlab(memory, memory + size, allocatedTlabSize);
return memory;

3

Pointer allocateRawMemoryOutsideTlab(Word size, Pointer allocatedOutsideTlabOut) {
allocatedOutsideTlabOut.write(true);
Pointer memory = HeapAllocation.allocateOutsideTlab(size);
allocatedAlignedBytes += size;
return memory;

Listing 4.4: Java like code for allocating in a new TLAB
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parameter and indicates if the memory was allocated inside or outside of the TLAB. First,
this method tries to allocate the memory inside a TLAB by calling allocateRawMemory -
InTlabSlow. If this allocation fails, allocateRawMemory allocates the memory outside a
TLAB by calling allocateRawMemoryOutsideTlab.

The method allocateRawMemoryInTlabSlow tries to allocate a new TLAB and to allocate
the memory in this new TLAB. First, it checks if the current TLAB should be retained.
The TLAB is retained, if it has more available memory than a certain threshold, called
refillWasteLimit. If the TLAB is retained, we record the slow allocation and increase
this threshold. Also, the allocation fails as we retain the current TLAB which does not
have enough available memory.

If the current TLAB is not retained, we have to allocate a new one. The size of this new
TLAB is calculated by adding the size of the allocation and the TLAB size, currently
stored in a constant. This constant is replaced in Section 4.3 with the dynamic size, based
on the threads allocation behavior. Additionally, a TLAB must have a size smaller or equal
to the usable memory in an aligned chunk. Otherwise, it does not fit in an aligned chunk.

Then, the current TLAB is retired. If the computed size for the new TLAB is 0, we also fail
the allocation. The minimum size for the new TLAB is calculated by adding the allocation
size and the size of a filler object.

Now, the new TLAB is allocated with a HeapAllocation. The computed minimum size
and the computed size are passed as the minSize and size parameters. The pointer to
stack allocated memory is passed for the actual size. The return value is a pointer to the
new TLAB. If the HeapAllocation failed, we also fail the allocation. Otherwise, the
new TLAB is initialized, by calling fillTlab and the allocation is performed. The first
parameter is the pointer to the start of the new TLAB. The second parameter is the top
pointer. By setting it to memory + size, the bump-pointer allocation is performed. The
final parameter is the size of the new TLAB.

The GC needs to iterate over all objects. It iterates over all chunks and for each chunk over
all objects. First, it gets a pointer to the first object of a chunk. To get to the next object
it adds the size of the current object to the pointer. This is done repeatedly until the end
of the chunk is reached. For getting the size of an object, the GC has to read the object
header.

TLABs with free memory are problematic and heap walking is not possible anymore. Once
the GC visited the last object of the TLAB, the current object points to the top pointer of
the TLAB, i.e., to unused memory. So, this location does not contain a valid object header
and the GC cannot iterate over the remaining objects in this aligned chunk.

To solve this problem, the unused memory of a TLAB is filled with filler objects. Filler
objects have a minimum size. So, blocks of unused memory that are smaller than this
minimum size cannot be filled. Therefore, the minimum size of one filler object is reserved
at the end of each TLAB. When a TLAB gets retired, either before allocating a new one
or before the GC, we fill the unused memory with a filler object. The GC collects these
objects as they are never referenced by any other objects.
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4.3 TLABs with Dynamic Size

We want to size the TLABs based on the allocation behavior of its thread. So, we need to
track the allocation behavior of each thread and calculate the TLAB size based on that. For
tracking the allocation behavior, we use a thread-local variable storing the number of bytes
this thread allocated in aligned chunks since the last GC. When we retire a TLAB, this
value is updated with the used memory of this TLAB. Also, when we allocate memory
outside of an aligned chunk, we update this value with the allocation size.

We calculate an average per thread for smoothing these values. Equation 4.1 shows how
the new average gets calculated. Sample is the value that gets added to the average. The

used weight depends on the number of samples. The first samples use — L asthe
no.ofsamples

weight, i.e., the first sample has the weight 1, the second sample the weight 0.5. After
some number of samples, the average uses a constant weight. Before each collection, we
add for each thread the number of allocated bytes in aligned chunks since the last GC as a
new sample to the average. Each thread has its own average in a thread-local variable.

(100 — weight) - avg N weight - sample
100 100

newAvg =

Equation 4.1: Formula for calculating the new average

After the GC, we recalculate the TLAB size for each thread based on this average. The
TLAB size is the value of the average divided by the number of expected TLAB refills.
Additionally, the result is clamped to the minimum and maximum TLAB size to get a
usable value. The minimum size prevents the use of very small TLABs. A TLAB still
must fit into the usable part of an aligned chunk. The maximum size ensures this. Again,
the calculated TLAB size is stored in a thread-local variable. It replaces the constant
TLAB size used in Section 4.2 for computing the size of a new TLAB.

4.4 JDK Flight Recorder

JFR is a framework for recording events from a JVM and a running application. An event
contains data that is associated with that specific type of event. This data can be used for
monitoring, debugging, and profiling the JVM and user applications. JFR only has a low
overhead, so it can be used in production without a significant performance impact. There
exist lots of different built-in events. Also, users can create their own events [18, 20].

Graal VM Native Image supports JER events, including support for custom user events. But
only a subset of built-in events is generated at the moment ! [19]. Until now GraalVM Na-
tive Image only emitted jdk.ObjectAllocationInNewTLAB for allocation slowpath calls.
Also, large arrays allocated in unaligned chunks emit this event. This event contains the
TLAB size, which was the chunk size for both TLABs and large arrays.

'A list of generated built-in events is available here: https://www.graalvm.org/jdk24/reference-manual/
native-image/debugging-and-diagnostics/JFR/#built-in-events (visited on 06/25/2025)
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As we are now allocating TLABs as part of aligned chunks, we can no longer
use the chunk size. Instead, we have to emit the actual TLAB size. So, each
jdk.ObjectAllocationInNewTLAB event may contain a different size. Additionally,
objects can be allocated directly in an aligned chunk outside of a TLAB. JFR has
the jdk.ObjectAllocationOutsideTLAB event for this case. It does not contain the
TLAB size as data, only the size of the allocated object. Until now, GraalVM
Native Image did not generate this event. To decide what event should be gener-
ated, we use the output parameter allocatedOutsideTlab of the methods in List-
ing 4.4. If it is true, we emit a jdk.ObjectAllocationOutsideTLAB event, otherwise
a jdk.ObjectAllocationInNewTLAB event.

4.5 Producer Consumer Example

We want to test, if the dynamic resizing based on the allocation behavior works as ex-
pected, i.e., threads allocating lots of memory should get large TLABs and threads allo-
cating only a small amount of memory should get small TLABs. Also, we want to test if
the TLAB size changes dynamically, based on the allocation behavior.

For this, we created a producer consumer program. One thread is the producer and another
thread the consumer. After some iterations both threads switch their role, so the producer
becomes the new consumer and the other way round. Listing 4.5 shows the simplified
source code for this program. The class Worker extends Thread. It has fields for a shared
buffer, to get the allocated objects from the producer to the consumer. This can either be
a custom buffer or a concurrent collection. Another field stores the current role of this
worker, so is it a producer or a consumer. The field sum stores the sum of values of all
consumed objects. The run method loops for some number of iterations. The worker
switches its role after some number of iterations. Based on its role, the worker either
produces an object or consumes one.

The produce method takes an integer as parameter and allocates a SmallObject with this
integer has its value. The worker puts this object into the shared buffer. The consume
method takes a SmallObject out of the shared buffer and adds its value to the workers
sum.

The main method creates the shared buffer and two workers. Each worker gets an id, the
shared buffer, and their initial role. Then, both workers are started. The main method joins
both threads. Finally, the method prints the sums of the two workers.

Figure 4.3 shows three plots about the allocation behavior and the TLAB size calculation
of the two worker threads. All three plots have the number of GCs as their x-axis. They
show the values from GC 85 to GC 125. The workers switch their roles at the red vertical
lines. The first switch happens between GC 91 and GC 92. The second switch occurs
between GC 110 and GC 111.

The top plot shows the allocated bytes in MB in aligned chunks since the last GC. So,
worker 2 allocated 3.5 MB between GC 85 and GC 86. The different allocation behavior
of the two workers is clearly visible. Until the first switch, worker 2 is the producer and
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class Worker extends Thread {
private Buffer buffer;
private boolean isProducer;
private long sum = 0L;

public void run() {
for (int i = 0; i < iterationCount; i++) {

if (i % switchCount == 0) isProducer = !isProducer;

if (isProducer) produce(i);
else consume();

3

private void produce(int i) {
SmallObject obj = new SmallObject(i);
buffer.put(obj);

3

private void consume() {
SmallObject obj = buffer.take();
sum += obj.value;

}

public static void main(String[] args) {
Buffer buffer = new Buffer(64);
Worker wl = new Worker(1, buffer, false);
Worker w2 = new Worker(2, buffer, true);

wl.start();
w2.start();

wl.join(Q);
w2.join();

System.out.printIn("Sum of worker 1: " + wl.getSum());
System.out.printIn("Sum of worker 2: " + w2.getSum());

Listing 4.5: Simplified code of producer consumer example
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allocates 3.5 MB between each GC. Worker 1 is the consumer and only allocates a small
amount of memory. Between GC 91 and 92 the roles switch. So, worker 1 becomes the
producer and worker 2 the consumer. As the switch happened between two GCs, both
workers allocated more than 1 MB. With GC 93 the number of allocated bytes switched
completely. Now, worker 1 allocates 3.5 MB between each GC and worker two only a
small amount. The same holds for the second switch between GC 110 and GC 111.

The middle plot shows the weighted average of the allocated bytes in aligned chunks in
MB. Like in the top plot, the producer and the consumer are clearly visible. When the
workers switch their roles, the smoothing behavior of the weighted average is noticeable.
In contrast to the allocated bytes in the top plot, the average needs more GCs to completely
reflect the changed allocation behavior of the two workers.

The bottom plot shows the calculated desired TLAB size in KB. As the TLAB size is the
weighted average divided by some constant, the middle and bottom plots look identical,
except the different values and units of their y-axes.
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Figure 4.3: Example for TLAB resizing



Chapter 5

Precise Write Barriers

Currently, the Serial GC uses only imprecise write barriers. So, for a dirty card all objects
that are at least partially covered by that card and all of their references are visited by the
GC. This is especially problematic for large object arrays in unaligned chunks as they
contain lots of references. A single dirty card means that the whole array is visited. To
reduce the number of unnecessary visited references we can use precise write barriers for
these large arrays. Then, the GC only has to visit the references of the dirty cards.

First, Section 5.1 increases the CT size of the unaligned chunks, so that the whole chunk
has individual cards. Then, Section 5.2 implements the precise write barriers and changes
the remembered set to function with them.

5.1 Card Table for Unalighed Chunk

As described in Section 2.3.1, unaligned chunks can contain only one object. A single
CT entry that covers the object start is enough when using imprecise write barriers. For
precise write barriers this single entry is not sufficient. Therefore, we have to extend the
CT of unaligned chunks to cover the whole chunk. The size of unaligned chunks is not
constant and depends on the object size. So, the size of the CT is also no longer constant.

Figure 5.1 shows the new chunk layout. The chunk header has not changed. The CT is
larger and has entries for the whole object. The new field for the object start offset is
between the CT and the object. The final part is the object.

The CT is between the chunk header and the object. So, the object start offset is no longer
constant. To calculate this offset for a given chunk, the CT size needs to be computed
based on the total chunk size. So, also the chunk size or the object size can be used.

Getting the chunk for an object is a frequent operation because the write barrier needs
access to the CT. Therefore, this access has to be as fast as possible. So, we store the
object start offset in an additional field in the chunk header, between the CT and the object.
Therefore, it can be accessed with a constant offset relative to the object.

33
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Figure 5.1: New unaligned chunk layout

5.2 Implementation of the Precise Write Barriers

Now that we have CT entries for the object, we can implement and use precise write bar-
riers with unaligned chunks. The write barrier takes the address of the reference write
as an additional parameter. The method passes this to UnalignedChunkRemembered-
Set.dirtyCardForObject which dirties the CT. The dirtyCardForObject method im-
plements the precise card dirtying. It uses the new field in the chunk header for the object
start offset to get the chunk and the CT. It uses the address to calculate which card should
be dirtied. Finally, it dirties this card. The resulting machine code of a precise write bar-
rier is slightly longer than the one of an imprecise one. The reasons are reading the object
start offset and calculating the card to dirty.

Now, we have to use the precisely dirtied CT to determine the additional GC roots for the
young GC. Unaligned chunks can only contain three different types of objects, primitive
arrays, object arrays, and stored continuations. Each of them has to be handled differently.
Primitive arrays can never contain references. Therefore, we do not have to visit the CT
and return as fast as possible. Object arrays contain references. We have to visit all refer-
ences of dirtied cards and consider them as additional roots for the young GC. For this we
have to iterate over the CT and compute the dirty ranges. A dirty range is one or multiple
consecutive dirty cards. We use word-sized accesses to quickly go over large blocks of
clean and dirty cards. For each dirty range, we have to visit all references. This is easily
possible as the references are 4 bytes with compressed references and 8 bytes with uncom-
pressed references. The corresponding heap address of a card is always a multiple of the
card size. So, the corresponding heap address is always the address of the first reference
that is covered by the card. For the subsequent references we can add the reference size
to this address until we reach the end of the dirty range.

Stored continuations only use manually emitted imprecise write barriers. So, we only have
to check the first CT entry. If it is dirty we visit the whole stored continuation object.



Chapter 6

Evaluation

This chapter provides the evaluation of our implementations. First, Section 6.1 describes
how we tested our implementations for correctness. Section 6.2 describes the performance
metrics, the used benchmarks, and the used hardware. Section 6.3 contains the evaluation
of the benchmarks for our implementation of supporting multiple GCs in a single native
executable. Section 6.4 contains the evaluation of the dynamically sized TLABs. Finally,
Section 6.5 contains the evaluation of the precise write barriers used for large object arrays.

6.1 Correctness

For testing the correctness of our implementations, we were able to use the Oracle
GraalVM product tests. They test all components of Native Image with different con-
figurations. For example, they test with and without compressed references or with the
different GCs. Additionally, the tests are executed on multiple operating systems and
with different processor architectures.

6.2 Performance Evaluation

Performance evaluation is important to verify that we achieved our goal of improving the
memory footprint and performance for the implemented optimizations. All results are for
Oracle GraalVM.

Oracle GraalVM provides Profile-Guided Optimization (PGO) [26], which uses profiles
to further optimize the AOT compiled code. A profile contains how often certain events
occurred during the execution of the application. These events include how often a method
was called or what branch of an if statement was taken. If a benchmark was executed with
PGO, it is noted after the benchmark name.

6.2.1 Metrics

This section describes the used metrics. Optimizing for one metric may have a negative
impact on another metric. Not all metrics are relevant for all of our implementations.

35
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Maximum Resident Set Size

The resident set size (RSS) specifies the amount of physical memory that a process uses
[12]. The maximum RSS is the maximum amount the process used during its execution.
A lower maximum RSS is better.

Typically, there is a tradeoff between the maximum RSS and the performance. Achieving
an improvement of the maximum RSS leads to worse performance. The program has to
spend more time doing GCs to keep the memory footprint small. Therefore, it can spend
less time on the actual program, leading to worse performance. The same holds for the
other direction.

Execution Speed

The execution speed is used for measuring the performance of the benchmark. It describes
the performance compared to the baseline, which has execution speed 1. Here, a higher
value is better.

Binary Size

The binary size is the size of the created native executable of a benchmark in bytes. Here,
a lower value is better.

6.2.2 Benchmarks

For measuring the performance of our implementations, we used different benchmark
suites. Additionally, we used custom programs for testing some special cases. These
programs are described in the section of the relevant implementation.

Microservices

Graal VM Native Image provides several microservice benchmarks using different frame-
works.

® Micronaut [14] is a Java framework for building microservices and serverless appli-
cations. It focusses on quick start up times and a minimal memory footprint. We use
a helloworld example and a benchmark called ShopCart. ShopCart is a Java string
heavy microservice benchmark.

®m Spring [3] is a Java framework for building modular and scalable applications. We
use a helloworld example and the Spring PetClinic [4] sample application.

®m Quarkus [6] is a Java framework for building modern applications. It is optimized for
low memory usage and fast start up times. We use a helloworld example as part of
the benchmarks. Additionally, we use two Quarkus microservice benchmarks using
Tika [34], which is a toolkit for detecting and extracting metadata and text from files.
One uses odt files and the other one pdf files.
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DaCapo

DaCapo [2, 7] is a benchmark suite that consists of open-source Java applications. These
applications cover a wide range of application domains and application behaviors. We used
version 23.11-MR2-chopin of DaCapo. The benchmarks xalan and sunflow are excluded
from the evaluation as they have a large run-to-run variance in both maximum RSS and
performance.

Scala DaCapo

The Scala DaCapo [30, 33] benchmark suite is based on the DaCapo benchmark suite and
expands it with applications written in Scala. Similar to DaCapo, the applications are from
a range of different domains. We used version 0.1.0.

Renaissance

Renaissance [27, 28] is a benchmark suite that focusses on parallel and concurrent work-
loads. These benchmarks use different parallel programming styles, for example data-
parallelism, task-parallelism or lock-based and lock-free concurrent data structures. We
used version 0.16.0.

SPECjvm2008

SPECjvm2008 [32] is a benchmark suite consisting of real-world applications. It focusses
on computationally intensive workloads.

6.2.3 Benchmark Hardware

Most of the benchmarks were executed on servers in the Oracle Cloud. Two different types
of servers were used. The first type is e3 OCI bare-metal BM.Standard.E3.128 servers
with two AMD EPYC 7742 with 64 cores each and 2 TB of memory. The other type is
x52 machines with two Intel Xeon E5-2699 v3 with 18 cores each and 377 GB of memory.

Some non-standard benchmarks were executed on a HP ProBook 450 G10 with an Intel
Core 17-1355U with 2 performance cores and 8 efficiency cores. Depending on the bench-
mark, the application was pinned to either the performance cores or the efficiency using
the hwloc-bind command. This machine has 32 GB of memory.

6.3 Support Multiple GCs in a Single GraalVM
Native Image

For benchmarking the support of multiple GCs in a single GraalVM Native Image the e3
servers were used. Also, we only used the microservice benchmarks as we focused on
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supporting multiple GCs and including both GCs in a single executable comes with a few
performance disadvantages.

All benchmark executables included both G1 and the Serial GC. At run-time only one of
them was used to compare that GC to the baseline for this GC. The baseline executables
contained only G1 or the Serial GC.

We could not notice any performance difference for G1. So, the overhead of forwarding the
image singleton calls to the G1 implementations is negligible. This behavior was expected,
as G1 itself was not modified.

Figure 6.1 shows the performance results of the Serial GC. The y-axis shows the execu-
tion speed of the individual benchmarks. All results are relative to the baseline, which is
shown by the red line. The green line shows the geometric mean of all benchmarks, which
shows an overall regression of 3 %. Two of the seven benchmarks, Tika odt-medium and
ShopCart, show a performance improvement. Four of the seven benchmarks show a large
performance regression. The three helloworld benchmarks only have short application
runtimes, therefore the initialization of the FOT during the isolate startup has a large im-
pact on these benchmarks.
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Figure 6.1: Execution speed of microservice benchmarks with Serial GC

The performance improvements, but also the regressions are caused by using the G1 write
barriers. Tika odt-medium and ShopCart can take advantage of the precise write barriers
for all arrays. Also, the regression is caused by the G1 write barriers. They include code
that is only needed for the G1. But this code is also executed for the Serial GC, as all
isolates share the same AOT compiled code, containing only G1 write barriers.
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6.3.1 Binary Size

Table 6.1 shows the binary size of a simple Java helloworld program with different GCs
included in the executable. We use helloworld for measuring the binary size as this results
in the largest percentual differences between the different executables. The executable
only containing the Serial GC is the smallest one, with a size of 6.82 MB. The reason is
that the Serial GC is simpler and needs less code than G1. The executable with G1 has
8.68 MB as G1 is more complex and has more code. Also, the G1 write barriers are larger.
Finally, the executable containing both the Serial and the G1 GC has a size of 9.02 MB.
Of course, the executable with both GCs is the largest, as it contains the code for both
GCs. Most of the parts of the native executable are independent from the GC and can be
shared between them. Therefore, the executable with both GCs is only 341 KB larger than
the one including only G1.

Included GCs Binary Size [MB]

only Serial GC 6.82
only G1 GC 8.68
Serial and G1 GC 9.02

Table 6.1: Binary sizes of helloworld native executables including different GCs

6.3.2 Larger Aligned Chunks in the Compacting GC

For benchmarking the adapted compacting GC with support for larger aligned heap
chunks, we have executed all benchmark suites and used the Oracle x52 servers. The
main goal was to support larger aligned heap chunks, so that the compacting GC can be
used together with G1. The figures show the benchmark results for some selected bench-
marks and the geometric mean over all executed benchmarks as the green line. Figure 6.2
shows the maximum RSS and Figure 6.3 the execution speed. All results shown are rela-
tive to the baseline. In this case the baseline is the already existing compacting GC with
512 KB aligned chunks. The plots show it as red lines. Also, the adapted compacting GC
uses 512 KB for the size of the aligned chunks.

Most benchmarks have a small regression in their maximum RSS. For example, DaCapo
lusearch with PGO has a 3 % regression and Scala DaCapo factorie has a 1 % regression.
Some benchmarks have larger regressions. For example, ShopCart with PGO has a re-
gression of 13 % and SPECjvm2008 xml.validation a regression of 8 %. The geometric
mean of all benchmarks shows a regression of 5 %.

Some benchmarks show an improvement in their execution speed. For example, DaCapo
lusearch with PGO has an improvement of 6 % or Scala DaCapo factorie an improvement
of 9 %. For a few benchmarks, the execution speed is unchanged. The other benchmarks
have a regression in their execution speed. For example, Renaissance philosophers with
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PGO has a regression of 7 % or ShopCart has a regression of 3 %. The geometric mean of
all benchmarks is 1.00, so overall the performance did not change.

The reason for the regression of the maximum RSS is the different object header, which
includes the mark word. So, for the same number of live objects more memory is neces-
sary. Overall, the performance stays the same as the reference fixup is faster as the GC
can read the relocation offset directly from the object header. But, again due to the larger
object header, more memory gets allocated and therefore more GCs are necessary, elimi-
nating the saved time. For example, a test program allocating a lot of objects, allocates 1 %
more memory and executes 1 % more GCs with the modified compacting GC compared to
the existing implementation. Additionally, it has a 2 % higher execution time. For some
benchmarks the faster reference fixup outweighs the time spent in the additional GCs. For
example, Scala DaCapo factorie has only a small regression in its maximum RSS but a
significantly faster execution speed.

6.4 Dynamically Sized TLABs

For benchmarking the dynamically sized TLABs the Oracle x52 servers were used. As
using dynamically sized TLABs is an optimization, all benchmark suites were executed
with and without using PGO. Again, the figures show a selection of the executed bench-
marks. Figure 6.4 shows the maximum RSS and Figure 6.5 shows the execution speed.
Again, all results are shown relative to the baseline. The baseline uses fixed-sized TLABs
consisting of complete aligned chunks. It is shown by the red lines. The green lines show
the geometric mean over all executed benchmarks.

The dynamically sized TLABs lead to an improvement for many benchmarks in the max-
imum RSS. For example, Scala DaCapo tmt with PGO and Renaissance finangle-http
with PGO have large improvements of 34 % and 27 % respectively. Other benchmarks
only show small improvements. For example, PetClinic with PGO has an improvement
of 3%. But there are also benchmarks with a regression. For example, SPECjvm2008
xml.validation has a regression of 5 %. The geometric mean of all benchmarks shows an
improvement of 9 % for the maximum RSS.

For some benchmarks, the execution speed has not changed, e.g., for DaCapo fop with
PGO. Some others have small regressions, for example SPECjvm2008 crypto.signverify
with PGO has a regression of 4 %. The geometric mean of all benchmarks shows a regres-
sion of 3 %.

The improvements in the maximum RSS show that the dynamically sized TLABs lead to
a reduction of unused memory. The reason for the performance regression is a different
behavior of the Serial GC caused by its GC policy. The standard policy is tuned for the
fixed sized TLABs consisting of complete aligned chunks. With the dynamically sized
TLABs, the GC policy decreases the eden size too much, which leads to the VM spending
more time doing GCs and decreasing application performance.

We have also executed the PetClinic benchmark with a different number of threads and a
fixed Java heap size. We used the JVM option -XX:ActiveProcessorCount for setting
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Figure 6.4: Relative maximum RSS results using dynamically sized TLAB
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Figure 6.5: Execution speed results using dynamically sized TLAB
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the number of threads. The initial heap size was set to 1 GB. The maximum heap size was
set to 4 GB. Figure 6.6 shows the results. The number of threads is visible on the x-axes.
The y-axes show the measured values. The top plot shows the maximum RSS in MB and
the bottom plot the throughput results in requests per second. Both plots show the fixed
sized TLABs with complete aligned chunks in orange and the dynamic sized TLABs in
blue. The X shows the average of all runs. The error bars show the standard deviation.

For 1, 2, 4, 8, 16 and 32 threads, there is no difference for the maximum RSS between the
fixed sized and the dynamic sized TLABs. The first difference is visible with 64 threads.
Here, the executable using dynamically sized TLABs has a 3.4 % lower maximum RSS.
With 128 and 256 threads this gap between the average values increases to a 3.9 % and
a 5.3 % lower maximum RSS respectively. The throughput does not show any difference
between the two TLAB variants. Throughput does not scale above 8 threads as these runs
were executed on the HP ProBook 450 G10, which only has 10 cores in total. The dynamic
sized TLABs lead to an improvement in the maximum RSS with a fixed heap size without
a corresponding throughput regression.

6.5 Precise Write Barriers

Using precise write barriers for large arrays in unaligned chunks is an optimization. There-
fore, all benchmark suites were executed on Oracle x52 servers with and without PGO.
The figures show the benchmark results for a selection of benchmarks. Figure 6.7 shows
the execution speed and Figure 6.8 the binary size of the created executables. Again, all
results are shown relative to the baseline. The baseline uses imprecise write barriers for
all objects and arrays. It is drawn as the red lines. The green lines show the geometric
mean over all executed benchmarks.

Only some benchmarks show a performance improvement. For example, DaCapo h2 has a
15 % performance improvement and ShopCart has a 5 % performance improvement. Most
benchmarks have the same performance as with using imprecise write barriers. Some
benchmarks have worse performance. For example, SPECjvm2008 xml.validation has a
5 % regression. The geometric mean over all benchmarks shows a 1 % regression for the
execution speed.

Most benchmarks do not show a change in binary size. Some benchmarks have a small
increase. For example, the binary size of DaCapo h2 and SPECjvm2008 xml.validation
has increased by 3 %. The geometric mean of all benchmarks shows an increase in binary
size by 1 %.

The GC needs some additional time for iterating the CT and finding the dirty cards. Bench-
marks that can take advantage of the precise write barriers show a performance improve-
ment. The GC has to visit fewer references, which also outweighs the additional time for
visiting the CT. If the benchmarks have large arrays using precise write barriers, but have
lots of dirtied cards, they show performance regressions. The GC has not only to visit
lots of references, but also needs time iterating over the CT finding the dirty cards. Other
benchmarks that do not use large arrays do not show any performance changes. This is
expected, as we did not change anything related to normal objects and small arrays.
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Figure 6.7: Execution speed results using precise write barriers for large arrays

As described in Section 5.2, a precise write barrier has more code than an imprecise one.
Therefore, all binary size regressions are caused by this. Benchmarks with a larger size
increase have more precise write barriers than ones with no or only a small increase. For
example, DaCapo h2 has an increased binary size and also an improved performance.

We also directly tested the impact of using precise write barriers with a custom bench-
mark. Listing 6.1 shows the source code. First, we allocate a large Object array with
a size of 1 GB. As we use compressed references, the array contains 256 - 1024 - 1024
references. Then, we fill the entire array with new objects. Allocating these objects may
execute an arbitrary number of GCs. So, we use System.gc() to make sure at least one
GC is performed and that our initial array is in the old generation. We create a new object
and store it at some index of the array. This is now a reference from the old generation
to the young generation. So, the write barrier dirties the card for this index. Now, we
trigger a second GC to use this dirtied card. The benchmark is executed with the options
-XX:+PrintGCTimes and -XX:+VerboseGC, which prints the time used for the different
GC phases for each GC.

We executed this benchmark 30 times with the existing imprecise write barriers and 30
times with the precise ones. Table 6.2 contains the average execution times for the different
GC phases in milliseconds. The phase blackenDirtyCardRoots uses the CT for finding
additional GC roots. With imprecise write barriers, the GC visits all references of the
large array. It needs 809.763 ms for this. With precise write barriers, the GC only has to
visit the references of the dirtied card, which is much faster. It only needs 1.995 ms. All
other GC phases need approximately the same amount of time.
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public static void testPreciseWriteBarrier() {

Object[] obj = new Object[256 * 1024 * 10247;

for (int i = 0; i < obj.length; i++) {
obj[i] = new Object();

3

System.gc();

objlobj.length / 2] = new Object();
System.gc();

Listing 6.1: Java code testing the precise write barrier
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GC phase time [ms]
imprecise write barrier precise write barrier
collection 11247.509 10294.271
rootScan 11191.978 10245.770
scanFromRoots 10381.344 10242.890
scanFromDirtyRoots 810.634 2.879
promotePinnedObjects 0.000 0.001
blackenStackRoots 0.026 0.162
walkThreadLocals 0.002 0.003
blackenImageHeapRoots 0.046 0.048
blackenDirtyCardRoots 809.763 1.995
scanGreyObjects 10381.318 10242.724
referenceObjects 0.001 0.001
releaseSpaces 1.462 1.476

Table 6.2: Times for the different GC phases



Chapter 7
Related Work

Soman et al. implemented a system for the JikesRVM that switches dynamically between
GCs at run-time [31]. It supports different types of GCs, for example semi-space, copying-
mark-sweep, and other generational GCs. For switching the GC they halt all application
threads, like when executing a GC. Depending on the type of switch, i.e., on the current
GC and the new GC, no GC, only a young GC, or a full GC is necessary. Similar to a
GraalVM Native Image, an image of the JikesRVM also includes only a single GC. They
had to include all GCs in the JikesRVM image to switch between them. Similar to us, they
share as much code as possible between the GCs. In contrast to this thesis, they switch the
GC of the complete VM, whereas we use different GCs for different isolates. But we faced
the same issues. They used a common object header layout for all GCs, but the different
GCs may use the different fields for different purposes. Similar to us, they used the same
write barrier for all generational GCs.

.NET is an open-source, cross-platform framework created by Microsoft, suited for build-
ing different application types [15]. The .NET runtime uses a compacting GC that uses
plugs and gaps for grouping the live and dead objects [13]. The GC splits the heap into two
parts: the small object heap and the large object heap. The large object heap contains all
objects that exceed a certain threshold. The small object heap contains all smaller objects.
The small object heap is further split into three generations. Unlike the Native Image GCs,
.NET does not split the generations further into chunks or regions. Like in the compacting
variant of the serial GC, the plug information is stored directly in front of the plug inside
a gap. It contains the gap size, the relocation offset and some additional other data. To not
have any limitations on the size of the generations, .NET uses 24 bytes on a 64-bit system
for the plug information. Therefore, each gap must have at least 24 bytes. So, .NET uses
a minimum object size of 24 bytes. As consequence, the .NET compacting GC does not
have the problem that all objects of a plug have to fit into the same chunk and the problem
of having two consecutive plugs without a gap between.

The G1 GC included in HotSpot [8, 24, 25] also uses dynamically sized TLABs. The im-
plementation in this thesis and the one in the G1 are quite similar. The only big difference
is what values are used for calculating the average allocation amount, which is used for cal-
culating the TLAB size. G1 uses the relative amount a thread allocated in eden compared
to all memory allocated in eden. Whereas the dynamically sized TLABs implemented in
this thesis, use the absolute amount allocated in TLABs.
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Chapter 8
Future Work

Although we achieved our goals of supporting multiple GCs in a single GraalVM native
executable and improving the performance and memory footprint, there is still lots of room
for improvements.

The implementation for supporting multiple GCs has some limitations. Only the Serial GC
and the G1 GC can be combined. All other combinations, e.g., all three GCs or combining
the Serial GC and the Epsilon GC, are not supported at the moment. Combining the Serial
GC and the Epsilon GC in a single executable would require a similar approach. The
implementation would be simpler though as both GCs already share a lot of functionality,
e.g., the object layout. Currently, the GC policy is selected at build-time and only that
policy is included in the created native executable. So, multiple policies would need to be
included at build-time. At run-time, the isolate would then choose which one to use. This
should also make it possible to include all three GCs in the same executable.

The compacting variant of the Serial GC currently uses a mark-bit within the object header.
Replacing these bits with a mark bitmap should increase the performance [29]. A mark
bitmap stores the marks more compact. This allows for combined testing if objects are
marked and for grouped clearing of the mark bits. This compact mark bitmap should lead
to better cache locality further increasing the performance. As the Serial GC is single-
threaded, only a single-thread will access the bitmap. So, synchronization is not necessary.

As described in Section 6.4, the GC policy of the Serial GC decreases the eden size with
dynamic sized TLABs compared to TLABs with a fixed size, which leads to reduced per-
formance. It should be possible to improve the GC policy to mitigate this issue and improve
the performance.
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Chapter 9

Conclusion

This thesis presented the support for including multiple GCs in a single GraalVM native
executable and for deciding at run-time on a per isolate basis, which GC to use. We focused
on keeping the impact on image size and the memory footprint as small as possible by
sharing parts of the native executable like the image heap or the write barriers between all
included GCs.

Additionally, a high performance and low memory footprint is important for GraalVM
Native Image. Therefore, we implemented two optimizations for the Serial GC. The first
one is to allocate TLABs as part of aligned chunks. The size of them is changed dynam-
ically based on the allocation behavior of a thread. This reduces the memory footprint
compared to fixed-sized TLABs. The other optimization is to use precise write barriers
for large arrays. This reduces the number of references the GC has to check.

Furthermore, we evaluated the correctness and the performance of the implementations.
Having both the Serial GC and the G1 in the same native executable does not negatively
impact the performance of the G1. There can be an impact on the performance of the
Serial GC though, as the more complex G1 write barriers are used by both GCs in that
case. For the optimizations, we found that the dynamically sized TLABs improve the
maximum RSS, but at the same time also decrease the performance a bit. This decrease
is caused by the GC policy, which needs a bit of tuning to reduce this negative impact. As
expected, the performance of the precise write barriers depends on the application. Only
applications that use large arrays can take advantage of them.
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List of Acronyms

GC garbage collector

TLAB thread-local allocation buffer
JFR JDK Flight Recorder

JVM Java Virtual Machine
JDK Java Development Kit
JRE Java Runtime Environment
AOT ahead-of-time

G1 Garbage-First

VM virtual machine

CT card table

OS operating system

FOT first object table

RSS resident set size

PGO Profile-Guided Optimization
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