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Abstract

Abstract

Multi-language compilers such as GraalVM support the implementation of dif-
ferent programming languages. Testing every programming language implemen-
tation is essential to ensure that source code is compiled exactly as specified.
Fuzzing, or random testing, tests a system with random inputs. Compiler fuzzing
applies this principle to compilers, where random source code is given to the com-
piler to test for crashes, hangs or miscompilations.

A previous project extended GraalVM’s fuzzing infrastructure by a simple
grammar-based source code generator that produces syntactically and semanti-
cally valid source code using an attribute grammar of a programming language.
This thesis extends this source code generator with mechanisms to support more
language features and increase output quality for fuzzing effectiveness. It extends
the type system with compound types such as function types, product types and
record types that can model multi-argument methods or classes and structs. Fur-
thermore, this thesis also introduces the liveness constraint, which prevents dead
assignments that would be thrown away in early compiler phases. The last contri-
bution is an investigation into whether the same attribute grammar can be used
to not only generate, but also mutate source code. Different mutation operations
are presented, some working without any changes to the grammar, and also some
which might require some additional attributes.
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Kurzfassung

Kurzfassung

Mehrsprachen-Compiler wie GraalVM unterstützen die Implementierung von ver-
schiedenen Programmiersprachen. Jede Programmiersprache zu testen ist essen-
ziell, um sicherzustellen, dass Quellcode exakt nach Spezifikation kompiliert wird.
Fuzzing ist eine Methode, bei der ein System mit zufälligen Eingaben getestet
wird. Compiler Fuzzing wendet dieses Prinzip auf Compiler an, indem zufäl-
liger Quellcode vom Compiler kompiliert wird und nach Crashes, Hängern und
Miskompilationen getestet wird.

Ein Vorgängerprojekt erweiterte GraalVM’s Fuzzing-Infrastruktur um einen
einfachen grammatik-basierten Quellcodegenerator, der syntaktisch und seman-
tisch korrekten Quellcode mithilfe einer attributierten Grammatik einer Program-
miersprache generieren kann. Diese Arbeit erweitert ich diesen Quellcodegener-
ator mit Mechanismen, um mehr Features von Programmiersprachen zu unter-
stützen und die Qualität des Outputs zu erhöhen, um damit die Effektivität von
Fuzzing zu verbessern. Es wird ein Typsystem mit zusammengesetzten Typen wie
Funktionstypen, Produkttypen und Record-Typen eingeführt, welche Methoden
mit mehreren Parametern oder Klassen und Strukturen modellieren. Zusätzlich
wird der Liveness-Constraint eingeführt, der tote Zuweisungen vorbeugt, welche
in frühen Compilerphasen entfernt würden. Der letzte Beitrag ist eine Unter-
suchung, ob dieselbe attributierte Grammatik nicht nur zum Generieren, sondern
auch zum Mutieren von Quellcode genutzt werden kann. Verschiedene Muta-
tionsoperationen werden präsentiert, welche, die ohne Änderung der Grammatik
arbeiten können, und auch solche, die zusätzliche Attribute benötigen würden.
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Introduction

1 Introduction

Testing large and complex software systems is a time and resource intensive,
however indispensable process. This is especially true for compilers, which are
essential in software development and thus used by developers worldwide. From
a user’s perspective, a compiler is a black box that must be trusted to fulfill its
purpose as specified. If a compiler crashes or hangs, a user is incapable of changing
anything about it except rewriting the source code to a semantically equal, but
compilable (by the broken compiler) version. Even worse, if the compiler silently
miscompiles code it might not be detected for a long time. And when it is, a user
will search for the bug in their own source code first before suspecting a bug in
the compiler. Hence, miscompilations might cause users to spend hours searching
for a bug that does not exist. Also, a miscompilation can be abused to breach
security [Bauer et al., 2015, David, 2018].

Hand-written tests mainly cover the cases that a programmer has thought
of during development, so they are prone to missing edge cases. Random test-
ing, also called fuzzing (Section 2.2), covers such cases by feeding random input
data to the system under test. In compiler fuzzing (Section 2.3), a fuzzer gen-
erates random source code and feeds it to a compiler for testing. The GraalVM
compiler (Section 2.4) is fuzzed regularly in addition to hand-written tests.

With the Truffle language implementation framework GraalVM supports a va-
riety of programming languages, however, currently only Java source code is used
when fuzzing. To cover edge cases of other languages, I developed a grammar-
based random source code generator in a first step leading up to this thesis. For
each programming language, there are formal grammar specifications available
online that the generator can use to generate syntactically valid random source
code. By adding properties to grammar elements, transforming it to an attribute
grammar, the generator can use semantic information such as type information
for making the code also semantically valid. However, fuzzing with the previous
generator was ineffective as its type system only supported primitive data types
and it produced a lot of dead code. [Barany, 2017] showed that ensuring liveness
of values greatly increases fuzzing effectiveness as the compiled code contains
significantly more instructions per line of source code.

The first contribution of this thesis is the implementation of the liveness con-
straint for the generation process, enforcing liveness of all assigned values at all
times to prevent early compiler phases from removing unnecessarily generated
code. Secondly, I implement compound types to model not only primitive types,
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Introduction

but also function types, product types and record types. With these types, the
generation of methods, tuples and classes/structs is possible.

Instead of generating random programs from scratch, fuzzing also works by
mutating existing code [Zalewski, 2016]. This mutation can be grammar-based as
well, keeping syntactic validity [Aschermann et al., 2019, Hodován et al., 2018].
With attribute grammars, mutation can even respect semantic validity. There-
fore, in addition to the contributions to the framework, I investigate how some
forms of mutation can be implemented in the framework and which changes would
have to be made beforehand.

The remaining sections of this thesis are structured as follows: Section 2 han-
dles key background concepts that are required to understand formal grammars,
fuzzing and GraalVM. In Section 3, I describe attribute grammars and how they
can be built in the current framework. Section 4 is about the generation process
that uses the built attribute grammar to construct an attributed concrete syntax
tree. Section 5 and 6 present the two main contributions, the liveness constraint
and the complex type system, respectively. In Section 7, I investigate different
kinds of mutation operators and how they could be implemented in the frame-
work. Section 8 shows the current results, i.e., for which languages I implemented
generators and examples of their output. Section 9 presents related work before
Section 10 concludes this thesis and provides an outlook on future work.
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Background

2 Background

2.1 Grammars

A language is a set of sentences (i.e., strings) of an alphabet. For example, the
Java language’s alphabet consists of its keywords, symbols such as ; and ., and
all valid identifiers and literal values. The Java language itself is the (infinite) set
of all syntactically (and semantically) valid Java programs.

Formal grammars are used to describe the syntactic structure of a language
in order to generate or parse (recognise) sentences [Harrison, 1978]. They are
composed of productions, i.e., rules that constrain how to rewrite strings of sym-
bols, so-called phrases. A symbol is either a terminal symbol (an element of
the language’s alphabet) or a nonterminal symbol, which represents some form
of abstract grammatical concept. Hence, a sentence is a phrase that only con-
tains terminal symbols. One nonterminal symbol is the start symbol, from which
all sentences of the language can be derived by rewriting until no nonterminal
symbols are left in the phrase. A general constraint for productions is that the
left-hand side of the rewrite must contain at least one nonterminal symbol. List-
ing 1 shows a grammar with two nonterminal symbols (the start symbol A and
B), three terminal symbols (‘x’, ‘y’ and ‘z’) and three productions.

Listing 1: A simple grammar followed by the derivation of a sentence. The start
symbol is A.

1 A → B ’x’ ’y’ .
2 B ’x’ → ’z’ B .
3 B ’y’ → ’z’ .
4
5 A → B ’x’ ’y’ → ’z’ B ’y’ → ’z’ ’z’

2.1.1 Context-free Grammars

If any production of a grammar contains multiple symbols on its left-hand side,
the grammar is called context-sensitive. Grammars with this property are not
used in most practical cases as in general, recognising a phrase of a context-
sensitive grammar is PSPACE-complete [Lita, 2016]. This strongly suggests that
there is no algorithm that solves this problem in polynomial time as P=PSPACE
immediately implies the famous P=NP. To make grammars more usable, we
restrict all left-hand sides to only contain a single nonterminal symbol. If a
phrase contains a nonterminal symbol, we look up one of the productions that
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has the symbol on its left-hand side and apply the derivation. This is done until
there are no nonterminal symbols left and the phrase becomes a sentence.

Such grammars are called context-free as we can rewrite nonterminal symbols
without any context, i.e., without any information about other symbols in the
phrase.

2.1.2 Extended Backus-Naur Form (EBNF)

EBNF is a notation for context-free grammars [Scowen, 1998]. It introduces sym-
bols for alternations, repetitions or options to make the right-hand sides of pro-
ductions more expressive. In this thesis, I will not use the standard EBNF no-
tation. Instead, I will use the same notation as ANTLR (ANother Tool for
Language Recognition), which is a parser generator for languages defined in
EBNF [Parr, 2013].

An example of a grammar specification using this notation is given in Listing 2.
It shows blocks (()), alternations (|), options (?) and repetitions (* and +). A
block is a concatenation of symbols. At alternations, only one of the alternatives
separated by the vertical bar can be chosen when deriving or recognising a phrase.
Options allow for the symbol or block on its left side to be skipped. Repetitions
are self-explanatory, the difference of the two symbols is that + requires at least
one repetition while * allows for the element on its left side to be skipped, which
is equivalent to +?.

Listing 2: A context-free grammar given in ANTLR format.
1 A : B+ C* ;
2 B : ’x’ (’y’ ’y’)? | C ;
3 C : ’z’ ;

2.1.3 Concrete Syntax Trees (CSTs)

When deriving a sentence of a context-free grammar, we iteratively replace non-
terminal symbols by zero or more other symbols. This process can be modeled by
a concrete syntax tree (CST). An inner node of a CST is a nonterminal symbol
and its children are the nodes that replace it. Leaves can be terminal symbols
or nonterminal symbols that are replaced by the empty phrase ε. When the
process is finished, traversing all terminal leaves from left to right yields the sen-
tence. Figure 1 shows a CST that can be constructed during the derivation of
the sentence x x y y z z of the grammar shown in Listing 2.
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A

B B C

'x' 'x' 'y' 'y' 'z'

B

C

'z'

Figure 1: A CST of a derivation of a sentence of Listing 2.

A CST differs from an abstract syntax tree (AST) by keeping the exact syn-
tactic structure as defined in the grammar. ASTs do not contain terminal and
nonterminal symbols, but focus on the abstract operations and operators that
the syntax represents. Figure 2 shows a CST and an AST for the same addition.

Deriving a sentence by constructing a CST has an important advantage for
fuzzing over just replacing symbols in a phrase: The syntactic structure of the
phrase is available at all times and information can be propagated throughout
the tree. When encountering an alternation or a repetition in the grammar, the
decisions on which alternative to choose or how many repetitions to perform could
be dependent on the structure of the (unfinished) CST.

2.2 Fuzzing

Fuzzing or ‘random testing’ started out as an assignment for the students of
the University of Wisconsin-Madison. Prof. Barton P. Miller tasked his students
with the creation of “The Fuzz Generator”, which fed streams of random char-
acters to various UNIX utilities [Miller et al., 1990]. A third of those utilities
were unable to process the input correctly and crashed, hung or even crashed the
operating system. These bugs were then reported and fixed. Today, fuzzing is
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addition

expression expression'+'

literal literal

'1' '2'

+

'1' '2'

Figure 2: A CST and an AST, both representing 1 + 2.

widely used to test systems that process structured inputs [Aizatsky et al., 2016,
Aschermann et al., 2019, Chen et al., 2018, Hatch et al., 2023, Manès et al., 2021,
Hodován et al., 2018, Xu et al., 2020, Zalewski, 2016].

2.3 Compiler Fuzzing

Compilers are systems that process source code and thus can also be tested using
fuzzing. Due to the input being highly structured, i.e., having to adhere to many
different syntactic and semantic constraints, feeding random character streams is
ineffective as they will not pass the compiler’s parser. The input must be at least
syntactically and semantically valid in order to reach deep compiler phases and
uncover their bugs. Determinism is essential when testing, so generating source
code with undefined behaviour (e.g. reading from an uninitialized array in C)
must be avoided [Yang et al., 2011]. Hence, deep fuzzing of compilers requires a
powerful source code generator.

2.4 GraalVM Compiler

GraalVM is a Java Virtual Machine (JVM) that builds upon the HotSpot VM1

by adding a new Just-In-Time (JIT) compiler. Based on collected profiling infor-
mation, JIT compilation finds a trade-off between interpreting Java bytecode and

1https://openjdk.org/groups/hotspot/docs/RuntimeOverview.html
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dynamically compiling methods of a program that are executed repeatedly. Such
methods are compiled to native code using the JIT compiler if the performance
benefits outweigh the compilation effort. This code is then executed directly on
hardware instead of the usual interpretation. Profiling information collected dur-
ing runtime enables speculative optimization of such code sections by making
assumptions about the program state and checking them in the compiled code.
Should these assumptions turn out to be false, deoptimization causes the program
to return to bytecode interpretation.

The GraalVM compiler [Click and Paleczny, 1995, Duboscq et al., 2013] con-
structs an intermediate representation (IR) from bytecode as a sea-of-nodes,
combining a data flow graph (DFG) and a control flow graph (CFG) in static
single-assignment (SSA) form. This graph has three levels of abstraction, where
compilation starts at the highest level, gradually lowering it until a platform-
specific low-level IR (LIR) can be built. Currently, there are over 60 different
optimizations available that transform the IR. GraalVM not only supports JIT
compilation, but also ahead-of-time (AOT) compilation to generate platform-
specific machine code in advance. Startup-time, performance and memory usage
greatly benefit from this as the overhead caused by interpretation and just-in-time
compilation vanishes.2

2.5 Truffle Language Implementation Framework

GraalVM does not only support Java as its front end. Using the Truffle Language
Implementation Framework [Wuerthinger et al., 2013], “Guest Languages” can be
implemented and thus used with GraalVM. Notable language implementations
are GraalJS3, FastR4, GraalPython5 and TruffleRuby6. For every language that
is implemented, many hours must be spent for testing. It is desirable to do fuzz
testing along with the usual unit testing to find bugs in edge cases, but building
a proprietary code generator for each language is a tedious task with possibly
a lot of code duplication. Hence, in this thesis, I will present a grammar-based
source code generator that makes implementing a fuzzer for a language quicker
and easier.

2This paragraph quotes my previous work available at
https://ssw.jku.at/Teaching/BachelorTheses/2024/Schwarcz_Florian.pdf

3https://github.com/oracle/graaljs
4https://github.com/oracle/fastr
5https://github.com/oracle/graalpython
6https://github.com/truffleruby/truffleruby
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3 Specifying Grammars

This thesis builds upon an existing framework for grammar-based source code
generation that I developed in a first step leading up to this thesis. In this
section I will present how we can define grammars in the framework and how the
generation process works.

3.1 Attribute Grammars

Formal grammars only define the syntax of a language. If we use an excerpt of
the grammar for Java shown in Listing 3 to check syntactic validy of source code,
x = true would be a valid assignment even if x’s type is not a boolean.

Listing 3: A snippet of the official Java grammar.
1 assignment : leftHandSide assignmentOperator expression ;
2 leftHandSide : expressionName ... ;
3 assignmentOperator : ’=’ | ’*=’ | ’/=’ | ... ;
4 expression : ... ;

This problem also arises in natural languages: “Colorless green ideas sleep
furiously” is a sentence formed by [Chomsky, 1975] that is syntactically valid but
lacks a meaningful interpretation. Colorless and green are contradicting adjec-
tives, ideas are an abstract concept and therefore cannot sleep, and sleeping is not
possibly doable in a furious way. What sentences in programming languages and
real languages need is not only syntactic, but also semantic validity. Semantics
defines how sentences, or parts of them, are interpreted, i.e., what their meaning
is. If there exists a sensible interpretation of a sentence, it is semantically valid,
otherwise not.

An attribute is a piece of (semantic) information that is attached to a node in
a concrete syntax tree (CST). Each attribute needs a function that describes how
it is computed using available information such as attributes from other nodes
anywhere in the tree. This enables semantic information to flow up and down
the CST and, when generating a phrase, influence the decision making process at
alternations, repetitions and options. When parsing, properties can be used to
build up data structures such as a symbol table and check semantic validity with
it. Formal grammars can be extended with properties that, during the creation
of a CST, can attach and process attributes of nodes. Additionally, properties
can directly influence the generator’s decision making process by e.g. defining
probability distributions over alternatives.
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Specifying Grammars

There are two kinds of attributes, inherited and synthesized attributes. In-
herited attributes are calculated using attributes from parent or sibling nodes.
Synthesized attributes on the other hand depend on the children’s attributes.
Figure 3 shows an example of inherited attributes. We can see the grammar from
Listing 2 as well as the CST from Figure 1. The grammar now has properties
that, for all nonterminal symbols except for the start symbol A, attach its depth
as an inherited attribute, i.e., it is computed using the depth attribute of its par-
ent. Note that the notation used in this listing is not standard but a simplified,
example-specific notation.

1 A : B<d=1>+ C<d=1>* ;
2 B<in d> : ’x’ (’y’ ’y’)? | C<d=d+1> ;
3 C<in d> : ’z’ ;

A

B B C

'x' 'x' 'y' 'y' 'z'

B

C

'z'

1 1 1 11

2

Figure 3: Attribute grammar with properties computing the attribute d (depth),
displayed as values attached to nodes in the CST.

3.2 Building Grammars in the Current Framework

The primary purpose of the framework is generating code for GraalVM’s fuzzing
infrastructure. Like all components of GraalVM, the framework is written in
Java and a grammar is specified in a Java class extending the Generator base
class. The generation framework represents every language grammar, along with
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its properties, as a Java data structure. Each element of an EBNF grammar has
its corresponding representation in the framework:

• Production. A Rule is a nonterminal symbol with attached language ele-
ments that build its production. Rules should first be declared, where just
the names of their nonterminal symbols are given, then their productions
should be defined. With this forward declaration, rules can be arbitrarily
cross-referenced by nonterminal symbols and recursive grammars can be
implemented.

• Terminal Symbol. A Terminal is an object containing a hardcoded string
or a function computing a dynamic value, such as a numerical constant or
an identifier.

• Nonterminal Symbol. A Nonterminal references a Rule and can be
created by calling ref on it.

• Block. Blocks contain a list of inner elements.

• Alternation. An Alternation also contains inner elements, but must
choose exactly one during the generation process.

• Option, Kleene Star, Kleene Plus. Quantified elements are used to
denote the repetition of an inner element. They can be created by calling
opt, star and plus on any language element, which results in a Quantified
element with a set minimum and maximum of repetitions. By default, an
option has 0-1, a kleene star 0-MAX and a kleene plus 1-MAX repetitions
where MAX is an adjustable global maximum to avoid endless repetitions.

Listing 4 shows an example grammar in EBNF and its implementation in the
framework. The grammar’s productions are shown as comments above the rule
definitions. In the last line we can see that the start symbol of the grammar must
be explicitly set. Properties can be attached to every language element (except for
Rule, i.e., whole productions) using a fluent interface. The Quantified element
created with star() in line 6 has a property attached that restricts the number
of repetitions to at most 4. Section 4.2 describes all properties that were already
available before the contributions of this thesis.

3.3 Automatic Translation of ANTLR grammars

Defining the entire grammar of a programming language in the framework is
tedious, therefore we created a proprietary tool in Python that builds a tem-
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Listing 4: Implementation of a simple grammar.
1 // forward declarations of rules
2 Rule A = new Rule("A");
3 Rule B = new Rule("B");
4 Rule C = new Rule("C");
5
6 // A : B C* ;
7 A.define(block(B.ref(), C.ref (). star ().max (4)));
8 // B : ’x’ ’y’? | C ;
9 B.define(alternation(

10 block(terminal("x"), terminal("y").opt()),
11 C.ref ()));
12 //C : ’z’ ;
13 C.define(terminal("z"));
14
15 this.start = A;

plate for a [Language]Generator class from an EBNF grammar specification in
ANTLR [Parr, 2013]. Listing 5 shows an example of such a generator for the Java
grammar. Many appearences of class instance creations or array creations with
new have been put behind factory methods in the base class to make the code
more readable. First, we have a pool of string-constant terminal symbols that
appear throughout the grammar specification to avoid duplicates and lenghty
terminal("...")s in the rule definitions. Then, we have Rule objects for all
productions/nonterminal symbols in the grammar. After this, the productions
are defined by combining language elements as described in the formal grammar
specification.
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Listing 5: Example of a Java generator.
1 public class JavaGenerator extends Generator {
2 protected void setupGrammar () {
3 // region Terminal Pool
4 final Terminal EXPORTS = terminal("exports");
5 ...
6 final Terminal ADD = terminal("+");
7 final Terminal SUB = terminal("-");
8 ...
9 // endregion

10 // region Rule Declarations
11 final Rule start_ = rule("start_");
12 final Rule identifier = rule("identifier");
13 ...
14 final Rule additiveExpr = rule("additiveExpr");
15 ...
16 // endregion
17 // region Rule Definitions
18 // start_ : compilationUnit EOF ;
19 start_.define(block(
20 compilationUnit.ref(), terminal("EOF")
21 ));
22 // identifier : Identifier | contextualKeyword ;
23 identifier.define(alternation(
24 terminal("Identifier"),
25 contextualKeyword.ref()
26 ));
27 ...
28 // additiveExpr : multiplicativeExpr
29 // | additiveExpr "+" multiplicativeExpr
30 // | additiveExpr "-" multiplicativeExpr ;
31 additiveExpr.define(alternation(
32 multiplicativeExpr.ref(),
33 additiveExpression.ref(), ADD , multiplicativeExpr.ref(),
34 additiveExpression.ref(), SUB , multiplicativeExpr.ref()
35 ));
36 ...
37 // endregion
38 this.start = start_;
39 }
40 }
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4 Generating a CST

Being aware of how the framework generates a sentence out of a given grammar
is essential for understanding the contributions in this thesis, as well as for users
in general. When attaching properties to the grammar, there are several pitfalls
that can be avoided when users know about the behaviour of certain grammar
elements.

4.1 Generation Process

Listing 6: generate method of the Generator base class.
1 public Node generate(RandomUtil random) {
2 NonterminalNode root = new NonterminalNode(start);
3 root.setRandom(random );
4 start.getElement (). expand(root , root.getType ());
5 return root;
6 }

Inner nodes of a CST are NonterminalNodes, which reference nonterminal
symbols. Leaves are mostly TerminalNodes, which reference terminal symbols,
unless a nonterminal node does not have any children because the referenced non-
terminal symbol resolved to the empty phrase ε. Depending on the properties in
the attribute grammar, the generator attaches attributes with semantic informa-
tion to the node objects. An implicit property defines the depth attribute, which
by default is the depth of a node’s parent plus one and zero for the root node.
As shown in Listing 6, to create the root node, the generator manually creates a
nonterminal node with the start rule. Then, we read out the element that was
passed to the start rule’s define() and call its expand method that consumes
the current node and the current node’s type. Initially, the current node is the
root node and the current type is the unconstrained “ANY” type variable (see
Section 6). This starts a recursive process where language elements apply their
effects and call their inner element’s expand method (except empty Blocks or
Terminals, which have no inner elements).

• Terminal. A Terminal creates a TerminalNode and adds it to the current
node’s children.

• Nonterminal. A Nonterminal creates a NonterminalNode that references
the nonterminal’s rule and adds it to the current node’s children. Then, just
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as with the root node, it calls expand of the Rule’s defining element with
the new child node as the current node.

• Block. A Block iterates over its list of inner elements and recursively calls
their expand method. The default iteration order is left-to-right, but it can
be altered with properties (more details in the next section).

• Alternation. An Alternation randomly chooses one of its inner elements
(also called alternatives) for expansion. Using properties, some alternatives
can be dynamically excluded, but at least one must be included at all times.

• Quantified. A Quantified element can be expanded in different ways:
(1) If only the minimum and maximum are specified, a value in between is
randomly chosen and the inner element is recursively expanded that many
times. (2) Using attributes, one can set a predicate which is tested in
between expansions (after the minimum number of repetitions has been
reached) and returns whether the inner element should be expanded another
time. This can be used, for example, to stop generating Java statements if
the previously generated statement was a return statement.

Figure 4 shows a simple grammar and the result of a CST generation. A call
tree visualizes which grammar element’s expand methods have been called, which
shows great similarity to the CST if we only look at Terminals and Nonterminals.

4.2 Attributes

Before starting this thesis, some attributes and properties were already imple-
mented in the framework. Usually, attributes can take hardcoded values or de-
pend on the current node in the CST. Some of these attributes and properties will
be relevant in later sections when I present the contributions, so I will introduce
them now.

4.2.1 General Attributes and Properties

There are properties that affect how an alternation chooses an alternative. They
get attached to the alternative itself, which can be any kind of element, therefore
those properties must be available for all elements.

• enabled is a predicate that needs to be true for an element to be a valid al-
ternative. An important note is that this predicate is not always evaluated,
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1 // A : B C* ;
2 A.define(block(B.ref(), C.ref (). star ()));
3 // B : ’x’ ’y’? | C ;
4 B.define(alternation(block(X, Y.opt()), C.ref ()))
5 // C : ’z’ ;
6 C.define(Z);

Generator.generate()

Block.expand()

Nonterminal.expand()

Quantified.expand()

Nonterminal.expand()

Alternation.expand()

Block.expand()

Terminal.expand() Quantified.expand()

Terminal.expand()

B

A

C

A

B C

'x' 'z'

Figure 4: A randomly generated CST (right) of a simple grammar with the call
tree of the generation process (left). The bounding boxes of nodes show their
relation to the nonterminal symbols of the CST. In A, C was expanded once. In
B, the first alternative was chosen and the optional ‘y’ was not expanded.

so the user must not rely on that. For performance reasons, an alternation
first chooses an alternative and then checks if it is enabled. Hence, after
the first success no other enabled predicates are tested.

• weight sets the weight used when choosing an alternative. The default
value is 1, so manually setting the weight of one alternative to 2 causes it
to be chosen twice as often as other alternatives.

• group can be used to group alternatives. If any alternative is associated
with a group, the alternation first chooses randomly amongst all groups
before then choosing one of the group’s elements. An element can be a
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member of multiple groups. The group’s weights can be set using a property
of the surrounding alternation. A use case of this would be an expression
production that has an option for every kind of expression. Then, we can
e.g. group unary, binary and ternary expressions to manage their weights
together instead of having many individual weights.

• bounded handles a special case. The maximum depth of a generated CST
can be restricted using a parameter. If this maximum is exceeded, the next
alternation would throw an exception, unless at least one alternative is en-
abled and its bounded property returns true. It states that this alternative
can expand into a very small (size-bounded) subtree. This property allows
“soft depth restriction”, i.e., the maximum depth acts as a notice to “hurry
up” and finish generating a subtree ASAP. Though, when used irresponsi-
bly, this can cause endless recursion and thus stack overflow errors.

4.2.2 Element-Specific Attributes and Properties

Some properties are only available for specific elements.

• Terminal. value dynamically replaces the hardcoded string of the ter-
minal node with either another hardcoded value, or a value calculated de-
pending on the current node. literal tells the terminal that if its type
(see Section 6) is compatible with the given type, it must replace its hard-
coded string with a value provided by a Supplier or Function that returns
a string given the current node. For example, we can annotate a random
integer literal with terminal("IntegerLiteral").literal(intType, ()
-> "" + randomInt()). There can be multiple literal attributes with dif-
ferent types for a single terminal symbol. If multiple types match, one is
chosen randomly.

• Nonterminal. depth sets how much the depth attribute of the new child
node is increased. This is useful, for example, if the grammar specification
avoids complicated productions by outsourcing inner elements to their own
productions, which would result in more nonterminal symbols and deeper
CSTs. The grammar in Figure 4 could also be a single line: A : (’b’ ’b2’?
| ’c’) ’c’* ;, which would produce CSTs of constant depth 1. Adding
.depth(0) to “unnecessary” nonterminal symbols is needed in nearly ev-
ery grammar. maxRemainingDepth dynamically increases the depth of the
added node so that its subtree’s depth will be restricted. E.g., expressions
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in Java can happen at low depth (in field initializers) or at high depth (in-
side methods). Expressions starting at low-depth positions could become
very large and complex if the global maximum depth is applied. Therefore,
with e.g. expression.ref().maxRemainingDepth(5) in a field initializer
production, we can set the remaining depth to be at most 5 to keep the
expression size in check.

• Block. expansionOrder configures in which order the inner elements are
expanded. By default, expansion is done left-to-right, but it can be reversed,
random or a custom order using an array of indices. The resulting list of
child nodes in the CST is obviously still in the same order as they appear in
the production, but this option can be useful if the expansion of one element
can influence the expansion of an element to its left and must therefore be
expanded sooner.

• Alternation. groupWeight sets the weight of a group of alternatives.

• Quantified. min and max set the minimum and maximum number of rep-
etitions. They do not directly override the values, though: min can never
be smaller than the default minimum and max can never be larger than the
default maximum. This is to prevent an optional being expanded more than
once or a kleene plus not being expanded at all. anotherOne is a predicate
that returns whether the inner element should be expanded another time.
forceAnotherOne is similar to anotherOne, but it ignores the maximum.
This attribute should only be used in emergency situations where another
expansion is absolutely necessary, e.g. in Java when a non-void method’s
statement list is at maximum length but the final statement is not a re-
turn statement. expansionOrder is also available and can be left-to-right,
reversed or random.

4.3 Simple Type System

Parsers for programming languages use type systems to annotate the parse tree
(or an abstract syntax tree) with type information. Among other things, this
information can be used for type checking, which ensures that programs are
well-typed, as well as for type inference, where type information is implicitly
inferred [Cardelli, 1996, Pierce, 2002].

For grammar-based source code generation, a type system can be used to
guide the decision making process at alternations and repetitions. Depending on
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the type of the current node in the tree, options can be enabled or disabled. Fig-
ure 5 and Listing 7 show a simple example: The generation process is currently
at the node marked ‘?’ and needs a concrete production to use for the expression
to be generated. Only logical expressions such as conjunction (&&), disjunction
(||) etc. should be enabled and arithmetic expressions such as addition and mul-
tiplication should be disabled as they can never return a bool.

Listing 7: Subset of an annotated grammar focusing on a variable declaration
with proper type annotations.

1 variableDeclaration.define(block(
2 typeName.ref(), identifier.ref(), EQUALS , expression.ref()
3 ).childTypes(t -> types(t, t, null, t.subtype()))
4 );
5 typeName.define(alternation(
6 BOOLEAN.resultType(boolType), ...
7 ));
8 expression.define(alternation(
9 conjunction.ref().resultType(boolType),

10 disjunction.ref().resultType(boolType),
11 addition.ref().resultType(...),
12 multiplication.ref().resultType(...), ...
13 ));

variableDeclaration

identifier = expression

?x

typeName

boolean

boolType

boolType

boolType

boolType

boolType

boolType

boolType

ANY

Figure 5: A CST of a variable declaration during generation. The next step is
deciding which alternative to choose in the expression.

For this to work, I introduce the resultType property. This property is mostly
used in alternations, where it tells the generator which types the alternative can
possibly result in. With overloading, it can consume a hardcoded type or a
lambda expression that returns a type depending on the current node. During
generation, the framework checks if an alternative’s result type is compatible (see
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Section 6.4) with the current type to dynamically enable or disable options. In our
example, conjunction and alike are annotated with .resultType(boolType).

If we encounter a block of symbols, we must define how the current type relates
to the block’s children’s types, hence we define the second property of the type
system, childTypes. Similarly to the first attribute, it can consume a hardcoded
list of types as well as a lambda expression to dynamically generate a type array
depending on the current type and possibly also on the current node. The length
of this list must match the length of the block or else an exception will be thrown.
When we expand variableDeclaration’s block, we now have a type name, an
identifier, a terminal symbol (=) and an expression. Such a declaration must
associate the same type t with the type name and the identifier. The terminal
symbol = does not need a type. For programming languages like Java, the expres-
sion of a variable declaration does not have to strictly return the declared type,
but it may also return a subtype of t (see Section 6.5). variableDeclaration’s
childTypes annotation thus looks as follows: .childTypes(t -> types(t, t,
null, t.subtype())). types simply returns an array of the given types and
subtype returns the most general subtype of the given type.

The current type used in alternations and blocks does not always have to
match the current node’s type. Nodes in the CST are always linked to nonterminal
symbols. The properties, however, allow for a change of types while expanding
the production. For example, if there are multiple (indirectly) nested blocks, the
current type of the inner child block depends on what type the outer block assigns
to it, which could be any type. Although rarely needed, childTypes can also be
used on nonterminal symbols to change the current type.

Figure 6 shows the production of a Python expression along with a possible
call tree of a generation and a possible phrase resulting from it. In the first
alternative, there is a block with two children, a Nonterminal and a Quantified
with maximum 1 (an optional). Inside the Quantified, there is a nested Block
whose current type t2 is not the type of the surrounding expression, but the
subtype (see Section 6.5) that the outer Block gave to its second child.

4.4 Simple Scope and Name Resolving System

From a purely syntactic perspective, all generated names (also: identifiers) can be
random strings of characters. Clearly such programs would be quickly rejected by
a parser that employs e.g. a symbol table to manage declarations in a program.
Before a name can be used in an expression, it usually needs to be declared first
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1 // expression
2 // : disjunction (’if’ disjunction ’else’ expression )?
3 // | lambdef ;
4 expression.define(alternation(
5 block(
6 disjunction.ref(),
7 block(IF , disjunction.ref(), ELSE , expression.ref ()). opt()
8 .childTypes(t2 -> types(null, boolType, null, t2))
9 ).childTypes(t -> types(t.subtype(), t.subtype())),

10 lambdef.ref()
11 ));

Alternation.expand()

Nonterminal.expand()

t

t'

ANY Nonterminal.expand() boolType

Block.expand()

Quantified.expand() t2

t2Block.expand()

Terminal.expand() ANY Nonterminal.expand() t2Terminal.expand()

t

1 3 if True else 2

Figure 6: The expression production of the Python grammar with childTypes
properties and a call tree that could result from it. Next to the nodes, the current
types of the expand methods are shown. The inner block’s current type t2 is not
the same as the outer block’s current type t. Below the call tree is a possible
phrase that results from it. The underlined symbols come from the inner block.
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1 class Clazz {
2 int field;
3 void method(int param) {
4 ...
5 }
6 }

s

s'

s''

Clazz

field

method

param

parent

declares

opens

Figure 7: A Java class and its scope graph.

or else the program aborts. Also, names are usually associated with a type, so
even if they have been declared they cannot be used everywhere.

Similarly to a parser with a symbol table, a generator must also be aware of
which names have been declared in a program and where they can be used. In
the generator, we have a simple scope system where names can be declared and
queried.

4.4.1 Scopes

A scope describes a region of a program where certain names are accessible for
usage. Scopes can declare names themselves or access names of a surrounding
parent scope or an imported scope. For example, the scope of a class is the parent
of all scopes of its declared methods and inner classes. When we create a subclass,
we import the scope of the base class to make all its names visible although it is
not necessarily the subclass scope’s ancestor.

With these relationships, we can build a scope graph [Neron et al., 2015] for
a program. Figure 7 shows a Java class with a field and a method. Next to it is
its corresponding scope graph containing the root scope s, the scope of the class
s’, the method’s scope s”, the declared names and the relationships between all
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Listing 8: The top-level class B is invisible inside its own scope because it is
hidden by the inner class B of A.

1 public class A {
2 public class B {
3 int x;
4 }
5 }
6 class B extends A {
7 B b;
8 {
9 System.out.println(b.x);

10 System.out.println(b.b); // compiler error
11 }
12 }

objects. From the perspective of s’, the names Clazz, field and method are
visible as they are either declared in s’ or reachable using the parent relationship.

If a scope declares the same name as one of its ancestors or its imported scopes,
the current scope’s name ‘hides’ all other names, i.e., only the ‘closest’ name is
visible. Imported scopes have a higher priority than parent scopes in the sense
that if a name is visible in an imported scope, it hides possible identical names of
ancestor scopes. This can lead to the peculiar situation shown in Listing 8. The
top-level class B is invisible in its own scope as it extends a class A that contains
an inner class that is also called B (B’ from now on). A’s scope is imported, so it
has priority over B’s parent scope (the outermost scope of the file that declares A
and B). B’ is declared in A, so it hides B in its own scope.

Some programming languages such as Java and C# allow method overloading,
where methods can share names as long as they differ in their parameters. This
cannot be implemented in this scope system as names in a scope must be unique.
It is possible in this system if a method name consists not only of the given name
but also of its parameter types.

The generator builds a scope graph during generation. A scope is basically
a list of declarations, which themselves are names with an associated type. All
scopes except for the root scope have a parent scope and a list of imported scopes.
Similarly to types, nodes of a CST also have an associated scope that all children
inherit by default, even at a Block. At a Nonterminal, the attribute opensScope
can be used to switch to a newly opened child scope. Figure 8 shows a CST for
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classDeclaration

classMemberDeclaration classMemberDeclaration

fieldDeclaration methodDeclaration

s'

s'

s'

s'

s''

field

method

param

...
... ...
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start_ s

...

Clazz ...

intType

...

intType

Figure 8: The CST for the Java class of Figure 7 with the node’s scopes. The
types of Clazz and method are not explicitly shown as they can only be modeled
with the complex type system presented in Section 6.

the Java class of Figure 7 with scopes attached to the nodes. The first occurrence
of a scope also displays its declared names.

4.4.2 Names

Now that we handled building the scope graph, it is time to fill it with names and
query from it. Names in programming languages are terminal symbols, hence we
will work with Terminals in this section. I identified three distinct use cases for
names: Declaration, read usage and write usage. For all use cases, the framework
provides a property for Terminals:

• declare tells the current scope of the TerminalNode to declare a new name
with a given name pattern. The type of the declaration is the same as the
type of the terminal node. We can also specify whether the name should
be a constant, i.e., whether the name should be excluded from queries for
writable names. The value of the terminal node is resolved to the name the
scope returns.

• write queries the current scope for all visible, non-constant and type-
compatible (with the current terminal node’s type) names. One name is
randomly chosen as the terminal node’s value.
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• read works in the same way as write, but we do not exclude constant
names.

Listing 9 shows a simplified snippet of the Java grammar about variable decla-
rations, assignments, and variable usages in expressions with all their properties.
As the scope graph assumes all names to be initialized, we must set variable
declaration’s optional initializer’s min to 1. Additionally, we must reverse the
expansion order of the variable declaration or else the declared name becomes
usable in its own initializer. Variables will be named var%d where %d is replaced
by a unique index chosen by the scope to avoid name collisions. No variable in
this snippet should be constant, so we pass a constant false.

Resolving names in this manner restricts the direction of program generation
to the evaluation order of the program, i.e., top-to-bottom and left-to-right except
for assignments, where the right-hand side is evaluated before the name on the
left side is written to. If the order was different, we might write or read a name
before its declaration because the scope does not know where exactly names
are declared. Also, names must always be initialized because they immediately
become readable upon declaration. Both problems are solved in Section 5.

4.4.3 Guards

At alternations, some alternatives inevitably cause interactions with the scope
system. For example, when choosing a statement during the generation of a code
block, an assignment statement will cause a query for a writable name. However,
especially at the start of the generation, there are no names available, so we must
avoid choosing an assignment statement. Guards are properties for alternatives
that enable or disable them based on the availability of names. writes and reads
are guards that only enable an alternative if there is a writable or readable name
available. Both guards accept a type for additional filtering, which can depend
on the current node. Examples for guards can again be found in Listing 9.
Assignments are guarded by writes and reading a name in an expression is
guarded by reads.

4.4.4 Universe Scope

In many programming languages, there are built-in features that implicitly pro-
vide names for usage in a source code file, e.g. Python’s built-in functions such as
print, abs and bool. These names come from a scope that we call universe scope,
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Listing 9: Simplified snippet of the Java grammar. It contains all properties for
declaring and using names and guards.

1 // varDecl : type Identifier (’=’ expression )? ;
2 varDecl.define(block(
3 type.ref(),
4 terminal("Identifier")
5 .declares("var%d", false), // declares new name
6 block(
7 EQUALS , expression.ref()
8 ).opt ().min(1)
9 ). expansionOrder(ExpansionOrder.REVERSED ));

10 // statement : ... | assignment | ... ;
11 statement.define(alternation(
12 ...,
13 assignment.ref()
14 .writes(), // guard - checks for writable names
15 ...
16 ));
17 // assignment : Identifier ’=’ expression ;
18 assignment.define(block(
19 terminal("Identifier")
20 .write(), // queries writable names
21 EQUALS ,
22 expression.ref()
23 ));
24 // postfixExpression : primary | Identifier ;
25 postfixExpression.define(alternation(
26 primary.ref(),
27 terminal("Identifier")
28 // guard - checks for type -compatible readable names
29 .reads(Node::getType)
30 .read() // queries readable names
31 ));
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which is imported by the root scope, i.e., the scope of the root node. The gen-
erator base class not only requires implementing the setupGrammar method for
an attribute grammar, but also supports overriding the setupUniverse method
that can be used to declare names in this universe scope. Listings 10 and 11
respectively show how to populate the universe scope and how the generator’s
generate method works when supporting a universe scope. The types of the
declared functions use the complex type system, which is described in Section 6.

Listing 10: Declaring some of Python’s built-in functions in the universe scope.
1 @Override
2 protected void setupUniverse(Scope universe) {
3 universe.declare(
4 new Declaration("print", FunctionType.fresh (...), true),
5 new Declaration("abs", FunctionType.fresh (...), true),
6 new Declaration("bool", FunctionType.fresh (...), true ));
7 }

Listing 11: generate method of the Generator base class with a universe scope.
1 public Node generate(RandomUtil random) {
2 NonterminalNode root = new NonterminalNode(start);
3 root.setRandom(random );
4 Scope universe = new Scope(root);
5 setupUniverse(universe);
6 root.getScope().importScope(universe);
7 start.getElement (). expand(root , root.getType ());
8 return root;
9 }
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5 Liveness Constraint

Syntactic validity, type correctness and simple name resolving are sufficient to
create a working source code generator. However, the produced code often lacks
complexity. In very early compiler phases, common optimizations such as dead
code elimination [Aho et al., 2006] can remove big chunks of unnecessary code.
This greatly reduces fuzzing effectiveness as the generator unnecessarily spends
time and resources on generating useless code. For deep compiler fuzzing, not
only is it necessary to generate syntactically and semantically valid code, but the
code must also ‘survive’ as long as possible during compilation. In the best-case
scenario, every line of code has the potential to cause visible effects and thus
cannot be thrown away in early compiler phases.

This section describes the implementation of liveness constraints [Barany, 2017]
in order to avoid many cases of unnecessarily generated code. Liveness in this
context describes values that are assigned to variables. If the assigned value
is potentially used by later code, it is called live, otherwise dead. Assignments
that assign live (dead) values are also called live (dead). The liveness constraint
ensures that all assigned values and thus also all assignments are live.

5.1 Problem Analysis

The ineffectiveness of fuzzers that are not aware of dead assignments can be seen
in Listing 12. It shows a function of a C-like language that was generated using
Xsmith7 [Hatch et al., 2023], a grammar-based compiler fuzzer. All assignments
marked with // dead, as well as the parameters, which can be seen as implicit
assignments at the method/function entry, are considered dead.

• Both parameters are dead because they are unused. Their removal can also
kill the values at a function invocation, possibly resulting in even more dead
assignments.

• Lines 11 and 12 are dead because line 13 unconditionally overwrites their
values without any usages inbetween.

• Every line assigning to var_5, i.e., lines 7, 9, 10 and 15, are dead as the
variable is never used, but only assigned to.

7https://www.flux.utah.edu/project/xsmith
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Listing 12: C-like code generated with Xsmith [Hatch et al., 2023]. Many assign-
ments are dead as they cause no visible effects.

1 int func(int arg_1 /* dead */, int arg_2 /* dead */)
2 {
3 volatile int var_1 = 45;
4 int var_2 = 86; // dead
5 int var_3 = var_2; // dead
6 volatile float var_4 = -0.3751182688923087;
7 float var_5 = -0.1137141237623379; // dead
8 global_1 = var_4;
9 var_5 = 0; // dead

10 var_5 = -5.959173174693254; // dead
11 global_2 = global_4; // dead
12 global_2 = global_5; // dead
13 global_2 = -61;
14 var_3 = 99; // dead
15 var_5 = global_9; // dead
16 global_3 = global_5;
17 return var_1;
18 }

• Lines 5 and 14 are dead for the same reason, which causes line 4 to be dead
as well after their removal.

After the first compiler phases, 15 lines of code will be reduced to just 6,
which means that 60% of assignments were created unnecessarily. This is not a
cherry-picked example. Nearly every generated function exhibits this problem to
some degree and in extreme cases, functions can be reduced to a single return
statement with a constant expression, even without constant propagation.

5.2 Usage Chains

Without liveness constraints, scopes only had information about the existence of
names. When we generated an assignment and asked the current scope for all
writable names, it computed the set of visible, non-constant and type-compatible
declarations. This primitive handling caused various issues:

• Whether a name had just been assigned a value in the previous statement
and whether the assigned value had potential uses among later statements
did not affect this selection at all, which obviously resulted in many dead
assignments.
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• It was not possible to separate the declaration of a variable from its initial-
ization as the scope assumed names to be readable at all times.

• Statements had to be created in evaluation order to ensure that the decla-
ration of a variable comes before its usages.

All of these problems can be solved if scopes use information about usages of
names, specifically their order and their kind. In Section 4.4.2 I described three
different kinds of usages: Declaration, write and read. To compute the order
of usages, we must define the evaluation order of a CST. By default, we order
nodes as in pre-order traversal, i.e., a node is ordered before its children and the
children are ordered left-to-right. But using the property evaluationOrder for
Blocks and Quantified elements (i.e., all elements that add multiple children to
a node), we can define the evaluation order of its children. This adds the addi-
tional assumption that a subtree is always evaluated entirely before evaluating
any siblings, which might not be supported by all grammar specifications. In
the implementations of the Java and Python grammars, however, this has not
caused any problems yet. The special case for the reversed evaluation order for
assignments is shown in Listing 13.

Listing 13: Defining the reversed evaluation order of an assignment in the Java
grammar.

1 // assignment : leftHandSide assignmentOperator expression ;
2 assignment.define(block(
3 leftHandSide.ref(),
4 assignmentOperator.ref(),
5 expression.ref()
6 ). evaluationOrder(EvaluationOrder.REVERSED)
7 );

With this information, we can now build a usage chain for every name. The
chain links all usages at terminal nodes in evaluation order. Figure 9 shows an
example function and the usage chain of var1 along with parts of the generated
CST. If a declaration and a write usage share a terminal node, we assume that the
terminal node represents an initialization, so the declaration comes first. Line 3
is an assignment, so the evaluation order is reversed and the read usage on the
right-hand side comes before the write usage on the left-hand side. In case of an
update, e.g. the increment in line 4, where the read usage and the write usage
share a terminal node, the read usage comes first.
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1 void method () {
2 int var1 = 1;
3 var1 = transform(var1);
4 var1 ++;
5 consume(var1);
6 }

DECL WRITE WRITEREAD READ READ

line 2 line 2 line 3 (RHS) line 4 line 4 line 5

WRITE

line 3 (LHS)

methodBody

statement statement statement statement

localVarDecl methodInvpostIncExpr

...

... ... ... ...

var1 var1 var1 var1

... ... ... ... ...

......

assignment

...leftHandSide = expression

...

var1

...

1 23 4 5

Figure 9: A code snippet, the usage chain for var1 and an excerpt of the generated
CST. The marks on the terminal symbols show the evaluation order.

5.2.1 Constraints on Usage Chains

Building usage chains is only the first step of ensuring semantic validity and live
assignments. Enforcing certain constraints is what gives them power to influence
code generation. Some constraints are purely for semantic validity:

1. A usage chain must start with a declaration.

2. A declaration must have no predecessors.

3. A read usage needs at least one write predecessor.

Constraints 1 and 2 ensure that a name cannot be read or written to before
its declaration and that it cannot be re-declared. Constraint 3 ensures that we do
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not read uninitialized names. When these constraints are enforced, the generated
code should compile. Now we need just one more constraint to also ensure live
assignments at all times:

4. A write usage must be immediately succeeded by a read usage.

Constraint 4 removes all cases of dead assignments. The assigned value must
have a potential read usage before it can be overwritten. Using these constraints,
we can already conclude that when looking at var1 in Figure 9, all assignments
are live and are thus unlikely to be removed by early compiler phases.

5.3 Scopes with Usage Chains

In addition to their declared names, scopes now manage a usage chain for each
name that is used in their region of the program. The behaviour of scopes re-
garding the three kinds of usages now respects the current position of the affected
terminal node.

• Declaration. Declaring a new name now requires passing the declaration’s
terminal node for the scope to create the usage chain.

• Writing. Querying for all writable names now uses the position of the
terminal node to find out where in each usage chain the write usage would
be inserted at. If the insertion would violate any constraint, the name is
excluded as an option. After the terminal node randomly chooses a name,
the name must be passed back to the scope for it to insert a usage in the
corresponding usage chain.

• Reading. It works in the same way as writing.

Guards (Section 4.4.3) are position-dependent as well, so when checking if a
readable or writable name is in scope, the position where a usage at the current
node would be inserted in the chain is respected as well. Because guards are used
at nonterminal nodes instead of terminal nodes, we require the user to define the
evaluation order for the entire CST, not just for the terminal nodes.

Properties interacting with the scope system, i.e., declare, write and read
as well as the guards do not have to be changed at all. Passing nodes to the
scope system is done automatically during generation and does not require any
additional interference from the user. For initializations (i.e., declarations with
subsequent writes) and updates (i.e., reads with subsequent writes) I introduce

02-2026 Florian Schwarcz, BSc 31 of 79



Liveness Constraint

two new guards initializes and updates. In Listing 14, if there were no guard
for updates, we would be unable to generate var1++ at the marked position,
although it should be possible as it results in a read usage with an immediate
subsequent write usage. Using only the writes guard would exclude var1 because
of the write usage immediately before, and using the reads guard would include
var0 as a possible option, which is a constant and therefore cannot be updated.

Listing 14: Example illustrating the necessity of the guard for updates.
1 void method1 () {
2 final int var0 = 1;
3 int var1 = 2;
4 // generate var1++ here
5 method1(var0 + var1);
6 }

Random Generation By using scopes with usage chains, the generator is now
free to generate statements in any order. It can insert a new statement inbetween
others and if it encounters a guard or a usage, the scope uses the current position
and its usage chains to compute all available names. For Quantified elements
that produce statements, we can insert new children at random positions by
adding the property expansionOrder(ExpansionOrder.RANDOM).

5.4 On-Demand Declaration, Initialization and Write

One question is still unanswered: How do we get to a valid usage chain initially?
If we must adhere to all constraints at all times, a simple declaration or initializa-
tion would be invalid because the chain does not contain a read usage, violating
constraint 4. There are two ways to tackle this problem:

1. A declaration forces a subsequent write usage, and the first write usage or
initialization forces a read usage.

2. The first read usage forces a write usage or an initialization, and the first
write usage forces a declaration.

I chose option 2 for my implementation. To force a write, initialization or
declaration, we must add properties to grammar elements that can be expanded
if needed. Quantified elements seem to be the best fit because they can be
expanded at will as long as their max has not been reached, so I introduce the
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additional properties declares, writes and initializes. If a Quantified with
any of these properties is encountered, the current scope remembers it as a so-
called (declaration, write or initialization) site. Initially, the generator expands
the site min times. Later, at every terminal node that is a read usage, there is a
chance that we do not choose an existing name from the scope, but we attempt
to introduce a new declaration at a site. We query the scope for available write
or initialization sites, choose one and expand it. The expanded element gets
the additional information that a write or initialization should be forced in the
generated subtree. Using the guards as guidance at alternations, the generator
then chooses those alternatives that result in the forced action. Similarly, when
we have a forced write usage (which can only happen due to a first read usage),
we query available declaration sites and expand one of them. After the forced
expansions, we will have a valid usage chain. Listing 15 shows how a method
parameter’s site is expanded to declare and initialize a parameter on-demand.

Listing 15: Example of on-demand declaration. At the return statement, we want
to generate a read usage. The scope system expands the initialization site at the
method parameters to force an initialization.

1 long method(/* initialization site */) {
2 /* declaration , initialization and write site */
3 return /* read usage here */;
4 }

1 long method(int param , /* initialization site */) {
2 /* declaration , initialization and write site */
3 return param;
4 }

5.5 Scope Relationships

The previous example for on-demand declarations, initializations and writes as-
sumed everything to be contained in the same scope with a linear evaluation
order. If we have a more sophisticated scope graph, however, there are special
cases that must be considered. Child scopes can use the names of parent scopes,
therefore usage chains can also span over multiple scopes. Not every parent-child
relationship can be treated the same and I identified different kinds of relation-
ships the framework supports.
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5.5.1 Default

By default, all child scopes simply extend a parent’s usage chain by building their
own, but using the parent’s usage chain as a prefix. This kind of relationship is
used for method scopes in class scopes, for example. In the case where a first read
usage in the method scope forces an initialization at a site in the surrounding class
scope, from the method scope’s perspective the usage chain is valid. However, in
the class scope’s usage chain, there is no read usage. Hence, scopes must also be
aware of what happens inside child scopes, specifically at the start of their usage
chains. If there is a read usage at the start of any child scope’s usage chain, the
scope treats this as a read usage at the end of its own chain.

5.5.2 Sequential Scope

In some programming languages, scopes can be opened inside a block of state-
ments with curly braces. The statements inside these scopes are evaluated se-
quentially to the statements of the surrounding scope, but all declared names
within such a child scope are not visible outside. In contrast to the default case,
the inner scope does not extend the usage chain of the outer scopes, but it inserts
itself in the middle, i.e., it uses one half of the outer scope’s usage chain as a
prefix and the other half as a suffix. The outer scope must know where the child
scope inserts its usage chains or else, if we write to a name at the start (end) of
the child scope, the parent scope could allow a write usage directly before (after)
the child scope, causing successive writes. Listing 16 visualizes this scenario. If
the outer scope were not aware of the sequential child scope’s position, it would
allow write usages at the question marks.

Listing 16: Example illustrating why the parent scope must be aware of sequential
child scopes. At the question marks, the outer scope would erroneously allow a
write usage.

1 int method1 () {
2 int var1 = 1;
3 method2(var1);
4 ?
5 {
6 var1 = 2;
7 }
8 ?
9 return var1;

10 }
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1 int method1 () {
2 int var1 = 1;
3 {
4 method2(var1);
5 ...
6 var1 = 2;
7 }
8 return var1;
9 }

DECL WRITE

WRITEREAD ...

READWRITEREAD

Figure 10: Example of a sequential child scope and (dashed) pseudo-usages.

All the outer scope must know is how the inner scope’s usage chain starts
and how it ends. To make this work, we insert two pseudo-usages located at
the nonterminal node where the child scope starts. One usage represents the
beginning of the child’s usage chain, the other represents the end. Using these
pseudo-usages, the surrounding scope can then ensure that it does not violate
any constraints. Figure 10 shows code containg a sequential child scope and the
usage chains for var1 with pseudo-usages.

5.5.3 Branching Scopes

When control flow branches, so should usage chains. Similarly to sequential
scopes, we insert two pseudo-usages at the node where the branching happens.
One represents the starts of all usage chains in the branching child scopes, the
other represents their ends. In this case, however, it is not as simple as we have
multiple child scopes and therefore cannot simply take the first and last usage of
a child. The pseudo-usage must calculate its kind (i.e., write or read) based on
all children’s scope’s usage chains.

At the start of a branch, if and only if all children’s first usages are write
usages, the start pseudo-usage must also be a write usage. In this case, the
surrounding scope must not write immediately before the branch because the
value will be overwritten in any case. If any child’s first usage is a read usage,
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1 int method1 () {
2 int var1 = 1;
3 if (...) {
4 var1 = 2;
5 ...
6 method2(var1);
7 }
8 return var1;
9 }

DECL WRITE

READWRITE ...

READNONENONE

Figure 11: Example of branching child scopes with an implicit else branch and
(dashed) pseudo-usages. As no branch starts with a read and not all start with
a write, the start usage is None. The end usage also does not meet any criterion
for a ‘real’ usage.

the start pseudo-usage must be a read usage. For the last case, we have the
special kind None, which makes the pseudo-usage invisible in the outer usage
chain.

At the end of a branch, if and only if all children’s last usages are read usages,
the end pseudo-usage is a read usage. If any child’s last usage is a write usage,
the end pseudo-usage must be a write usage. This prevents the case where at the
end of a branch a name is written to only to be immediately overwritten again
after the branch. Again, if none of the cases apply, we use the kind None.

For all these calculations, it is important to note that an implicit else branch
of an if statement still must be represented by a child scope that does not have
any usages. Figure 11 shows an if statement with an implicit else branch and
the usage chains for var1. Both the start and the end usage are None, making
the whole branching invisible to the outer usage chain of var1. Intuitively this
makes sense, as the value assigned in the initializer is not used in the branch.

The children’s scope’s calculation of readable and writable names must handle
a special case in branching scopes: If we want to insert a write usage at the start
of the child scope, we could introduce inconsistencies if all other siblings also write
that name at their start. In this case, the insertion would cause the pseudo-usage
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to become a write usage, possibly causing successive write usages if there is one
immadiately before the branching. This problem can be seen in Figure 11. If
there was an explicit else branch, we are not allowed to start its usage chain
with a write usage as all branches would then start with a write usage, killing the
initialization with value 1.

5.5.4 Simple Looping Scopes

The last type of child scopes the framework supports are simple looping scopes.
I call them ‘simple’ as only head controlled loops can be modeled yet, but a
generalization of this concept is subject of ongoing research (see Section 10).
Unlike sequential or branching scopes, simple loop scopes only insert a single
pseudo-usage to indicate their effect on their parent’s usage chain. The calculation
of its kind is straight-forward: If the loop’s usage chain starts with a read usage,
the pseudo-usage is also a read usage, else it is None. Using a name at the
beginning of a loop makes write usages immediately before the loop live, so the
name is writable again after the loop. This is only possible if the loop has the
same effect as a read usage. As a loop body does not have to be executed at all,
names are not necessarily overwritten, hence loops cannot have the same effect
as a write usage. Therefore, the pseudo-usage’s kind is None in the other case.

Loop scopes must also calculate readable and writable names differently. In a
loop, a usage chain can be treated as a ‘usage loop’, hence usages at the beginning
and the end influence each other. Names can be written at the end of the loop
if there is a read usage either at the start of the loop or after the loop. At the
start of the loop, a usage might change the kind of the loop’s pseudo-usage, hence
we must check if the insertion still respects the previous paragraph’s constraints.
Figure 12 shows a method containing a simple while loop and the usage chain
of var1.

5.6 Limitation: Jumping Statements

Statements such as break, continue, throw or return cannot yet be implemented
easily. As they unconditionally jump, any statements directly after them will
never execute, so they can only exist at end of their block. Additionally, they
have severe impacts on liveness: If one branch of an if-else statement ends in a
jumping statement, the branch’s end pseudo-usage must not take this branch into
account when calculating its kind. Solving both problems is subject of ongoing
work.
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1 int method1 () {
2 int var1 = 1;
3 while (...) {
4 method2(var1);
5 ...
6 var1 = 2;
7 }
8 return var1;
9 }

DECL WRITE

WRITEREAD ...

READREAD

Figure 12: Example of a looping child scope. The inner usage chain has a back-
edge and the pseudo-usage is of kind Read due to the loop starting with a read
usage.
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6 Type System

The next contribution of this thesis is a more sophisticated type system. In the
version as described in Section 4, the type system only supported base types and
type variables that contain a set of possible base types. I expanded this system
by implementing compound types (Section 6.2) along with all their relevant op-
erations, such as unification and subtype unification (Sections 6.4 and 6.6). In
this chapter, I will explain the type system in its entirety.

6.1 Base Types

Every programming language has certain base types [Pierce, 2002]. Base types are
atomic in the sense that they are not composed of other (inner) types. In Java, the
primitive types boolean, double, int etc. are the base types8. Mathematically,
base types are a (possibly infinite) set of values such as numbers or truth values.

6.2 Compound Types

Base types on their own are enough to annotate a variety of simple program-
ming language features such as expressions. But once a language contains more
complex constructs such as functions, tuples and structs/classes, base types do
not suffice. Compound types are types that contain a number of inner types and
can thus describe more structurally complex type information. In this thesis, we
explore the integration of function types, product types and record types into the
generation framework.

6.2.1 Function Types

Functions in mathematics map elements of a domain set to elements of a codomain
set. In programming languages, functions or methods map elements of a certain
type to elements of another type. Hence, a function type in the type system
is a type that contains two inner types: The argument type and the return
type. Listing 17 shows how to annotate a method invocation. We first create a
function type that maps anything to the result type of the invocation and relay
it to methodName. methodName resolves to an Identifier terminal that queries
the scope system for all available names that match the function type. After the
scope has returned a name and its type, the argument type which used to be

8https://docs.oracle.com/javase/specs/jls/se25/jls25.pdf
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anything now turns into the actual argument type from returned name’s function
type. In argumentList, the generator can now use this information to create a
valid argument.

Listing 17: Annotating the first alternative of the method invocation rule.
1 // methodInvocation : methodName ’(’ argumentList? ’)’ | ... ;
2 methodInvocation.define(alternation(
3 block(
4 methodName.ref(),
5 LPAREN
6 argumentList.opt(),
7 RPAREN
8 ). childTypes(t -> {
9 FunctionType ft = FunctionType.to(t);

10 return types(ft , null , ft.getArgType (), null);
11 }),
12 ...
13 ));

6.2.2 Product Types

Previously for function types I mentioned that they map elements of a single type.
But how can we annotate functions that have multiple parameters? Again, in
mathematics, functions with multiple parameters map elements from the carte-
sian product of multiple sets to elements of another set. The cartesian product
of N sets forms N-tuples where the first entry is an element of the first set and
so on. For example, N × R × Z contains elements such as (1, 0.345,−3). This
product also has its corresponding type: Product types or tuple types. Product
types contain a fixed-size list of inner types. Figure 13 shows how a method with
multiple parameters is represented as a function type containing a product type
as its argument. This product type can then be used to generate a valid argument
list of an invocation.

Dynamic creation During generation, the inner type list of product types is
not necessarily fixed-size as it must be expandable, e.g. when we decide to add a
parameter to a function. Initially, a product type can take a type and add it to its
list. But at some point a product type can become fixed. An example for this is
a method invocation: When generating the argument list of the first invocation,
the method’s parameter list must be fixed as the invocation’s argument list would
become incompatible if another parameter was added.
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Listing 18: Signature of a method with multiple parameters.
1 boolean sumOverflows(int a, int b) { ... }

FunctionmethodHeader

methodDeclarator

formalParameterList'('

formalParameter

result

...

formalParameter

... ...

Product boolint int

Function Product boolint intbool

identifier Function ... ANY Product int int

int int','

...

ANY

ANY

')'

Figure 13: A CST of a method declaration with multiple parameters.

Attributes Product types are often found at repetitions in the grammar. There-
fore, we link product types with an attribute buildsProductType for Quantified
elements (repetitions). Every time the Quantified element expands its inner el-
ement, it adds an inner type to its product type and then forwards the inner type
to the new inner element. When the generator encounters such a repetition, the
current product type might already have inner types. In this case, the repetition
is expanded once for every inner type and the types are distributed accordingly.
Should the product type become fixed, the repetition and thus also a possible
site (Section 5.4) become unexpandable.

Slices Some grammatical structures require taking slices of product types. In
Listing 19, the production generates a function argument list with at least one
argument, so the overall result type is a product type with at least one inner
type. On the outermost level of the production, there is a block containing the
first argument and a repetition which generates the remaining arguments. The
first argument’s type can be taken directly with pt.getInnerType(0), but the
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type of the repetition must be a product type representing all arguments that
come after the first one. Hence, we must pass a slice of the overall result type
starting from index 1. When the repetition is expanded, types are added to the
slice and also to the parent product type, resulting in a single product type for
all arguments.

Listing 19: The production of the argumentList rule. It uses buildsProduct-
Type and slicing.

1 // argumentList : expression (’,’ expression )*
2 argumentList.define(
3 block(
4 expression.ref(),
5 block(COMMA , expression.ref ()). star()
6 .buildsProductType ()
7 .childTypes(t -> types(null , t))
8 ). childTypes(
9 ProductType.class ,

10 pt -> types(pt.getInnerType (0). subtype(), pt.sliceFrom (1))
11 ));

Slicing a product type, similar to slicing of arrays, produces another product
type that contains a sub-list of the parent product type’s inner types. Adding an
inner type to the slice also adds it to the parent type. The other direction is a bit
more complicated: If we add an inner type to the parent type, it is only added
to the slice if it definitely lies within it. For example, let’s take a product type
with four inner types (T1, T2, T3, T4) and take the slice (T2, T3). If we now
add a type T1’ to the parent type between T1 and T2, it is not added to the slice.
However, a type T2’ that is added between T2 and T3 is added to the slice.

6.2.3 Record Types

The last compound type I implemented models structs and classes, which contains
a collection of named (labeled) inner objects. In most programming languages,
the order of those inner objects is irrelevant as they are only referenced by their
label. To represent those structures as a compound type, we use a record type,
which contains an unordered list of labeled inner types. Figure 14 shows again
the Java class from Figure 7 and its representation as a record type. Method
overloading makes things more complicated as a record type cannot map a label to
multiple types. Thus, the current state of the framework does not support method
overloading without using tricks such as dynamically adding and removing suffixes
to the label to avoid collisions.
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1 class Clazz {
2 int field;
3 void method(int param) {
4 ...
5 }
6 }

  Record

field method

int Fun...

Figure 14: A Java class and its record type.

Similarly to product types, record types are not fixed by default as they shall
be built during generation by adding labeled inner types. But if needed they can
be fixed, which causes adding new inner types to abort the generation process.
Therefore, manually adding inner types requires either a check beforehand or
absolute certainty that the type is not fixed.

Structural and nominal record types Two record types match if they con-
tain the same labels and for each label, the corresponding inner types must match.
When a type system matches record types solely by their inner types, i.e., their
structure, it is a structural type system [Pierce, 2002]. Type checking a Python
script works like this, as code that accesses members of some object works with in-
stances of different classes as long as both contain the required labels and types.
Listing 20 shows a function that can process instances of two different classes
without problems.

Listing 20: get_x can process instances of both A and B as they contain an object
named “x”.

1 class A:
2 def __init__(self , x):
3 self.x = x
4 class B:
5 def __init__(self , x):
6 self.x = x
7 def get_x(obj):
8 return obj.x
9 print(get_x(A(1)))

10 print(get_x(B(2)))

Classes of languages such as Java and C# do not implement record types
only with a list of labeled inner types, but also with a name for each type and
explicitly declared inheritance. When matching class types, the name and inher-
itance declarations must match in addition to the structure, hence it implements
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Listing 21: Annotating the method invocation rule further by handling the static
method alternative.

1 // methodInvocation : ...
2 // | typeName ’.’ methodName ’(’ argumentList? ’)’
3 // | ... ;
4 methodInvocation.define(alternation(
5 block(
6 typeName.ref(),
7 DOT
8 methodName.ref(),
9 LPAREN

10 argumentList.opt(),
11 RPAREN
12 ). childTypes(t -> {
13 FunctionType ft = FunctionType.to(t);
14 // this factory method adds a wildcard of the given type
15 RecordType rt = RecordType.freshAny(ft);
16 return types(rt , null , ft, null , ft.getArgType (), null);
17 }),
18 ...
19 ));

a nominal type system [Pierce, 2002]. Due to static typing, two classes with dif-
ferent (qualified) names are strictly distinct, even if they have the same declared
members.

My implementation of record types support both variants. Record types can
be of the kinds structural, nominal or any, in which case they can be matched
with record types of all kinds. Nominal record types extend structural record
types by a name and a set of nominal supertypes.

Usage in a Grammar As of this thesis, the framework does not yet provide
a way of dynamically building up record types with a grammar. Class declara-
tions with randomly generated fields and methods are subject of ongoing work.
However, the usage of libraries and built-in classes and functions, such as Math in
Java, is possible. In the universe scope (Section 4.4.4), a user can manually build
record types in order to generate e.g. class instances or static method invocations.

Wildcards Sometimes, we require a record type to contain a specific inner type,
but we do not care or know about its label or other inner types. Listing 21 shows
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such a scenario: When we generate a method invocation, we require a record
type that contains a function. For this to work, we can create a record type with
a wildcard inner function type. When this record type is then compared to all
available types, it will match with any record type containing a function. In the
current state of the framework, there can be at most one wildcard in a record
type, but this could be extended in future work.

6.3 Type Variables

In most locations in the grammar, we will not have knowledge of the exact type
of an element. When we generate an assignment to a variable of type int, the
right-hand side must be an expression of any subtype of int, which creates a
set of possible types. Only when we then expand the expression further can we
make the type more concrete, e.g. if we choose an integer literal. This problem
also affects compound types: Listing 22 shows a production that can generate a
simple variable reference as well as both field accesses and function invocations.
If we choose the second alternative of the outer alternation, the type of the inner
primary can be a record type that contains the result type (i.e., an object having
a field that is compatible with result type) or any function that returns the result
type.

Listing 22: A production that can be expanded into a name reference or a field
access or a function invocation. The type of the inner primary can thus be a
record type or a function type.

1 // primary : NAME | ( primary ( ’.’ NAME | ’(’ arguments ’)’ ))
2 primary.define(alternation(
3 NAME ,
4 block( // field access or function invocation
5 primary.ref(),
6 alternation(
7 block(DOT , NAME), // field access
8 block(LPAR , arguments , RPAR) // function inv.
9 )

10 ). childTypes(t -> types(new TypeVar(
11 RecordType.freshAny(t),
12 FunctionType.freshTo(t)
13 )), ... )));

Modeling this uncertainty is possible with type variables. In the framework,
a type variable contains a set of base types as well as a set of compound types,
where every kind of compound type is included at most once. Matching type
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variables boils down to the question if they have intersecting base type sets or
if any of their compound types match. If we generate the right-hand side of
an assignment to a variable of type long, we want an expression of any type
lower than or equal to long, so the corresponding type variable’s base type set
is {long, int, short, byte, char}. An addition in Java can return any type
higher than or equal to int, so its type variables’s base type set it {double,
float, long, int}. Thus, addition is a valid operator as the intersection of the
base type sets is the non-empty set {long, int}.

6.4 Unification

Continuing the example above, after choosing the addition the expression’s pos-
sible types shrink to {long, int}. Computing this “common denominator” of
two types is called unification [Pierce, 2002]. More specifically, we compute the
most general solution as {long} and {int} would be valid unifications as well,
but they are more specific (i.e., more constrained). Unification can also be done
with compound types. In general, unification is recursively forwarded to the inner
types. For function types, this means that their respective argument types and
return types are unified. Product types and record types, however, might also
have to change their sturcture if they are not fixed. Thus, unification works as
follows:

• Function Types unify their respective argument types and return types.

• Product Types unify all types at their respective positions. If their sizes
do not match and the smaller type is not fixed, the larger type adds its
remaining types to the smaller type so they end up with the same size. A
fixed smaller type causes unification to fail.

• Record Types unify all inner types with matching labels. Labels that are
only contained in one record type are added to the other if it is not fixed,
otherwise unification fails. Structural record types cannot be unified with
nominal record types, and if one record type is of the any kind and the
other is not, the ‘any’ record type copies the other’s kind. Nominal record
types must either have matching names, no names (yet) or one has a name
while the other does not, in which case the unnamed type copies the other’s
name. The sets of nominal supertypes of nominal record types are simply
merged. If one of the types appears in the other one’s supertype set, it is
removed from the set.
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Unification forms an equivalence relation on types with (1) reflexivity, (2)
symmetry and most importantly (3) transitivity: (1) A type can always be unified
with itself, which leaves it unchanged. (2) In the code, it does not matter if A is
unified with B or B is unified with A. (3) If types A and B are unified and later
B and C are unified, A is also unified with C. Transitivity causes unification to
be a persistent link between types, i.e., changes to one type are propagated to all
unified types.

6.4.1 Transient Unification

We do not always want unification to fulfill symmetry and transitivity. In our
example above, the type variable that we use to annotate the possible return types
of an addition in the Java grammar ({double, float, long, int}) should not
be persistently unified with the expression’s type variable {long, int, short,
byte, char}. If it was, ALL future additions would be unable to return double
or float as all other options would be removed from the addition’s type variable.
Therefore, I define the transient unification operation. This operation applies the
effects of unification solely on the first type while not creating a persistent link.

We can also use transient unification for performance reasons if we know that
the second type will not be relevant for the rest of the generation process. Without
the persistent link the second type will not be unnecessarily updated if the first
one is unified with other types. Transient unification also enables copying a type
if we create a fresh unrestricted type variable and transiently unify it with the
given type.

6.5 Subtyping

If we view types as sets of elements, some of those sets overlap. Many program-
ming languages have differently sized integer types, for example long and int
in Java. The value 1 is contained in both sets, therefore they are not disjoint.
What can be observed in possibly all of these type systems is that in case of an
overlap, one set must be a subset of the other, i.e., if types A and B share values,
there are no two elements a ∈ A and b ∈ B such that a /∈ B and b /∈ A. If one
type’s set representation is the subset of the other type’s set representation, we
call the ‘smaller’ type the subtype and the ‘larger’ type the supertype. int is a
subtype of long as every integer value can also be interpreted as a long value.
This allows the programmer to provide integer values in places where long values
are expected, but not vice-versa. The subtype relationship is not only defined
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between base types, but also between compound types: A simple example are
the size-1 product types (int) and (long), which fulfill the subtype relationship
because their inner types int and long fulfill the subtype relationship. Hence,
every 1-tuple containing an integer can be provided if a 1-tuple containing a long
value is expected, which allows e.g. an int argument to a function consuming a
single long.

6.5.1 Base Types

As we usually represent base types only with their names, their subtype relation-
ship must be explicitly defined. For Java, the specification explicitly defines int
to be a direct subtype of long and long to be a direct subtype of float, for
example.

6.5.2 Type Variables

As explained above, type variables are represented as sets of possible base types
and compound types. A type variable sub is a subtype of another type variable
super iff: For every base type bt of sub (super), super (sub) contains a base
type that is a supertype (subtype) of bt. The same applies to the set of possible
compound types.

As an example I will show the subtype relationship of the type variables
sub = ({ long, int }, { Function<int, int> }) and super = ({ double
}, { Function<long, short> }). Both base types in sub find the supertype
double in super. double in super finds the subtype int in sub (or long, de-
pending on which one is checked first). Function<int, int> in sub finds Func-
tion<long, short> in super (as explained below) and vice versa.

6.5.3 Function Types

The subtype relationship of function types directly depends on the relationship
of the inner argument type and return type. Whenever we expect a function to
return a long value, a function returning an int value can be provided. However,
if we expect a function to consume a long value, we cannot provide a function
that consumes an int value as the function would not be able to handle values
outside the integer range. The other direction is type-consistent: If we expect a
function to consume an int value, we can provide a function that consumes a
long value as it can handle all integer values.
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This example illustrates the concept of covariance (preserving the direction
of the subtype relationship) and contravariance (reversing the direction of the
subtype relationship) [Pierce, 2002]. A function type’s return type is covariant
while its argument type is contravariant [Liskov and Wing, 1994].

6.5.4 Product Types

Product types have the simplest subtype relationship of all compound types.
Both types must have the same number of inner types, and every inner type of
the product subtype must be a subtype of the product supertype’s corresponding
type, i.e., we relate the inner types by position, and all relationships are covariant.

6.5.5 Record Types

For the subtype relationship of record types, we can look at how inheritance of
Java and C# classes works. When a class is extended, it inherits everything
from the base class (ignoring the private modifier for now), and can possibly
declare its own names. But a subclass can never have ‘fewer’ fields or properties
than its parent, only more. One aspect of the subtyping relationship of record
types behaves this way: If a record type is a subtype of another record type, the
former must have at least the same labels as the latter, possibly more. Addi-
tionally, for all matching labels, the relationship of their types is covariant. If we
expect a record type to have an inner long type labeled field1, we can provide
a record type with an inner int type labeled field1 and another inner boolean
type labeled field2. However, covariance of inner types is not fully supported in
most programming languages, as we cannot override fields, for example. The only
place where we can observe this are covariant return types of methods returning
a reference type: If a class has a method that returns an instance of class A, a
subclass can override this method and return an instance of class B if B (transi-
tively) extends A. Method overloading prevents contravariance of argument types
entirely.

6.6 Subtype Unification

Normal unification as described in Section 6.4 results in the two types being equal
and also permanently linked so they never diverge again. subtype unification does
not equalize the types, but ensures that at any point they are subtypes of each
other [Hatch et al., 2023]. Subtype unification works as follows
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• Base Types are not affected by subtype unification. If the two types
have not been explicitly declared to be in a subtype relationship, subtype
unification fails.

• Type Variables check for every base type and compound type if there ex-
ists a supertype (subtype) in the supertype (subtype) variable. If not, they
remove it from their possible types. For example, subtype unifying the type
variables sub = ({ long, int }, { Function<int, int> }) and super
= ({ double, bool }, { }) would result in sub = ({ long, int }, {
}) and super = ({ double }, { }) as bool does not find a corresponding
subtype and the function type does not find a supertype.

• Function Types forward the subtype unification to their inner types, but
due to contravariant argument types, the direction of their subtype unifi-
cation is flipped: The argument type of the function supertype is subtype
unified with the argument type of the function subtype.

• Product Types must have the same length to be in a subtype relation-
ship. Unlike with normal unification, if we need to add an inner type to
the product subtype (supertype), we do not add the product supertype’s
(subtype’s) inner type directly but a fresh unconstrained type. When both
product types have the same length, the subtype unification is forwarded
to the inner types.

• Record Types require the subtype to have every label the supertype also
has. So if the subtype does not have a certain label, we add a fresh un-
constrained type with that label. Then, for all labels that appear in both
types, we recursively subtype unify their types. Nominal types can be sub-
type unified with structural types, but not vice-versa. Thus, if a record of
kind any is subtype unified with a nominal record type, it too becomes a
nominal record type. If a structural record type is subtype unified with a
record of kind any, the latter becomes a structural record type. In the case
of two nominal record types being subtype unified, the supertype is added
to the subtype’s nominal supertype set.

Transient subtype and supertype unification Just as with unification, I
implement a transient version of subtype unification, where the effects are only
applied on the first type (the subtype) and no permanent link is created. As the
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supertype is left untouched, we need a second operation for transient supertype-
unification if we want to apply the effects on the supertype instead of the subtype.

6.7 Recursive Types

As soon as compound types are introduced in a type system, one question arises:
What happens if we put a type inside itself? In most programming languages,
this is a regular occurrence as soon as they support higher-order functions or any
kind of classes and objects. The most basic example is the node of a linked list.
A node contains its data as well as a pointer to the next node. The resulting type
of this node is a record type with two labeled inner types: A label “data” with
the data’s type, and a label “next” with the record type itself.

Many algorithms for matching and unifying types will immediately break
if recursive types arise. Xsmith [Hatch et al., 2023], for example, matches and
unifies compound types exactly as explained above by first handling the structure
of the compound type and then recursively matching/unifying the children. It
does not take into account if the children have already been seen by a previous
recursion. Currently, all of xsmith’s example grammars are unable to generate
language constructs that would result in recursive types. To confirm my suspicion,
I wrote a short script in which I created a record type that contains itself and
unify it with an unconstrained type variable. The script never terminated and
consumed all available RAM.

6.7.1 Matching and Unifying

Our type system can handle recursive types to some extent. For matching, we
use a set of assumptions that stores which pairs of types we are currently trying
to match. If we match a pair in a deeper recursion for which we have an entry in
the assumption set, we return true and go to the previous recursion. Essentially,
we assume all types to match until explicitly proven otherwise.

6.7.2 Limits: Most General Subtype

One operation the types offer is the subtype operation, which returns a vari-
able type that reflects the most general subtype of the given type. For ex-
ample, int.subtype() returns the type variable ({ int, short, byte, char
}, { }), and Function<float, short> returns the function type Function<({
double, float }, { }), ({ short, byte }, { })>. When dealing with re-
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Figure 15: Constructing the most general subtype rst of the recursive type rt.

cursive types, this is not always possible. The most general subtype of a recursive
type is generally an infinitely large type.

For example, let us construct the most general subtype of the record type rt :
{ ‘inner’: rt }. In order to construct the most general subtype, we first take
the most general record type { }. Then, we try to add to it an inner type labeled
‘inner’, but we have to construct inner’s type first. This type, however, is again
the most general subtype of rt. Hence, constructing the most general subtype of
rt contains itself as a sub-task, rendering the construction impossible. One might
wrongly assume that we can remember the most general subtype of rt we are
currently constructing in a set similar to the unification’s assumption set. When
encountering a recursion of rt, we would then use the remembered subtype we
are currently constructing as the type of ‘inner’. This would result in the record
subtype rst : { ‘inner’: rst }. However, this is wrong as the inner most
general subtype is not necessarily the same instance as the outer one. Altering
the structure of the inner type by unification should in general not have an effect
on the outer one’s structure. Figure 15 visualizes this problem.

The current Java generator works around this problem by making the inner
types of record types invariant instead of covariant. I made this decision as I
currently do not create classes, but I only use library classes without subclasses
such as BigInteger.
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7 Mutation

Generating random source code from scratch yields a very heterogeneous set of
programs. This results in each run potentially exercising different regions of the
compiler compared to others, which is beneficial towards the goal of covering the
whole compiler. However, there are some scenarios where we want to mutate
existing source code instead of generating something fresh.

1. Multiple bugs are sometimes concentrated in one region, e.g. if a new feature
was added and not tested thoroughly, there could be different bugs that
slipped through the hand-crafted tests. If a test case triggers a bug in
such a region, slightly mutated test cases might find other bugs in close
proximity.

2. Fuzzing can be guided with feedback, e.g. code coverage [Zalewski, 2016].
Using this feedback, existing source code can be mutated with the goal of
increasing code coverage, thus exploring previously untested regions.

3. Once a test case triggers a bug, the next step is pinpointing the bug’s
origin. However, fuzzed test cases are hard or impossible to read and
comprehend for humams, hence the test case must be simplified. Delta-
debugging [Zeller and Hildebrandt, 2002] iteratively removes sections from
the code to make it more easily understandable while ensuring that the test
case still triggers the bug.

Grammar-based mutation uses information about the syntactic structure,
i.e., a CST built using a grammar, to mutate existing programs while keeping syn-
tactic validity [Couchet et al., 2007, Rodrigues and Pozo, 2002]. With attribute
grammars, mutation can also respect semantic constraints. In this section, I do
not design and implement grammar-based mutation in the framework, but I will
investigate which mutation operators can be implemented under which circum-
stances. Implementing mutation and using it in fuzzing GraalVM is subject of
future work.

7.1 Parsing Existing Source Code

Building a CST for mutation is as simple as generating one from scratch using
the framework. When the tree is kept in memory or serialized and deserialized
along with the source code it produces, the framework could perform mutation
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on it. If we are given an existing source code snippet, the framework should not
require a lot of adaptions to build the corresponding CST. Intuitively, building
the CST would work as before, but all decisions at alternations and quantified
elements would not be random anymore, but guided by the source code like in
regular parsing. Also, the scope system would have to support resolving a given
name to its declaration.

7.2 Mutation Operators

I suggest the following mutation operators:

Recalculating Literals. Most literals are random values such as random inte-
gers or a random choice between true and false for booleans. It should be easy
to re-evaluate the functions that the .literal property consumes in order to get
new values for the literals. Recalculating literals does not change the structure
of the CST at all, but only the values of some terminal nodes. The static seman-
tics (i.e., type information, scope information) remain unchanged, however the
dynamic semantics (i.e., how the program behaves during run time) can change.
For example, conditions of branches and loops could have different outcomes,
resulting in a change of control flow.

Adding at Quantifieds. Quantified elements repeat their inner element a cer-
tain number of times within a minimum and a maximum. As long as the inner
element may be expanded once more, we can do just that. The requirements are
the same as during generation: anotherOne (see Section 4.2.2) must return true
if set, the maximum must not have been reached yet, it must not be site (see
Section 5.4) and if it builds a product type (see Section 6.2.2), the type must
allow the addition of another inner type. This would have the same effect as if
the element was expanded another time during the initial generation, i.e., liveness
and type-correctness are preserved. So there is no need for drastic changes of the
framework.

Pruning at Quantifieds. This mutation is the inverse of the previous opera-
tor, thus its requirements are similar: The minimum number of repetitions must
be met and the quantified element must not be a site. Pruning anything from the
CST can break liveness, however in some cases (e.g. test case reduction, situation
3 above) the liveness constraint is unimportant. Hence, this mutation operator
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can be implemented in two ways, either liveness-aware or liveness-agnostic. In ei-
ther case, the code must be semantically valid, which means that we must look at
all usages in the subtree to be pruned. If the removal would delete a declaration,
all other usages must also be in the subtree. Similarly, if it would delete an initial-
ization, all immediately successive read usages must be removed to avoid reading
uninitialized names. A liveness-aware operator would additionally check if the
removal of a read usage would link two successive write usages before performing
the mutation.

If the quantified element builds a product type, the framework must be
adapted to support the removal of inner types of a product type. Removing
an inner type causes product subtypes or supertypes to lose an inner type as
well, which requires more checks to confirm that this does not cause issues. For
example, if we remove a parameter of a method declaration, all method invoca-
tions must remove the corresponding argument. This can only be done if we are
allowed to prune at the quantifieds that produce the argument lists.

Pruning and Regenerating. In grammar-based mutation with context free
grammars, one common mutation operator chooses a nonterminal node, prunes
its children, and applies the nonterminal’s production rule again to generate fresh
children. Contrary to the former operators, pruning and regenerating does not re-
quire quantified elements and thus works with all forms of context-free grammars.
Its implementation would be closely tied to the previous operator as pruning chil-
dren again poses the threat of removing declarations or initializations, breaking
semantic validity. Even if the constraints are violated after pruning, a more so-
phisticated mechanism of forced usages (see Section 5.4) could ensure that the
new subtree makes the usage chains valid again. Currently, the framework can
only force one usage for a subtree at the same time.

Replacing subtrees. Replacing a subtree of a CST with another existing sub-
tree is also a common operator. It is similar to pruning and regenerating, but
instead of using the production rule to regenerate the subtree, we choose an
existing subtree from somewhere else in the tree. Grammar-based crossover of
two distinct CSTs uses this operator to create new CSTs, but we can perform
crossover of a CST with itself to get this effect. A variation of this operator could
also switch the subtrees instead of replacing one with the other.

Breaking semantic validity and liveness is again a problem, but in comparison
to pruning and regenerating, we can calculate which effects the replacement has
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for the usage chains. If the pruning alone would violate any constraint, we can
still perform the operation if the new subtree introduces usages that remove the
violations again.
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8 Results

For evaluation I have implemented three different versions of program generators:
one for Java based on the approach presented in Section 4, one for Java using
the liveness constraints described in Section 5 and the complex type system de-
scribed in Section 6, and a Python generator also using liveness constraint and
the complex type system. In Section 8.1 these generators are described.

Section 8.2 contains qualitative and quantitative comparisons of the two ver-
sions of the Java generator.

8.1 Sample Generators

8.1.1 Baseline Java Generator

The baseline generator for the comparisons is a Java generator that uses only the
features described in Section 4. Appendix A shows an example of a test program
generated by the baseline generator. We restrict the program to generate exactly
one top-level class Test that contains a variable number of member declarations
(i.e., fields or methods), the last of which is the main method. The main method
contains different statements, variables and expressions involving primitive types
and console output. The direction of generation is restricted to be in evaluation
order (see Section 4.4.2), so all names are declared without requiring any usages.

In the base version, method declarations apart from main are theoretically
possible, but they would be dead as they are not properly typable without the
function type of the complex type system, hence the scope system is unable to
store a type for the declarations. Thus, read usages of methods (i.e., method
invocations) cannot be found in the output.

The exception is System.out.println, for which a special workaround has
been implemented. The grammar rules to achieve this are shown in Listing 23.
unqualifiedMethodIdentifier is only reachable via method invocations, so we
can hardcode the value that the Identifier terminal should give the termi-
nal node it produces. The property .value("System.out.println") (see Sec-
tion 4.2.2) forces every method invocation to call System.out.println. For the
argument list, we adjust the min and max of the quantified elements to produce
exactly one argument, which is an expression of any type.
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Listing 23: Workaround for generating console output.
1 // methodInvocation : methodName ’(’ argumentList? ’)’ | ...
2 methodInvocation.define(alternation(
3 block(
4 methodName.ref(),
5 LPAREN ,
6 argumentList.ref().opt().min(1),
7 RPAREN
8 ),
9 ...

10 ));
11 // methodName : unqualifiedMethodIdentifier ;
12 methodName.define(unqualifiedMethodIdentifier.ref ());
13 // unqualifiedMethodIdentifier : Identifier | cont ... ;
14 unqualifiedMethodIdentifier.define(alternation(
15 terminal("Identifier").value("System.out.println"),
16 contextualKeywordMinusForUnqualifiedMethodIdentifier.ref()
17 .enabled(false)
18 ));
19 // argumentList : expression (’,’ expression )*
20 argumentList.define(block(
21 expression.ref(), block(COMMA , expression.ref ()). star().max(0)
22 ));
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8.1.2 Improved Java Generator

I implemented a Java generator, but used the full power of the framework with
the liveness constraint and the complex type system. It can declare and invoke
methods, create class instances, and produce live assignments at all times. The
universe scope (see Section 4.4.4) contains parts of library classes such as Math or
BigInteger as well as the utility class FuzzerUtils, which eliminates the need
for the System.out.println workaround.

8.1.3 Python Generator

Additionally, I implemented a Python generator to show that our framework
supports the implementation of language constructs that do not exist in Java,
such as tuple expressions and nested functions. Although Python does not have
static typing, we must implement the type system in the same way as for statically
typed languages or else the generated code will quickly lead to runtime errors.
All names have a type such as int, float, complex or bool, but in contrast to
statically typed languages this type can be a type variable. In the universe scope,
we declare the print function as well as the builtin functions abs, bool, len,
set, list and tuple with their corresponding function type. An example of a
generated Python script is shown in Appendix C.

8.2 Comparison

In this section I will compare the two Java generators to show how the liveness
constraints and the complex type system increase fuzzing effectivenes. I will make
the following comparisons:

1. Qualitative comparison of the generated code focusing on specific aspects
such as liveness or compound types.

2. Quantitative comparison of the number of generated instruction in GraalVM’s
low-level intermediate representation (LIR).

3. Quantitative comparison of the number and diversity of optimizations the
compiler performed.

8.2.1 Qualitative Comparison

Appendix A and B respectively show the output of the liveness-agnostic and
primitively typed Java generator and the Java generator that respects the live-
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ness constraint and uses the complex type system. I will now present shortened
versions of both appendices to emphasize the differences in expressiveness and
complexity.

• Listing 24 shows the code of Appendix A, but all dead assignments have
been removed, reducing the size from 76 lines of code to 48.

• Listing 25 shows that the improved Java generator can create method dec-
larations and also correctly invoke them with the correct number and types
of arguments. Also, we can see the usage of record types such as Math, my
FuzzerUtils utility class and the BigInteger object field2.

• Listing 26 focuses on the usages of var11. One can clearly see that the
name is always live as every write usage has a potential successive read
usage.

Listing 24: Shortened Java source code generated without the extensions.
1 class Test {
2 static double field0 = ((13554 - -110503934) ^ (29393 | 102))
3 % ((-71 & 48666) - 0.02753818f);
4 static double field1 = ((948029451523551767L | 29949)
5 + (54181 << 204)) | 28125;
6 static int field2 = (( -1786366879 >> 2059357319)
7 + (-20 | 2037795172)) << (1454 * -108516944);
8 static double field3 = field2 ^ 5264108662923850547L;
9 static long field4 = (( field2 | 13180) ^ field2) >> field2;

10 static byte field5 = -108;
11 public static void main (String [] param0) {
12 char var1 = (char) field1;
13 if (false && (field3 == field5 )) {
14 int var2 = (field2 ^ field5) ^ field5;
15 var1 = var1;
16 if (true | ((true ^ true) | true)) {
17 long var3 = var2 ^ field2;
18 boolean var4 = (true) != (true);
19 System.out.println ((var3 & (var2))
20 / ((( long) var3) >>> var1 ));
21 if (var4 && (var4 ^ var4)) {
22 if (var4 | var4) {
23 System.out.println ((long) 20131);
24 } else {
25 }
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26 } else {
27 if (((( double) 3475) != ((long) 0.2620248665009315))
28 && (var4 || var4)) {
29 System.out.println (( double) var2);
30 System.out.println ((int) field2 );
31 System.out.println ((byte) -894931351);
32 }
33 if (var4 || (var4 ^ (false ))) {
34 } else {
35 System.out.println ( -1979528632);
36 }
37 while ((var4 | var4) == var4) {
38 System.out.println (( boolean) false);
39 System.out.println (( double) field4 );
40 System.out.println (( boolean) var4);
41 System.out.println(var3);
42 System.out.println ((int) field0 );
43 }
44 }
45 }
46 }
47 }
48 }

Listing 25: Java source code generated after implementing the extensions with
focus on compound types.

1 import java.math.BigInteger;
2 class Test {
3 static public void method0(int param0 , short param4 , int param3 ,
4 int param2 , short param1) {
5 ...
6 }
7 static BigInteger field2 = ...;
8 ...
9 static public void main(String [] param0) {

10 if (...) {
11 ...
12 short var3 = (byte) field1;
13 byte var2 = field2.byteValue ();
14 long var1 = field2.bitLength () + field2.bitLength ();
15 int var0 = field2.bitLength () * 834948561;
16 method0(var0 % var0 , (byte) Math.abs(var1 & 1588485305) ,
17 var2 << var1 , var3 & var0 , FuzzerUtils.randomShort ());
18 method0(var0 * var3 , (byte) var0 , (var0 & (var0)) % var0 ,
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19 var0 & ((var3) << FuzzerUtils.randomByte ()),
20 field2.shortValue ());
21 } else { ... }
22 ...
23 short var8 = field2.shortValue ();
24 method0(var8 & var8 , (short) field1 , FuzzerUtils.randomByte (),
25 var8 | (var8 >>> 7686717736331777527L),
26 FuzzerUtils.randomShort ());
27 ...
28 }
29 }

Listing 26: Java source code generated after implementing the extensions with
focus on var11.

1 import java.math.BigInteger;
2 class Test {
3 ...
4 static public void main(String [] param0) {
5 ...
6 byte var11 = field2.byteValue (); // declare + write (init)
7 ...
8 if (...) { // start pseudo -usage is a read usage
9 ...

10 var11 --; // read + write (update), read below
11 FuzzerUtils.println(var11 ^ FuzzerUtils.randomByte ());
12 } else {
13 FuzzerUtils.println(var8 << var11); // read
14 ...
15 int var13 = FuzzerUtils.randomByte () >>> var11; // read
16 ...
17 var11 = 32; // write , read below
18 method0(var11 | var12 , ..., var12 ^ var11 , ...); // read
19 } // end pseudo -usage is a read usage
20 }
21 }

8.2.2 Quantitative Evaluation: LIR Instructions

To prove that the more sophisticated code from the contributions indeed in-
creases fuzzing effectiveness, I run two fuzzing campaigns that generate 500 test
cases each using the Java generators. One campaign uses the full power of the
type system and liveness constraint while the other relies on primitive types and
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liveness-agnostic generation. In Figure 16, we can clearly see that the number of
instructions per byte of source code in GraalVM’s LIR nearly doubled with using
the liveness constraint and the complex type system.

0 2 4 6 8

 

Average no. of low-level instructions per 
 byte of source code (higher is better)

Liveness-agnostic, primitive types
Liveness-aware, complex types

Figure 16: Average number of low-level instructions per byte of source code before
and after the changes.

Interpretation Using the same argument as [Barany, 2017], I conclude that
more code reaches deeper and more interesting parts of the compiler.

8.2.3 Quantitative Evaluation: Performed Optimizations

During same campaigns I also collect information about which optimizations the
compiler performed. Figure 17 clearly shows an increase. However, the figure also
shows that optimizations regarding loop unrolling and loop peeling are exercised
less often.

Interpretation The increase in the number of performed optimizations again
suggests that more code reaches later phases of the compilation process. My
explanation for the decrease in loop optimizations is that in the more sophisticated
code, we force a read usage in a loop’s condition to prevent the compiler from
easily inferring that the condition is always true or false in some cases. Having
less information about the number of a loop’s iterations prevents certain loop
optimizations, but in many cases it stops the compiler from inferring that the loop
body or the code after the loop is unreachable. Unreachable code has the same
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Figure 17: Average number of optimizations per byte of source code before and
after the changes.
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negative effects as dead assignments because it will not survive early compiler
phases.
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9 Related Work

There are mainly two research works with strong relations to the work presented
in this thesis:

Liveness Driven Random Code Generation [Barany, 2017] combines
random program generation with liveness analysis to generate fully live programs.
As liveness analysis works bottom-up, statement generation is also restricted in
this direction. During generation, a live set keeps track of all currently live
variables. If a variable usage is generated, the variable is added to the set. As-
signments are only allowed on live variables, after which they are removed again.

Xsmith [Hatch et al., 2023] is an open-source grammar-based compiler and
interpreter fuzzer similar to the code generator presented in this thesis. Its type
system and scope system was the main source for inspiration for how I designed
my own versions. Xsmith focuses on grammars for abstract syntax trees (ASTs),
not concrete syntax trees (CSTs), hence the nodes in the trees carry more in-
formation and the trees are shallower overall (see Figure 2). Shallower trees
simplify how information flows up and down the tree. Its canned components,
i.e., pre-defined AST nodes that appear in most programming languages, reduce
the amount of work needed for the initial setup of the grammar. Examples of
canned components are statements such as an if-else statement with the three chil-
dren test, i.e., the condition expression, and the then and else blocks. However,
an AST cannot be converted to source code as easily as every kind of node needs
instructions for serialization. An if-else statement looks different in Python com-
pared to most other languages as the condition does not require parentheses, but
it ends with a colon. Also, Xsmith does not support recursive types or implement
the liveness constraint as of this thesis.
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10 Conclusion and Future Work

In this thesis I presented my framework for grammar-based source code gener-
ation and the extensions to make fuzzing the GraalVM compiler more effective.
At first, I described how a user can build an attribute grammar using the frame-
work and also how the generation process uses this definition to generate a CST.
My implementation of a complex type system extended the framework with com-
pound types, i.e., types that contain inner types. I used this type system in the
Java generator to generate type-correct method definitions and invocations with
function types, to generate multi-argument methods with product types, and to
generate instances of library classes with record types. To implement the liveness
constraint, I tracked all usages of names and their locations with usage chains
to ensure semantic correctness and live assignments at all times, avoiding the
removal of large chunks of code in early compiler phases. My implementation
also respects more complex control flow such as branches and (head-controlled)
loops. I also investigated different mutation operators and how they can be im-
plemented in the framework to not only support generating code from scratch,
but also mutate existing source code with the same attribute grammar.

As the development of the framework is an ongoing process, the backlog is
full of ideas for future work. The most important topics of future work are:

Full support for recursive types. Section 6.7.2 mentioned that the type
system has limitations regarding recursive types and subtyping. It constructs
paritally constrained types explicitly, which is impossible for e.g. the most general
subtype of a recursive type. Type variables can also be implemented as a list of
their constraints, i.e., their subtypes and supertypes. The most general subtype
of a recursive type would then be a type variable with a recursive supertype,
however this implementation could pose a significant overhead on all operations
on type variables for checks and unifications.

More compound types Variant types [Pierce, 2002], which can model an
enum in Java or C#, have not yet been implemented. Generic types are also not
yet possible to be implemented in a grammar. Each instance of a generic type
needs its own type variables for each type parameter, which cannot be done in
the current framework.
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Advanced looping scopes Simple looping scopes (Section 5.5.4) can only
model head-controlled loops and would need more adjustments to also model tail-
controlled loops. For more sophisticated loops such as for loops, we need a way
to annotate that a certain subtree is evaluated before the loop (e.g. the initializer
at the start of a for loop), before each iteration (e.g. the loop’s condition) or
after each iteration (e.g. the increment/update of the for loop). In the official
Java grammar, all of these things are located in a single production and there is
no way to correctly anntoate their evaluation order.

Jumping statements The current problems with jumping statements were
described in Section 5.6. In the Java specification, the term “cannot complete
normally” describes statements or expressions where control flow will never ex-
ecute a succeeding statement because the statement acts as an unconditional
jump. The term does not only apply to simple statements, but can be extended
to e.g. if-else statements, which cannot complete normally if every branch can-
not complete normally. We could provide guards for this concept that enable or
disable alternatives if we must not generate a statement that cannot complete
normally. Statement-generating quantified elements such as statement* in the
Java grammar must be aware that if their last child is a jumping statement, it
must not insert new children at its end.

More scope customization Some languages such as Python have unusual
behaviour in their scope system. For example, nested scopes cannot assign values
to variables from an outer scope unless the keywords global or nonlocal are
used. To correctly model this behaviour, when a scope calculates available names,
there should be a mechanism to inject custom predicates that complement or
override the scope’s decision on whether to include the name in the query.
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Listing 27: Java source code generated without our extensions.
1 class Test {
2 static double field0 = ((13554 - -110503934) ^ (29393 | 102))
3 % ((-71 & 48666) - 0.02753818f);
4 static double field1 = ((948029451523551767L | 29949)
5 + (54181 << 204)) | 28125;
6 static int field2 = (( -1786366879 >> 2059357319)
7 + (-20 | 2037795172)) << (1454 * -108516944);
8 static double field3 = field2 ^ 5264108662923850547L;
9 static long field4 = (( field2 | 13180) ^ field2) >> field2;

10 static byte field5 = -108;
11 public static void main (String [] param0) {
12 long var0 = field2 << field4;
13 char var1 = (char) field1;
14 if (false && (field3 == field5 )) {
15 int var2 = (field2 ^ field5) ^ field5;
16 var1 = var1;
17 if (true | ((true ^ true) | true)) {
18 long var3 = var2 ^ field2;
19 boolean var4 = (true) != (true);
20 field1 /= var3 >> var0;
21 System.out.println ((var3 & (var2))
22 / ((( long) var3) >>> var1 ));
23 if (var4 && (var4 ^ var4)) {
24 if (var4 | var4) {
25 System.out.println ((long) 20131);
26 var3 --;
27 field0 = 51646;
28 double var5 = (double) 10745;
29 field3 %= (float) -928016068430829856L;
30 field3 = (int) var3;
31 boolean var6 = false;
32 } else {
33 boolean var7 = false;
34 int var8 = (int) field2;
35 int var9 = (int) var3;
36 var9 ++;
37 }
38 byte var10 = (byte) field4;
39 long var11 = -25334;
40 field0 --;
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41 boolean var12 = var4;
42 } else {
43 if (((( double) 3475) != ((long) 0.2620248665009315))
44 && (var4 || var4)) {
45 boolean var13 = true;
46 long var14 = var1;
47 System.out.println (( double) var2);
48 System.out.println ((int) field2 );
49 long var15 = (int) 0.710087f;
50 System.out.println ((byte) -894931351);
51 }
52 if (var4 || (var4 ^ (false ))) {
53 double var16 = 0.30628375762680493;
54 field2 --;
55 var16 --;
56 } else {
57 double var17 = 0.701364936469478;
58 char var18 = 59429;
59 System.out.println ( -1979528632);
60 }
61 field3 -= ~ ((int) field1 );
62 while ((var4 | var4) == var4) {
63 System.out.println (( boolean) false);
64 System.out.println (( double) field4 );
65 char var19 = 23239;
66 System.out.println (( boolean) var4);
67 System.out.println(var3);
68 System.out.println ((int) field0 );
69 }
70 }
71 }
72 float var20 = var0 & field2;
73 }
74 var0 ++;
75 }
76 }
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Listing 28: Java source code generated after implementing our extensions.
1 import java.math.BigInteger;
2 class Test {
3 static public void method0(int param0 , short param4 , int param3 ,
4 int param2 , short param1) {
5 FuzzerUtils.println(param0 | (param1 | -1945495420));
6 float var4 = (( param4 >> -543204969) * param3) | param1;
7 BigInteger var2 = BigInteger.valueOf(param2 % param4 );
8 boolean var1 = param2 <= (param1 & param1 );
9 BigInteger var0 = BigInteger.valueOf (param1 - param1 );

10 FuzzerUtils.println ((var0.bitLength () + param2) & param3 );
11 if (var1 && var1) {
12 FuzzerUtils.println(param4 ^ var2.bitLength ());
13 float var5 = param0 % param1;
14 BigInteger var3;
15 var3 = BigInteger.valueOf ((-8 | param0) ^ var2.bitLength ());
16 FuzzerUtils.println ((var3.bitLength () +
17 ((int) -6307620023805448307L)) | param3 );
18 FuzzerUtils.println(var4 / var5);
19 }
20 }
21 static BigInteger field2 = BigInteger.valueOf(
22 (3796277286158431794L / 9212743285638597529L) *
23 (369315881 - 39967));
24 static double field1 = (( -5556771207275861748L
25 & 2168266630313462285L) >> (6244081333214317621L & 58236))
26 | (( -3702385908683633132L | -30048)
27 | ((long) 0.7819193792956568));
28 static boolean field0 = true && ((true ^ true) && (true ));
29 static public void main(String [] param0) {
30 if (field0 | field0) {
31 FuzzerUtils.println(field1 % field2.bitLength ());
32 short var3 = (byte) field1;
33 byte var2 = field2.byteValue ();
34 long var1 = field2.bitLength () + field2.bitLength ();
35 int var0 = field2.bitLength () * 834948561;
36 method0(var0 % var0 , (byte) Math.abs(var1 & 1588485305) ,
37 var2 << var1 , var3 & var0 , FuzzerUtils.randomShort ());
38 method0(var0 * var3 , (byte) var0 , (var0 & (var0)) % var0 ,
39 var0 & ((var3) << FuzzerUtils.randomByte ()),
40 field2.shortValue ());
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41 } else {
42 FuzzerUtils.println(field1 / field1 );
43 char var7 = FuzzerUtils.randomChar ();
44 int var6 = ((int) field1) % ((int) field1 );
45 short var5 = (byte) field1;
46 short var4 = -9;
47 method0(var4 ^ (var4 ^ FuzzerUtils.randomByte ()), var5 ,
48 var6 & var7 , FuzzerUtils.randomByte () / var4 ,
49 (byte) FuzzerUtils.randomByte ());
50 method0(var4 ^ var5 , field2.shortValue (),
51 field2.bitLength () ^ var6 , field2.bitLength () ^ var6 ,
52 (short) field1 );
53 }
54 byte var11 = field2.byteValue ();
55 float var10 = 34 & -19116;
56 byte var9 = (byte) field1;
57 short var8 = field2.shortValue ();
58 method0(var8 & var8 , (short) field1 , FuzzerUtils.randomByte (),
59 var8 | (var8 >>> 7686717736331777527L),
60 FuzzerUtils.randomShort ());
61 if (var9 > var10) {
62 FuzzerUtils.println(field2.bitLength () >> var8);
63 var11 --;
64 FuzzerUtils.println(var11 ^ FuzzerUtils.randomByte ());
65 } else {
66 FuzzerUtils.println(var8 << var11);
67 int var15 = var9 / ((short) field1 );
68 short var14 = field2.shortValue ();
69 int var13 = FuzzerUtils.randomByte () >>> var11;
70 int var12 = 24358 << ( -23010);
71 var11 = 32;
72 method0 (var11 | var12 , FuzzerUtils.randomShort (),
73 field2.bitLength () / (var13 & var14), var12 ^ var11 ,
74 (byte) var15 );
75 }
76 }
77 }
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Listing 29: Python script generated after implementing our extensions.
1 var1 = (333085184311398533) & 1413225472387591497
2 var0 = (False) != True is True
3 if var0:
4 var4 = False and var0
5 var3 = var1 & (var1)
6 var2 = False if (var0) else True and True
7 var0 = False and var4
8 if (var2) is True is True: print(var1 & var1)
9 else: print(len(set ()))

10 print(var1 if (var2) else ( -8356495378874861265) - var1)
11 print(var3 & var3)
12 elif (var0) and (False ):
13 var10 = var1 + var1
14 var9 = ~ var1
15 var7 = var0 if var0 else (True) and True and var0
16 while bool(True):
17 var6 = len(list() if var0 else tuple ())
18 var5 = var1
19 var1 = (var5) & var6
20 var5 = var6
21 var1 = var1 if var0 else - (var1)
22 var1 = (var10) & var10
23 var10 = -3234640301864722207
24 while var7 if (var7) else False:
25 var8 = (3454908638178714742) * -8366014553911085819
26 var1 = +var8
27 var0 = bool(True)
28 print(var9 ^ var10)
29 elif not (var0): var1 = ~ -6573671340242770386
30 else: var0 = False if var0 else bool(False if var0 else True)
31 print(var1 ^ var1)
32 if var0 and var0:
33 var13 = not var0
34 var12 = bool(bool(True))
35 var11 = var0
36 print((var1) | var1)
37 var0 = True and (var12)
38 var1 = +(var1)
39 while var11 if (var12) else var11 != True != False:
40 var0 = not (var13)
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41 print (9.7058369015 E307 if var0 else var1 if var0 else var1 ^ var1)
42 if (var1) <= -4433185376178214237: print (~ var1)
43 elif not var0:
44 def fun2 (param1 , param0 , param2 = (var1) - 32749199172841858 ,):
45 var14 = 3103792235223932497
46 print (1.1842379191208531 E308 +var14)
47 print(var1 | var1)
48 print(param0 if param1 else param2)
49 def fun1 ():
50 var18 = -var1
51 var17 = var1 | var1
52 var16 = len(set())
53 var15 = False
54 print (1.2864115490728265 E308 / -263231180836668166)
55 fun2 (var15 and True , +var16 , var17 | var18)
56 fun2 (not (var15), -879111768414319664 ^ 3192041405248469509 ,
57 var1 * var16)
58 def fun0 ():
59 var19 = var1 | 3924090255801646560
60 fun1()
61 fun2 (not False , (var19) - var19 , abs(var19 | var1))
62 print ((6.091172647629459 E307) * 7.071001341380543 E307)
63 while not var0: fun1()
64 fun0()
65 if not (var0):
66 var23 = + -2836226972316681783
67 var22 = var1 ^ (var1)
68 var21 = 7970193772342409362 | var1
69 var20 = not False
70 var1 = 961465650264901350 | var22
71 print(( var23) if var0 else var1)
72 fun2 (True is False != var20 ,
73 (748206108939042602) & -6594207575464446348 , var1 ^ var21)
74 else:
75 var27 = 3.350714796707978 E307
76 var26 = (var1) ^ var1
77 var25 = False
78 var24 = 1.6905993886600143 E308 - var1 , (var1) ^ var1 ,
79 var1 & var1 , abs , +4806735441323585265 , fun2
80 var0 = var26 is (var27)
81 fun0()
82 print(len(set() if var0 else var24 if var25 else list ()))
83 print (( -9148351184904240011) | 8474570156722428802)
84 else: print(abs ((5.492957489955548 E307) + var1))
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